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1
I N T R O D U C T I O N

1.1 business analytics

In the last years we have seen an explosion of research and inno-
vation in the area of Business Analytics (BA), and a comparable
trend is verifiable in the industry in terms of solutions and ser-
vices splashing from all remote parts of the world, all of them
raising the ’analytics’ flag. Apart from the fact of the generalized
abuse of this buzz word, some underlying prompts have to be
uncovered and properly addressed:

• Companies have to cope with constant change and uncer-
tainty, more than ever before.

• Information and Communication Technologies (ICT) and the
Internet are the key drivers of the globalized world we have
nowadays.

• The amounts of data produced and accessed by companies
and individuals largely exceed the capability of a proper
value-extraction processing in the vast majority of the sce-
narios.

Advancements in ICT and the Internet bring us tons of data with
almost no charge. However, we do lack the right procedures to
digest these data oceans, and even more importantly, to extract
the value hidden in them and timely contextualize it in the right
scenarios.

This general consideration puts on the table the main compo-
nents of the problem BA attempts to solve. Firstly, we refer to
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2 introduction

a business layer, full of semantic and meaning, which includes
the abstract concepts taking part in business administration and
operation. Executives and managers think in terms of sales, rev-
enue, costs, budgets and projections. Business strategy is defined
in terms of plans, goal maps, balanced scorecards and business
operations. In the other hand we find the counterpart, which cor-
responds to the data layer. ICT revolution makes it possible to
track and store tones of data about daily operations in every busi-
ness. This digital universe exponentially grows with time. But al-
though it is widely known that information is one of the most
valuable assets of today’s organizations, bridging the abstraction
gap between data lakes and business concepts remains the main
obstacle for a more widespread implementation and exploitation
of BA in most industries and sectors.

One of the research areas that have taken seriously the task
of making sense of the portion of structured data surrunding us
is the time series analysis, that has become a wide known and
respected research area enormously documented through long
decades. It is true that, nonetheless, no matter how big this area
is, it is only applicable to an small portion of the data available,
namely the structured data in time order. Still at a more concrete
level, State Space (SS) methods first appeared in the 1960s with
the celebrated Kalman Filter (KF). Since then, time series analy-
sis has become a well-defined discipline based on statistical and
mathematical theory, with a multitude of techniques and method-
ologies, each with its variants. This translates into the ability to
calculate predictions of any variable of interest along with confi-
dence intervals, diagnostic tests, etc., to measure the significance
of such predictions. In the highly volatile environments in which
companies are involved nowadays, any mechanism to limit the
degree of uncertainty, particularly the techniques for predicting
time series, is of particular interest.

However, when we refer to the application of these methodolo-
gies in the solution of business challenges at strategic levels, it is
worth noting the problem that arises in terms of the gap that ex-
ists between the concepts to which the time series refer and the
business concepts that are intended to control. Companies are
very dynamic and complex systems, and the problems they pose
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involve multiple situations, a multitude of variables of different
nature. In such contexts, the mere calculation of predictions of the
variables involved is not enough. It is necessary to integrate this
power of prediction and association of variables into a method-
ology that incorporates the logic of the business to be optimized.
This business logic is exactly what managers use to refer to busi-
ness issues, their components, their interdependencies, etc.

1.2 bridging the gap

Closing the conceptual gap between raw data and the business
concepts is a very challenging problem that captured attention
from the research community since the first emergence of BA sys-
tems . In spite of the evident widescope, one can identify two
complementary directions in which the efforts have to be de-
voted.

Firstly, it is required to define and characterize what is called
business layer. Some well known methologies and results devel-
oped in the area of managment contributes very much to this
point. Balanced Scorecards (BS) provides a structured way to align
the work and priorities of employees with the strategic objectives
that comprise an organization’s defined mission. Five dimensions
or perspectives are defined as the most important in any com-
pany: finance, customers, processes, innovation and learning.

While keeping it simple, the BS meets several managerial key
points, bringing together many seemingly disparate elements of
a company’s competitive challenges. At the same time it provides
a tool for balancing the strategy across fundamental business di-
mensions.

A Strategy Map is an illustration of an organization’s strategy.
It is extremely useful to wire the strategy into operational terms
and to communicate to employees how their jobs relate to the
organizations overall objectives. Strategy maps are intended to
help organizations to focus on their strategies in a systematic
way. In fact, it works as the integration mechanism, in the sense
that, the five BS perspectives, the associated strategic objectives,
and the key performance indicators are linked together as cause-
and-effect relationships (Kaplan and Norton, 2004).
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We consider of interest a third methodology. The Business Pro-
cess Management (BPM) focuses on aligning the processes with
the business strategy. It essentially pursues the achievement of
the organization’s objectives through the improvement, manage-
ment and control of essential business processes. On the other
hand, the Business Process Management Notation (BPMN) (Decker
et al., 2010) is a standard notation for modeling business pro-
cesses, probably the best known and established in the industry.

These three methologies provide us with a well established
ground to characterize the business layer: whereas the primary
focus of BPMN is in elements and processes, BS and strategy maps
focus on estrategy and objectives. This way, the abstract concepts
and relations become more concrete and bounded, preparing the
way to connect them to the data layer.

1.3 time series analysis for business analytics

BA combines the latest tools and methodologies to apply statis-
tical and computational modeling and leverage organizational
data to enhance the decision making process in business admin-
istration and management science. We have seen that a concep-
tual gap exists between the business concepts and the raw data,
and the efforts to make that business concepts more concrete.
However, we claim that traditional data modeling techniques also
need to be adapted to the times, in order to achieve a better con-
nection with business concepts and real BA implementations.

This thesis contributes to this aim in several ways. Firstly, a
new toolbox for time series analysis based on state space model-
ing has been developed and published under the name SSpace.
SSpace is a MATLAB toolbox (The MathWorks Inc, 2018) that pro-
vides a number of routines designed for a general analysis of SS

systems. It combines both flexibility and simplicity, and at the
same time it enhances the power and versatility of SS modeling
in a friendly environment. The toolbox possesses very distinct
properties to other SS pieces of software, but at the same time
takes advantage of methods and algorithms from other sources,
mainly Taylor et al. (2007) and Durbin and Koopman (2012) as
it has been unfolded in Chapter 3. The combination of all these
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factors gives SSpace a particular flavour. This toolbox serves as
the basis for all the rest of developments in this thesis.

Secondly, new methods for time series automatic identifica-
tion has been developed in order to tackle with the problem
of analysing time series in a BA context, i.e., companies with
an accumulation of so many time series to model and forecast
that detailed manual identification becomes essentially impos-
sible (Fildes and Petropoulos, 2015). The short life-cycle of the
analysis and the acceleration of business operations contribute
still more to the need for automatic identification techniques.

Automatic model selection has received a great deal of atten-
tion in the specialized time series literature. This interest spans
from classical modeling techniques, such as regression analysis,
ExponenTial Smoothing (ETS), ARIMA, Transfer Functions, etc. (Gómez
and Maravall, 2001; Hocking, 1976; Hyndman et al., 2008; Young,
2011), to more modern Big Data techniques, such as Artificial
Neural Networks, Support Vector Machines (SVM), etc. (Hastie,
Tibshirani, and Friedman, 2009; Haykin, 2008; Sapankevych and
Sankar, 2009). It even might be said that, while classical methods
traditionally used to rely on crafted detailed identification tools
supervised by humans, more modern methods inevitably have to
rely on automatic identification and selection techniques due to
the amount of data that has to be processed.

The contribution of this thesis to the field of automatic iden-
tification is twofold. On the one hand, a general approach for
model selection is proposed that combines different criteria with
additional information of the time series itself as well as the re-
sponses and fitted parameters of the alternative models. Given
a set of candidate models, rather than considering any individ-
ual criterion, typically raw or corrected Akaike Information Crite-
rion (AIC) or Schwarz Information Criterion (SBC), a SVM is trained
at each forecasting origin to select the best model using all the
featrues selected. The features include the information criterion
themselves, the autocorrelation structure of the series, gaussian-
ity and heteroskedasticity tests, some values of the series, differ-
ences among predictions of different models, etc.

On the other hand, a much more concrete contribution consists
of proposing a novel automatic identification procedure of a par-
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ticular class of models, namely the Unobserved Components (UC),
as a valid candidate to compete with other classical alternatives
in the field of forecasting time series in BA contexts. It is interest-
ing to note that the UCs have been systematically disregarded in
a big part of the forecasting literature because of the overwhelm-
ing presence of ETS and ARIMA methods, while their potential is
immense, due to their flexibility and adaptability to the changing
properties of time series so typical of our present societies.

Finally, a new approach for the general treatment of hierarchies
in BA environments is proposed, providing a framework that
gives an unified solution for top-down, bottom-up, middle-out and
reconciled hierarchical forecasting approaches. Time series coming
from BA and stored by companies are not isolated, but related
to each other in a hierarchical way. They may aggregate across
different dimensions, like geographical, product family, by cus-
tomers or even simply logical. In addition, all these dimensions
may mix with each other. The new approach improves upon re-
cent research (mainly Hyndman, Lee, and Wang, 2016; Hyndman
et al., 2011) at least in two fundamental ways. Firstly, the appro-
priate SS form and the associated optimal recursive algorithms
provide an elegant optimal solution to the hierarchical forecast-
ing problem without the need to turn up to any additional alge-
bra. Secondly, given the recursive nature of the solution to the
state estimation problem given by the KF, the optimality is propa-
gated along time, i.e., the solution preserves the time consistency
implied by the individual models for each time series. This fact
is completely disregarded in previous studies.

1.4 organization of this thesis

This thesis deals with some general and specific aspects of BA

problems. Actually, it is intended as an attempt to bridge the gap
between the immense data bases stored by companies of all sizes
and their use in practice. Chapter 2 provides a general overview
of the BA issue to serve as a framework to which the rest of the
thesis makes some concrete contributions. Actually, it is argued
that BA is considered as the infrastructure enabling users to de-
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fine the business concepts they want to focus on, as well as con-
necting them with data at storage level.

The rest of the thesis concentrates on much more concrete as-
pects related to BA, namely the analysis and forecasting of big
time series data bases typical of BA. Most, but not all, of the the-
sis is based on the SS approach used profusely by engineers and
imported to Economics long ago by eminent economists. In that
regard, Chapter 3 digs into the theoretical background of SS mod-
eling that is useful to frame the rest of the chapters.

Chapter 4 shows a library useful for SS modeling in a very flex-
ible and agile way, called SSpace. Despite the availability of SS

packages, very often they are constrained in multiple ways, some
in the system equations, some in the time constancy of certain
system matrices, some imposing univariate models, some trat-
ing only linear and/or Gaussian systems, etc. SSpace overcome
many of these constrains, in addition to providing a minimal set
of functions with logical names to facilitate the use, but powerful
enough to be able to make a full analysis.

Chapter 5 shows how SVM trained on a set of carefully selected
features of the time series constitute a sensible tool for model
selection when optimizing the forecasts are at stake.

Chapter 6 deals also with the automatic identification prob-
lem, but from the perspective of proposing the UC models as
a valid option in forecasting contexts, with remarkable perfor-
mance with respect to more standard methods.

Chapter 7 ends up by dealing with the problem of hierarchical
forecasting, a problem many companies, big or small, have to
face in real life. The main advantage of the method proposed is
that it provides forecasts that are compatible across the hierarchy
and along time.

Chapter 8 concludes by summarizing the main results.





Part I

D ATA A N A LY S I S F O R B U S I N E S S





2
H O W B U S I N E S S A N A LY T I C S S H O U L D W O R K

2.1 a world in transformation

We are now approaching the so called Information Era. The glob-
alization came to world and the countries connected together, the
people’s life changed as well as their cultures. As Information
and ICT spread all around the world, the digital universe grows
astonishingly. It is estimated that the amount of data produced
in the world grows at an astounding annual rate of 60% (Cukier,
2010).

The volume of transactions and interchanged data is reach-
ing astronomical scale (J Phillips, 2014): IBM estimates that hu-
manity creates 2.4 quintillion bytes (a billion billion) of data ev-
eryday. Much of this data is created by digital systems usually
linked to internet. International Data Corporation estimates that
the digital universe will double in size through 2020 and reach
40 ZB (zetabytes), which means 5,247 GB for every person on
earth in 2020. The digital behavioural universe is being created from
the clickstream and the digital footprints of every person across
Earth interacting, participating and consuming this data. At this
respect, one of the bigger trends that most drive the behavioural
dimension of the digital universe is the mobile computing. Actu-
ally, six billion of the world’s seven billion people have access to
mobile phone, what means that, by far, it is the largest service
infrastructure across the world.

Some authors refer to this revolution as a hinge of history (May,
2009), highlighting the fact that the humanity is entering in a new

11



12 how business analytics should work

scope, a different world, where the game is driven by different
rules:

The combination of massive computing power, mas-
sive expansion in data management tools and prac-
tices, and exponentialized increases in customer ex-
pectations have created a world so complex and a cus-
tomer so demanding that unaugmented human cog-
nition — by this I mean making decisions without the
assistance of a robust BA tool set — is no longer good
enough. What you need to know, whom you need to
know, how you come to know and the very abbre-
viated time window available for making efficacious
use of knowledge are transforming.

However, the promise of digital analytics still remains largely
unrealized. EMC estimates that the majority of new data is largely
untagged, file-based, and unstructured data, little is known about
it. Only 3 percent of the data being created today is useful for
analyses, whereas only 0.05 percent of that data is actually being
analyzed. Therefore, 99.95 percent of useful data available today
for analysis is not being analyzed. IDC estimates a 67 percent
increase in data available for analysis by 2020.

Some Lasting Stumbling Blocks

In spite of the enormous changes experienced by the society in
the last years, a very striking truth is the fact that the way we man-
age information today is not much different from how we have
done for millennia (May, 2009). One of the most ancient form of
recorded information are the prehistoric cave drawings. Someone
decided to create this record, probably ignoring that he had dis-
cover a data storage technique, far more perdurable in time than
oral transmission. We realize that for us human, the problem is
not storing data, it is in access and meaning. Following the exam-
ple of the cave drawing, accessing the information means getting
there and to stand up in front of it. But once you get there, what
do you see? Is the picture a message? Is it perhaps a lyric? Or is
it just art? It is evident that the sole data is not enough for us. We
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need a semantic context in which such bunch of data takes up
meaning and becomes valuable information. This enriched infor-
mation is the required base for building wisdom, which will let
us to make better decisions.

The information media evolved with the centuries. The paper
became the major support for data recording and communication.
Vinyl discs made the miracle of storing audio, whereas electro-
magnetic tapes did so with video. Now, in the digital era, we are
able to carry in the pocket an immense quantity of multimedia
content, all with a vulgar USB stick. And the industry contin-
ues in this endless run. Definitely we are pretty good at storing
data. However, the volume of accessible data far exceeds the hu-
man ability to consume it, even more in our days. Yesterday our
offices were overflowing with papers, today with emails and digi-
tal documents. It is true that Information Management strategies
have positively evolved, but they haven’t gone very far. In spite
of these enormous changes, we have still some of the same prob-
lems since the beginning. We could synthesize these with the
following questions:

• How to build knowledge up from data?

• How to relate data? How to make it meaningful?

Two separated poles have remained unconnected. By one hand,
the fast evolving hardware technology, and by the other the human-
minded activity supported by that technology. There are enor-
mous oceans of information to be exploited, but the actual bene-
fits we obtain from them depends on how well connected these
two poles are. And here is where comes to action. This term refers
to a pretty interesting assembly of several fields, like math and
statistics sciences, computer science and management sciences,
in which the methods, processes and methodologies are continu-
ously enriched by all these knowledge areas. Although this has
been a pretty good effort in bringing humans and data-oceans
closer, there is still a long way to go.
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2.2 data analysis and synthesis

Another important characteristic of today’s society is the fragmen-
tation. Our daily experience of life is minced into little pieces,
little facets or domains which we have to continually integrate
and reconcile: professional and familiar life; business trip plan
and restrictions in flights, airlines, budgets. They are labyrinth
of decomposition (Mintzberg, 2009): Organizations are decom-
posed into regions, divisions, departments, products, and ser-
vices, not to mention missions, visions, objectives, programs, bud-
gets, and systems; likewise, agendas are decomposed into issues,
and strategic issues are decomposed into strengths, weaknesses,
threats, and opportunities.

Analysis consists primarily in breaking down a complex topic
of problem into smaller parts to gain a better understanding of it.
We believe that if we have all the data, and we are smart enough,
we can solve any problem. In recruiting people, we test their
analytical skills. Indeed, regardless their industry sector, many
people work as ’analysts’. It has become like an obsession (Buy-
tendijk, 2010):

Why is everyone so obsessed with analysis? Analysis
is only one style of solving problems. [...] We seem
to have forgotten all about synthesis, the opposite ap-
proach. Take two or more ideas and combine them
into a larger new idea. Tackling a problem in this way
might lead to entirely new insights, where problems
of the “old world” (before the synthesis) do not even
occur anymore. Where analysis focuses on working
within the boundaries of a certain domain [...], syn-
thesis connects various domains.

Managers oversee all this chaos, and they are supposed to in-
tegrate the whole confusing mess, most of the times with the
sole help of their intelligence and intuition: they make the syn-
thesis on their own. Synthesis is the very essence of managing
(Mintzberg, 2009):

Putting things together, in the form of coherent strate-
gies, unified organizations, and integrated systems.
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[...] It’s not that managers don’t need analysis; it’s that
they need it as an input to synthesis. [...] So how can
a manager see the big picture amid so many little de-
tails?

As companies get large and complex, it is more evident that it
is impossible for a single person to watch them conscientiously
on detail, even a single department. In some companies, the busi-
ness operations are carried out by pretty big teams; they work
together to accomplish the business goals, keeping certain norms
and protocols. give us the possibility of exploiting large volumes
of data, extract value from them, and use this value to empower
the processes and business decisions at every level in the com-
pany. Even though any incorporation of BA is positive to the com-
pany’s performance, the major benefits come from a wider appli-
cation of BA throughout the organization (Davenport and Harris,
2007). The solutions implemented at this level are very specific
to the concrete industry and organization and involve an impor-
tant amount of time-effort from a considerable number of ICT

and business experts. A consequence of this is that only big com-
panies can afford these implementation costs, whereas the main
population of companies remain far from these possibilities. Even
for the BA leaders, at present there is no clear methodology for a
comprehensive BA implementation (Barone et al., 2010a). The big
challenge consist of finding a clear path to broadly implement
BA without getting stuck with technical details, but center at the
business logic and concepts.

We claim that business intelligence and analytics should evolve
to a higher status in which the business users can ’navigate’ more
fluidly across the processes, data, resources, restrictions, goals...
This implies that users should be able to interact directly with the
BA systems via business concepts like revenue, costs, customer sat-
isfaction, etc. The technical details on how data is collected and
analysed, and how they are arranged to built more abstract arte-
facts, must be hidden for business users. The problem is that even
ICT and business analysts get frequently trapped into the high
complexity of the BA details implementation. Algorithms for this
kind of treatment must focus not only on accuraccy but also in
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consistent aggregation capabilities accross multiple dimensions
at time. Chapter 7 describe an approach for hierarchical time se-
ries analysis that fits in this category.

We propose a BA architecture that facilitates both the imple-
mentation and exploitation of BA systems. Our idea is strongly
based on business modeling techniques, in particular on the Busi-
ness Intelligent Model proposed by Barone et al. (2010b).

2.3 the business analytics architecture

The main objective of BA tools is to transform raw data into mean-
ingful and actionable information for business purposes. We un-
derstand by ’meaningful and actionable’ information that which
allow to the readers building a better knowledge about the reality
in a given context, and give rise to making wise decisions driving
the reality to the desired state.

At this point we can identify two main faces of all BA systems:
the ‘internal face’ deals with the raw data that is going to be
transformed into ‘meaningful and actionable’ information. That
data is usually extracted from operational information systems
which record everything happening in the company. There are
many commercial solutions filling this section, most of them un-
der the names Enterprise Resource Planning, Material Resource
Planning and Customer Relationship Management. On the other
hand, the ‘external face’ of BA systems is associated with the busi-
ness purposes we are pursuing. These comprise the designed
business strategy, usually stated at the level of enterprise/cor-
poration; and the operational objectives, which are more related
with a particular department.

In spite of seem disconnected, these two poles are tightly re-
lated. In fact, the enterprise’s data is just a representation of the
actual business’ execution. They absolutely shouldn’t be discon-
nected, as they are nowadays in many business information sys-
tems. By far, most of the efforts driven by BA community could be
condensed in this sublime goal: achieve a more fluid an natural
connection between the data and the real-world. And this should
be done in both directions: 1) from data to real-world, in order to
make a fact-based tracking of the company’s performance, and
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Figure 2.1: Business Intelligence Architecture

be able to drive it to success; and 2) from real-world to data, en-
abling meaningful data analysis powered by business semantic.

To achieve this goal, the BA architecture is compose of three
main layers (see Figure 2.1). The higher one contains the business
logic and concepts, using the same terminology that business an-
alysts use everyday. It is usually called ‘the semantic layer’, be-
cause it provides the logic framework that gives the appropriate
meaning to all other elements. This is the ‘external face’ of the BA

system, which is supposed to provide an user-friendly interface
to embed the business logic into the system. In the next section
we will drop a light about how the business users should inter-
act with this layer and the easy-to-use functionalities it should
provide.

This semantic layer needs to be connected with low-level data,
and this is done through the mapping layer. It contains the con-
ceptual mapping between the data entities and the business en-
tities defined in the semantic layer. Most of the complexity of
connecting abstract concepts with concrete facts are embedded
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in this layer; we follow a simplify version of the model proposed
by Rizzolo et al. (2010). This connection is meant to be fully bidi-
rectional, because any relevant change in row data (concrete facts)
should be translated and presented in terms of business concepts
(synthesis), and vice-versa: the logic depicted by business con-
cepts is used to guide and focus the exploitation of concrete local
data (analysis).

The bottom layer deals with the integration of multiple data
sources in a unified repository. In most business ICT infrastruc-
tures, the data-warehouse is devoted to this kind of tasks, which
today is becoming more challenging than ever. Some facts caus-
ing this are 1) the availability of huge amounts of data 2) the pro-
liferation of new and unstructured data sources like multimedia,
hypertext... 3) the very high requirements in terms of availability
and response time.

The analytical machinery (algorithms and processes) cross over
all the three layers. We must take profit of the analytical power at
every level of abstraction. For example, we can use a predictive
model to forecast the company sales for the next month, which
could be an application in the semantic layer; on the other hand,
we could use a clustering model to clean up a dirty data source,
before it becomes part of the data layer.

2.3.1 Semantic Layer - Business modeling

The semantic layer allows business users to conceptualize their
business operations and strategies using concepts that are famil-
iar to them, including: Actor, Directive, Intention, Event, Situ-
ation, Indicator, Influence, Process, Resource, and Domain As-
sumption (Barone et al., 2010a). These concepts are synthesized
from some well known management methodologies like Balanced
Scorecards (BS), Strategy Maps and Business Process Manage-
ment (BPM). In this layer we will model the enterprise in different
dimensions. The objective is to represent the business knowledge
that people use in day to day work.

A BS (Kaplan, Norton, and Horvoth, 1996) is designed to align
the work and priorities of employees with the strategic objectives
that comprise an organization’s defined mission. It allows man-
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Figure 2.2: Strategy Map (adapted from Barone et al., 2010a)

agers to look at the business from four important perspectives: fi-
nance, customers, processes, innovation and learning. While keep-
ing it simple, the BS meets several managerial key points: first,
it brings together many seemingly disparate elements of a com-
pany’s competitive challenges; second, it provides a tool for bal-
ancing the strategy across the fundamental business dimensions.

A Strategy Map is an illustration of an organization’s strategy.
It is extremely useful for simplifying the translation of strategy
into operational terms and to communicate to employees how
their jobs relate to the organizations overall objectives. Strategy
maps are intended to help organizations focus on their strate-
gies in a comprehensive, yet concise and systematic way (Lawson,
Desroches, and Hatch, 2008). In fact, it works as the integration
mechanism, in the sense that, the four BS perspectives, the as-
sociated strategic objectives, and the key performance indicators
are linked together as cause-and-effect relationships (Kaplan and
Norton, 2004).
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The main objective of BPM (Jeston and Nelis, 2008) is to align
the processes with the business strategy. It essentially pursues
the “achievement of the organization’s objectives through the im-
provement, management and control of essential business pro-
cesses”. On the other hand, the Business Process Management
Notation (BPMN) (Decker et al., 2010) is a notation standard for
modeling business processes, probably the best known and estab-
lished in the industry. The primary focus of BPM is in elements
and processes, while BS and strategy maps focus on strategy and
objectives.

Therefore, at this architectural level (the semantic layer) we
make use of three different type of models. The strategy map
(see Figure 2.2) provides a way to depict a strategy that achieves a
main goal (Barone et al., 2010a). A goal is split in several subgoals
creating a hierarchy that clearly sets how the subgoals should be
accomplished to achieve the main goal. To attain a particular goal,
one or more processes must be performed, and a set of indicators
are configured to measure the achievement level of every goal key
performance indicator. Notice that each goal has a label indicat-
ing which dimension of BS corresponds to (financial, customer,
process, learning & grow).

Within this modeling technique we regard the strategy, the met-
rics we are going to use to measure the accomplishment level, the
key processes involved in this accomplishment, and the (causal)
relation among these elements. Whereas the strategy components
are all included in this diagram, not all the business process are
depicted on it. For these other processes that we consider worth
to monitor but are not included in the strategy map, we use the
BPMN.

The BPMN express the flow of processes, their relationships and
interactions from the initial state to the final one. We widely
adopt the standard BPMN 2.0 (Decker et al., 2010). This type of
models contain information about resources and how are they
consumed/produced by the processes, as well as detailed infor-
mation of each element like geographical location, organizational
level, starting conditions, processing time. They provide an inter-
nal look of the organization, leaving aside the global picture of
strategic goals.
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In addition to these two modeling techniques, we consider the
use of Causal Maps as a source of additional although different
kind of business information. The causal maps help analysts to
express the business intuitions that managers and operational
employees hold about they work. These intuitions/ideas could be
clearly deviated in any direction, according to the mental model
hold by the people and the organizational culture. In spite of
all these things, we claim that is worthy to construct such a di-
agram for many reasons: (1) they serve as a mean to unify and
clarify the personal perception of the business; (2) they help to
determine and focus on the factors that actually have impact on
business; (3) they open the possibility of doing ’automatic’ infer-
ence (reasoning) about the multiple influence and strengths that
play a role in the day to day work.

These three diagrams are connected to each other. The strategy
plan provides the full map of goals, how they are related, how cer-
tain processes will help to achieve them. These ’certain’ processes
are fully specified in the business process model, in which we set
the dynamic that arranges people, processes, resources, events,
situations, restrictions... This ’dynamic’ defines a set of clear re-
lations or influences among the entities. For all other causal re-
lations, which can not be derived from BPMN, but are contained
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in the knowledge formed by the people’s experience, we use the
causal maps.

The idea behind all this is to represent as much business knowl-
edge as we can. It is in this layer where the business concepts
acquire their meanings. It provides a semantic context in which
the ideas are defined, and constitute the proper environment for
direct interaction with the business user. From the users’ perspec-
tive, this new ’semantic environment’ will provide at least two
big benefits. First, they will not be bothered with technical stuff,
so they can center at business analysis and decision. Second, they
are not left alone when analyse data: they are supported, guided
and powered by the system, following the logic captured by the
diagrams previously introduced.

2.3.2 Mapping Layer - Conceptual Mapping

One of the big challenges that information technology should
face nowadays is bridging the gap between the ideas or concepts
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that humans use everyday, and the data elements that populate
the enormous digital universe. As the society becomes more and
more data-centered, and the data incrementally proliferate every
day, the solution of this challenge gets more and more relevance.

Most of the available data is stored in relational format. It usu-
ally consists on a set of data tables, which are related by keys-
columns following certain rules. The Entity Relationship Model
(Chen, 1976) probably constitute the most well established de-
facto standard for storing and representing data, even though
some new and very promising approaches have emerged in the
last years (Han et al., 2011).

Many solutions have been proposed to close the representa-
tional gap between the storage layer (e.g., Entity Relationship
Model) and the conceptual layer, which gives the ’user-semantic’
meaning to the data. Some of them include Hibernate, Doctrine,
RedBean, ActiveRecord. These mapping technologies are known
as Object-Relational Mappings.

However, for BA applications these approaches are insufficient
due to the huge volume of data involved. For a mid-size food
company, it is not rare to handle 100 thousands billing transac-
tions a day. The problems come when the managers and busi-
ness users want to make sense of datasets that expand several
years and interactively explore them, because the underling stor-
age technology can not timely support such a huge operations.
That’s why the so called Data-Warehouse technologies has come
to existence, as well as the Online Analytical Processing and Data-
Marts tools (Lenzerini et al., 2003). They intend to solve the prob-
lem by pre-aggregating the data into data-cubes, drastically re-
ducing the system response time. In top of this data aggregation
layer it is common to find data visualization tools, constituting
the ’business intelligence’ capability of such a systems. This kind
of systems have become very popular in the ICT industry, but they
suffer some weaknesses. Their implementation usually involve
important resources in terms of ICT personnel effort and required
time; they usually are pretty specific to the concrete industry and
company involved; and being constructed following a bottom-
up methodology, they can grow in size and complexity without
real business necessity. For these reasons, some alternatives to
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Figure 2.5: Conceptual Mapping excerpt

Data-warehousing have been proposed. Some of them primarily
focus on hardware optimization, like ’In-memory’ technologies
(Plattner, 2009). Other approaches to solve the gap between the
conceptual and the storage facets of data, are based on concep-
tual modeling techniques. They help to raise the abstraction level,
seamlessly connecting user’s concepts with physical data.

The second layer of our Business Intelligence Architecture is
the Conceptual Mapping, which is responsible of mapping the
business concepts to the raw-data entities. Our approach is par-
tially based on the Conceptual Integration Model proposed by
Rizzolo et al. (2010). They extend MultiDim model (Malinowski
and Zimányi, 2008), which in turn extends Chen’s Entity Rela-
tionship Model model to support multidimensionality.

2.3.3 Data Layer - Data-Warehouses

Data are proliferating in volume and format, they are present
throughout the organizations. Many data storage solutions have
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appeared in the last years, so companies usually combine many
of them. This layer is responsible for unifying all enterprise data
sources available, in such a way it is possible to connect them
with the Conceptual Mapping layer. We widely adopt ETL indus-
try standard to this purpose, in addition to data warehousing
technologies.

Data warehouses typically contain data from multiple organi-
zational silos. This data is often more integrated, better under-
stood, and cleansed more thoroughly. However, for building pre-
dictive analytic models they hide some drawbacks, as the prob-
lem of eliminating critical outlier data within the process of data
cleansing. Despite this, data warehouses can be very useful for
the construction of predictive analytic models, if built correctly.
Doing so, you will regard at least the following tips (Taylor, 2011):
(1) Data warehouses are not as space-constrained as operational
databases, and mostly are used for historical analysis. As such,
there is less pressure to delete unused records. So maintain as
much data as you can. (2) The ability to store more data makes
it more practical to store a new version of the record every time
it is updated in the source system. It will avoid leaks from the
future. (3) Many data warehouses are used to produce reports
and analysis at a summary level. Taking wide profit of predictive
analytic models imply storing transactional data as well as the
roll-up and summary data. A well designed and implemented
data warehouse is a great source of data that leverage the power
of predictive analytics.

Trying to gather in a single system all the information of a
company, could become an arduous task, and sometimes imprac-
tical due to the volume of data involved. For that reason, some
organizations have developed what has become to called data
marts: data is extracted from operational databases of from an
enterprise data warehouse and organized to focus on a particu-
lar solution area. Owned by a single department of business area,
data marts allow a particular group of user more control and flex-
ibility when it comes to the data they need.

Another less common extension of data warehouses consist of
connecting them with unstructured sources of data, like the Web,
written documents, and any other media like images, audio and
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Figure 2.6: Basic components of a Data Warehouse

video. To do so, it is necessary to configure and specify how the
raw data is transformed into regular data, what is the valid out-
put range and what to do if something is wrong. This work is
done by separated modules that we call Multimedia Data Filters.
Basically a Multimedia Data Filters receive a source media like a
video and return a corresponding bunch of data. They focus on
a particular type of source media and are powered by analytics,
and need to be specify separately due to the involved complexity.
Some example are sentiment analysis, web mining, video analy-
sis and image decomposition.

2.4 analytical foundations

As we have already mentioned, at every level in the process of ab-
straction we take profit of analytical algorithms. They are usually
gathered under the names of Pattern Recognition and Machine
Learning algorithm, but it is not unusual to hear about Artificial
Intelligence, Data Mining and Knowledge Discovery. What are
all they really about?
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Pattern Recognition deals with the problem of (automatically)
finding and characterising patterns or regularities in data (Shawe-
Taylor and Cristianini, 2004). By patterns we understand any re-
lations, regularities or structure inherent in a source of data. By
detecting patterns, we can expect to build a system that is able to
make predictions on new data extracted from the same source. If
it works well, we say that the system has acquired generalization
power by learning something from the data.

This approach is commonly called the learning methodology, be-
cause the process is focused on extracting patterns from the sam-
ple data that lead us to make generalizations about the popula-
tion data (Villegas, 2013). In this sense, it is a data driven approach,
in contrast with theory driven approach. However, it is extremely
useful to tackle complex problems in which an exact formula-
tion is not possible, for example, recognising a face in a photo or
genes in a DNA sequence.

Consider a dataset containing thousands of observations of pea
plants, in the same format of Gregor Mendel’s observations. It is
obvious that the characters (color and size, for example) of certain
pea plant generation could be predicted by using the Mendel’s
laws. Therefore, the dataset contains an amount of redundancy,
that is, information that could be reconstructed from other parts
of the data. In such cases we say that the dataset is redundant.

This characteristic has an special importance for us, because
the redundancy in the data leads us to formulate relations ex-
pressing such behaviours. If the relation is accurate and holds for
all observations in the data, we refer to it as an exact relation. This
is the case, for example, of the Laws of Inheritance: Mendel found
that some patterns surprisingly held for all his experiments. For
that reason, we say that this part of the data is also predictable: we
can reconstruct it from the rest of the data, as well as predicting
future data, like the color and size of new plants by using the
current plants data.

Finding exact relations is not, by far, the general case for some-
one who analyses data. Certainly, the common case is finding
patterns that hold with a certain probability. We call them statisti-
cal relations. Examples of such relations are: forecasting the total
sales of a company for the next month, or inferring the credit
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score (Huang, Chen, and Wang, 2007) of a new client in a bank
by analysing his information.

The science of pattern analysis has considerably evolved from
its early formulations. In the 1960’s efficient algorithms for de-
tecting linear relations were introduced. This is the case of the
Perceptron algorithm (Rosenblatt, 1957), formulated in 1957. In
the mid 1980’s a set of new algorithms started to appear, making
possible for the first time to detect nonlinear patterns. This group
includes the backpropagation algorithm for multilayer neural net-
works and decision tree learning algorithms.

The emergence of the new pattern analysis approach known
as kernel-based methods in mid 1990’s, changed the field of pat-
tern analysis towards a new and exciting perspective: the new
approach enabled researchers to analyse nonlinear relations with
the efficiency of linear algorithms via the use of kernel matrices.
Kernel-based methods first appeared in the form of SVM, a clas-
sification algorithm that quickly gained great popularity in the
community for its efficiency and robustness. Nowadays we have
a variate and versatile toolbox composed by the algorithms de-
veloped by the scientific community during the short live of this
research area.
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S TAT E S PA C E M O D E L I N G

3.1 overview

State Space (SS) is a general framework that allows for the treat-
ment of many different problems in time series analysis. Although
it first appeared in the 60’s in the field of engineering, nowadays
it is widely used in a surprisingly large set of different domains,
including statistics, econometrics and robotics. One of the most
distinguishing ideas of the SS approach is that observations (ob-
served components) are regarded as made up of different (un-
observed) components, each of which is modelled separately as
states. Then the models for the different components are put to-
gether to form a single model, named a SS model. Although each
component has its own model, all components are then modelled
simultaneously via the SS model which becomes the basis for the
analysis hereafter. The methodology that emerges from this ap-
proach is very flexible and general, to the point that many other
alternative techniques used for time series analysis, like ARIMA

and exponential smoothing models, can be expressed in terms
of SS modeling and are considered particular realizations of it.
This chapter outlines a compilation of common formulation and
derivation of the Equations involved in modeling and estimation
stages. Derivations are provided as to a minimal context accord-
ing to Durbin and Koopman (2012), where further details can be
found.

31
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3.2 state space formulation

3.2.1 Linear Gaussian systems

The general linear Gaussian model is defined as follows

αt+1 = Ttαt + Γt + Rtηt, ηt ∼ N(0,Qt)

yt = Ztαt +Dt +Ctεt, εt ∼ N(0,Ht)

α1 ∼ N(a1,P1) t = 1, 2, . . . ,n

(3.1)

where yt is the m× 1 vector of observations called the observa-
tion vector and αt is an unobserved p× 1 vector called the state
vector. The first equation of (3.1) is called the state equation and
the second is called the observation equation. These equations are
referred to by the term state space model or simply system. The
terms ηt and εt are the state and observational vectors noises (or
disturbances), with dimensions r× 1 and h× 1, respectively, and
normally distributed with zero mean; both noises are allowed to
be correlated by the matrix St = Cov(ηt, εt) of dimension r× h.
The initial state α1 is normally distributed with mean a1 and
covariance P1 and independent of all disturbances and observa-
tions involved. The remaining elements in (3.1) are the rest of
system matrices with appropriate dimensions, i.e.,

Tt: p× p; Γt: p× 1; Rt: p× r;
Zt: m× p; Dt: m× 1; Ct m× h;

which are initially assumed to be known. The terms Γt and Dt
provide additional flexibility in allowing exogenous variables ap-
pear explicitly, i.e. Γt = f(γt,ut) and Dt = g(dt,ut), with ut of
dimensions k× 1. Beware that general functions f(•) and g(•) in-
clude as particular cases time varying linear functions Γt = γtut
and Dt = dtut, with γt and dt of dimensions p× k and m× k,
respectively.

The formulation (3.1) embeds more ways of additional flexibil-
ity. In particular, data sets may be multivariate, all system matri-
ces are time varying and noises in state and observation equa-
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tions may be correlated. The system is in fact so general that it
is not difficult to identify possible redundancies between some
terms, and some of them are not strictly necessary in most appli-
cations. The counterpart of this approach is the aforementioned
flexibility, which makes possible a large set of advanced capabili-
ties with minimal effort. Some of these possibilities are explored
in Chapter 4 and exploited in real applications along this thesis.

3.2.2 NonGaussian systems

The non-Gaussian SS set up is shown in Equation (3.2):

αt+1 = Ttαt + Γt + Rtηt, ηt ∼ N(0,Qt)

yt ∼ p(yt | θt) +Dt,

θt = Ztαt t = 1, 2, . . . ,n

(3.2)

Here θt is known as the signal. With this representation it is
possible to deal with three types of models (Durbin and Koop-
man, 2012).

1. Exponential family distribution, where p(yt | θt) = exp[y ′tθt−
bt(θt) + ct(yt)],−∞ < θt <∞.

2. Stochastic Volatility models, i.e.: yt = exp(12θt)εt +Dt.

3. Observations generated by the relation yt = θt + εt, εt ∼

p(εt), with p(•) being a distribution of the exponential fam-
ily.

3.2.3 Nonlinear systems

Finally, the non-linear models are of the type shown in Equation
(3.3).

αt+1 = Tt(αt) + Γt + Rt(αt)ηt, ηt ∼ N(0,Qt(αt))

yt = Zt(αt) +Dt +Ct(αt)εt, εt ∼ N(0,Ht(αt))

t = 1, 2, . . . ,n

(3.3)
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Functions Tt(αt) and Zt(αt) with first derivatives provide non-
linear transformations of the state vector into vectors of size p× 1
and m × 1, respectively. The rest of system matrices may also
depend on the state vector and St = 0.

Given this general framework, (extended) Kalman filtering, state
and disturbance smoothing provide the basis for optimal state es-
timation, parameter estimation, signal extraction, forecasting, etc.

3.3 the kalman filter and smoother

Once a model is put into SS form, the KF can be employed to com-
pute optimal forecasts of the mean and covariance matrix of the
normally distributed state vector αt+1, based on the available in-
formation through time t. This section outlines the filtering and
smoothing algorithms that may be used in a SS context.: filtering
bases an inference about the state vector only on the information
up to time t; smoothing incorporates the full set of information
in the sample, where one distinguishes between state smoothing
and disturbance smoothing. Subsection §3.3.4 shows how the KF

deals with missing observations, which serves as a basis for the
subsequent outline of using the KF for forecasting purposes. The
correction of the previous algorithms to tdeal with exact initial-
ization of the KF and smoothers will be discussed in §3.3.6.

3.3.1 Filtering

In this section we shall derive the appropriate formulae to esti-
mate the state vector αt for the case of linear Gaussian SS model
formulated in Equation (3.1) with St = 0.

We begin with a series of observations Yt = (y1,y2, . . . yn). Let
Yt−1 the set of past observation y1, . . . ,yt−1. Our objective is to
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obtain the conditional distributions of αt and αt+1 given Yt for
t = 1 . . . n. This leads us to define the following variables:

at|t = E(αt|Yt)

at+1 = E(αt+1|Yt)

Pt|t = Var(αt|Yt)

Pt+1 = Var(αt+1|Yt)

(3.4)

Since all involved variables are normally distributed, the con-
ditional distributions of any subset of these variables are also
normal, and the distributions of αt and αt+1 given Yt are there-
fore given by

αt ∼ N(at|t,Pt) (3.5)

αt+1 ∼ N(at+1,Pt+1) (3.6)

At this point we need to derive the recursive expression to cal-
culate at|t, at+1, Pt|t, Pt+1 from at and Pt for t = 1, . . . ,n. With
this in mind, let define what is called the one-step ahead forecast
error of yt given Yt−1:

vt = yt − E(yt|Yt−1)

= yt − E(Ztαt +Dt +Ctεt|Yt−1)

= yt −Ztat −Dt

(3.7)

Since vt is the part of yt that cannot be predicted from the
past, the vt’s are usually referred to as innovations, which has a
expected value of zero,

E(vt|Yt−1) = E(yt −Ztat −Dt|Yt−1)

= E(Ztαt +Dt +Ctεt −Ztat −Dt|Yt−1)

= 0

(3.8)

and Cov(yj, vt) = E[yjE(vt|Yt−1)
′] = 0 for j = 0, . . . , t− 1. Once

we have got Yt−1, vt can be conceived as the additional bit of
information provided by the new datapoint yt to form Yt. We
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therefore state that having Yt−1 and vt fixed, Yt is also fixed,
which leads us to state:

at|t = E(αt|Yt) = E(αt|Yt−1, vt)

at+1 = E(αt+1|Yt) = E(αt+1|Yt−1, vt).
(3.9)

This derivation gives us the appropriate context to apply the re-
gression Lemma 1 on which most KF derivations rely. The regres-
sion lemma is defined as follows:

Lemma 1 The conditional distribution of x given y is normal with
mean vector

E(x|y) = µx + ΣxyΣ
−1
yy(y− µy) (3.10)

and variance matrix

Var(x|y) = Σxx − ΣxyΣ
−1
yyΣ

′
xy. (3.11)

Taking x and y as αt and vt in Equation (3.9), respectively:

at|t = E(αt|Yt−1) +Cov(αt, vt)[Var(vt)]
−1vt, (3.12)

where Cov and Var refer to conditional covariance and variance
of the joint distribution of αt given vt and Yt−1. Digging a bit
deeper into these two quantities we obtain

Cov(αt, vt) = E[αt(Ztαt +Dt +Ctεt −Ztat −Dt)
′|Yt−1]

= E[αt(αt − at)
′Z ′t|Yt−1]

= PtZ
′
t,

(3.13)

and

Ft = Var(vt|Yt−1)

= Var(Ztαt +Dt +Ctεt −Ztat −Dt|Yt−1)

= ZtPtZ
′
t +CtHtC

′
t

(3.14)
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In consequence, we can restate Equation (3.12) as

at|t = at + PtZ
′
tF

−1
t vt. (3.15)

Applying the same procedure to Var(αt|Yt) and the same Lemma
1 we obtain:

Pt|t = Var(αt|Yt)

= Var(αt|Yt−1, vt)

= Var(αt|Yt−1) −Cov(αt, vt)[Var(vt)]−1Cov(αt, vt) ′

= Pt − PtZ
′
tF

−1
t ZtP

′
t

(3.16)

which is fully computable assuming Ft nonsingular. By the mo-
ment we have obtained what is called the updating step of the KF,
specifically with the relations (3.15) and (3.16).

Now we derive recursions for at+1 and Pt+1. We start from
Equations (3.4) and proceed as follows

at+1 = E(αt+1|Yt)

= E(Ttαt + Γt + Rtηt|Yt)

= TtE(αt|Yt) + Γt

= Ttat|t + Γt

= Ttat + TtPtZ
′
tF

−1
t vt + Γt

= Ttat +Ktvt + Γt

(3.17)

by substituting at|t from Equation (3.15) and taking

Kt = TtPtZ
′
tF

−1
t . (3.18)
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The matrix Kt is widely known as the Kalman gain. Proceeding in
similar way for Pt+1 and substituting from (3.16) and (3.18) we
obtain

Pt+1 = Var(αt+1|Yt)

= Var(Ttαt + Γt + Rtηt|Yt)

= TtPt|tT
′
t + RtQtR

′
t

= Tt[Pt − PtZ
′
tF

−1
t ZtP

′
t]T
′
t + RtQtR

′
t

= TtPtT
′
t − TtPtZ

′
tF

−1
t ZtP

′
tT
′
t + RtQtR

′
t

= TtPtT
′
t −KtZtP

′
tT
′
t + RtQtR

′
t

= TtPt(Tt −KtZt)
′ + RtQtR ′t.

(3.19)

Equations (3.17) and (3.19) are called the prediction equations of
the KF.

3.3.1.1 Kalman filter recursion

We collect together the filtering equations obtained so far

vt = yt −Ztat −Dt Ft = ZtPtZ
′
t +CtHtC

′
t

at|t = at + PtZ
′
tF

−1
t vt Pt|t = Pt − PtZ

′
tF

−1
t ZtP

′
t

at+1 = Ttat|t + Γt Pt+1 = TtPt|tT
′
t + RtQtR

′
t,

(3.20)

for t = 1, . . . ,n, considering α1 ∼ N(a1,P1) as the initial state
vector and Kt = TtPtZ ′tF

−1
t .

3.3.1.2 Steady state

In the case of a time-invariant system, i.e., the matrices Tt,Zt, Γt,
Dt, Rt, Ct, Qt and Ht are constant over time, the KF recursion
for the term Pt+1 converges to a constant matrix P̄ that has this
form

P̄ = TP̄T ′ − TP̄Z ′F̄−1ZP̄T ′ + RQR ′, (3.21)

with F̄ = ZP̄Z ′ + CHC ′. The steady state solution of the KF is the
one obtained after convergence of P̄ as been stated. The computa-
tional savings derived from using steady state after convergence
are very high because the recursive computation of Ft,Kt,Pt|t
and Pt+1 are not required anymore.
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3.3.1.3 State estimation errors and forecast errors

Denote the state estimation error as

xt = αt − at, (3.22)

with Var(xt) = Pt. From the filtering equations (3.20) and the
definition of xt we can derive the following quantities

vt = yt −Ztat −Dt

= Ztαt +Dt +Ctεt −Ztat −Dt

= Ztxt +Ctεt,

(3.23)

and

xt+1 = αt+1 − at+1

= Ttαt + Γt + Rtηt − (Ttat +Ktvt + Γt)

= Ttxt + Rtηt −KtZtxt −KtCtεt

= Ltxt + Rtηt −KtCtεt

(3.24)

where Lt = Tt−KtZt. Then, we can obtain the innovation analogue
of the SS model, which has the following form

vt = Ztxt +Ctεt

xt+1 = Ltxt + Rtηt −KtCtεt
(3.25)

with x1 = α1 − a1. The recursion for Pt+1 can be derived by the
steps

Pt+1 = Var(xt+1)

= E[(αt+1 − at+1)x
′
t+1]

= E(αt+1x
′
t+1)

= E[(Ttαt + Γt + Rtηt)(Ltxt + Rtηt −Ktεt)
′]

= TtPtL
′
t + RtQtR‘t

(3.26)

since Cov(xt,ηt) = 0.
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3.3.2 State smoothing

In the previous section we derived the conditional density of αt
given the information known up to time t, that is y1, . . . ,yt. This
led us to the celebrated KF recursion, which can be seen as a for-
ward process. In this section we shall derived conditional density
of αt given the entire series y1, . . . ,yn. We will see that in this
case formulation suggests a backward iterative process. Again we
proceed by assuming normality and using Lemma 1.

Our objective is to obtain the conditional mean α̂t = E(αt|Yn)
and the conditional variance matrix Vt = Var(αt|Yn) for t =

1, . . . ,n. As in the previous section, we build on to the assump-
tion that α1 ∼ N(a1,P1) where a1 and P1 are known. The consid-
eration of the case a1 and P1 unknown are faced following the
KF initialization strategy (Durbin and Koopman, 2012, and Sec-
tion §3.3.6). The conditional mean E(αt|yt, . . . ,ys) is sometimes
called a fixed interval smoother to state that it is based on the fixed
interval (t, s).

Consider the innovations v1, . . . , vn as defined in Subsection
§3.3.1.1 and denote the vector vt:n = (v ′t, . . . , v

′
n)
′. To calculate

E(αt|Yn) and Var(αt|Yn) we apply Lemma 1 using the fact that
Yn is fixed when Yt−1 and vt:n are fixed, and that vt, . . . , vn
are independent of Yt−1 and each other with zero mean. Since
E(αt|Yt−1) = at for t = 1, . . . ,n we therefore can state

α̂t = E(αt|Yn) = E(αt|Yt−1, vt:n)

= at + Σ
n
j=tCov(αt, vj)F

−1
j vj,

(3.27)

where Cov refers to covariance in the conditional distribution
given Yt−1 and Fj is as it is defined in Equation (3.14).

However, it follows from Equation (3.25) that

Cov(αt, vt) = E(αtv
′
j|Yt−1)

E[αt(Zjxj + εj)
′|Yt−1]

E(αtx
′
j|Yt−1)Z

′
j

(3.28)

for j = t, . . . ,n.
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Moreover,

E(αtx
′
t|Yt−1) = E(αt(αt − at)|Yt−1) = Pt,

E(αtx
′
t+1|Yt−1) = E(αt(Ltxt + Rtηt −Ktεt)

′|Yt−1) = PtL
′
t,

E(αtx
′
t+2|Yt−1) = PtL

′
tL
′
t+1

...

E(αtx
′
t+n|Yt−1) PtL

′
t . . . L

′
n−1

(3.29)

using Equation (3.25) repeatedly for t+ 1, t+ 2, . . . . Substituting
into Equation (3.28) gives

α̂n = an + PnZ
′
nF

−1
n vn

α̂n−1 = an−1 + Pn−1Z
′
n−1F

−1
n−1vn−1 + Pn−1L

′
nZ
′
nF

−1
n vn

α̂t = at + PtZ
′
tF

−1
t vt + PtL

′
tZ
′
t+1F

−1
t+1vt+1

+ · · ·+ PtL ′t . . . L ′n−1Z
′
nF

−1
n vn

(3.30)

for t = n− 2,n− 3, . . . , 1. We can therefore express the smoothed
state vector as

α̂t = at + Ptrt−1 (3.31)

where rn−1 = Z ′nF
−1
n vn, rn−2 = Z ′n−1F

−1
n−1vn−1+L

′
n−1Z

′
nF

−1
n vn

and

rt−1 = Z ′tF
−1
t vt + L

′
tZ
′
t+1F

−1
t+1vt+1+

· · ·+ L ′tL ′t+1 · · ·+ L
′
n−1Z

′
nF

−1
n vn

(3.32)

for t = n− 2,n− 3, . . . , 1. The vector rt−1 is a weighted sum of
innovations vj occurring after time t− 1, that is, for j = t, . . . ,n.
Doing the appropriate substitutions we obtain the backwards re-
cursion

rt−1 = Z ′tF
−1
t vt + L

′
trt (3.33)
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for t = n, . . . , 1, with rn = 0. Collecting these results together
gives the recursion for state smoothing,

α̂t = at + Ptrt−1,

rt−1 = Z ′tF
−1
t vt + L

′
trt

(3.34)

for t = n, . . . , 1 with rn = 0.
The smoothed state variance matrix Vt = Var(αt|Yn) can be

obtained by applying Lemma 1 to the conditional joint distribu-
tion of αt and vt:n given Yt−1. The resulting recursion is

Nt−1 = Z ′tF
−1
t Zt + L

′
tNtLt,

Vt = Pt − PtNt−1Pt
(3.35)

and can be used to compute Vt for t = n . . . 1 with Nn = 0. See
Durbin and Koopman (2012) for derivation details.

3.3.3 Disturbance smoothing

The disturbance smoother may be used when an estimation of
the noises in the SS system are required, typically for model vali-
dation. It deals with computing ε̂t = E(εt|Yn) and η̂t = E(ηt|Yn)
of the disturbance vectors εt and ηt given all the observations
y1, . . . ,yn. By Lemma 1 we have

ε̂t = E(εt|Yt−1, vt, . . . , vn)

= Σnj=tE(εtv
′
j)F

−1
j vj

(3.36)

for t = 1, . . . ,n, since E(εt|Yt−1) = 0 and εt and vt are jointly in-
dependent of Yt−1. It follows from Equation (3.25) that E(εtv ′j) =
E(εtx

′
j)Z
′
j + E(εtx

′
t) = 0 for t = 1, . . . ,n and j = t, . . . ,n. There-

fore

E(εtv
′
j) =

Ht, j = t

E(εtx
′
j)Z
′
j, j = t+ 1, . . . ,n,

(3.37)
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with

E(εtx
′
t+1) = −HtK

′
t,

E(εtx
′
t+2) = −HtK

′
tL
′
t+1,

...

E(εtx
′
t+n) = −HtK

′
tL
′
t+1 · · ·L

′
n−1,

(3.38)

for t = 1, . . . ,n− 1. Now we can restate Equation (3.36) as

ε̂t = Ht(F
−1
t vt −K

′
tZ
′
t+1F−1t+1vt+1 − · · ·

−K ′tL
′
t+1Z

′
t+2F

−1
t t+ 2vt+2 −K

′
tL
′
t+1 · · ·L

′
n−1Z

′
nF

−1
n vn)

= Ht(F
−1vt −K

′
trt)

(3.39)

To derive η̂t we proceed analogously to (3.36). We have

η̂t = Σnj=tE(ηtv
′
j)F

−1
j vj, (3.40)

for t = 1, . . . ,n. Using Equation 3.25 we can state that

E(ηtv
′
j) =

QtR ′tZ ′t+1, j = t+ 1

E(ηtx
′
j)Z
′
j, j = t+ 2, . . . ,n

(3.41)

After some algebra manipulation the recursion simplifies to
η̂t = QtR

′
trt.

The corresponding smoothed disturbance variance matrices are
obtained similarly as Equation (3.35) resulting in

Var(εt|Yn) = Ht −Ht(F
−1
t +K ′tNtKt)Ht,

Var(ηt|Yn) = Qt −QtR
′
tNtRtQt

(3.42)

for t = n, . . . , 1 where Nn = 0. Derivations details are available
from Durbin and Koopman (2012).
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3.3.4 Missing observations

Within the SS framework, missing observations can be easily dealt
with. Durbin and Koopman (2012) show that for a missing set
of observations the original filter and smoothing recursions can
be used for all t. The one-step ahead forecast error vt and the
Kalman gain matrix Kt are simply set to zero for all missing data
points. With vt = 0 and Kt = 0 the filter recursions in (3.20)
become

at+1 = Ttat + Γt,

Pt+1 = TtPtT
′
t + RtQtR

′
t,

(3.43)

The smoothing recursions in (3.34) can be written as

rt−1 = T ′trt,

Nt−1 = T ′tNtTt,
(3.44)

while the other relevant smoothing steps remain unaffected.

3.3.5 Forecasting

The discussion related to missing observations serves as a basis to
use the KF for forecasting purposes. Given the vector observations
y1, . . . , yn, the objective is to generate the forecasts for yn+j for
j = 1, . . . , J. Let yn+j be the minimum Mean Squared Error (MSE)
forecast given Yn, i.e. yn+j has a minimum MSE matrix

Fn+j = E((yn+j − yn+j)(yn+j − yn+j)
′|Yn) (3.45)

for all yn+j. Given the standard result that E((X− λ)(X− λ) ′) is
minimized for λ = µ, where µ is the mean of a random variable X,
it follows immediately that the conditional mean of yn+j given
Yn represents the minimum MSE forecast:

yn+j = E(yn+j|Yn) (3.46)
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From observation Equation (3.1) we have yn+j = Zn+jαn+j +

Dn+j +Cn+jεn+j, and therefore

yn+j = Zn+jE(αn+j|Yn) +Dn+j

= Zn+jan+j +Dn+j
(3.47)

with conditional MSE matrix

Fn+j = Zn+jPn+jZ
′
n+j +Cn+jHn+jC

′
n+j (3.48)

Recursions for computing an+j and Pn+j can be derived as

an+j+1 = Tn+jan+j + Γn+j

Pn+j+1 = Tn+jPn+jT
′
n+j + Rn+jQn+jR

′
n+j

(3.49)

which are identical to the KF recursions for an+j and Pn+j in
(3.20) with vn+j = Kn+j = 0. As these are the same conditions
that allow the KF to deal with missing observations in Section
§3.3.4, an l-period-ahead forecast, denoted as yn+j, can be calcu-
lated routinely by interpreting yn+j, . . . ,yn+J as missing obser-
vations and by employing the KF beyond time t = n with vt and
Kt set to zero (Durbin and Koopman, 2012).

3.3.6 Initialization of filter and smoother

So far the distribution of the initial state vector α1 has been as-
sumed to be N(a1, P1), i.e., with known mean and covariance. In
practice, however, at least some elements of the distribution of α1
are unknown. In the literature, at least three ways of initializing
non-stationary SS models are discussed.

The first one is to employ a diffuse prior that fixes a1 at an ar-
bitrary value and allows the diagonal elements of P1 to go to
infinity. Following Durbin and Koopman (2012) a general specifi-
cation for the initial state vector is given by

α1 = a+Aδ+ R0η0, δ ∼ N(0, κIq) , η0 ∼ N(0, Q0) (3.50)

where the p× 1 vector a can be treated as a zero vector whenever
none of the elements of of α1 are known constants. The p× q



46 state space modeling

matrix A and the p × (p − q) matrix R0 are fixed and known
selection matrices with A ′R0 = 0. The initial covariance matrix
Q0 is assumed to be known and positive definite. The q×1 vector
δ is treated as a random variable with infinite variance and is
called the diffuse vector as κ→∞. This leads to

P1 = P∗ + κP∞ (3.51)

with P∗ = R0Q0R
′
0 and P∞ = AA ′. With some elements of α1

being diffuse, the initialization of the KF is referred to as diffuse
initialization . However, in cases where P∞ is a nonzero matrix, the
standard KF cannot be employed as no real value can represent κ
as κ → ∞. It is necessary to find an approximation or to modify
the KF in an appropriate way. Many references, like Harvey (1989),
propose to replace κ by a large but finite numerical value, which
enables the use of the standard KF.

The assumption of an infinite variance might be regarded un-
natural as all observed time series have a finite variance. This
leads to the second way of initialization. Rosenberg (1973) con-
siders α1 to be an unknown constant that can be estimated from
the first observation y1 by maximum likelihood. It can be shown
that by this procedure, the same initialization of the filter is ob-
tained as by assuming that α1 is a random variable with infinite
variance (Durbin and Koopman, 2012).

As an alternative to the previous methods, Durbin and Koop-
man (2012) develop exact initialization techniques when κ → ∞.
The first step is to acknowledge that Equation (3.51) may be gen-
eralize for every t, i.e., when the state vector is formed by some
diffuse variables, the mean square error matrix Pt may be de-
composed into a part associated with diffuse elements P∞,t and
a part with a proper distribution P∗,t, that is

Pt = P∗,t + κP∞,t (3.52)

The initial P∞,1 is a diagonal matrix with positive values in the
positions where the states are diffuse, and zeros in the remainder.
The trick then consists of splitting the KF into two parts by ex-
panding the inverse of Ft = κF∞,t + F∗,t +O(κ−2) in κ−1, where
F∞,t is assumed to be either singular or nonsingular. There is a
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transient in which P∞,t has some non zero elements, but after
some iterations it converges to zero in most cases. When this ma-
trix collapses to zero the standard KF may be run. The KF with ex-
act initialization then splits into two cases, depending on whether
F∞,t is singular or nonsingular (see proofs in Durbin and Koop-
man, 2012). The KF with exact initialization is somewhat more
complicated, i.e.,

vt = yt −Ztat −Dt

F∞,t = ZtP∞,tZ
′
t

K∞,t = P∞,tZ
′
tF

−1∞,t

F∗,t = ZtP∗,tZ ′t +CtHtC
′
t

K∗,t = (P∗,tZ ′t −K∞,tF∗,t)F
−1∞,t

P∞,t|t = P∞,t −K∞,tF∞,tK
′∞,t

P∞,t = TtP∞,t|tT
′
t

P∗,t|t = P∗,t −K∞,tZtP
′
∗,t −K∗,tZtP

′∞,t

P∗,t = TtP∗,t|tT
′
t +CtHtC

′
t

at|t = at +K∞,tvt

at+1 = Ttat|t + Γt

(3.53)

with F∞,t nonsingular. When F∞,t is singular K∞,t does not exist
and all the previous recursions affected with subindex (∞) do not
apply. The filter reduces to applying the standard KF, or in other
words,

vt = yt −Ztat −Dt

F∗,t = ZtP∗,tZ ′t +CtHtC
′
t

K∗,t = P∗,tZ ′tF
−1
∗,t

at|t = at +K∗,tvt P∗,t|t = P∗,t −K∗,tZtP ′∗,t

at+1 = Ttat|t + Γt P∗,t = TtP∗,t|tT
′
t +CtHtC

′
t

(3.54)

In the same way as the KF, finding the optimal smoothed esti-
mates of states and covariance matrices with exact initialization
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involves additional recursive equations. Assuming the filter col-
lapsed at time t = d, i.e., P∞,t = 0 for t > d, the smoothing
equations are the standard ones in Section §3.3.2. But the recur-
sions become more complicated when t 6 d, and, once more, a
distinction ought to be done depending on whether F∞,t is sin-
gular or not. For F∞,t nonsingular the backwards recursions are

r
(1)
t−1 = Z ′tF

(1)
t vt + L

′
tr

(1)
t + L

(1) ′

t rt

rt−1 = L ′trt

N
(2)
t−1 = Z ′tF

(2)
t Zt + L

′
tN

(2)
t Lt + L

′
tN

(1)
t L

(1)
t

+L
(1) ′

t N
(1)
t Lt + L

(1) ′

t NtL
(1)
t

N
(1)
t−1 = Z ′tF

(1)
t Zt + L

′
tN

(1)
t Lt + L

(1) ′

t NtLt

Nt−1 = L ′tNtLt

α̂t = at + Ptrt−1 + P∞,tr
(1)
t−1

Vt = Pt − PtNt−1Pt − (P∞,tN
(1)
t−1Pt)

′ − P∞,tN
(1)
t−1Pt

−P∞,tN
(2)
t−1P∞,t

(3.55)

In the case of singular F∞,t the recursions are

r
(1)
t−1 = T ′tr

(1)
t

rt−1 = Z ′tF
−1
t vt + L

′
trt

N
(2)
t−1 = T ′tN

(2)
t Tt

N
(1)
t−1 = T ′tN

(1)
t Tt

Nt−1 = Z ′tF
−1
t Zt + L

′
tNtLt

(3.56)

and the backward recursions for α̂t and Vt remain the same.

3.4 nonlinear and non-gaussian models

In this section we present a compact discussion of the treatment
of nonlinear and non-Gaussian models. We start with the Ex-
tended KF in Section §3.4.1 which is a particular way of deal-
ing with nonlinear SS models in Section §3.2.3. Importance sam-
pling, briefly summarized in Section §3.4.2, constitutes the basis
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on which Non-Gaussian models may be treated in a SS context. It
allows for the consideration of general density distribution func-
tions to characterize the observation term yt ∼ p(yt|αt) and the
disturbances ηt and εt.

3.4.1 The Extended Kalman Filter

The extended KF was developed by Stanley Schmidt at the NASA
Ames Research Center for use in a non-linear navigation prob-
lem. It is based on the idea of linearising the transitions and ob-
servation equations around the most current estimate of the state
and then applying the linear KF to the linearised model. For con-
venience we reproduce here the nonlinear model considered in
Section §3.2.3:

αt+1 = Tt(αt) + Γt + Rt(αt)ηt, ηt ∼ N(0,Qt(αt))

yt = Zt(αt) +Dt +Ct(αt)εt, εt ∼ N(0,Ht(αt))

t = 1, 2, . . . ,n

(3.57)

Here we consider that Zt(αt), Tt(αt),Rt(αt) and Ct(αt) are
differentiable functions of αt. If we define

Żt =
∂Z(x)
∂x ′ |x=at , Ṫt =

∂T(x)
∂x ′ |x=at|t (3.58)

then the first order Taylor expansion of the functions involved in
Equation (3.3) are given by

Zt(αt) = Zt(at) + Żt(αt + at) + . . . ,

Tt(αt) = Tt(at|t) + Ṫt(αt + at|t) + . . . ,

Rt(αt) = Rt(at|t) + . . . ,

Ct(αt) = Ct(at|t) + . . . ,

Ht(αt) = Ht(at) + . . . ,

Qt(αt) = Qt(at|t) + . . .

(3.59)
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Using at and at|t accordingly as the base for expansion to
the most recent state estimates available when the linearisation is
required to compute the linear filter equations.

αt+1 ≈ Tt(at|t) + Ṫt(αt − at|t) + Γt + Rt(αt)ηt

yt ≈ Zt(at) + Żt(αt − at) +Ct(αt)εt
(3.60)

where εt ∼ [0,Ht(at)] and ηt ∼ [0,Qt(at|t)].
Since this approximation is linear in αt, the basic KF with mean

adjustment can be applied, resulting in the following equations

vt = yt −Zt(at) −Dt

Kt = ṪtPtŻ
′
tF

−1
t Ft = ŻtPtŻ

′
t +Ht(at)

at|t = at + PtŻ
′
tF

−1
t vt, Pt|t = Pt −KtFtK

′
t

at+1 = Tt(at|t) + Γt Pt+1 = ṪtPt|tṪ
′
t +CtHtC

′
t

(3.61)

which comprise the extended KF for the non-linear SS model 3.3.
The extended filter is widely used in location tracking and naviga-
tion applications. The method is a straightforward modification
to the basic KF, with little additional computational or theoretical
burden. In that sense, exact initialization of the extended version
and extended smoothing is possible along the lines of Section
§3.3.6, see Koopman and Lee (2009).

However, the extended KF has a number of known drawbacks.
In practice, when model non-linearities are severe, the filter can
become unstable and diverge from the true state position after
some iterations. From a functional perspective, a first order ap-
proximation can be quite crude. In probabilistic terms, the es-
timates are clearly biased, since E(f(X)) 6= f(E(X)) in general.
Nonetheless, when the non-linearities in the model are modest,
it is a simple and effective means to estimate the state. It em-
phasizes the value of the state (in physical applications often the
location of some object) rather than its probability distribution.
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3.4.2 Importance sampling

Importance sampling is a general technique for estimating prob-
ability distributions when only samples from some other related
distribution can be generated. It was introduced by Marshall
(1956) and appeared first in the econometrics literature in Kloek
and Van Dijk (1978). Specializations to non-linear SS models as
described in this chapter were developed by Sheppard and Pitt
(1997) and Durbin and Koopman (2012).

The basis of Monte Carlo integration methods is that integrals
of the form

I =

∫
x(α)p(α)dα (3.62)

where p > 0 and
∫
p(α)dα = 1 can be interpreted as the expecta-

tion of a function x of a random variable which has probability
density p . The law of large numbers asserts the convergence of
(functions of) the sample average of observations drawn from the
density to (functions of) its expectation. This justifies approximat-
ing the integral I by drawing N random samples α(i) from p and
calculating the average

1

N

N∑
i=1

x(α(i)) (3.63)

Often there is no known method to draw samples from p . How-
ever, if an importance density g is available from which samples
can be generated, and g is a reasonable approximation of p , the
integral can be calculated as

I =

∫
x(α)

p(α)

g(α)
g(α)dα (3.64)

The approximation of x(α) is then performed by drawing sam-
ples α(i) from the distribution associated with g and calculating
the average

1

N

N∑
i=1

x(α(i))w(α(i)) (3.65)
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where

w(α(i)) =
p(α(i))

g(α(i))
(3.66)

are known as the importance weights.
In SS models, we seek to estimate the expectation and other

statistics of the state α conditional on observations y = (y ′i, . . . ,y
′
n).

In non-linear models, it is generally unknown how to sample di-
rectly from p(α|y) . The main problem when we wish to use im-
portance sampling is to find an approximating density g(α|y) ,
which resembles p(α|y) and from which we can draw samples.
The estimates can then be calculated as outlined above.

3.5 maximum likelihood estimation

Running all the recursive algorithms assumes that all system ma-
trices are known. However, in real situations this is very rarely
the case. Therefore, prior to the application of these algorithms,
estimation of the unknown parameters should be carried out.
There are many ways to do this task, of which Exact Maximum
Likelihood (ML) in time domain via error decomposition is very
often preferred, because of its good statistical properties in very
general situations (Durbin and Koopman, 2012; Harvey, 1989;
Taylor et al., 2007).

The Gaussian log-likelihood function obtained via prediction
error decomposition of the linear SS model is (Durbin and Koop-
man, 2012)

logL(ψ) = −
mn

2
log 2π−

1

2

n∑
t=1

(
log
∣∣∣Ft∣∣∣+ v ′tF−1t vt

)
(3.67)

In this equation vt and Ft are the innovations and their vari-
ance, respectively, that are naturally obtained by running the KF

on the SS model. This function cannot be used as it is because
it depends on initialization issues. In the case of a diffuse prior
with d diffuse elements in the initial state vector, the first d time
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stamps are eliminated and then emerges the so called conditional
log-likelihood, i.e.,

logL(ψ) = −
m(n− d)

2
log 2π−

1

2

n∑
t=d+1

(
log
∣∣∣Ft∣∣∣+ v ′tF−1t vt

)
(3.68)

However, it is usually better to use the exact likelihood func-
tion by taking advantage of the exact initialization. The exact log-
likelihood, then, is

logLd(ψ) = −mn2 log 2π −12

d∑
t=1

wt

−12

n∑
t=d+1

(
log
∣∣∣Ft∣∣∣+ v ′tF−1t vt

)
(3.69)

with

wt =


log
∣∣∣F∞,t

∣∣∣ , for F∞,tnonsingular

log
∣∣∣F∗,t∣∣∣+ v ′tF−1∗,t vt, for F∞,tsingular

(3.70)

for t = 1, 2, . . . ,d.
The set of unknown parameters ψ are obtained by maximizing

any of the previous functions with the help of numerical rou-
tines. This optimization involves running the KF for each single
set of parameters, making the estimation process cumbersome,
especially for long time series, big models or big sets of param-
eters. This procedure is still more burdensome if numerical gra-
dient is used. There have been many developments to try make
the procedure faster, like using concentrated likelihoods, taking
advantage of exact gradients by using the disturbance smoother,
use of the Expectaton Maximization algorithm, etc., see Durbin
and Koopman (2012) and Harvey (1989) for further references.
Other, rather different approaches are frequency domain meth-
ods, that possess many advantages over ML in particular scenar-
ios, see Young, Pedregal, and Tych (1999) and Taylor et al. (2007).
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3.6 further issues

As might be expected, many more issues have to be left out of
this thesis, simply because of space constraints. These may be
consulted in many references in this thesis and references therein.
The main ones are Harvey (1989) Durbin and Koopman (2012). A
non exhaustive enumeration of these important issues is: diag-
nostics or validation of SS models; univariate treatment of multi-
variate models; exact initialization of disturbance smoothers; sim-
ulation smoothing algorithms; exact initialization via augmented
Kalman filtering; second order extended Kalman filters; unscented
Kalman filters and smoothers; particle filters; treatment of non-
Gaussian models, etc.



4
S S PA C E : A T O O L B O X F O R S TAT E S PA C E
M O D E L I N G

4.1 sspace versus other software packages

The previous chapter outlined the main theoretical foundations
of the SS systems. That chapter is complemented with this one,
which presents a particular implementation of such theoretical
developments in order to make possible the exploitation to the
full of the power of SS methods in practice.

SSpace is a MATLAB toolbox (The MathWorks Inc, 2018) that
provides a number of routines designed for a general analysis of
SS systems. It combines both flexibility and simplicity, and at the
same time it enhances the power and versatility of SS modeling
in a friendly environment. The toolbox possesses very distinct
properties to other SS pieces of software, but at the same time
takes advantage of methods and algorithms from other sources,
mainly Taylor et al. (2007) and Durbin and Koopman (2012) as
it has been unfolded in Chapter 3. The combination of all these
factors give SSpace a particular flavour.

Popularity of high level programming languages like MATLAB
has brought the availability of many free packages with an in-
credibly wide range of applications in many research areas. SS

routines are not an exception, and therefore good packages are
so widespread nowadays, either as open source or paid versions,
that it is impossible to quote even a portion of them. Without
any intention of being exhaustive, we offer here a list of the most
popular packages within the academic community. A partial re-
view is available in volume 41, 2011 of the Journal of Statistical

55
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Software (Commandeur, Koopman, and Ooms, 2011). There are
several toolboxes written in MATLAB, like toolboxes supplied
with the core program, but also CAPTAIN (Taylor et al., 2007),
SSM (Peng and Aston, 2011), SSMMATLAB (Gómez, 2015) and
E4 (Casals et al., 2016). One piece of software widely known is
SSfPack (Koopman, Shephard, and Doornik, 2008). Some others
are written either in R (Petris and Petrone, 2011), RATS (Doan,
2011), gretl (Lucchetti, 2011), etc. Also, some other, menu-driven
programs that incorporate SS routines with less flexible program-
ming capabilities are STAMP (Koopman et al., 2009), Eviews
(Bossche, 2011), SAS (Selukar, 2011), Stata (Drukker and Gates,
2011), etc. ECOTOOL is a complementary MATLAB toolbox writ-
ten by the same authors for the identification and estimation of
dynamical systems (Pedregal and Trapero, 2012a).

In a broad sense, SSpace provides the user with the most ad-
vanced and up-to-date features available in the SS framework,
sharing some of these properties with some packages mentioned
above and competing with them. However, some other features
are specific of this toolbox and will not be found in any of the
alternatives.

Regarding statistical issues, the main features of SSpace are:

1. Full multivariate linear and non-linear Gaussian models,
and univariate non-Gaussian models are implementable. In
any of these possibilities non-linear, time varying or trans-
fer function relations with inputs are possible.

2. The framework is very general in the equations formulation
and in the sense that all system matrices are potentially
time-varying or state-dependent.

3. KF, fixed interval smoothing and disturbance smoothing are
implemented with exact, diffuse or ad-hoc initialisation. Ex-
act initialisation in non-linear models is also possible fol-
lowing Koopman and Lee (2009).

4. Steady state detection of linear invariant systems.

5. Use of exact score in Maximum Likelihood estimation, when
possible. Use of numerical gradient is always possible, some-
times compulsory.
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6. Other estimation procedures apart from Maximum Like-
lihood are implemented. The toolbox offers Concentrated
Likelihood and minimization of combinations of several
steps ahead forecast errors.

7. Kalman filtering and smoothing of multivariate systems are
based on univariate treatment of multivariate systems, see
Durbin and Koopman (2012), pages 155-160.

8. A family of models not used in any of the alternative pack-
ages is included, namely the Dynamic Harmonic Regres-
sion (DHR). To the best knowledge of the authors, this is the
first time that a multivariate Seemingly Unrelated DHR is
used and implemented. Such model is an extension of the
univariate DHR counterpart, see Young, Pedregal, and Tych
(1999) and Subsection §4.3.3.

On the operative side, SSpace is rather flexible and user friendly
because:

• The toolbox is user-oriented in the sense that a big effort
has been done on the developer side with the aim of sim-
plifying usage to the final users. As a consequence, a com-
prehensive time series analysis may be performed with full
control over models, parameters and specifications, by us-
ing just a few number of functions that follow a simple and
fixed calling-standard that is easy to remember (see section
of worked examples below). One example of this simplic-
ity is that just one function (namely SSfilter) is used for
filtering any kind of model, regardless of whether it is lin-
ear, non-Gaussian or non-linear, i.e.: the toolbox detects the
type of model and apply the appropriate algorithms in each
case automatically without any specific intervention of the
user.

• The toolbox is composed of less than thirty functions with
names that have been carefully selected following nemotech-
nic rules, so that the user may remember them or easily look
for their names. There are three groups of functions:
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– Core functions (named SS*) which set up the models
and perform the basic operations of filtering, smooth-
ing, forecasting, validating, etc.

– Template functions (Sample*) which help the user to
set up the model either in terms of the crude SS system
matrices or in terms of its specific nature.

– Other helpful functions for easy handling of models,
matrices, etc. The main ones are for constraining pa-
rameters, building semi-definite covariance matrices,
differencing time series, building forecast confidence
bands, etc.

• Another key point is that models are directly specified by
the user in a user-coded function written in plain MATLAB
syntax. This approach has at least the following advantages:

– Once the model is specified in the user-coded function,
the same syntax applies to all sort of models, regard-
less of linearity, gaussianity, estimation method, etc.
i.e.: the same functions with the same syntax are used
for estimation, filtering, smoothing, etc. Internally the
operation of the toolbox may be rather different in
each case, but such complexity does not require any
intervention of the user.

– The user-coded function is written following a par-
ticular template, that is basically a list of empty val-
ues for all the system matrices. The toolbox offers par-
ticular templates for a wide range of standard mod-
els. These templates may be extended or substituted
by users. Such functions and templates may be ex-
tended in many ways. Typically, for complex models
the model function has to be extended with the aid of
additional inputs to the MATLAB function in order to
define the model in SS form.

– The user has full control over his models in a fairly
straightforward manner, e.g.: different specific param-
eterizations of the same model are possible, parameter
constraints of any kind may be imposed, non-standard
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features of the models may be added (like adding het-
eroskedasticity, time varying parameters, non linear
eXogenous relations, ...), etc.

• Parameter estimation is carried out by the standard fmin-
unc function from the optimization toolbox in MATLAB. By
editing the script optimizer.m the user may tune the opti-
misation settings and/or change even the optimizer itself.

In summary, the toolbox is highly configurable and could be
extended in several ways. Usually default options for modeling
are in place in such a way that a few commands with a few op-
tions would produce sensible results, but advanced users may
take advantage of the possibility to configure the toolbox at their
own convenience. For example, they could select different sets
of initial parameter values to start estimation in order to find the
global optimum, build alternative cost functions to log-likelihood
for parameter estimation based on the output of the KF, try out
different optimisation algorithms to search for optimal parame-
ters, add templates for models not yet implemented or suggest
different versions to the existing ones, build canned functions for
standard model estimation, etc.

Table 4.1 shows some of the main features of most common
software packages. The top block corresponds to toolboxes writ-
ten in MATLAB, the rest are developed in other environments.
The table highlights several facts: i) exact initialization is present
in most packages, ii) non- linear and non-gaussian models are
less common than expected and iii) most packages use Maximum
Likelihood estimation as the only estimation method.

Moreover, there are some unique properties of SSpace, as far as
the authors are concerned, like the implementation of multivari-
ate DHR models, the implementation of systems by direct spec-
ification of the system matrices in a MATLAB function, system
estimation via the minimization of forecast errors several steps
ahead, the possibility of systems implementing arbitrary non-
linear (and possibly multivariate) relations among inputs and
outputs, the possibility of multiple-input-multiple-output trans-
fer functions, and the chance to select an arbitrary minimizer al-
gorithm to estimate the models (fminunc as a default).



60 sspace : a toolbox for state space modeling

EI +ML UTMM NLNG DA

SSpace X X X X X

E4 X X

SSM X X X

SSMMATLAB X

SSfpack X X X X

STAMP X X X

R-KFAS X X X X

Stata X X

Eviews

gretl X X

SAS X

Table 4.1: Options available in most common state space software pack-
ages. The options are exact initialization (EI), other estimation
methods apart from ML (+ML), univariate treatment of multi-
variate models (UTMM), non linear and non gaussian models
(NLNG) and availability of state disturbance algorithms (DA).

The flexibility of SSpace is so big that, being this its most pow-
erful feature, at the same time it may be a problem for some users.
Specifying a model from scratch in SSpace takes some time and
a bit of familiarization with the toolbox. To solve these problems
two solutions are implemented: i) when specifying the model,
SSpace performs internally a full set of coherency tests to ensure
that the model is correctly specified and issue error or warning
messages with the specific problems that guide the user towards
the solution, and ii) templates for most common models are pro-
vided so that the user do not have to bear in mind the SS form of
any of them. This is actually a part of SSpace that will grow as
more templates appear in the future.
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4.2 sspace overview

Table 4.2 shows the core functions necessary to carry out a com-
prehensive time series analysis. From all this the most important
to understand is SSmodel. It creates a structure with the user in-
puts and all the outputs, that will be empty at the time of creation
(for a full description of inputs and outputs type help SSmodel
at the MATLAB prompt). This structure will be the input to the
rest of functions that have to handle the system, like estimation,
filtering, etc., and it also may be the output to such functions, in a
way that it is completed little by little with each additional opera-
tion. With SSmodel the user specifies the input and output data,
the model to use, additional inputs to the user-coded function
necessary to implement the model, either exact or diffuse or ad-
hoc initialization of recursive algorithms, initial parameters for
parameter estimation, fixed parameters that would be frozen in
estimation, the cost function to optimize, exact or numerical score
(if possible) in Maximum Likelihood estimation, etc. To sum up,
it sets up the models up to the smallest detail, controlling the
posterior performance of the rest of functions.

Once the model is created, SSestim performs parameter esti-
mation by the method previously selected in SSmodel. SSvali-
date produces a table with the estimation results and diagnostics.
SSfilter produce the innovations and filtered estimates of states
and covariance matrices with additional output. If smoothed out-
put is prefered, it is produced by the SSsmooth function. Distur-
bance errors (and smoothed output) may be computed by SSdis-
turb. Finally, there are eight step-by-step demos ready, that may
be run with the SSdemo function.

All the functions in Table 4.2 run on the model previously
coded by the user in MATLAB language. In order to make the
communication between the user and SSpace efficient and easy,
a number of templates have been created and listed in Table 4.3.
SampleSS sets up any linear and gaussian models with or with-
out inputs and any sort of non-standard feature. The rest of lin-
ear models are self-explanatory and are intended for the creation
of well-known models. There are also some templates for non-
Gaussian models and for general non-linear models (SamplenNL).
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SSmodel Creates SSpace model object or adds properties
to an existing one

SSestim Estimation of a SSpace model

SSvalidate Validation of a SSpace model

SSfilter Optimal kalman filtering of SSpace model

SSsmooth Optimal fixed interval smoothing of SSpace
model

SSdisturb Optimal disturbance smoother

SSdemo Run SSpace demos 1 to 8

Table 4.2: Main functions of the SSpace library.

Additional templates help the user to build models with time ag-
gregation, concatenate systems o nest systems in inputs. In all
cases, time varying system matrices are three dimensional, being
time the third dimension.

The rest of functions in Table 4.4 are very useful to set up mod-
els in SS form: i) confband builds confidence bands of filtered
or smoothed outputs in a comfortable way, ii) constrain settles
constraints among parameters in the models, iii) varmatrix is a
function useful to constrain covariance matrices to be semi posi-
tive definite in multivariate models or just positive in scalar cases,
iv) normalize standardizes any set of time series with a time
varying covariance structure, vi) vdiff produces differencing of
vector time series, and vii) optimizer is an editable script that
allows tuning the optimizer tolerances and even to change the
optimizer itself.

The analysis with SSpace consists of following the next steps,
that mimics closely the steps any researcher ought to follow in
any SS analysis.

1. Write the model on paper or specify the model in SS form.

2. Translate model to MATLAB code using the templates sup-
plied.

3. Set up model with SSmodel.
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Linear and Gaussian models

SampleSS: General SS template

SampleARIMA: ARIMA models with
eXogenous variables

SampleBSM: Basic Structural Model

SampleDHR: Dynamic Harmonic
Regression

SampleDLR: Dynamic Linear Regression

SampleES: Exponential Smoothing with
eXogenous variables

Non-Gaussian models

SampleNONGAUSS: General non-Gaussian models

SampleEXP: Non-Gaussian exponential
family models

SampleSV: Sochastic volatility models

Non-linear models

SampleNL: General non-linear models

Other templates

SampleAGG: Models with time aggregation

SampleCAT: Concatenation of SS systems

SampleNEST: Nesting in inputs SS systems

Table 4.3: Available templates for the SSpace toolbox.
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confband Forecasts confidence intervals

constrain Free constraints of parameters

varmatrix Semidefinite positive covariance matrices

normalize Variable normalization (standardization)

vdiff Differentiation of vector time series

optimizer Optimizer options

Table 4.4: Auxiliary functions for the SSpace library.

4. Estimate unknown parameters with SSestim.

5. Check appropriateness of model with SSvalidate.

6. Determine optimal estimates of states, their covariance ma-
trices, innovations, etc. Any or several of SSfilter, SSsmooth
or SSdisturb may be used.

In the next subsections, a local level (or random walk plus
noise) model is used to illustrate how to implement all these
steps applied to the Nile river data used in Durbin and Koop-
man (2012), specifically demo1 of SSpace. The data consists of
the flow volume of the Nile river at Aswan from 1871 to 1970.
The local level model is given in Equation (4.1), being B the back-
shift operator.

yt =
ηt

(1−B) + εt; VAR(ηt) = Q VAR(εt) = H (4.1)

4.2.1 Specify model (step 1)

One SS representation of (4.1) is (4.2):

State Equation: αt+1 = αt + ηt ηt ∼ N(0,Q)

Observation Equation: yt = αt + εt εt ∼ N(0,H)
(4.2)

It may be seen immediately that the local level is one of the
simplest models that can be specified in SS form. Comparing it
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with the general form (3.1) in Chapter 3 we see that for this case
all system variables are scalar and time invariant, i.e.: Tt = Rt =

Zt = Ct = 1,Qt = Q, Ht = H and Γt andDt do not exist because
the model has no inputs.

4.2.2 Code the model (step 2)

The best way to deal with the previous model is to edit the Sam-
pleSS template, rename it to, say, example1, and fill in all the
matrices values accordingly. The aspect of SampleSS is shown
below, with the system matrix names easily identifiable. The tem-
plate is offered in this way, nothing should be removed, but any-
thing could be added in order to define the system matrices.

function model = SampleSS(p)

model.T = [];

model.Gam = [];

model.R = [];

model.Z = [];

model.D = [];

model.C = [];

model.Q = [];

model.H = [];

model.S = [];

The following is the adaptation of such template to the local
level model.

function model = example1(p)

model.T = 1;

model.Gam = [];

model.R = 1;

model.Z = 1;

model.D = [];

model.C = 1;

model.Q = 10.^p(1);

model.H = 10.^p(2);

model.S = 0;

Beware that the input argument p to both functions is a vec-
tor of parameters, in this case just the scalars Q and H. By de-
fault, both state and observation noises are considered indepen-
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dent. Furthermore, the first element in the vector p has been
assigned to the matrix Q, while the second is assigned to H.
Since both must be positive values, the system matrices are de-
fined as powers of 10. An alternative and equivalent definition is
model.Q=varmatrix(p(1)).

4.2.3 Setting up the model (step 3)

Now the user has to communicate with SSpace and build a
model to use later on. This is done with the SSmodel function.
In this case the MATLAB code is simply sys = SSmodel(’y’, nile,
’model’, @example1). It is assumed that nile is a vector variable
with the Nile data in and basically with this line code the user
is telling that he wants to apply the local level model written in
example1 to the data in the MATLAB variable nile.

This is the most important step because at this stage is where
the user defines the posterior performance of the toolbox. In
essence, if the validation of the model is not correct, then the user
has to come back to SSmodel and change either the model, op-
tions, etc. There are many options available to set up the model,
that are passed on to SSmodel using duplets (see all possibilities
in the SSpace documentation).

4.2.4 Estimate parameters (step 4)

Having defined the model in the previous step, the rest is straight-
forward. In particular, the estimation is done by sys = SSes-
tim(sys).

No additional inputs to this functions are necessary, since ev-
erything has been set up in the previous step via the SSmodel
function, in particular the estimation method that will be Exact
Maximum Likelihood by default. Parameters are stored in the
sys output structure. If estimation converges to well defined op-
timum, then estimation results, with standard errors of param-
eters, information criteria, etc. may be shown by means of the
SSvalidate function with the syntax sys = SSvalidate(sys).
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4.2.5 Use the model (step 5)

A final step consists of estimating the filtered and/or smoothed
output together with the disturbances of the model, further vali-
dation tests. These operations constitute the basis for forecasting,
signal extraction, interpolation, etc. When only the filtered out-
put is required the call should be sys = SSfilter(sys); if smoothed
estimates without disturbances is preferred then the call should
be sys = SSsmooth(sys); whereas the full computation and out-
put is produced by the call sys = SSdisturb(sys).

Results in all these brief examples are stored always in sys
output structure, though at any point different structures may be
used. It stores parameters with covariance matrix, optimal states
and covariances, fitted output values and covariances, forecasted
values and covariances, innovations, disturbances estimates with
covariances. Further statistical diagnostics are advisable.

4.3 worked examples

The examples shown in this section are presented as illustrations
of the flexibility and power of the toolbox, with no pretension
of showing any scientific result or improvement over other re-
searcher’s analysis. Code listings are truncated in order to save
space. This is especially important in the case of the templates
shown, for which the extended versions are also included in the
software provided with an abundant help. Identification and val-
idation issues are not treated in the examples to keep them short.

4.3.1 Example 1: Local level

The next listing puts together the MATLAB code shown up to
now for the local level model applied to the Nile river data, with
some additions for plotting outputs.

% Load data and set up time variable with NaN’s

% for interpolation and forecasting

load nile

y = [nile; nan(10, 1)];
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y(61:70) = nan;

t = (1 : size(y, 1))’;

% Build SSpace model

sys = SSmodel(’y’, y, ’model’, @example1);

% Estimate model by exact ML

sys = SSestim(sys);

% Model table output etc.

sys = SSvalidate(sys);

% Smoothing

sys = SSsmooth(sys);

% Plotting fitted values with 90% confidence bands

plot(t, y, ’k’, t, sys.yfit, ’r.-’, t, confband(sys.yfit, sys.

F, 1), ’r:’)

% Plotting innovations

plot(sys.v)

% Estimating and plotting disturbances

sys = SSdisturb(sys);

plot(t, sys.eta, ’k’, t, sys.eps, ’r’)

Some missing observations have been arbitrarily added in the
middle of the data and at the end to show how interpolation and
forecasting are automatically done. The output of the SSvalidate
call is:

----------------------------------------------------

Linear Gaussian model: example1.

Objective function: llik

System colapsed at observation 1 of 100.

Exact gradient used.

----------------------------------------------------

Param S.E. T-test P-value |Gradient|

----------------------------------------------------

p(1) 3.1404 0.3595 8.7362 0.0000 0.000008

p(2) 4.2084 0.0855 49.2198 0.0000 0.000051

----------------------------------------------------

AIC: 12.906

SBC: 12.9938

HQC: 12.9398

Log-likelihood: -571.3177

Corrected R2: 0.2669

Residual Variances: 21919.3612

----------------------------------------------------
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Summary Statistics:

----------------------------------------------------

1

Missing data points 10.0000

Q( 1) 1.1031

Q( 4) 4.1847

Q( 8) 7.6771

Q(12) 18.9641

H(33) 0.6020

P-value 0.1501

Bera-Jarque 0.0209

P-value 0.9896

----------------------------------------------------

This table shows abundant information about convergence of
estimation, significance of parameters, information criteria, and
diagnostic statistics on the innovations (autocorrelation, heteroskedas-
ticity and gaussianity). The resulting plots are shown in Figure 4.1.

Figure 4.1: Fit, innovations and disturbances of example1.m.

Exactly the same results may be obtained if the model is esti-
mated by Concentrated Maximum Likelihood. Two slight changes
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have to be made to the previous code: i) one of the variances in
the user model has to be concentrated out of the likelihood by
setting it to 1 (say, model.Q = 1; in example1.m); ii) the call to
SSmodel changes to sys = SSmodel(’y’, y, ’model’, @example1,
’OBJ_FUNCTION_NAME’, @llikc). Beware that only the three
initial characters are necessary in the string inputs arguments
(i.e.: ’OBJ’, instead of ’OBJ_FUNCTION_NAME’). See a more
detailed description by running SSdemo(1).

One of the challenges for this time series, is to evaluate whether
the construction of the Aswan dam in 1899 (observation 29) led
to a significant decline in the river flow. This may be tested in sev-
eral ways by changing the user function, either by including a Dt
in Equation (3.1) directly (Case 1 below), or by using a dummy
variable as input to the SS system (Cases 2 and 3). It is worthy
passing through these three cases to realize the flexibility of SS-
pace when specifying models.

4.3.1.1 Case 1

In this case the user function for concentrated maximum likeli-
hood would be:

function model = example2(p)

model.T = 1;

model.Gam = [];

model.R = 1;

model.Z = 1;

model.D = [repmat(p(2), 1, 28) repmat(p(3), 1, 82)];

model.C = 1;

model.Q = 1;

model.H = 10.^p(1);

model.S = 0;

Keep in mind that matrix Dt is time varying, but it is not
defined as a three dimensional matrix, as it is the general con-
vention in SSpace. This is an exception that affects also Γt and
has been considered very convenient from the user point of view,
since handling three dimensional matrices in MATLAB is much
more cumbersome than two dimensional. Nevertheless, ortho-
dox three dimensional matrices would work exactly in the same
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way. The call for estimating the model by Concentrated Maxi-
mum Likelihood is sys = SSmodel(’y’, y, ’model’, @example2,
’OBJ_FUNCTION_NAME’, @llikc, ’p0’, [-1; 1000]). An interest-
ing point of this example is that a Dt matrix is used, but not
input data is supplied and there is no need to specify a Γt matrix.
Here, initial parameters for the numerical search are added via
the duplet {’p0’, [-1; 1000]}. The rest of the code is identical to the
previous example. The results are shown in Figure 4.2.

Figure 4.2: Fit, innovations and disturbances of example2.m.

It is important to note that the estimation is such that there
is no additional information in the series apart from the jump
in the volume due to the Aswan dam. By comparison with Fig-
ure 4.1, it is easy to check this, since the innovations and output
are essentially the same.

4.3.1.2 Case 2

An alternative way to do the same, which is more formal from a
statistical point of view, consists on defining one dummy variable
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as a step, taking zeros up to observation 28 and ones afterwards,
i.e.: u = [zeros(28, 1); ones(82, 1)]. In this case, the user function
is:

function model = example3(p)

model.T = 1;

model.Gam = [];

model.R = 1;

model.Z = 1;

model.D = p(2);

model.C = 1;

model.Q = 1;

model.H = 10.^p(1);

model.S = 0;

The difference with the previous option is that matrix model.D
is just the second element of the parameter vector p, i.e.: a coef-
ficient that will multiply the input dummy variable ut. Now the
call to SSmodel should be:

sys = SSmodel(’y’, y, ’u’, u, ’model’, @example3, ’OBJ’,

@llikc);

Here, the duplet {’u’, u} tells SSpace which is the input variable
to use. The estimation of the coefficient measuring the jump is
negative and significant.

4.3.1.3 Case 3

A final case, still worth mentioning, consists of including the
dummy input variable into the user function as an additional
input argument, but now the SS system is considered as a system
without inputs:

function model = example4(p, u)

model.T = 1;

model.Gam = [];

model.R = 1;

model.Z = 1;

model.D = p(2)*u;

model.C = 1;

model.Q = 1;

model.H = 10.^p(1);
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model.S = 0;

The call now should be:

sys = SSmodel(’y’, y, ’model’, @example4, ’OBJ’, @llikc, ’user
_inputs’, {u});

Additional inputs to the user function may be passed on to
the model definition with the help of duplets {’user_inputs’, {u}}.
Though it does not make sense in this case, it is worth noting that
the dependence to the inputs may be modelled by a non-linear
function, e.g.: just by defining model.D = p(2)*(u(2, :).ˆ (p(3))) or
any other specification. This is the main advantages of specifying
models by writing a function. More examples may be checked in
demo5.

4.3.2 Example 2: Univariate models

In this second example the air-passenger data taken from Box
et al. (2015) is analysed with a number of different univariate
possibilities.

4.3.2.1 Case 1: Basic Structural Model

A Basic Structural Model (BSM) a la Harvey (Harvey, 1989) may
be used with the template SampleBSM (it is also possible to
use SampleSS and test the SS form from scratch). In such tem-
plate, separate definitions are in place for the trend and the har-
monics and input variables, if any. Have a look on the func-
tion demo_airpasbsm.m that is one of the cases implemented
in demo2.

The part of the template related to the trends is:

m = ;

I = eye(m);

O = zeros(m);

TT = [I I;O I];

ZT = [I O];

RT = [I O; O I];

QT = [];
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where the variable m is the number of output variables (1 for uni-
variate) and matrices I and O are pre-defined as a unity matrix
and a block of zeros. The model is specified directly by the SS

form of the Local Linear Trend (LLT), i.e.:

(
α1,t+1

α2,t+1

)
=

(
1 1

0 1

)(
α1,t

α2,t

)
+

(
1 0

0 1

)(
η1,t

η2,t+1

)

A LLT is fully specified by filling in the missing variables in the
previous listing, i.e.: m = 1, and QT = [10.ˆ p(1) 0; 0 10.ˆ p(2)].
Other possibilities are implemented by small variations to this
option, one interesting case is an Integrated Random Walk (IRW)
or smooth trend with one single noise by setting RT = [O; I]; QT
= 10.ˆ p(1); (Young, Pedregal, and Tych, 1999).

The periodic components (either seasonal or cyclical) in Sam-
pleBSM may be coded as either trigonometric or dummy season-
ality. For the trigonometric case the empty code in the template
is:

Period = [];

Rho = [];

Qs = repmat( , , );

This portion of the code filled in for a monthly time series
converts to:

Period = [12 6 4 3 2.4 2];

Rho = [1 1 1 1 1 1];

Qs = repmat(varmatrix(p(3)), 1, 6);

The argument Period is used to provide the periods for the
seasonal and/or cyclical, Rho is the damping factor of each har-
monic sinusoid, i.e.: values between zero and one and values of
unity recommended for seasonal harmonics. The variances for
each harmonic are introduced via the Qs matrix (all variances
equal for all the harmonics in the example). If all variances have
to be different the code would be Qs = varmatrix(p(3:8)’). The
function varmatrix provides an alternative way of building semi
positive definite covariance matrices.

The rest of the template is:
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H = varmatrix(p(4));

D = [];

where H is the variance of the observed noise and matrix D is
included to deal with input variables (none in this case).

Once the BSM model is set up, the code to run is as follows:

load airpas;

y = log(airpas);

sys = SSmodel(’y’, y, ’model’, @demo_airpasbsm);

sys = SSestim(sys);

sys = SSsmooth(sys);

T = sys.a(1, :)’;

I = y-sys.yfit’;

S = y-I-T;

Here the trend, Seasonal and Irregular components are esti-
mated by combinations of the estimated states and stored in T, S
and I matrices, respectively.

4.3.2.2 Case 2: ARIMA

The ARIMA model is easily implemented by using the SampleARIMA
template used as an example in demo3, check
demo_airpasarima. Assuming that anARIMA(0, 1, 1)× (0, 1, 1)12
is to be estimated, the relevant part of this template is

Sigma = varmatrix(p(3));

Diffy = conv([1 -1], [1 zeros(1, 11) -1])’;

ARpoly = 1;

MApoly = conv([1 p(1)], [1 zeros(1, 11) p(2)])’;

where Diffy is the differencing polynomial in the backshift op-
erator B such that Bjyt = yt−j, ARpoly is the AR polynomial
and MApoly is the MA polynomial. Check that the differencing
order is the convolution (i.e.: multiplication) of a regular and sea-
sonal difference operators, i.e.: ∆∆12 = (1−B)(1−B12). The MA
polynomial of the model is (1+ θ1B)(1+Θ1B

12), with p(1)= θ1
and p(2)= Θ1. All polynomials are coded as column vectors of
the corresponding coefficients in ascending order of powers of
the backshift operator, as it is common in other MATLAB tool-
boxes. Though it does not make sense in this example, constraints
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among parameters would be very simple to impose, e.g.: if the
constraint θ1 = Θ1 is needed, the MA polynomial may be coded
as MApoly = conv([1 p(1)], [1 zeros(1, 11) p(1)])’ .

4.3.2.3 Case 3: Exponential Smoothing

A final illustration for this data is an ETS model a la Hyndman
(Hyndman et al., 2008), which template is SampleES, check

demo_airpasES used in demo3. The template filled in for this
example is:

ModelType = ’AAA12’;

Phi = [];

Alpha = constrain(p(1), [0 2]);

Beta = constrain(p(2), [0 4-2*Alpha]);

AlphaS = constrain(p(3), [0 2]);

D = [];

Sigma = varmatrix(p(4));

The argument ModelType deals with the type of model, the
first letter stands for the type of level (’N’ for none, ’A’ for ad-
ditive and ’D’ for damped with damping factor Phi), the second
letter is the slope type (’N’ for none or ’A’ for additive), and the
third letter stands for the type of seasonal (again either ’N’ or ’A’),
and the numbers after those letters is the period of the seasonal
component. The rest of the code sets up the α, β and γ parame-
ters affecting the level, slope and seasonal components, that are
suppose to be estimated within certain values, see Hyndman et al.
(2008). Sigma stands for the variance of the unique noise present
in the model. Input variables may be included by introducing a
D matrix as a function of the p vector of parameters.

4.3.3 Example 3: Multivariate Dynamic Harmonic Regression

The models presented so far are univariate and may be easily
extended to multivariate versions. In this example we present a
new model that has not yet been used in its multivariate version,
namely the multivariate DHR. It is built in the spirit of seemingly
unrelated equations models, i.e.: the relation among the endoge-
nous variables is not explicit in the equations, but are modelled
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exclusively via non-diagonal covariance matrices of the different
noises. The specific formulation is given in Equation (4.3).

yt = Trendt + Cyclet + Seasonalt + f(ut) + εt
Cyclet + Seasonalt =

∑k
i=1[Aitcos(ωit) +Bitsin(ωit)]

(4.3)

Obviously yt is multivariate in this case; f(ut) models linear
or non-linear relations to inputs; εt is a white noise variable with
full covariance matrix Ht; ωi (i = 1, 2, . . . ,k) are the frequen-
cies for the periodic components that typically include the sea-
sonal fundamental frequency and all the harmonics down to π
but also may include cyclical frequencies; and Ait and Bit are
diagonal matrices of time varying parameters. Usually Random
Walk parameters may suffice, but other options may be preferred
in specific applications. In essence the DHR model is effectively a
multivariate Fourier analysis in particular frequencies with time
varying parameters. The univariate version of these models esti-
mated in the frequency domain where explored by Young, Pedre-
gal, and Tych (1999) and Taylor et al. (2007).

These type of models may be easily implemented in SSpace
with the help of the template SampleDHR. This template resem-
bles SampleBSM of the previous example, with a user function
that needs an additional input argument that have to be taken
into account in the SSmodel call, i.e.: the size in time of the sam-
ple. In the case of a trivariate model of quarterly data is imple-
mented in demo_energydhr used in demo4. A compacted ver-
sion of such template is

function model = demo_energydhr(p, N)

% Trend

m = 3;

I = eye(m); O = zeros(m);

TT = [I I;O I];

ZT = [I O];

RT = [I O; O I];

QT = blkdiag(varmatrix(p(1:6)), varmatrix(p(7:12)));

% Seasonal/cyclical DHR components

Periods = repmat([4 2], 3, 1);

Rho = ones(3, 2);
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Qs = repmat(varmatrix(p(13:18)), 1, 2);

% Covariance matrix of irregular component (observed noise)

H = varmatrix(p(19:24));

There are a total of 24 unknown parameters, all of them lo-
cated at covariances matrices. It is important to note here the use
of the varmatrix function, used to convert any set of arbitrary
parameters into a semi-positive covariance matrix. Beware that,
since covariance matrices are symmetrical, a 3× 3 matrix have 9

elements, but only 6 of them are different. This function allows
also to impose rank and other constraints to build homogeneous
models, etc. (see the SSpace documentation). It is also easy to
check that there are only two harmonics and both are estimated
with the same covariance matrices, check Qs matrix.

Such model may be run on the energy data of Harvey (1989),
with the following code:

load energy

y = log(energy);

p0 = repmat([-2 -2 -2 0 0 0]’, 4, 1);

sys = SSmodel(’y’, y, ’model’, @demo_energydhr, ’p0’, p0, ...

’user_inputs’, length(y));

sys = SSestim(sys);

sys = SSsmooth(sys);

Trend = sys.a(1:3, :)’;

Irregular = y-sys.yfit’;

Seasonal = y-Trend-Irregular;

It is important to initialise the searching algorithm with appro-
priate diagonal covariance matrices, this is achieved by the setting
of p0 above. The call to SSmodel is done with the required initial
parameters and the number of time samples.

Figure 4.3 shows some output of this DHR model.

4.3.4 Example 4: Non-gaussian

The number of van drivers casualties in the UK, see Durbin and
Koopman (2012) and Figure 4.4, is a case where a Poisson dis-
tribution is justified, because numbers are small and the units
are integers. Neither the Gaussian assumption is strictly correct
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Figure 4.3: Unobserved components of DHR example.

nor the logarithmic transformation manage to produce sensible
results. The model used is a BSM with a trend, dummy seasonal,
irregular and an exogenous effect due to the enforcement of the
seat belt law, but the distribution of the observations is a Poisson,
see Equation (4.4).

αt+1 = Ttαt + Γt + Rtηt

p(yt | θt) = exp{θ ′tyt − exp(θt) − logyt!}+ bIt
(4.4)

In order to set up this model in SSpace we have to create two
user functions, one with the linear model, i.e.: the BSM with a
dummy seasonal (beware that there is no noise in the observation
equation) by using the SampleBSM template and a second one to
change the observation equation into a Poisson model with the
help of SampleEXP template (other distributions available are
Binary, Binomial(n), Negative Binomial and Exponential). Both
functions may be checked in demo_van_poisson, used in demo7.
The linear model is (function demo_van in file demo_vanl.m):

function model = demo_van(p, H)
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% Trend

TT = 1;

ZT = 1;

RT = 1;

QT = varmatrix(p(1));

% Dummy seasonal

Period = 12;

Qs = 0;

% Linear term

D = p(2);

As it may be seen, the model is just a Random Walk trend with
a dummy seasonal component and a dummy effect dealing with
the step change due to the seat belt law enforcement.

The second user model is rather simple, it consists of a call to
the linear model above and just telling SSpace that the observa-
tions follow a Poisson distribution. This function has the pecu-
liarity that necessarily has to have two input arguments, while
the user may add as many as the model require for its definition:

function model = demo_van_poisson(p, H)

% Call to linear model

model = demo_van(p, H);

% Distribution of observations

model.dist = Poisson;

Then, the following code would produce the analysis for the
data with some artificial missing values in the middle and some
at the end to produce the forecasts:

load Van

y = Van(:, 1);

u = Van(:, 2);

y(50:55)= nan;

y = [y; nan(20, 1)];

u = [u; ones(20, 1)];

sys = SSmodel(’y’, y, ’u’, u, ’model’, @demo_van_poisson);

sys = SSestim(sys);

sys = SSvalidate(sys);

sys = SSsmooth(sys);

Figure 4.4 shows the trend with the jump due to the seatbelt
law effect and twice the standard error confidence bands.
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Figure 4.4: Data and trend of non-Gaussian example.

4.3.5 Example 5: Non-linear

This example illustrates the use of the extended KF with exact ini-
tialisation applied to the monthly visits abroad by UK residents
from January 1980 to December 2006 following Koopman and
Lee (2009) and Durbin and Koopman (2012). This example was
used to test for the convenience of the log transform so widely
use in Econometrics. As a matter of fact, it is shown that the log
transform does not fix the heteroscedasticity problem, and, con-
sequently a model with an interaction between the trend and the
seasonal component is proposed instead with the rest of hypoth-
esis applying, see Equation (4.5).

yt = Trendt + Cyclet + exp{bTrendt}Seasonalt + εt (4.5)

Comparing this equation with the general non-linear system
(3.3) we see that there is only one non-linear term, namely Tt(αt)
that is the Equation (3.3) without the noise. Setting up the model
now is much more difficult because the partial derivatives of
Tt(αt) with respect to the vector state αt ought to be calculated
explicitly. For convenience a linear BSM model is implemented in
a separate model using the SampleBSM template (check demo_uk
in demo8):

function model = demo_uk(p)
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TT = [1 1;0 1];

ZT = [1 0];

RT = [0; 1];

QT = varmatrix(p(1));

% Trigonommetric seasonal model

Period = [constrain(p(3), [18 800]) 12 6 4 3 2.4 2];

Rho = [constrain(p(4), [0.5 1]) 1 1 1 1 1 1];

Qs = [varmatrix(p(5)) repmat(varmatrix(p(6)), 1, 6)];

% Observed noise variance

H = varmatrix(p(2));

This model has some singularities with respect to previous list-
ing in this paper. Firstly, an Integrated Random Walk or smooth
trend is chosen that depends on just one parameter (p(1)). Sec-
ondly, a cycle is introduced into the model by adding one ele-
ment to all the arguments in the function having to do with the
seasonal component. Thirdly, one interesting point is that the pe-
riod of such cycle is estimated as a constrained value between 18

and 800 months (one an a half year and 67 years, see the use of
constrain in Period). Fourthly, the cycle is modulated by a damp-
ing factor estimated as a value between 0.5 and 1 (again with the
help of the constrain function). Finally, separate variance values
for the cycle and the seasonal components are estimated.

The non-linear model is now built with the template Sam-
pleNL (check model_uknle):

function model = demo_uknle(p, at, ctrl)

model1 = demo_uk(p(1:6));

% Defining linear matrices

if ctrl< 2

model.T = model1.T;

model.Gam = [];

model.R = model1.R;

model.Z = [];

model.D = [];

model.C = 1;

model.Q = model1.Q;

model.H = model1.H;

model.p = p;

model.S = [];

end
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% Defining nonlinear matrices in State Equation

if any(ctrl== [2 0])

% Code defining derivative of matrix T(a(t)) (ns x Nsigma)

model.dTa = [];

% Code defining matrix T(a(t)) (ns x Nsigma)

model.Ta = [];

% Code defining matrix R(a(t)) (ns x neps x (1 or n))

model.Ra = [];

% Code defining matrix Q(a(t)) (neps x neps x (1 or n))

model.Qa = [];

end

% Defining nonlinear matrices in Observation Equation

if any(ctrl== [3 0])

b = p(7);

expfun = exp(b*at(1));

S = sum(at(5:2:15));

% Derivative of matrix Z(a(t)) (m x Nsigma)

model.dZa = [1+b*expfun*S 0 1 0 expfun 0 expfun 0 expfun

...

0 expfun 0 expfun 0 expfun];

% Code defining matrix Z(a(t)) (m x Nsigma)

model.Za = at(1)+at(3)+expfun*S;

% Code defining matrix C(a(t)) (Ny x Neps x (1 or n))

model.Ca = [];

% Code defining matrix H(a(t)) (Ny x Ny x (1 or n))

model.Ha = [];

end

This template has three compulsory input arguments, i.e.: the
parameter vector p, the current state vector at, and a variable that
controls the execution (ctrl). As a first step, the function calls the
linear model demo_uk in order to set up all the matrices in the
state equation. Then the system matrices are redefined in three
blocks, i) linear matrices, ii) non-linear or state-dependent matri-
ces in state equation, iii) non-linear or state-dependent matrices
in observation equation. Only one definition for each matrix in
any of the blocks are permitted, in order to avoid errors. Beware
that both Zt(αt) (in model.Za) and ∂Zt(αt)

∂αt
(model.dZa) have to

be correctly specified.
Figure 4.5 shows the estimated components.
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Figure 4.5: Series and trend, cycle and raw seasonal and scaled seasonal
(exp{bTrendt}Seasonalt) of Non-linear example.

More templates and more demos are available in SSpace that
may be checked by running carefully the 8 demos included in
the toolbox. Some of the most relevant are linear, non-linear and
time varying regressions (see SampleDLR and demo5), concate-
nation of SS systems with the SampleCAT template (a typical case
would be a BSM model with time varying parameters), estimating
parameters of any model by minimizing functions of squared of
several-steps-ahead forecast errors (see e.g.: demo2), time aggre-
gation problems (see SampleAGG and demo6), and nesting in
inputs models (see SampleNEST and demo5).
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5
A S U P P O RT V E C T O R M A C H I N E A P P R O A C H
F O R M O D E L S E L E C T I O N

5.1 automatic model selection for forecasting

Companies have traditionally adopted forecasting techniques to
support decision making on a consistent daily basis, bringing
data from different sources into a common data infrastructure.
However, the primal focus was mainly the creation of report-
ing tools (Davenport and Harris, 2007). In recent years, the so
called BA introduced a new approach in this domain by lever-
aging on the latest progress on both computer science (e.g. data
mining algorithms) and hardware technology (e.g. cloud comput-
ing, in-memory technology), making possible the integration of
data sources and business operation on a higher stage of abstrac-
tion (Sheikh, 2013).

With the advent of the big data era, the automatic identifica-
tion of the appropriate data techniques stands in the middle as
a compulsory stage of any big data implementation with predic-
tive analytics purposes. Research on model selection and com-
bination points out the benefits of such techniques in terms of
forecast accuracy and reliability. However, the application of arti-
ficial intelligence techniques to such a problem is still scarce.

Forecasting models are of strategic nature given that they gear
business decisions ranging from inventory scheduling to strate-
gic management (Petropoulos et al., 2014). Focusing on a supply
chain context, automatic model selection is a necessity due to
the high number of products whose demand should be forecast
(Fildes and Petropoulos, 2015). Forecasting and operational re-

87
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search literature has faced the problem with different approaches.
A first approach could be aggregate selection, where a single
source of forecasts is chosen for all the time series (Fildes, 1989),
instead of individual selection, where the particular method ap-
propriate for each series is selected. However, aggregate selection
cannot distinguish the individual characteristics of each time se-
ries (such as trend and/or seasonality) and, in general terms,
individual selection outperforms aggregate selection, although
with an associated higher complexity level and computational
burden (Fildes and Petropoulos, 2015).

Regarding individual selection, different criteria to choose the
most adequate model can be found in the literature. For instance,
information criteria like AIC or SBC are typically used (Liang,
2014). These information criteria produce a value that represents
the compromise between goodness of fit and the number of pa-
rameters. Billah et al. (2006) compare different information cri-
teria to select the most appropriate ETS model on simulated data
and a subset of the time series from the M3 competition database,
where the AIC slightly outperformed the rest of information crite-
ria considered.

The identification of the best forecasting model has also been
addressed depending on the time series features. Initially, Pegels
(1969) presented nine possible ETS methods in graphical form tak-
ing into account all combinations of trend and cyclical effects in
additive and multiplicative form. Collopy and Armstrong (1992)
developed a rule-based selection procedure model based on a set
of 99 rules for selecting and combining between methods based
on 18 time series features. In order to automatize this procedure,
Adya et al. (2001) developed and automated heuristics to detect
six features that had previously been judgmentally identified in
rule-based selection by means of simple statistics achieving a sim-
ilar forecasting accuracy performance. Petropoulos et al. (2014)
analysed via regression analysis the main determinants of fore-
casting accuracy involving 14 popular forecasting methods (and
combinations of them), seven time series features and the fore-
casting horizon as a strategic decision. Wang, Pedrycz, and Liu
(2015) propose a rather different approach for long-term forecast-
ing based on dynamic time warping of information granules. In-
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stead, Yu, Dai, and Tang (2016) focus on finding an empiric de-
composition (intrinsic mode functions) to aggregate the individu-
ally forecast components later into an ensemble result as the final
prediction. An alternative for selecting among forecasts is the per-
formance evaluation of the methods in a hold-out sample (Fildes
and Petropoulos, 2015; Poler and Mula, 2011), where forecasts are
computed for single or multiple origins (cross-validation) usually
via a rolling-origin process (Tashman, 2000). Some pragmatic ap-
proaches have been used, like forward selection used by Kim,
Dekker, and Heij (2017) for determining the order p of an AR

model.
Finally, another option is to explore combination procedures

(Clemen, 1989). In fact, Fildes and Petropoulos (2015) concluded
that combination could outperform individual or aggregate selec-
tion for non-trended data. Different combination operators (mode,
median and mean) to compute neural network ensembles are an-
alyzed by Kourentzes, Barrow, and Crone (2014), where the mode
is found to provide the most accurate forecasts. Apart from fore-
casting models considering time series, it should be noted the
automatic identification algorithms developed for causal mod-
els. For instance, marketing analytics models to forecast sales un-
der the presence of promotions have been analyzed by Trapero,
Kourentzes, and Fildes (2015a). Additionally, models capable of
incorporating data from other companies in a supply chain col-
laboration context with information sharing have been explored
by Trapero, Kourentzes, and Fildes (2012).

In addition to traditional time series modeling techniques, Ar-
tificial Intelligence algorithms have proved to be quite effective
as a mean to build higher level methodologies to face big data
challenges in an effective way, gearing upon both traditional and
Artificial Intelligence low-level techniques. An initial attempt has
been carried out by Turrado, Garcia, and Portela (2012), where
multiple time series have been classified according to its Auto
Correlation Function (ACF) and Partial Auto Correlation Func-
tion (PACF) values to reduce the number of forecasting ARIMA

models to be fitted. However, the forecasting implications of that
procedure in terms of out-of-sample accuracy was not described.
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Despite the abundant literature in model selection, the possi-
bility of combining several selection criteria (AIC, SBC) has been
under-investigated, as well as the benefits of taking advantage
of additional pieces of information (ACF and PACF values, fitted
parameters, unit root tests, etc.) in an integrated approach that
takes them all into account.

In this chapter, a new model selection approach is proposed. It
combines different criteria (AIC, SBC, etc.) along with additional
information of the time series itself (ACF and PACF values, etc.) as
well as responses and fitted parameters of the alternative mod-
els. Given a set of candidate models, instead of considering any
individual criteria, a SVM is trained at each forecasting origin to
select the best model using all this information.

The effects this approach are explored for the 229 Stock Keep-
ing Units (SKU) of a leading household and personal care UK
manufacturer. The data is highly volatile and with small serial
correlation. The experiment was developed by fitting a set of ETS

and ARIMA models with different levels of complexity. After a fea-
ture selection process, only 19 variables were included in the SVM

training dataset as the most relevant. The results show that the
proposed approach improves the out-of-sample forecasting accu-
racy with respect to single model selection criteria. This method-
ology will be particularly interesting for scenarios with highly
volatile demand, because it allows to change the model when it
does not fit the data well enough, reducing the risk of misusing
modeling techniques in automatic processing of big datasets.

5.2 methods

5.2.1 Forecasting models

Let yt be the mean-corrected output demand data sampled at a
weekly rate, at a white noise sequence (i.e. serially uncorrelated
with zero mean and constant variance), θi a set of parameters to
estimate and B the backshift operator in the sense that Blyt =

yt−l. Then, taking into account the fact that no seasonality is
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present in the data, the forecasting models considered are the
following:

M1 : yt = at

M2 : yt = (1+ θ1B+ θ2B
2)at

M3 (ETS): (1−B)yt = (1+ θ1B)at

M4 : (1−B)yt = (1+ θ1B+ θ2B
2)at

Mean : Mean of forecasts M1 to M4

Median : Median of forecasts M1 to M4

(5.1)

Model M1 is white noise, model M2 is a MA(2), model M3 is
an IMA(1,1) that is actually treated as a Simple ETS model or a
ETS(A,N,N) in Hyndman et al. (2008) nomenclature (where E, T,
S, A and N stand for Error, Trend, Seasonal, Additive and None,
respectively), M4 is an IMA(1,2), and Mean and Median are com-
bination methods. In essence, two stationary, three non-stationary
models and two combinations of models are considered.

It is important to note that some models are nested versions
of others. For example, model M1 is a parametrically efficient
version of the rest of models if θ1 = 0 and θ2 = 0 in model
M2, θ1 = −1 in M3, or θ1 = −1 and θ2 = 0 in M4. Similarly,
ETS model M3 is a particular version of M4 with θ2 = 0. Finally,
models M2 and M4 are not nested with any other models because
of the difference operator.

These sort of constraints have been taken into account in the
estimation procedure, since when approximate constraints are
found the models preferred are the most parsimonious ones. This
is particularly important when dealing with estimated roots close
to unity. Specifically, when θ1 < −0.992 in model M3, the model
is switched to M1 for forecasting purposes. Similarly, if any root
in the MA polynomial of model M4 is smaller than −0.992 the
model is switched to a MA(1), that is not any of the models con-
sidered above. No unit roots where detected when estimating
model M2.

For the 229 SKU time series considered, at least one of the mod-
els M1 to M4 above is correct in statistical terms, in the sense that
one of them filters out all the serial correlation present in the data.
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Figure 5.1: Minimum Ljung-Box Q statistic for each product

Figure 5.1 shows the minimum for the four models M1-M4 of the
Ljung-Box Q statistic to test the absence of serial correlation for
eight lags, approximately two months of data (Ljung and Box,
1978). Bearing in mind that the maximum number of parameters
is two, a conservative value for degrees of freedom to perform
the test is 6.

The critical values for the Q test at confidences levels of 90%,
95% and 99% on a Chi-Squared distribution with 6 degrees of
freedom are 10.64, 12.59 and 16.81, respectively, marked by dot-
ted, dashed and solid horizontal lines in Figure 5.1. Therefore,
most of the values are well below the 90% confidence limit. This
means that, depending on the level of confidence, for 93.89%,
97.82% and 100% of the SKU series at least one of the models
is correctly specified, in the sense of not leaving significant serial
correlation below the confidence limits mentioned before. This
means that the models fulfill the rule of being a sufficient repre-
sentation of the data at the same time of preserving parsimony.

5.2.2 Support vector machines

The SVM classifier is basically a binary classifier algorithm that
looks for an optimal hyperplane as a decision function in a high-
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dimensional feature space (Shawe-Taylor and Cristianini, 2004).
Consider the training data set {xk,yk}, where xk ∈ Rn are the
training examples and yk ∈ {−1, 1} the class labels. The training
examples are firstly mapped into another space, referred to as
the feature space, eventually of a much higher dimension than
Rn, via the mapping function Φ. Then a decision function of
the form f(x) = 〈w,Φ(x)〉+ b in the feature space in computed
by maximizing the distance between the set of points Φ(xk) to
the hyperplane parameterized by (w,b) while being consistent
on the training set. The class label of x is obtained by consid-
ering the sign of f(x). In the non-separable case, the misclassi-
fied examples are quadratically penalized scaling by a constant C,
the cost parameter, and the optimization problem takes the form

min
w,ξ

1

2
‖w‖2 +C

m∑
k=1

ξ2k under the constraint ykf(xk) > 1− ξ2k, ∀k.

Using Lagrangian theory, the optimal vector w is known to have
the form w =

∑m
k=1 α

∗
kykΦ(xk) where α∗k is the solution of the

following quadratic optimization problem:

max
α
W(α) =

m∑
k=1

αk−
1

2

m∑
k,l

αkαlykyl

(
K(xk, xl) +

1

C
δk,l

)
(5.2)

subject to
∑m
K=1 ykαk = 0 and αk > 0,∀k, where δk,l is the

Kronecker symbol and K(xk, xl) = 〈Φ(xk),Φ(xl)〉 is the Kernel
matrix of the training examples. The extension for the case of
multiclass-classification with j levels, j > 2, could be done by
the “one-against-one” approach in which j(j− 1)/2 binary classi-
fiers are trained; then the appropriate class is found by a voting
scheme (Meyer et al., 2015).

The function K is also known as the kernel function, which
computes inner products in the feature space directly from the
inputs x. It is supposed to capture the appropriate similarity mea-
sure between the arguments, while being computationally much
less expensive than explicitly computing the mapping Φ and in-
ner product. Although the design of kernel functions is a very ac-
tive research area, there are some popular kernels that have been
tested in a variety of domains and applications with good results.
The polynomial kernel is defined as K(x, z) = p(〈x, z〉) where p(·) is



94 a support vector machine approach for model selection

any polynomial with positive coefficients. In many cases it also
refers to the special case Kd(x, z) = (〈x, z〉 + R)d where R and
d are parameters. Gaussian kernels (also known as Radial Basis
Functions kernels) are the most widely used kernels and have
been studied in many different applications. It is defined by

K(x, z) = exp
(
−
‖x− z‖2

2σ2

)
(5.3)

where σ is a parameter that controls the flexibility of the kernel.
In this study gaussian kernels are extensively used, and the pa-
rameter σ is estimated via cross-validation as explained in Section
§5.2.3.

Though it was extended to regression problems since its early
days (Müller et al., 1997), SVM were originally designed as a clas-
sification algorithm (Cortes and Vapnik, 1995) and have been ex-
tensively exploited in a huge variety of classification contexts, e.g.
hand-written digit recognition, genomic DNA (Furey et al., 2000),
text classification (Joachims, 2002), sentiment analysis (Pang, Lee,
and Vaithyanathan, 2002). But surprisingly SVM have not been ap-
plied to the problem of model selection in the context of multiple
forecasting models. The approach in this chapter constitutes an
contribution in the area of possible applications of SVM in this
scenario.

5.2.3 Feature selection and extraction

Reliable results in SVM and other data driven modeling techniques
are considerable conditioned to the quality of the data available
for training. Apart from the correctness of the data itself, there are
some other aspects regarding the dimensionality of the dataset.
In fact, it is well known that as the number of variables increases,
the amount of data required to provide a reliable analysis grows
exponentially (Hira and Gillies, 2015). Many feature selection (re-
moving variables that are irrelevant) and feature extraction (ap-
plying some transformations to the existing variables to get a new
one) techniques have been discussed to reduce the dimensional-
ity of the data (Kira and Rendell, 1992), to say nothing about
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some other approaches based on linear transformation and co-
variance analysis like principal component analysis and linear
discriminant analysis (Cao et al., 2003; Duin and Loog, 2004). For
the experiments carried out in this work, the initial dataset con-
tained 14885 records (65 origins and 229 products), and 39 fea-
tures including SBC and Q statistics, ACF and PACF, fitted param-
eters for each model (if any), gaussianity and heterokedasticity
tests over residuals, unit tests, relative differences and ranking of
the alternative models. After a process of feature selection and
extraction via cross-validation, the number of variables was re-
duced to 19 resulting in a matrix W of dimension 14, 885 × 19.
The final features are:

• Four (4) last SKU values available at time t.

• Relative (6) differences among the predictions provided by
the alternative forecasting methods (M1 to M4).

• Four (4) predictions provided by the alternative forecasting
methods (M1 to M4).

• Parameters (5) used by the forecasting methods.

The vector of labels Li is formed as a categorical variable indi-
cating the model with lower forecasting error at horizons t+ i for
1 6 i 6 4. For horizons t+ 2, t+ 3 and t+ 4 the model with lower
forecasting error is selected as the one that minimizes the total
sum of squared errors in all the spanned weeks t+ 1, · · · , t+ i.

For each week k, with 4 < k < 65, a SVM with a radial basis
function kernel is trained using the training set Wtrain and the
corresponding vector of labels Li for each forecasting horizon.
Wtrain is form as a partition of matrix W including up to four
weeks of history (h = 4), i.e., gathering records for weeks k− 4
to k− 1. Similar considerations were done in shaping vector Li.
Different values for h were also empirically tested, resulting in
h = 4 as the optimal for the current dataset. For optimizing the
σ and cost parameters a 5-fold cross-validation was performed.
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5.3 case study

The evaluation of the models proposed is carried out on a set of
229 demand series from a leading household and personal care
UK manufacturer. For each product, there are 173 weekly sales
observations, from which 101 observations are used as in-sample
and the rest are reserved for out-of-sample evaluation. Therefore,
a set of 69 forecast rounds of 4 weeks ahead were carried out for
each product. Figure 5.2 shows some examples of the time series
in the dataset, where the shaded area shows the out-of-sample
period. Neither seasonality is visible in the sample SKUs by eye
inspection, nor any strong correlation pattern.

A rolling forecasting experiment is carried out by expanding
the in-sample span one week at a time. All forecasting models
are fitted in the in-sample partition using the available data up
to time T with 101 6 T 6 169, and tested in the out-of-sample
partition using observations T + 1, · · · , T + 4. The out-of-sample
forecasting errors are therefore calculated for the four forecasting
horizons on each of the 229 products. We measure the forecast er-
ror using scaled Mean Squared Error (sMSE) and scaled Median
Squared Error (sMdSE) that come from computing the scaled Er-
ror (sE) and scaled Squared Error (sSE) of the lead time forecast
according to the following formulae:

sET+l =

∑l
j=1 zT+j −

∑l
j=1 ẑT+j

1
T

∑T
i=1 zi

, (5.4)

sSET+l =
(
∑l
j=1 zT+j −

∑l
j=1 ẑT+j)

2

1
T

∑T
i=1 zi

, (5.5)

where the denominator is the mean of the time series, ẑT+j stands
for the forecast at time T + j and l = 1, 2, 3, 4. Using these metrics
has the advantage of allowing zero values at some periods of the
series, and makes the results scale independent and therefore we
can summarize them across products and forecasting horizons.
Scaled absolute errors were also calculated in addition to squared
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Figure 5.2: Example of some SKU from the dataset
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errors in (5.5), but results were very similar and are not reported.
Such results are available from the authors.

Models are estimated by Exact Maximum Likelihood using the
ECOTOOL toolbox written in MATLAB (Pedregal and Trapero,
2012b), except M3 that was handled in SSpace (Villegas and Pe-
dregal, 2018 and Chapter 4). SVM were treated by using the R
package e1071 (Meyer et al., 2015).

5.4 results and discussion

One key issue in this study is the agnostic point of view by which
we assume that there is not necessarily a stochastic process that
underlies the observed data. This is especially for this case study,
where there is little correlation structure in the data. Being this
true, one might expect that the best model in terms of forecasting
accuracy will change for different forecast origin and/or horizon.

Some evidence emerges in the in-sample properties of the mod-
els. For example, computing the SBC for all the SKUs with 101 ob-
servations and the full sample we see a different model selection
in 37% of the time series (Table 5.1). Detailed information about
model selection is shown in the first two columns of Table 5.1,
where the sample size is shown in parentheses. The SBC tends to
select models with higher number of parameters and unit roots
as the sample size increases. For the small sample size (101), in
55% of the cases the simplest model M1 is chosen, i.e. for more
than half of the SKUs the best model is that there is no model!
Such proportion is reduced with the full sample (173), but still
M1 is the best model according to SBC in 39.30% of the cases,
followed by the ETS with 29.26% of the cases.

The third column of Table 5.1 shows the best models attending
to the accuracy in the out-of-sample partition (samples between
101 and 173). The disagreement with the SBC values are of 69%
and 44% for the small and full sample sizes, respectively. Taken
the information in Table 5.1 altogether, it shows evidence of the
little correlation structure seen in the data, that tends to become
more important with longer time series.

Figure 5.3 shows, for each SKU, the proportion of times out
of 69 forecasting origins in the rolling experiment that the best
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Table 5.1: Percentage of SKU for which each model is best according to
SBC on different data-partitions and the out-of-sample forecast
performance

SBC(101) SBC(173) Out-of-sample

M1 55.46% 39.30% 17.03%

M2 14.41% 9.61% 16.16%

M3 13.97% 29.26% 34.93%

M4 16.16% 21.83% 31.88%
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Figure 5.3: Proportion of time origins at which the best model is best for
all SKU

model is actually best according to the forecasting errors. For
example, a 50% for a single SKU in that figure means that the best
model was best in 35 of the forecasting origins. Only in 4 SKUs

the winner model was best in more that 60% of the forecasting
origins and only in 28 SKUs the proportion where superior to
50%. This means that, even when a model is best minimizing the
forecasting error for a single SKU, rarely it is the best at more than
50% of the forecasting origins.

In order to get a deeper insight into the complexity of the prob-
lem, Figure 5.4 shows a single SKU, where it may be seen that,
taken up to observation 101 it may be considered stationary and
therefore either M1 or M2 may be appropriate candidates. How-
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Figure 5.4: Example of SKU

ever, the fact that a trend appears afterwards implies that such
model might not be optimal any more.

Such intuitions are supported by Table 5.2, which shows the
SBC for all models with samples up to 101 and full sample, in
addition to the sMSEs. The preferred model according to SBC in
the small sample is M1, with a Q(8) statistic of 3.72 indicating
that there is no correlation left on the residuals. This model is
the worst for the full sample. Additionally, the best model for the
full sample switches to M4 (Q(8) is 9.54), while the forecasting
criterion suggests that M4 is the best, with little margin over M3.
Interestingly, the model that is the best considering all forecasting
origins is model M4 with just 53% of the time.

This evidence is complemented with Figure 5.5, which shows
the best model according to its forecasting performance for each
forecast origin in the out-of-sample span for the same SKU. At
the very beginning the best models tended to be M2 or M3. But
afterwards, as the trend becomes more prominent, the best model
switches to M4 most of the time, though not always.
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Figure 5.5: Best model for each out-of-sample forecast origin for SKU in
Figure 5.4

Table 5.2: SBC for all models in two different data-partitions and sMSE for
out-of-sample for SKU in Figure 5.4

SBC(101) SBC(173) sMSE

M1 1.52 3.31 0.053

M2 1.61 2.89 0.038

M3 1.59 2.26 0.013

M4 1.64 2.19 0.012
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The previous evidence shows that there is not best model out-
performing the rest for all SKUs, all forecasting origins and all
forecasting horizons. Moreover, even for a single SKU there is not
consistent best model along time. At this point the SVM-based
ensemble approach is introduced in order to test the hypothe-
sis that there is some pattern that would allow to improve the
forecast accuracy over all models and possible combinations of
them. In this sense, the proposed approach might be considered
a sophisticated combination method in itself.

Table 5.3 shows the scaled mean (median) squared errors for all
forecasting models and methods, including a Naïve model (each
forecast is simply equal to the last observed value) that serves as
a benchmark. The last row corresponds to the errors generated by
selecting the best possible model for every forecasting-step out of
the models set considered.

Several facts emerge from Table 5.3. Firstly, taken as a whole,
all models outperform the Naïve by a wide margin, implying that
all models capture, at least at some part of the experiment, the
correlation structure of the data. Secondly, for individual models
M1 to M4 the best is consistently the ETS M3 model, with an ad-
vantage that grows with the forecasting horizon. Thirdly, combi-
nations of methods (mean and median) do not manage to outper-
form the ETS and both provide virtually the same results. Finally,
and most importantly, the SVM-based approach is the overall best
for all forecasting horizons with errors that fall between the M3
and the minimum possible forecasting error (that would result
from selecting always the model with minimum error). Once
more, the advantages of the proposed method are appreciated
more clearly for higher forecast horizons.

Table 5.4 shows the bias considering the sEt measurements
from Equation 5.4. All biases are small, bearing in mind that the
highest bias in the table is 0.124 and the normalization imposed
on the data implies a mean of 1. Conclusions about bias are quite
different depending on whether we rely on sE or scaled Median
Error (sMdE), but due to the robustness of the median it is safer to
use the sMdE values in parenthesis. In essence, the bias replicates
what was seen in squared errors, i.e. the models with the smallest
squared errors are at the same time the models with the smallest
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Table 5.3: Forecast accuracy for out-of-sample sets in sMSE (sMdSE).

Out t+1 Out t+2 Out t+3 Out t+4

Naïve 0.184 0.558 1.114 1.856

(0.041) (0.128) (0.266) (0.437)

M1 0.115 0.278 0.486 0.743

(0.032) (0.075) (0.134) (0.195)

M2 0.109 0.255 0.447 0.689

(0.030) (0.072) (0.130) (0.192)

M3 0.100 0.221 0.363 0.533

(0.026) (0.054) (0.087) (0.123)

M4 0.102 0.230 0.380 0.555

(0.027) (0.059) (0.096) (0.139)

mean 0.101 0.226 0.374 0.549

(0.027) (0.060) (0.101) (0.150)

median 0.101 0.225 0.373 0.549

(0.027) (0.059) (0.101) (0.150)

SVM-based 0.099 0.212 0.334 0.471

(0.026) (0.052) (0.081) (0.110)

Baseline 0.071 0.149 0.234 0.327

(0.011) (0.022) (0.034) (0.049)
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Table 5.4: Forecast bias multiplied by 102 for out-of-sample sets in sE

(sMdE).

Out t+1 Out t+2 Out t+3 Out t+4

M1 0.317 0.785 0.903 1.024

(-4.690) (-5.252) (-6.199) (-7.295)

M2 -0.242 -0.345 -0.208 -0.068

(-4.598) (-5.185) (-5.336) (-7.914)

M3 -1.259 -2.367 -3.826 -5.282

(-4.006) (-3.909) (-3.101) (-3.627)

M4 -2.041 -4.230 -6.769 -9.307

(-4.508) (-4.693) (-5.004) (-5.672)

mean -0.807 -1.539 -2.475 -3.408

(-4.474) (-4.853) (-5.546) (-6.134)

median -0.832 -1.715 -2.669 -3.614

(-4.589) (-5.068) (-5.094) (-6.241)

SVM-based 0.309 0.155 -0.610 -2.365

(-3.013) (-2.403) (-1.310) (-2.652)

Baseline 0.002 -0.713 -1.961 -3.193

(-1.246) (-1.123) (-0.939) (-1.635)
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bias. The best is the SVM-based method, followed by the ETS (M3),
then model M4 and combinations of models.

The SVM-based approach is allowed to select among the differ-
ent forecasting models at each forecast origin, and therefore, it is
rather more flexible to adapt to stochastic or structural changes in
the SKUs. This fact explains why SVM-based criterion outperforms
all the considered alternatives in forecast accuracy.





6
A U T O M AT I C A P P R O A C H F O R U C M O D E L
S E L E C T I O N

6.1 problem overview

The present chapter complements the previous one in the sense
that it deals with the topic of automatic model selection, but from
a completely different point of view. Indeed, the previous chapter
explored a novel individual approach, by which the best forecast-
ing option is selected at each single step among a menu of possi-
bilities. However, this chapter would adopt an aggregate approach,
meaning that the focus is now on selecting one single method to
forecast all the time series available in a database (Fildes, 1989).
The aim is to explore whether automatically identified UC models
compare favorably with other, better known methods, especially
ETS and ARIMA.

ETS continues to be the most used modeling technique in busi-
ness and industry, at least in areas ranging from inventory man-
agement and scheduling to planning. Its endurance over time is
striking, especially as it started as an ad-hoc method for smooth-
ing and forecasting time series in the 1950’s (Gardner, 1985, 2006).
The main reasons for its longevity are probably its good perfor-
mance in general applications and its intuitive appeal, as it is easy
to understand and to communicate to company managers. The
fact that they were not grounded in statistics has fueled a root
and branch revision in the last 20 years that has dramatically
changed the view held of ETS techniques, including automatic
identification tools and software (Hyndman et al., 2008; Hynd-
man and Khandakar, 2008).

107
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The second most widespread methodology after ETS is, to all
appearances, ARIMA. More recent than ETS, ARIMA models have
expanded since the 1970’s after the publication of the influential
book by Box and Jenkins (Box et al., 2015). Different automatic
identification procedures have been proposed (Gómez and Mar-
avall, 2001; Hyndman and Khandakar, 2008), with TRAMO (in
conjunction with SEATS) probably being the most used ARIMA

automatic identification procedure in statistical agencies all over
the world.

At the same time, the academic literature on the topic has
evolved much more than its practical implementation in business
and industry, which for the most part remain staunch advocates
of ETS and ARIMA. Numerous papers can be found that add new
dimensions to the problem, such as judgmental forecasting, mod-
eling the bullwhip effect, intermittent demands, promotions, etc.
(Croston, 1972; Syntetos and Boylan, 2001; Trapero, Kourentzes,
and Fildes, 2015b; Trapero and Pedregal, 2016; Trapero et al.,
2013). However, many other papers focus on comparing other
techniques, such as Artificial Neural Networks, models with in-
puts, etc. Fildes et al. (2008), Syntetos, Boylan, and Disney (2009),
and Syntetos et al. (2016) provide comprehensive surveys.

Despite the wealth of literature on the topic, there is a fam-
ily of models that has been systematically overlooked, namely
structural UC models (Durbin and Koopman, 2012; Harvey, 1989;
Young, Pedregal, and Tych, 1999).

UC models aim at decomposing a vector of time series into
meaningful components explicitly, namely trend, seasonal, and
irregular. Other components may be considered as well, typically
cycles and components relating the output variables to inputs
modeled as linear regressions, transfer functions or non-linear re-
lationships. A general representation was given in equation (4.3)
and is reproduced here for convenience, with small change, con-
sisting in the irregular component It, that in this chapter may be
colored.

yt = Trendt + Cyclet + Seasonalt + f(ut) + It (6.1)
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Many consider Harrison and Stevens (1976) as a seminal work
in UC methods, though there have been some big milestones in
the posterior development, being Harvey (1989) one of the most
important. Since then, UC models has been an ever growing re-
search area.

The main problem with models like (6.1) is finding ways to as-
sure feasible extraction of meaningful components. This is achieved
by imposing identification constraints. Depending on the way
this is done, UC methods may be classified into two big groups:
i) reduced-form methods (Gómez and Maravall, 2001) that start-
ing on a reduced ARIMA model find the structural components
compatible with it, and ii) structural methods (Harvey, 1989) that
specify models for the structural components directly (the re-
duced form may be estimated, if required).

Despite the growth of UC methods in many research areas, it
has not been tested in a supply chain environment for at least
four reasons. First, UC have been developed in academic environ-
ments, with no strategy for their dissemination among practition-
ers for their everyday use in business and industry. They have
been applied to a certain degree in state agencies with modest
success in terms of dissemination, due to the overwhelming use
of X-12-ARIMA and its predecessors, TRAMO and SEATS. Sec-
ond, the widely-held but not-scientifically-tested feeling that UC

models do not really have anything relevant to add to ETS meth-
ods has deterred its use in practice (UC “bear many similarities
to exponential smoothing methods, but have multiple sources of
random error. In particular, the BSM is similar to Holt-Winters’
method for seasonal data and includes level, trend and seasonal
components”, see De Gooijer and Hyndman, 2006). Third, UC

models are usually identified by hand, with automatic identifica-
tion being very rare. Finally, software is scarcer and sparser than
standard packages, some genuine alternatives are e.g., STAMP
(Koopman et al., 2009), SSfpack (Koopman, Shephard, and Doornik,
2008), SSpace (Villegas and Pedregal, 2018 and Chapter 4).

A good demonstration of the lack of use of UC models com-
pared to other methods is that they are not included in many
forecasting competitions and studies of forecasting comparisons
in supply chain contexts. The list is too long to quote here, but
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some examples are Athanasopoulos et al. (2011), Fildes et al.
(2008), Makridakis and Hibon (2000a), Syntetos, Boylan, and Dis-
ney (2009), and Syntetos et al. (2016). Some of the procedures in
these references do in fact involve a comprehensive search among
many possibilities as the application of an expert system, but
none includes UC models.

The alleged similarities between UC and ETS deserve a spe-
cial comment. There is no doubt that there are similarities, but
such a broad statement requires a more rigorous evaluation. In
short, ETS and UC share common ground in the same way that ETS

and ARIMA, or UC and ARIMA, do. The key point is that UC have
their own avenues of development, with some areas that clearly
overlap with ETS and ARIMA, while other areas are quite distinct,
which is what makes each of the techniques useful in its own
way.

The main advantages of ETS methods according to Hyndman
et al. (2008) and Hyndman and Khandakar (2008) are, for exam-
ple, their intuitive appeal, their ability to handle multiplicative-
additive mixed models in a very efficient way, the use of a linear
innovation state space model and the development of an auto-
matic identification procedure for different combinations of trend
models, seasonals and noises.

Without taking anything away from ETS, UC models are much
more flexible in several ways, and it is hard to imagine any ETS

modification that cannot be implemented in a UC context (in-
deed, some improvements in UC may also be implemented in
ETS). For example, mixed multiplicative-additive models could
be replicated as a UC model with the aid of a non linear state
space model and the Extended KF and Smoother, although at the
cost of a higher computational burden. A further example is that
the single source of noise assumed in ETS is in fact an unneces-
sary constraint, at least seen from the point of view of UC. Why
the noise of trends and seasonal components ought to be the
same? The point is especially puzzling, because well-known ef-
ficient solutions are available for multiple noise models (Durbin
and Koopman, 2012). Nevertheless, the single noise structure is
perfectly implementable in a UC model, if such an option is con-
sidered absolutely essential.
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UC also have further advantages. First, there are no limitations
on the type of trends (or ‘levels’) one may choose for a model.
Although most typical trends are Local Level (or Random Walk)
or a LLT, other types are Integrated Random Walk, Double In-
tegrated Random Walk, Smoothed Trend or Smoothed Random
Walk (Harvey, 1989; Young, Pedregal, and Tych, 1999). Second,
the same is true of the seasonal component: the simplest is a
dummy seasonal, but trigonometric or DHR with common or dif-
ferent hyper-parameters and noises for the harmonics involved
can also be implemented. Spectral tools are very useful in this
respect (Young, Pedregal, and Tych, 1999). Modulated seasonal-
ity may be very interesting in certain applications (Pedregal and
Young, 2006). Third, several cycles may be introduced and are
often introduced in applied work as trigonometric or DHR com-
ponents. Once again, spectral analysis is very valuable in this
case. The mean periods of the cycles may be estimated jointly
with other parameters if required (Harvey, 1989). Fourth, extend-
ing univariate UC to include inputs is straightforward - a topic
that seems very relevant to model outliers and the effect of sales
promotions. These can be entered as linear regression terms with
constant or time varying parameters, transfer functions, or even
non linear functions (Harvey, 1989). Finally, multivariate UC mod-
els are also available (Durbin and Koopman, 2012).

In order to contribute to the dissemination of UC models to a
wider audience, in this chapter a general Automatic Forecasting
Support System is built for the 166 products of a food franchise
chain sold in more than 100 stores throughout Spain. Although
developed on this dataset, the system can be applied as is to
other datasets, and consists of fitting a set of models built on
some traditional models such as ETS and ARIMA models with dif-
ferent levels of complexity. The novelty of the system, however,
is that UC are also included as a valuable alternative option. All
the models in the system are cast in a common SS framework that
is new in two ways. First, as far as the authors know, this is the
first occasion on which UC models have been used in a supply
chain forecasting context. Second, it is the first time that auto-
matic identification of UC has been proposed. This chapter shows
that UC are in fact a very powerful choice for forecasting and that
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they may indeed be identified automatically, which is a standard
feature of many other competitors nowadays.

6.2 forecasting methods

All the univariate models shown in this section are suitable for
the general linear and Gaussian SS framework, whose general
formulation is given by equation (3.1).

6.2.1 Benchmarks

Two methods usually found in the literature are tested here as
base benchmarks to be improved on: the seasonal Naïve and AR.
The seasonal Naïve produces forecasts that are simple projections
of the last seasonal span into the future.

AR models seek to capture the correlation structure of a time se-
ries by regressing a stationary output variable on its past values.
Because of the stationarity condition, regular and seasonal differ-
ence operators are usually applied to the initial non-stationary
data (Box et al., 2015). A general AR(p) model is:

zt = (1−B)d(1−B7)Dyt

zt =
∑p
i=1φizt−i + et =

1
(1−φ1B−···−φpBp)

et
(6.2)

where et is a white noise sequence (i.e., serially uncorrelated with
zero mean and constant variance); B stands for the backshift op-
erator so Blyt = yt−l; (1−B) is the difference operator; (1−B7)
is the seasonal difference operator (the power of B is 7 in this
case, as the data is daily with a weekly seasonal); d and D are
the regular and seasonal integer difference orders necessary to
induce stationarity; φi are a set of parameters to estimate; and
yt is the stationary series, obtained from differencing the orig-
inal, non-stationary data, yt. A constant should be included in
the model if the mean of the differenced series zt is not zero.
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6.2.2 Autoregressive Integrated Moving Avarage model

This is an extension of the previous model to include multiplica-
tive polynomials both in autoregressive and moving average terms,
popularized by Box et al. (2015). The formulation of an ARIMA(p,d,q)×
(P,D,Q)7 model for the stationary time series yt is:

zt =
(1+ θ1B+ ... + θqBq)
(1+φ1B+ ... +φpBp)

(1+Θ1B
7 + ... +ΘQB7Q)

(1+Φ1B7 + ... +ΦPB7P)
et (6.3)

where new parameters appear, namely θi(i = 1, 2, . . . ,q), Θj(j =
1, 2, . . . ,Q) and Φk(k = 1, 2, . . . ,P).

In this chapter, the general model (6.3) is cast into a SS frame-
work and estimated by Exact Maximum Likelihood with the help
of the SSpace toolbox, see Chapter 4 and Villegas and Pedregal
(2018).

6.2.3 ExponenTial smoothing

The main principle in exponential smoothing is that forecasts are
built as a correction of the last observation by a weighted aver-
age of past forecast errors that decay following an exponential
pattern. This pattern is applied to reflect the fact that the most
recent information is more valuable for forecasting the immedi-
ate future than the oldest data. The simplest version is Brown’s
single exponential smoothing (Brown, 1959), shown in equation
(6.4), where a hat on a variable stands for a forecast of the vari-
able.

ŷt+1 = ŷt +α(yt − ŷt) (6.4)
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This simple method may be extended in many different ways,
one common is the well-known Holt-Winters method with sea-
sonality (Winters, 1960), see equations (6.5).

Level : lt = α(yt − St−7) + (1−α)(lt−1 + bt−1)

Slope : bt = β(lt − lt−1) + (1−β)bt−1

Seasonal : St = γ(yt − lt−1 − bt−1) + (1− γ)St−7

Forecast : ŷt+1 = lt + bt + St−7

(6.5)

ETS techniques have recently been revised in depth and ex-
tended in many respects. The main point is that the approach has
been set up in a SS formal framework with the possibility of intro-
ducing statistical principles in the process of estimation and fore-
casting. Other additions include the use of damped trends, mix-
ing multiplicative and additive components in one single model,
using a SS framework, and even considering multivariate versions.
A detailed description of most of these alternatives can be found
in Hyndman et al. (2008).

6.2.4 Unobserved components models

The UC models considered in the case study below is a simplified
version of Equation (6.1) in which the cycle and the inputs are
not necessary. The model is (6.6).

yt = Trendt + Seasonalt + It (6.6)

In this structural approach, the key issue is to select appro-
priate dynamic models for each of the components involved. In
general terms, trends should have at least one unit root, seasonal
components should show up some kind of stochastic sinusoidal
dynamic behaviour, and irregular components should be either
white or coloured noise.

The particular models selected for each component steam from
the long tradition of UC models since the early Harrison and
Stevens (1976), to Harvey (1989), Young, Pedregal, and Tych (1999)
and Durbin and Koopman (2012), among many others.
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Trends are usually taken from the following family, that resem-
bles closely the options introduced in an ETS context by Hyndman
et al. (2008):

[
Trendt+1
T∗t+1

]
=

[
α 1

0 1

][
Trendt
T∗t

]
+

[
ηt

η∗t

]
(6.7)

where T∗t is referred to as the ‘slope’ of the trend, 0 < α 6 1, ηt
and η∗t are independent white noise sequences with variances σ2η
and σ2η∗ , respectively. This model is called Smoothed Trend and
subsumes the following specific cases: i) Random Walk, by elim-
inating the second equation and α = 1; ii) Integrated Random
Walk with α = 1 and σ2η = 0; iii) Smoothed Random Walk with
σ2η = 0; and iv) LLT with α = 1, see e.g., Harvey (1989), Taylor
et al. (2007) and Durbin and Koopman (2012).

Seasonal components used in this thesis take a stochastic trigono-
metric form (Harvey, 1989). The seasonal component is built as
the sum of individual sinusoidal terms for the fundamental pe-
riod s and its harmonics. The number of harmonics in general is
[s/2] = s/2 for even s numbers, and [s/2] = (s− 1)/2 for odd s
numbers. For the daily data with a weekly seasonal of the case
study below s = 7 and there are three harmonics with periods
7/j, j = 1, 2, 3. The seasonal component is then

Seasonalt =
3∑
j=1

S
(j)
t

The basic component for the j− th harmonic is the following:

[
S
(j)
t+1

S
∗(j)
t+1

]
=

[
cosλj sinλj

−sinλj cosλj

][
S
(j)
t

S
∗(j)
t

]
+

[
ψ
(j)
t

ψ
∗(j)
t

]
(6.8)

where λj = 2πj/s is the frequency of each harmonic, S∗(j)t is
an additional state necessary for the specification, and ψ(j)

t and
ψ
∗(j)
t are independent white noises with common variance σ2j .
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The so called BSM of Harvey (1989) is composed of the combina-
tion of Equation 6.6, a seasonal component with a common noise
variance for the fundamental frequency and all its harmonics,
i.e., σ2j = σ2, j = 1, 2, 3, and a white noise irregular component. It
is very important to note that although BSM assumes one single
variance parameter for all the harmonics, it also assumes differ-
ent independent noises for all the harmonics, even for both noises
within one harmonic, i.e., ψ(j)

t and ψ∗(j)t for same j. This is rather
more flexible that one single parameter and one single noise for
the seasonal component, as is the usual case in ETS models.

However, this basic specification sometimes leaves some serial
correlation in the innovations. This problem may be tackled in
two complementary ways, namely, by introducing higher flexibil-
ity in the seasonal component by allowing different variances for
each harmonic noise (Young, Pedregal, and Tych, 1999), or/and
selecting a coloured noise for the irregular component (Harvey,
1989).

Typically coloured noises are included as AR models of low
order. Equation (6.9) shows an example for an AR(2), that may
be easily extended to higher orders.

(
It+1

I∗t+1

)
=

(
φ1 1

φ2 0

)(
It

I∗t

)
+

(
1

0

)
εt (6.9)

where I∗t is an additional state with no particular meaning, εt is
white noise, and φ1 and φ2 are the parameters modulating the
dynamics of the AR model.

The model is built by assembling all the parts in a single dy-
namic model. As a matter of fact, equation (6.6) is the observation
equation of a SS system and the block concatenation of all models
for the trend, seasonal and irregular form the transition equation.
Block concatenation means stacking all vectors on top of each
other and create diagonal block matrices with all the squared
matrices.
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6.2.5 Combination of methods

The combination of forecasts has received considerable attention
in the literature with overwhelming evidence that combining fore-
casts improves forecasting performance, see e.g., Kourentzes, Bar-
row, and Crone (2014) and Makridakis and Hibon (2000b). De-
spite many different methods existing for combining forecasting
methods, often the simplest alternatives, such as mean and me-
dian, are the optimal choice, see Barrow and Kourentzes (2016)
and references therein. Mean and median of ARIMA, ETS and UC

methods are included in this study for the sake of comparison.

6.3 automatic model selection

This section briefly summarizes the specific algorithms for auto-
matic model selection for each of the family models considered
in this chapter. All of these follow the general approach of search-
ing in a wide model space with a given criterion, SBC in our case,
combined in some cases with some data pre-processing, as spec-
ified below. The desired result is a parsimonious model, albeit
sufficiently complex to be a correct statistical representation of
the data.

6.3.1 AR and ARIMA

The automatic identification of ARIMA models is carried out in
two steps in a modified version of Hyndman and Khandakar
(2008). The first step consists of identifying the regular and sea-
sonal integration orders (d and D). In the second step, the model
space is searched in an intelligent way using SBC.

The way in which the integration orders of time series is han-
dled in Hyndman and Khandakar (2008) and in forecast package
in R is by means of formal unit root statistical tests. Applied to
our dataset, unit roots formal tests repeatedly produced wrong
seasonal integration orders, leading to forecasts that were mis-
aligned with the true data. Several more robust alternatives are
available in the literature: i) some based directly on information
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criteria (Hyndman et al., 2008), or ii) TRAMO/SEATS (Gómez
and Maravall, 2001) that uses sequential testing of ARIMA models
estimated to the time series with increasing orders of differenc-
ing.

In this chapter, this problem is easily solved by replacing the
unit root tests with a heuristic rule for selecting the combination
of regular and seasonal differences that minimizes the resulting
stationary series’ variance. The rest of the algorithm follows the
indications of Hyndman and Khandakar (2008).

6.3.2 Exponential Smoothing

The model space is composed of all possible models formed by
combinations of level, growth, seasonal and noise terms of the
following options, listed as in Hyndman et al. (2008): i) none, ad-
ditive, additive damped for trends; ii) seasonal and non seasonal;
iii) AR models of orders 0 (white noise), 1, or 2. Thence, the model
space comprises 18 models.

6.3.3 Unobserved Components

The model space in this case is composed of 45 models formed
by combining the following possibilities: i) Trends: Random Walk,
Integrated Random Walk, LLT, Smoothed Trend, Smooth Random
Walk; ii) non seasonal component, seasonal components with
common variance for all harmonics, and seasonal component
with different variances for all harmonics; iii) irregular compo-
nents as AR models of order 0 (white noise), 1 and 2.

As far as the author is concerned, this is the first time that UC

models have been used in an automatic identification context of
the type found in this thesis.

6.4 case study

The proposed evaluation of the models was carried out on a set of
166 products from a food franchise sold in more than 100 stores
throughout Spain. The company specializes in selling everyday
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Figure 6.1: Three examples of demand time series

dishes made from natural products at affordable prices in take-
away and take-in formats. Demand for all these products is not
intermittent, in the sense that all values are continuous and well
above zero. 517 daily sales observations were made available for
each product with 414 observations used for in-sample estima-
tion and the remainder for out-of-sample evaluation. In-sample
operations consisted of the automatic identification and estima-
tion of all forecasting methods using initial daily observations,
and the production of 1 to 14 days ahead forecasts. Therefore, a
set of 90, 14 days ahead forecast rounds was carried out for each
product. Figure 6.1 shows some typical examples of the time se-
ries in the dataset.

Several metrics are used to evaluate the forecasting performance
of each method, namely the Average Relative Mean Absolute Er-
ror (AvgRelMAE), the Absolute scaled Error (AsE) and the Cumulative
Absolute scaled Error (CAsE), see Davidenko and Fildes (2013)
and Davidenko and Fildes (2016).
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Figure 6.2: Minimum and maximum values of CsE14 for four models
and each product.

Calling ri =
MAEAi
MAEBi

the ratio of the Mean Absolute Error (MAE)

of model A over the MAE of benchmark model B for time series
i, the AvgRelMAE for horizon h and m time series is defined as the
geometric mean of the ri for a chosen h, see Equation 6.10.

AvgRelMAEh = exp

(
1

m

m∑
i=1

ln ri

)
(6.10)

AvgRelMAE shows how the adjustments improve/reduce the MAE

compared to the benchmark (seasonal Naïve in later examples)
statistical forecast. Values below 1 means that on average the
model outperforms the benchmark. Values above 1 indicates the
opposite.

The AsE with origin T and forecast horizon h (sEh) is defined
as

sEh =
|zT+h − ẑT+h|
1
T

∑T
i=1 zi

(6.11)

The denominator is included to normalize the errors so as to
be able to summarize the results across different products. Re-
sults in the case study are robust to replacing the absolute error
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with squared errors in equation (6.11) and are available from the
authors upon request. Taking sEh as the basic metrics, the mean
and median can be considered valid measures for aggregated
forecast performance across all products.

Finally, the CAsE with origin T and forecast horizons from 1 to
h (CsEh) is defined as the cumulative mean of sEh up to horizon
h, i.e.,

CsEh =
1

h

h∑
l=1

|zT+l − ẑT+l|
1
T

∑T
i=1 zi

(6.12)

Figure 6.2 shows the maximum and minimum CsE14 values for
all models across all individual products, excluding the seasonal
Naïve, to avoid distortions. There is considerable variation in the
forecastability of each product, since the errors vary wildly. The
relevance of Figure 6.2 is that, although differences in forecast
errors are detected across models and products, all models be-
have similarly for the same product in that, when forecast errors
are high, all the models show high errors, and vice versa. This
ensures that the overall forecasting results are not influenced by
extreme values or any other sort of anomaly in the data or in the
identification or estimation procedures.

Tables 6.1 and 6.2 show the AvgRelMAE, the median and 75%
percentile of sEh for all products, all forecast origins and some
selected forecast horizons. Table 6.3 shows the median and 75%
percentile for CsEh, and it is complemented in a graphical form
by Figure 6.3 excluding the seasonal Naïve model.

Several conclusions may be extracted from this information:

• As expected, forecasting performance worsens with longer
horizons.

• All methods outperform both the seasonal Naïve and AR

benchmarks by a wide margin. Although AR is only consid-
ered here as a benchmark, it systematically outperforms the
seasonal Naïve.

• UC is the best model for all forecast horizons, followed by
ARIMA and ETS.
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Figure 6.3: Median (top panel) and 75% percentile (bottom panel) of
CsEh for all models excluding the seasonal Naïve.

Table 6.1: AvgRelMAE for selected forecasting horizons. Boldface used to
highlight minimum values of each column.

AvgRelMAE 1 2 3 4 7 10 14

AR 0.807 0.854 0.869 0.880 0.890 0.913 0.915

ARIMA 0.740 0.783 0.801 0.814 0.825 0.829 0.839

ETS 0.756 0.802 0.817 0.828 0.836 0.844 0.847

UC 0.730 0.772 0.790 0.801 0.813 0.817 0.824

Mean 0.735 0.778 0.795 0.807 0.820 0.824 0.831

Median 0.733 0.776 0.792 0.804 0.815 0.821 0.828
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Table 6.2: Median and 75% percentile of sEh for selected forecasting hori-
zons.

Median 1 2 3 4 7 10 14

NAIVE 0.270 0.270 0.269 0.269 0.270 0.279 0.282

AR 0.238 0.252 0.253 0.257 0.261 0.272 0.276

ARIMA 0.216 0.228 0.232 0.235 0.238 0.243 0.249

ETS 0.219 0.234 0.239 0.241 0.241 0.248 0.252

UC 0.211 0.223 0.228 0.230 0.232 0.237 0.243

Mean 0.216 0.227 0.231 0.233 0.239 0.246 0.248

Median 0.215 0.227 0.231 0.233 0.236 0.242 0.246

75% perc. 1 2 3 4 7 10 14

NAIVE 0.573 0.574 0.572 0.574 0.579 0.590 0.592

AR 0.459 0.490 0.503 0.511 0.521 0.549 0.551

ARIMA 0.429 0.458 0.470 0.474 0.485 0.494 0.504

ETS 0.440 0.471 0.479 0.486 0.489 0.506 0.508

UC 0.422 0.443 0.457 0.460 0.469 0.481 0.483

Mean 0.426 0.453 0.464 0.468 0.481 0.490 0.499

Median 0.428 0.452 0.464 0.470 0.479 0.492 0.494
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Table 6.3: Median and 75% percentile of CsEh for selected forecasting
horizons.

Median 1 2 3 4 7 10 14

NAIVE 0.270 0.314 0.331 0.342 0.355 0.363 0.369

AR 0.238 0.272 0.288 0.298 0.312 0.323 0.328

ARIMA 0.216 0.249 0.265 0.275 0.290 0.296 0.299

ETS 0.219 0.253 0.267 0.279 0.293 0.298 0.302

UC 0.211 0.243 0.260 0.269 0.283 0.290 0.294

Mean 0.213 0.247 0.262 0.272 0.287 0.293 0.297

Median 0.214 0.246 0.261 0.271 0.286 0.292 0.295

75% perc. 1 2 3 4 7 10 14

NAIVE 0.573 0.561 0.551 0.548 0.541 0.537 0.538

AR 0.459 0.461 0.463 0.464 0.467 0.474 0.474

ARIMA 0.429 0.433 0.433 0.431 0.436 0.439 0.439

ETS 0.440 0.445 0.448 0.446 0.442 0.450 0.450

UC 0.422 0.425 0.427 0.425 0.424 0.427 0.430

Mean 0.424 0.427 0.430 0.428 0.429 0.434 0.435

Median 0.422 0.428 0.429 0.427 0.428 0.434 0.435

• Simple forecast combination methods outperform ARIMA

and ETS but do not improve on UC. The performance of
ARIMA and ETS is very similar in this case, mainly due to
the absence of important outliers.

• The median of CsEh and sEh (see middle panel of Figure
6.3 and Table 6.3) shows that, although UC is a better option,
all the models, with the exception of AR and seasonal Naïve
(not included in the Figure) offer very similar results. This
means that it is hard to find differences in the models with
performance below the median values. However, as the bot-
tom panel shows, differences are more apparent when the
75% percentile is considered. The advantage of UC models
is clearer in these cases.

A robustness test checks for the independence of the results
from the software used. Part of the experiment was repeated with
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Table 6.4: AvgRelMAE for additional models.

AvgRelMAE 1 2 3 4 7 10 14

R-AR 0.958 0.991 1.000 1.004 1.003 1.007 1.004

R-ARIMA 0.757 0.797 0.810 0.820 0.827 0.835 0.840

TRAMO 0.739 0.787 0.807 0.823 0.840 0.853 0.865

TRAMO(*) 0.733 0.779 0.796 0.812 0.832 0.845 0.861

R-ETS 0.743 0.811 0.816 0.828 0.829 0.842 0.833

UC 0.730 0.772 0.790 0.801 0.813 0.817 0.824

other software to run this test, namely the forecast package (Hyn-
dman and Khandakar, 2008) in R that allows for automatic identi-
fication of AR, ARIMA and ETS models, and TRAMO (Gómez and
Maravall, 2001), which allows for an additional ARIMA identifica-
tion and forecasting system with outlier handling, if desired. The
methods tested here are AR, ARIMA and ETS in R (hereafter with
a prefixed ’R-’ to distinguish them from the previous models in
SSpace) and ARIMA estimated with TRAMO. This last option in-
cludes two versions, with and without outlier treatment, referred
to as TRAMO(*) and TRAMO, respectively.

Results are summarized in Tables 6.4, 6.5 and Figure 6.4 in sim-
ilar formats to those used above. Previous UC model performance
results are repeated to facilitate comparisons.

Some interesting findings are:

• According to AvgRelMAE, the UC model outperforms all oth-
ers. Only minor exceptions appear when the median of sEh
are considered.

• R-AR performs worse than its AR counterpart in the pre-
ceding tables and is the second worst method so far, even
outperformed by seasonal Naïve for horizons greater than
2.

• On the other hand, R-ETS outperforms its ETS equivalent
in the preceding tables. This may be due to the fact that R-
ETS allows for general ARIMA models for the observational
noise, while ETS constrain them to AR up to order 2.
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Table 6.5: Median and 75% percentile of sEh of additional models.

Median 1 2 3 4 7 10 14

R-AR 0.261 0.269 0.269 0.268 0.271 0.283 0.283

R-ARIMA 0.217 0.227 0.228 0.235 0.234 0.239 0.239

TRAMO 0.214 0.230 0.234 0.238 0.240 0.250 0.255

TRAMO(*) 0.210 0.225 0.228 0.230 0.233 0.243 0.247

R-ETS 0.218 0.239 0.239 0.243 0.238 0.247 0.245

UC 0.211 0.223 0.228 0.230 0.232 0.237 0.243

75% perc. 1 2 3 4 7 10 14

R-AR 0.543 0.566 0.571 0.580 0.580 0.591 0.594

R-ARIMA 0.432 0.455 0.464 0.471 0.477 0.492 0.498

TRAMO 0.426 0.455 0.472 0.482 0.492 0.508 0.521

TRAMO(*) 0.422 0.450 0.459 0.464 0.482 0.501 0.512

R-ETS 0.429 0.469 0.470 0.477 0.480 0.499 0.494

UC 0.422 0.443 0.457 0.460 0.469 0.481 0.483

Table 6.6: Median and 75% percentile of CsEh of additional models.

Median 1 2 3 4 7 10 14

R-AR 0.261 0.310 0.331 0.340 0.354 0.363 0.369

R-ARIMA 0.217 0.251 0.266 0.276 0.289 0.297 0.301

TRAMO 0.214 0.246 0.263 0.274 0.289 0.297 0.303

TRAMO(*) 0.210 0.243 0.259 0.268 0.285 0.292 0.299

R-ETS 0.218 0.254 0.269 0.279 0.291 0.298 0.301

UC 0.211 0.243 0.260 0.269 0.283 0.290 0.294

75% perc. 1 2 3 4 7 10 14

R-AR 0.543 0.544 0.539 0.539 0.536 0.536 0.536

R-ARIMA 0.432 0.436 0.437 0.437 0.435 0.440 0.443

TRAMO 0.426 0.432 0.435 0.435 0.441 0.445 0.452

TRAMO(*) 0.422 0.422 0.425 0.427 0.434 0.438 0.443

R-ETS 0.429 0.437 0.438 0.434 0.434 0.441 0.442

UC 0.422 0.425 0.427 0.425 0.424 0.427 0.430
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• Results shown for R-ARIMA are obtained constraining the
seasonal differences to 1 in the automatic procedure. The er-
rors are considerably larger when this parameter is selected
fully automatically with formal unit roots. For example, the
median of sE1 without the constraint is 0.350 compared to
0.217 in Table 6.5, and the median of sE14 is 0.383 (com-
pared to 0.239 in Table 6.5).

• TRAMO and TRAMO(*) are worse than R-ARIMA and R-
ETS for longer horizons, although better for shorter ones.
TRAMO(*) is somewhat better than TRAMO.

• Once more, the median of error measures reduces the mag-
nitude of the errors (see middle panel of Figure 6.4), i.e., all
procedures work similarly for the more easily forecastable
cases with the exception of R-AR. Differences among mod-
els are more apparent when the 75% percentiles is consid-
ered. This is also the case for TRAMO and TRAMO(*), im-
plying that there is a more visible outlier effect in less fore-
castable cases.

Another important procedure to assess how great differences
are between methods is to use formal statistical tests to evaluate
whether differences are statistically significant. This can be done
with rank tests (see Koning et al., 2005 and references therein)
that rank methods by forecast error measurement. Tests are per-
formed in several different ways:

• Overall: the null hypothesis assumes all methods are statis-
tically indistinguishable.

• Multiple comparisons: having rejected the previous hypoth-
esis, this additional test provides a basis for testing which
method(s) is(are) responsible for the differences by perform-
ing a battery of pair comparison tests. All null hypothe-
ses assume that differences between methods are statisti-
cally insignificant. A simple graphical device easily and si-
multaneously provides evidence of all the tests by present-
ing the mean rank for each method with their confidence
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Figure 6.4: Median (top panel) and 75% percentile (bottom panel) of
CsEh for alternative models.

bands. Methods whose intervals do not overlap are signifi-
cantly different. Forecasting accuracy is the same for meth-
ods with overlapping intervals. This graphical evidence for
our dataset and a 5% significance level interval is presented
in the top panel of Figure 6.5, where the dotted horizontal
line indicates the point at which the best method (namely
UC) is worse. In other words, any method with an interval
crossed by this line is indistinguishable from the best op-
tion, while all the methods with a non-overlapping interval
are significantly worse.

• Multiple comparisons with the mean: all methods are com-
pared to mean behavior to determine whether they are bet-
ter or worse than the mean (based on a null of equal behav-
ior). Once more, a simple graph presents the mean ranks
along with the overall mean and its confidence interval.
Methods above the confidence band are significantly worse
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than the mean, while methods below the confidence band
are better. Evidence for the data set is presented in the bot-
tom panel of Figure 6.5.

The evidence provided by Figure 6.5 is complemented with
Table 6.7. Said table repeats the tests disaggregated by forecast
horizon, showing the number of forecasting horizons for which
each method is worse or better than the best (first and second
column) and the number of horizons for which each method is
worse than the mean (third column). Some points emerge from
all this evidence:

• The overall test disregarding the benchmark methods (sea-
sonal Naïve, AR and R-AR) clearly indicates that methods
are significantly different. According to Koning et al. (2005)
the statistical value is 106.79 and the critical value for the
test at 5% significance level should be sought on a Chi-
squared with K− 1 degrees of freedom, with K being the
number of methods (9 in our case). The critical value is
15.51, see details in Koning et al. (2005). The same overall
tests done by forecast horizon give values that range be-
tween a minimum of 65.77 for a delay of 7, to a maximum
of 88.1 for delay 14. Therefore, the null hypothesis of all
methods performing equally is rejected in all cases with a
high level of confidence.

• Multiple comparisons suggest that UC is significantly differ-
ent from all other methods except ARIMA and Median. One
particular point of interest is that UC is different from both
ETS and R-ETS, implying that UC is not as similar to ETS

methods as might be expected (see introduction).

• One striking fact in the top panel of Figure 6.5 is the dif-
ferences observed between ARIMA, R-ARIMA, TRAMO and
TRAMO(*), which are supposed to be methodologically equiv-
alent. ARIMA seems different to TRAMO and TRAMO(*),
with R-ARIMA sharing part of its interval on both sides.
Differences in automatic identification, initialization issues
and optimizer routines are responsible for the difference in
performance.
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Figure 6.5: Multiple comparisons plot (top) and multiple comparisons
with the mean (bottom) of some forecasting methods.

• Multiple comparisons with the mean shown in the bottom
panel of Figure 6.5 reinforce what has already been said.
R-ETS and TRAMO perform worse than the mean, while
ARIMA and UC perform significantly better.

• Table 6.7 provides still more evidence along the same lines.
The first column shows that, with the exception of ARIMA

and Median, most methods are worse than UC most of the
time. Similarly, the only methods systematically better and
never worse than the mean are ARIMA and UC. However,
while the remaining models are never better than the mean,
they are sometimes worse.

6.5 discussion

The empirical evidence provided so far shows that UC is a pow-
erful tool that may be added to the tool box of researchers and
practitioners in the area of supply chain forecasting.
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Table 6.7: Results of multiple comparisons by forecast horizons.

No. of horizons No. of horizons No. of horizons

with method with method with method

significantly significantly significantly

worse than UC better than UC worse than mean

ARIMA 0 12 0

ETS 14 0 3

UC 0 14 0

R-ARIMA 9 0 1

R-ETS 13 0 8

TRAMO 14 0 9

TRAMO(*) 13 0 4

Mean 12 0 0

Median 0 2 0

Additional runs were carried out in order to dig into impor-
tant questions many readers may be wondering about. Two seem
most important: i) what are the results if other selection crite-
ria would have been selected? and ii) what are the elements that
make UC so favourable with respect to the rest of methods? It is
obvious that these are deep questions that cannot be answered
fully in just one single study on the basis of one single database,
but the discussion below may be considered as an starting point.

6.5.1 Selection criterion

In order to check how the selection criterion may affect forecast
performance, the identification procedure was repeated on UC

models with AIC and a validation criterion (Fildes and Petropou-
los, 2015; Hyndman et al., 2008). This latter was computed by
dividing the sample in three subsamples, namely training, vali-
dation (two weeks) and test data (two weeks). Each model was
estimated on the training sample, the best model was selected ac-
cording to sE7 and sE14 separately, which were used to produce
the final forecasts in the test subsample.



132 automatic approach for uc model selection

Table 6.8 shows the median and 75% percentiles of sEh for the
best UC models according to SBC (as in Table 6.2), AIC (labeled as
‘UC-AIC’) and both validation criteria (‘UC-VAL(7)’ for sE7 and
‘UC-VAL(14)’ for sE14).

Selection based on AIC resulted in the same model than SBC

in 54.2% of all the cases and shows some marginal better perfor-
mance than SBC. This is evidence in favour of AIC as a selection
criterion, though obviously more research is necessary in order to
confirm or contradict these results, especially testing on different
data sets.

Results are somewhat different regarding the validation crite-
rion. Validation does not manage to produce better results than
information criteria, except for some very specific cases, being
the behaviour for longer horizons worse than for shorter ones.
Many more options may be tried out, like using different fore-
casting horizons in this validation set up and/or other error met-
rics. However, such exhaustive experiments are out of the scope
of this chapter.

6.5.2 Differences of Unobserved Components methods

The main general reason why UC shows superior performance
is because of their greater flexibility, at least in two ways: i) sea-
sonal components are more flexible, since models with different
variances and different noises for each separate harmonic are al-
lowed; and ii) Multiple Source of Error (MSOE) SS systems are
used, instead of Single Source of Error (SSOE) in innovations form,
typical of ETS or ARIMA models.

There are other, less relevant differences. For example, the ex-
act initialization of recursive algorithms in UC models is done in
this thesis as in Durbin and Koopman (2012), that theoretically
are the same than ARIMA models estimated by Exact Maximum
Likelihood and similar to ETS with estimation of initial states. An-
other less important issue is the fact that different software, opti-
mization routines, etc. are used.

The importance of using seasonal components with more than
one parameter and one noise has a long tradition in the UC litera-
ture. The initial trigonometric approaches (Harrison and Stevens,
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Table 6.8: Median and 75% percentile of sEh for different UC selection
criteria.

Median 1 2 3 4 7 10 14

UC-SBC 0.211 0.223 0.228 0.230 0.232 0.237 0.243

UC-AIC 0.210 0.222 0.227 0.229 0.231 0.237 0.240

UC-VAL(7) 0.210 0.224 0.226 0.229 0.232 0.239 0.245

UC-VAL(14) 0.212 0.225 0.228 0.230 0.231 0.241 0.246

UC-FIX-SBC 0.214 0.226 0.230 0.233 0.236 0.243 0.248

75% perc. 1 2 3 4 7 10 14

UC-SBC 0.422 0.443 0.457 0.460 0.469 0.481 0.483

UC-AIC 0.422 0.444 0.457 0.460 0.467 0.481 0.483

UC-VAL(7) 0.420 0.445 0.457 0.465 0.472 0.488 0.488

UC-VAL(14) 0.426 0.448 0.461 0.467 0.474 0.483 0.492

UC-FIX-SBC 0.426 0.448 0.460 0.466 0.477 0.488 0.489

1976; Harvey, 1989) specified seasonal components with one com-
mon variance parameter for a number of noises less or equal to
the fundamental period of the seasonal component (e.g., 6 for
daily data with weekly seasonality). That model was extended
later, at least by Young, Pedregal, and Tych (1999) to one variance
parameter for each harmonic, on the basis of frequency domain
arguments. Very often time series exhibit different spectral power
at different harmonic frequencies, even to the point that some of
them do not show up at all. At least in those cases, giving the
same importance to all of them by a single parameter implies
estimating some sort of mean value, while estimating distinct
parameters allows for a finer discrimination among different har-
monics.

In order to test for the importance of this argument empirically,
the forecast exercise was repeated forcing the seasonal compo-
nents to have a single parameter (and independent noises) in all
cases. The results are shown in the last row of Table 6.8 under la-
bel ‘UC-FIX-SBC’. The models automatically identified were the
same in 51.8% of the cases, and the results show unequivocally
that the constrained model is worse, though still better in many



134 automatic approach for uc model selection

cases when compared with the rest of methodologies (compare
results with Table 6.5).

The final issue is whether the innovations form SSOE SS model
has some advantages over the MSOE UC models. The SSOE SS form
in which the ETS are cast by Hyndman et al. (2008) is quite con-
venient in algorithmic terms since the states become observable
and computations are much more efficient. In addition, it allows
to multiplicative extensions in an easy and brilliant way.

Proposing SSOE UC models might have at least two meanings:
i) writing an MSOE model as an equivalent SSOE system as in
Casals (2016) or finding its reduced form; or ii) constraining all
the noises in an UC model to be the same or behave with perfect
correlation.

The former option is irrelevant to the discussion because the
forecasts would be the same than the original UC model. The lat-
ter option is shocking, at least contemplated from an UC formal
point of view. In effect, constraining all the noises to be the same
in a model like (6.6) implies imposing constraints that are still in-
credibly more stringent than assuming just seasonal components
with a single parameter and one noise for all harmonics. It is un-
reasonable to think of components that ought to be constrained
in such wild way on a priori grounds and never has been pro-
posed in the literature, to the knowledge of the authors. There is
certain literature on versions of UC models for trend-cycle decom-
positions typical of macroeconomics with correlated components
(references are very scarce for perfect correlation). Even in those
cases the conclusions about the convenience of correlated com-
ponents are controversial, see e.g., Proietti (2006) and references
therein.
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U N I F I E D A P P R O A C H F O R H I E R A R C H I C A L
T I M E S E R I E S F O R E C A S T I N G .

7.1 overview and state of the art

Business and economic applications relying on time series are
usually aggregated across geographic or logical dimensions to
form hierarchical structures. The data is then forecast at differ-
ent levels of aggregation which have been reported as beneficial
in terms of robustness and accuracy. However, independent fore-
casts of all time series at all levels of aggregation have the unde-
sired property of being inconsistent across the hierarchy. There-
fore, a strategy for reconciling forecasts across aggregation levels
to improve consistency is required.

Research on hierarchical time series have been reported in the
literature for several decades. Examples of early studies include
Barnea and Lakonishok (1980), Dangerfield and Morris (1992),
Fliedner (1999), Gross and Sohl (1990), Grunfeld and Griliches
(1960), Orcutt, Watts, and Edwards (1968), Shlifer and Wolff (1979),
and Weatherford, Kimes, and Scott (2001); etc. In supply chain
scenarios, for example, disaggregated demand data is usually
available for every shop or distribution center. At this level, natu-
ral hierarchies can be formed aggregating data corresponding to
the criteria of interest. Logical hierarchies can be formed when
data are grouped based on relevant criteria to the business. Fam-
ilies (or groups) of products in grocery industries, for example,
have an important role as a business variable for supply chain or-
chestration (Fliedner and Lawrence, 1995; Muir, 1979). Synthetic
hierarchies can be defined simply by attending to the nature of

135
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time series themselves. In these cases, time series are first classi-
fied into groups according to their structural components so as
to optimize modeling, and then are aggregated to form the next
level of the hierarchy (Fliedner, 2001).

A number of different approaches for optimizing hierarchical
forecasts have been proposed in recent years. The bottom-up ap-
proach entails forecasting the lowest level in the hierarchy and
propagating the forecasts upwards according to the hierarchy
structure (Dangerfield and Morris, 1992; Orcutt, Watts, and Ed-
wards, 1968). The top-down strategy forecasts the uppermost level
time series and then disaggregate down the forecasts to lower
levels using different approaches, normally proration or by ra-
tios of every single time series with respect to the aggregate,
as described by Boylan (2010), Gross and Sohl (1990), and Strij-
bosch, Heuts, and Moors (2008). Middle-out approach combines
both previous approaches by forecasting a middle level and then
aggregating bottom-up as well as disaggregating top-down. Opti-
mal reconciliation is proposed as a way of modifying individual
forecasts and making them compatible, without the need to fix
any of them on a priori grounds, the procedure has been also
extended to temporal hierarchies (Athanasopoulos et al., 2017;
Hyndman, Lee, and Wang, 2016; Hyndman et al., 2011). Recently,
an allegedly new procedure appeared, known as integrated hier-
archies, based on multivariate SS systems (Pennings and Dalen,
2017).

Debate as to which approach is best in forecasting terms has
been going on for some time. Some studies are in favor of top-
down approaches (Fliedner, 1999; Gross and Sohl, 1990; Grunfeld
and Griliches, 1960), others prefer the bottom-up strategy (Danger-
field and Morris, 1992; Orcutt, Watts, and Edwards, 1968; Weath-
erford, Kimes, and Scott, 2001; Zellner and Tobias, 2000), while
others advocate a reconciled approach (Hyndman, Lee, and Wang,
2016; Hyndman et al., 2011). Some more theoretically oriented
studies have focused on analyzing the conditions under which
approach produces more accurate forecasts than others (Lütke-
pohl, 1984; Rostami-Tabar et al., 2016; Sbrana and Silvestrini, 2013;
Shlifer and Wolff, 1979; Widiarta, Viswanathan, and Piplani, 2009).
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At present, discussions remain inconclusive and will probably
persist over the following decades, for several reasons. Firstly, em-
pirical comparisons suggest that there is no single approach that
outperforms the rest, as the results depend on the complexity of
the hierarchy, the quality of the data at each level, the accuracy
of the models, etc. Secondly, setting out general conditions on
which any hierarchy is better optimized on theoretical grounds
presupposes ideal conditions that may or may not be met in ex-
periments with real data, thus weakening importance for day to
day practice. Finally, discussions are becoming more complicated
because of the emergence of novel ways to optimize a hierarchy
(for example, the reconciled approach). This chapter seeks to take
the debate a step further by proposing a new strategy to carry-
ing out all the aggregation approaches, and for generalizing a
hierarchy by defining each node type.

In this chapter, a SS approach for the general treatment of hier-
archies is proposed, providing a framework that gives an unified
solution for top-down, bottom-up, middle-out and reconciled hierar-
chical forecasting approaches. This framework permits a new cat-
egory, combined, defined as any feasible logical combination of
the aforementioned categories. In this framework, all the previ-
ous cases are seen as particular examples of a combined hierarchy,
in which each node is defined in any of such categories. In other
words, our approach to the problem would consist on defining
the hierarchy structure and the type of each single node.

This approach improves upon recent research (mainly Hynd-
man, Lee, and Wang, 2016; Hyndman et al., 2011) at least in two
fundamental ways. Firstly, the appropriate SS form and the asso-
ciated optimal recursive algorithms provide an elegant optimal
solution to the hierarchical forecasting problem without the need
to turn up to any additional algebra. Secondly, given the recur-
sive nature of the solution to the state estimation problem given
by the KF, the optimality is propagated along time, i.e., the so-
lution preserves the time consistency implied by the individual
models for each time series. This fact is completely disregarded
in previous studies.

Time consistency is, on the contrary, taken into account in Pen-
nings and Dalen (2017). But, though developed also in a SS frame-



138 unified approach for hierarchical time series forecasting .

work, the approach is rather different and more restricted than
the one in this chapter. Certainly, it consists of a multivariate UC

or Structural model a la Harvey (Harvey, 1989) with components
arbitrarily constrained, in which the hierarchical restrictions are
taken into account solely in a bottom-up manner. The univariate
modeling does not play any rule and no dynamical models are
proposed for aggregated time series. In this chapter, other models
than UC are possible, all bottom-up, top-down and reconciled struc-
tures are possible, dynamical models are specified for aggregated
series and time consistency is preserved.

7.2 hierarchical forecasting

The problem of hierarchical forecasting consists in finding opti-
mal forecasts for all the time series involved in a hierarchy in such
a way that the forecasts add up according to the constraints im-
posed by the hierarchy. There are many types of hierarchies and
even more ways to organize the same data into different hierar-
chies. The total sales of a company could be disaggregated first
into regions and then in product families, or vice-versa, leading
to different hierarchies in each case. Figure 7.1 shows an example
of a simple hierarchy, composed of three levels and eight nodes
or time series, five of which are at the bottom level, as in Hynd-
man, Lee, and Wang (2016).

A hierarchy may be represented as a multivariate model with
a number of constraints. However, relevant hierarchies are as-
sumed to be large, making their multivariate representation in-
feasible. Thus, a more appropriate approach consists in identi-
fying univariate models for each time series at every level in the
hierarchy, and achieving forecast reconciliation in a second stage.

Any hierarchy or grouping data structure may be expressed as
a linear transformation of the bottom level variables. The ensuing
matrix transforms the data or the forecasts at the bottom layer
into the whole data structure in a straightforward manner. Taking
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Figure 7.1: An example of a simple hierarchy

ynode the data at any node in the hierarchy of Figure 7.1, such
transformation is



yTOTAL

yA

yB

yAA

yAB

yAC

yBA

yBB


=



1 1 1 1 1

1 1 1 0 0

0 0 0 1 1

1 0 0 0 0

0 1 0 0 0

0 0 1 0 0

0 0 0 1 0

0 0 0 0 1





yAA

yAB

yAC

yBA

yBB


(7.1)

or simply yt = Sbt, where yt is the vector of data or forecasts
of all the time series, S is the summing matrix (Hyndman et al.,
2011) defining the hierarchy and bt is the data or forecasts at the
bottom level.
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7.2.1 An example

A simple example is proposed here in order to illustrate the SS

approach. Let’s consider an ARMA(2, 1) model in Equation (7.2).

yt = φ1yt−1 +φ2yt−2 + εt + θεt−1, Var(εt) = σ
2 (7.2)

The SS representation of this model is not unique, but one that
is often used in the literature is

(
α1,t+1

α2,t+1

)
=

(
φ1 1

φ2 0

)(
α1,t

α2,t

)
+

(
1

θ

)
εt

yt =
(
1 0

)(
α1,t

α2,t

) (7.3)

Matching system (7.3) with the general SS system (3.1) identi-
fies the system matrices for this particular case, i.e.,

T =

(
φ1 1

φ2 0

)
; R =

(
1

θ

)
εt Q = σ2

Z =
(
1 0

)
C = 0 H = 0

Matrices T ,Q and R depend on the parameters of the ARMA(2,1)
model and given the data may be estimated by Maximum Like-
lihood. With the estimated values placed in these matrices, the
KF in Chapter 3 gives the optimal estimation of the states, fore-
casts and their covariances. Generalizations of this example to
ARMA(p,q) models is straightforward.

7.3 hierarchies in state space form

The problem stated in Section 7.2 may be solved by building an
overall SS system that comprises all the models in a hierarchy
with the constraints imposed by the hierarchy structure and all
the information involved. It is assumed that the base models have
been identified previously in some way, either automatically or
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manually. In order to build the overall SS structure, such models
ought to be cast in SS form, though not necessarily identified
within a SS framework.

The overall SS system representing the hierarchy is built in two
steps:

• Build up the overall system by block concatenation.

• Add hierarchical constraints depending on the type of hier-
archy.

7.3.1 Build overall system

Assuming that the univariate models for all variables are set up
in SS form, the model for the i-th variable may be written as
in Equation (3.1) with a superscript ((i)) added to every single
element in the SS formulation. Such superscript runs from 1 to
the number of variables k.

The first step, then, consists of building an overall SS system
based on k systems of type (3.1) (k = 8 in example of Figure 7.1).
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This is possible by block concatenation of the individual systems,
see Equation (7.4).


α
(1)
t+1
...

α
(k)
t+1

 =


T (1) . . . 0

...
. . .

...

0 . . . T (k)



α
(1)
t
...

α
(k)
t

+


R(1) . . . 0

...
. . .

...

0 . . . R(k)



η
(1)
t
...

η
(k)
t



y
(1)
t
...

y
(k)
t

 =


Z(1) . . . 0

...
. . .

...

0 . . . Z(k)



α
(1)
t
...

α
(k)
t

+


C(1) . . . 0

...
. . .

...

0 . . . C(k)



ε
(1)
t
...

ε
(k)
t


Cov


η
(1)
t
...

η
(k)
t

 =


Q(1) . . . 0

...
. . .

...

0 . . . Q(k)

 ;

Cov


ε
(1)
t
...

ε
(k)
t

 =


H(1) . . . 0

...
. . .

...

0 . . . H(k)



(7.4)

Once more, this system is in form (3.1). Given its block diago-
nal structure, using system (7.4) on the whole dataset is exactly
equivalent to using the k individual SS systems independently.

7.3.2 Add hierarchical constraints

Let’s rename all the system matrices in (7.4) in compact form as
their counterparts of system (3.1) with superscript ((K)) added
to them. Then, the second step consists in finding out a modified
observation equation that replicates all the univariate models and
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the constraints imposed by the hierarchy at the same time. This
is achieved by pre-multiplying the overall observation equation
by a matrix S(∗), given in Equation (7.5).

S(∗) =
(
S(K) S

)
(7.5)

Matrix S(∗) is actually a combination of matrix S that defines
the hierarchy structure and a new matrix S(K) that has to be
found depending of the type of system (bottom-up, etc.). The di-
mension of S(K) is k×m, where m is the number of aggregated
variables.

• Bottom-up: S(K) = 0. Pre-multiplying the observation equa-
tion by S(∗) in this case leaves the system as it is. In this
case, forecasts may be produced simply as the aggregation
of individual forecasts without any need of the overall sys-
tem. A more efficient version of this model, with less states,
is found by declaring S(K) as an empty matrix and using an
overall system that only comprises the models at the bottom
level. Indeed, this is the preferred form when the system is
purely bottom-up. However, this less efficient version is pre-
ferred for the sake of the combined systems defined below.

• Top-down: as in the case of bottom-up, but inserting the fore-
casts obtained by the individual model of yTOTAL as actual
data. As in the previous case, the top-down system may be
defined more efficiently with less states, but this form is
retained.

• Reconciled: S(K) =
(

−I 0

) ′
, where I is an identity matrix

of a dimension equal to the number of aggregated variables
(m) and the rest are a block of zeros of appropriate dimen-
sion ((k −m)×m). In this case, y(K)t is a composition of
zeros for the aggregated data and the disaggregated series
bt.

• Combined: the way each case above is set up allows for their
combination in a single hierarchy by selecting appropriate
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values for the diagonal elements of matrix S(K) and the data
affecting it. For example, by setting S(K)(i, i) = −1 and ze-
ros for the i− th aggregate variable that node is chosen as
reconciled. Otherwise, set S(K)(i, i) = 0 and missing data
or the forecasts of the univariate model for i − th aggre-
gated series, for bottom-up or top-down options, respectively.
One must bear in mind that the middle-out case quoted in
the literature is just a particular case of a combined hierar-
chy. Therefore, rather than speaking about hierarchy types
(i.e., bottom-up, reconciled, etc.) a thorougher nomenclature
would be to talk of node types.

7.3.3 Discussion

The path followed to build the SS hierarchical system illustrates
how the transition equation embodies the dynamical systems
of all the independent univariate models, while the observation
equation just defines both the hierarchy structure and node types.
Thus, the two-step KF in Chapter 3 renders the optimal one-step-
ahead forecasts of the states: in the prediction step, which only
uses the transition equation system matrices, the independent
forecasts are computed regardless of the hierarchy, while the
correction step updates them by imposing the appropriate con-
straints according to the hierarchy structure. Such a correction is
done by minimizing the MSE, conditional on all information avail-
able at any time, on the univariate models for all series and on
the constraints imposed by the hierarchy.

An additional benefit of this approach is that it neatly takes
advantage of the KF optimality without any further assumptions
or any further algebra. In the particular case of the top-down sys-
tems, there is no need to elaborate on how the top forecasts have
to be disaggregated (Gross and Sohl, 1990). The advantages also
apply to reconciled systems, in which additional objective func-
tions ought to be assumed, opening the door to different options
(Hyndman, Lee, and Wang, 2016; Hyndman et al., 2011).

Still more important is the fact that any hierarchical forecasts
are produced based on past optimal forecasts obtained with the
hierarchy and the forecasts are consistent both hierarchical-wise
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and time-wise, i.e., with the constraints imposed by the hierarchy
and the time dynamics of the univariate models optimally identi-
fied. Clearly this is not the case of the Hyndman et al. (2011) ap-
proach, where the reconciled forecasts are produced based solely
on the initial univariate/independent forecasts without any refer-
ence to the previous reconciled forecasts, losing the consistency
across the temporal dimension. The top-down approach has simi-
lar consistency problems along time.

The following simple example illustrates the point of time con-
sistency of the SS reconciled forecasts. Let’s assume two indepen-
dent AR(1) processes,

x1,t = 0.8x1,t−1 + a1,t, var(a1,t) = 1

x2,t = −0.8x2,t−1 + a2,t, var(a2,t) = 1
(7.6)

It is well known that the eventual forecast function of both pro-
cesses decay exponentially to zero, the first one from either the
positive or negative side, while the second alternates sign around
zero. The aggregation of the two processes (yt = x1,t + x2,t) is
an AR(2) because the coefficients of the two AR(1) processes are
equal and opposite in sign and the variance of both noises is
the same (Granger and Morris, 1976). A simulation of the above
models produces forecasts like the ones shown in Figure 7.2. The
standard procedure is done in the R environment with the hts
package (Hyndman et al., 2011), while the SS forecasts are done
in MATLAB with the SSpace toolbox (Villegas and Pedregal, 2018

and Chapter 4). The example is done in a way such that the base
AR models are exactly the same in both cases, making sure that
the observed differences are strictly and solely due to the aggre-
gation procedures. The SS reconciled forecasts resemble what is
expected in theory, while the standard procedure produces fore-
casts that are combinations of the expected. In this sense, SS ap-
proach is time-consistent, while the standard method computed
with hts package is not.

The possibilities of combined systems open up the door to fur-
ther considerations. Taking the hierarchy in Figure 7.1, the ad-
justed forecasts will be different depending on the type assigned
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Figure 7.2: Forecasts of a simulation of aggregation of two AR(1) systems

to each node. Figure 7.3 shows just a few possibilities that nat-
urally differ from those in which all the nodes are of the same
type. Then, for the same hierarchy there are many different ways
to produce forecasts, all optimal from the point of view of min-
imizing the mean squared error, but with different sets of infor-
mation/constraints. The selection of each node type may be car-
ried out by a lengthy empirical process, resembling data mining
procedures, or by imposing constraints based on previous expe-
rience. Not every possible combination is logical, but the number
of logical combinations is certainly very high, increasing with the
number of nodes and the depth and width of the hierarchy. This
is an area that requires more research and is beyond the scope of
this chapter.

Kahn (1998) mentioned the idea of a hybrid approach combin-
ing the advantages of top-down and bottom-up. As previously dis-
cussed, our approach provides a framework that takes this idea
of flexibility to a new extent, allowing to assign a combination
strategy to each node in the hierarchy. Moreover, further consid-
erations are:

• The proposed approach makes it easy to integrate multivari-
ate models as part of the hierarchy. Instead of a block con-
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Figure 7.3: Some of the possible options for the top structure of the hier-
archy in Figure 7.1. TD, BU and R stand for top-down, bottom-
up and reconciled, respectively.

catenation of univariate models, the corresponding block
would be replaced by the appropriate multivariate module.

• Judgmental forecasts may be incorporated into the hierar-
chy at any node by selecting them as a top-down node.

• Node types may be also time dependent, keeping the hier-
archy and time consistency and building forecasts on past
optimal forecasts based on the hierarchy structure. A sys-
tem might be bottom-up at some points in time and top-down
at others, meaning that by means of the latter the forecasts
are forced to reach a certain level at certain time stamps.

• Simulations are also possible, for example, it is possible to
set scenarios to answer questions such us what future paths
are compatible with certain future values at certain nodes.

• Optimal confidence bands or prediction intervals may be
estimated automatically from the standard KF output in the
usual way.

7.4 simulations

In this section we develop a simulation study to compare the
proposed methodology with existing alternatives. The simulation
process is basically a replication of the one described in Hynd-
man et al. (2011) with minor modifications. All bottom level series
are simulated as ARIMA(p,d,q) processes with d = 1, p ∈ (0, 2)
and q ∈ (0, 2) with parameter values chosen randomly with equal
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probability within the stationary and invertible regions. The hier-
archy structure remains the same, i.e., 3 levels, with eight series at
bottom-level that are aggregated by pairs to form the four series
at level 2, two series at level 1, and the most aggregated series at
the top level.

The bottom-level series are first generated and then aggregated
to form the hierarchy. The same covariance matrix is used to al-
low for correlation between bottom level series from the same
level 1 group. Such matrix is

7 3 2 1 0 0 0 0

3 7 2 1 0 0 0 0

2 2 6 3 0 0 0 0

1 1 3 6 0 0 0 0

0 0 0 0 7 3 2 1

0 0 0 0 3 7 2 1

0 0 0 0 2 2 6 3

0 0 0 0 1 1 3 6


Datasets of 100 samples were generated, taking the first 90 sam-

ples as the training partition for identifying and fitting the mod-
els, and the last 10 observations as the out-of-sample partition.
Automatic identification of ARIMA models was done using SS-
pace (Villegas and Pedregal, 2018 and Chapter 4) following the
algorithm implemented in the forecast package in R (Hyndman
and Khandakar, 2008). The fitted models were used to produce
1-to-7 steps-ahead predictions for each of the 15 series.

Once the individual models and predictions were calculated,
reconciled forecasts were produced according to the different ap-
proaches discussed in Section 7.3, i.e., bottom-up, top-down and
reconciled, using both hts (Hyndman et al., 2011) and SSpace (Vil-
legas and Pedregal, 2018 and Chapter 4) implementations. The
simulation was repeated 1000 times. Table 7.1 shows the Root
Mean Squared Error (RMSE) in the out-of-sample for each of the
approaches and for each of the 15 series. For convenience, an en-
try for the independent forecast has been also included, though
not consistent with the hierarchy. The best alternative for each
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Table 7.1: RMSE for out-of-sample forecasting of the simulated data. Ind.
stands for Independent, BU for bottom-up and TD for top-down.

Ind. BU TD Reconciled

hts sspace hts sspace

Total 28.59 24.30 28.59 28.59 26.66 24.63

A 18.50 16.64 35.28 18.50 17.97 16.89

B 18.93 16.88 34.95 18.74 18.42 17.24

AA 11.19 10.58 24.89 11.43 11.05 10.62

AB 10.78 9.86 25.05 10.83 10.70 10.09

BA 11.18 10.59 26.60 11.64 11.35 10.77

BB 10.58 9.71 28.95 10.37 10.54 9.88

AAA 6.01 6.01 15.92 6.42 6.32 6.11

AAB 6.54 6.54 21.39 6.99 6.77 6.48

ABA 5.88 5.88 16.28 6.39 6.30 5.93

ABB 5.76 5.76 17.52 6.18 6.23 5.95

BAA 6.25 6.25 19.85 6.76 6.61 6.33

BAB 6.19 6.19 22.43 6.72 6.59 6.28

BBA 5.69 5.69 29.05 6.00 6.12 5.77

BBB 5.72 5.72 24.85 6.02 6.12 5.77

Average 10.52 9.77 24.77 10.77 10.52 9.91

horizon and level is shown in bold. Since the bottom-up approach
simply aggregates the bottom level forecasts all the way to the
top level, results are equivalent for both hts and SSpace and they
are shown in a single entry. On the other hand, different results
are drawn for top-down and reconciled strategies, and RMSE values
are shown separately for each implementation.

One important point is that all models automatically identified
are exactly the same in both implementations (hts and SSpace).
Thence, the accuracy differences observed in Table 7.1 are only
due to the differences in reconciling approaches.
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Since random ARIMA processes were used both to generate the
series and (automatically) identify the models, the bottom-up strat-
egy results favored, explaining its good performance. However,
the value of this particular setup relays on providing a com-
mon ground for comparing existing approaches (hts) with the
proposed approach (SSpace), leaving apart the aforementioned
discussion on top-down vs bottom-up. The mean RMSE value for
bottom-up (9.77) is indeed the best of all, even better than the in-
dependent forecasts (10.52 mean RMSE).

Some observations can be highlighted from Table 7.1. Regard-
ing global averages (last row), results seem to be scattered around
the independent (Ind.) forecasts (10.52), except for top-down[hts]
value sitting apart (24.77), a finding in common with Hyndman
et al. (2011). Reconciled[sspace] method (9.91) outperforms all al-
ternatives except bottom-up (9.77), including the independent base-
line (10.52).

Regarding top-down and reconciled approaches, SSpace system-
atically provides better results than the counterpart in hts for
all series. This result comes to support the claim about the con-
venience of keeping consistency across time while reconciling
across hierarchy. As previously discussed in Section 7.3, the pro-
posed approach for reconciling forecasts also maintains consis-
tency with models across time, which is expected to increase co-
herence and performance of the final system.

Pairwise t-tests for the 6 approaches were computed. As ex-
pected from results in Table 7.1, top-down[hts] vs the rest returned
a p-value smaller than 10−8 for all possible comparisons. The
best of all approaches is the bottom-up (being consistent with the
experiment design as previously discussed) which compared to
independent is said to be different with 99% of confidence (p-value
5.2×10−4), but not significantly different from reconciled[sspace]
(p-value 0.51). Finally, both reconciled approaches are different
with 99% of confidence (p-value 7× 10−3).

7.5 hierarchical demand forecasting

In this section we apply the proposed approach to predict the
demand of a Spanish grocery retailer. The dataset contains daily
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observations on the sold units of 39 products covering the period
2013:Q1-2014:Q2. The hierarchical structure used is described in
Table 7.2. The top level contains aggregated demand for the whole
company. At level 1, demand is disaggregated by type of dish:
first courses, pastas and meats. At level 2 products are grouped in
seven different families: salads, creams, omelets, spaghetti, mac-
aroni, beef and chicken. And finally, at the bottom level we have
39 disaggregated series for the individual products, and the hier-
archy therefore involves 50 time series (39 disaggregated and 11

aggregated).

Table 7.2: Hierarchy for grocery demand data

Level Series per level Aggregation vector

Company 1 [3]

Type of food 3 [3 2 2]

Family of products 7 [10 2 4 3 3 12 5]

Products 39

An optimal ARIMA model was selected for each series using
the automatic identification algorithm in Hyndman and Khan-
dakar (2008), as done in the simulation study discussed above. A
rolling window procedure with 8 forecasting origins was imple-
mented to produce 7-step-ahead forecasts, and the models were
re-identified at every forecasting origin. Once more, top-down,
bottom-up and reconciled approaches were computed using hts
package and SSpace.

Table 7.3 contains the Mean Absolute Percentage Error (MAPE)
for each forecast horizon and hierarchical forecasting approach.
The table is organized in several blocks, one for each hierarchical
level and the mean MAPE across all levels. MAPE for independent
forecasts is shown in the first row of each section. The approach
with smallest MAPE is shown in bold for each horizon. The last
column contains the average MAPE across all forecast horizons.
Since the bottom-up approach produces identical results in both
implementations, they are shown in a single entry, while results
for top-down and reconciled approaches are shown separately.
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Some ideas emerge from this empirical study: (1) the bottom-up
strategy is systematically out-performed in all horizons and lev-
els by either top-down or reconciled approaches. (2) As we move
down in the hierarchy, the reconciled approach excels at longer
horizons (5, 6 and 7 steps ahead), while the top-down approach
does better at shorter horizons (1, 2 and 3 steps ahead). (3) The
SSpace approach seems to systematically out-perform hts imple-
mentation for longer horizons (4, 5, 6 and 7 steps ahead) both
in top-down and reconciled approaches, while hts work better at
shorter horizons in both approaches as well (with some excep-
tions, see for example Level 1 of Table 7.3).
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Table 7.3: MAPE for out-of-sample forecasting of the alternative hierarchi-
cal approaches applied to a Spanish retailer demand data.

Forecast horizon

1 2 3 4 5 6 7 AVG

Top level

Independent 6.86 7.94 7.99 15.29 16.23 15.71 15.54 12.22

Bottom-up 7.48 9.90 9.78 16.41 17.68 17.07 17.00 13.62

Top-down hts 6.86 7.94 7.99 15.29 16.23 15.71 15.54 12.22

sspace 6.86 7.94 7.99 15.29 16.23 15.71 15.54 12.22

Reconciled hts 6.87 7.97 7.82 15.17 16.20 15.76 15.48 12.18

sspace 7.07 8.92 10.48 17.86 17.22 15.59 14.94 13.15

Level 1

Independent 9.44 10.70 10.34 17.29 18.80 18.98 17.42 14.71

Bottom-up 10.66 12.53 12.86 19.29 20.19 19.16 18.06 16.11

Top-down hts 9.66 10.63 10.77 17.51 18.88 18.89 17.29 14.80

sspace 9.69 9.61 10.08 17.02 17.59 16.80 15.67 13.78

Reconciled hts 9.68 10.83 10.87 17.52 18.87 18.84 17.25 14.84

sspace 10.44 11.28 12.51 17.83 16.71 15.16 14.38 14.04

Level 2

Independent 13.28 14.47 15.39 22.08 22.56 23.55 21.42 18.96

Bottom-up 15.10 17.20 18.24 24.44 25.44 25.36 23.69 21.35

Top-down hts 13.33 13.99 14.95 22.32 22.83 23.64 21.37 18.92

sspace 16.23 17.48 17.36 22.70 23.93 23.42 21.54 20.38

Reconciled hts 13.48 14.68 14.91 22.37 23.07 23.78 21.45 19.11

sspace 15.23 17.19 17.44 22.27 21.64 20.60 19.14 19.07

Bottom level

Independent 28.09 30.19 31.99 36.80 37.23 37.72 35.95 33.99

Bottom-up 28.09 30.19 31.99 36.80 37.23 37.72 35.95 33.99

Top-down hts 27.68 29.42 30.67 36.31 36.48 37.12 35.12 33.26

sspace 31.41 31.72 32.55 36.43 36.69 36.15 34.58 34.22

Reconciled hts 27.99 30.44 31.52 37.46 37.98 38.67 36.43 34.36

sspace 29.82 30.55 31.30 35.43 34.96 34.29 33.31 32.81

Average

Independent 24.48 26.37 27.89 33.14 33.65 34.17 32.39 30.30

Bottom-up 24.82 26.90 28.47 33.61 34.16 34.46 32.78 30.74

Top-down hts 24.17 25.71 26.82 32.81 33.11 33.71 31.74 29.72

sspace 27.49 27.93 28.58 32.92 33.35 32.80 31.24 30.62

Reconciled hts 24.44 26.61 27.48 33.71 34.31 34.94 32.77 30.61

sspace 26.16 27.09 27.82 32.18 31.64 30.85 29.82 29.37
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Business Analytics (BA) are spreading across all industries. As
the amount of business data exponentially grows everyday, it is
critical to have appropriate tools that make it possible to con-
sume and take profit of this digital universe. Even though BA

tools have positively evolved in this direction, meaningful and
productive use of data still remains a major obstacle for most
organizations. Of drowning in data, they have moved to drown
in reports, dashboards and data summaries. We believe that BA

technologies should evolve towards a more holistic approach in
which business users can focus on business concepts and ques-
tions, without wasting time in lower levels of cumbersome data
manipulation.

In Chapter 2 we propose the BA architecture as the infrastruc-
ture supporting ’smart’ and enterprise BA operations. It enables
users to define the business concepts they want to focus on, as
well as connecting them with data at storage level. Analytical and
data-mining algorithms are intensively exploited, all guided by
the ’semantic layer’ previously depicted by business users. Chap-
ter 2 provides a general overview of the BA issue to serve as a
framework to which the rest of the thesis make some concrete
contributions. Actually, it is argued that BA is considered as the
infrastructure enabling users to define the business concepts they
want to focus on, as well as connecting them with data at storage
level.

The rest of the thesis concentrates on much more concrete as-
pects related to BA, in an attempt to bridge the gap between the
raw data and making sense of them in a very specific context,

157
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namely the analysis and forecasting of big time series data bases
typical of BA. For this purpose, and still more concretely, Chapter
3 shows the main theory on which SS systems relies on. This is
the very bottom line on which the rest of the thesis rests.

In order to provide our potential audience with a software
package to perform this sort of advanced analysis, Chapter 4

presents SSpace, a new toolbox for the exploitation of SS models.
It is intended for a wide audience, including professional practi-
tioners, researchers and students, indeed anyone involved in the
analysis of time series, forecasting or signal processing.

The library incorporates most of modern algorithms and ad-
vances in the field of SS modeling, described in Chapter 3. The
system is very general because it is possible to implement linear,
non-Gaussian and non-linear systems, all system matrices may
vary over time and may be multivariate, several estimation meth-
ods are implemented, inputs to the system may be introduced
explicitly, etc.

Other advantages of the library are that a few functions are nec-
essary to carry out a comprehensive analysis of time series. Such
functions are used systematically following a fixed pattern that
simplifies the usage of the toolbox. However, one of the main fea-
ture that makes SSpace really flexible, powerful and transparent
is that the user implements models directly as a function writ-
ten in MATLAB. This approach makes some cumbersome tasks
truly simple and transparent. This is the case, say of trying differ-
ent parameterizations of the same model or imposing parameter
constraints.

The toolbox is supplied with templates for building general SS

models from scratch in a completely free way, but is also accom-
panied by a number of templates useful for the implementation
of a variety of common models.

The capabilities of the toolbox have been demonstrated in ac-
tion on several worked examples. These properties should make
the toolbox particularly interesting for those in need of non-standard
models, for which even many commercial alternatives may not
provide the required flexibility.

Chapters 5 and 6 make some contribution to the field of au-
tomatic identification. On the one hand, in Chapter 5 a general
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approach for model selection is proposed on the basis of Sup-
port Vector Machines. On the other hand, Chapter 6 focuses on a
much more concrete contribution consisting of a novel automatic
identification procedure for UC models.

The procedure of Chapter 5 consists of selecting the best fore-
cast model available from a pool of alternatives at each point in
time by means of a SVM trained in a feature space that embeds the
most recent information, forecasts, the relative performance and
fitted parameters of the models involved. As far as the authors
are concerned, this is the first time SVM are used in this context
in this particular way.

The approach is empirically applied to a leading household
and personal care UK manufacturer with 229 weekly SKU to fore-
cast, with a horizon of 1 to 4 weeks ahead. Findings suggest that:
i) ETS techniques are very good in this context both in terms of
forecast accuracy and minimization of bias, maybe a reason why
this is the technique most used in industry and business; ii) sim-
ple combination of forecasts (like mean and median) do not help
much in this regard; iii) SVM-based model selection certainly man-
age to improve the forecasting results, both in terms of errors and
bias.

The specific model selection approach shown in Chapter 6 con-
tribute to solve the challenges of the efficient and robust auto-
matic handling of massive databases. For that aim, a general Au-
tomatic Forecasting Support System built upon UC models within
the unified framework provided by SS methods shown in chap-
ters 3 and 4. As far as the authors know, this is the first time UC

models have been proposed in a supply chain forecasting con-
text, and this is also the first time automatic identification of UC

models has been proposed.
A comprehensive evaluation of the system shows that UC mod-

els compete very favorably with other standard alternatives in
forecasting terms. This is true for all the models estimated by
the toolbox, implying that UC is slightly better than ARIMA and
significantly better than ETS.

The results are consistent when the same models are estimated
with alternative, well-established software packages, which points



160 conclusions

to the quality of the software developed and the usefulness of UC

models as forecasting devices in the area.
Most importantly, significant differences among methods are

also outlined. In particular, UC is significantly better than ETS,
invalidating, or at least discrediting, the idea that UC models are
“similar” to ETS. However, UC is also better than ARIMA models
estimated with other software, but very similar to ARIMA in the
toolbox. In a few words, this approach provides a starting point
for considering UC models as a competitive method with great
potential in this and other fields.

Finally, Chapter 7 shows a new approach for hierarchical time
series forecasting based on SS modeling. The method gives an
unified solution for top-down, bottom-up, middle-out and reconciled
hierarchical forecasting approaches.

In this way, the hierarchical forecasting problem is converted
into a standard SS problem for which the KF provides an optimal
solution. This fact simplifies the assumptions on which the ap-
proach relies on. In particular, there is no need to add any way
to disaggregate down in top-down approaches, or to propose any
additional objective function typical of reconciled approaches.

Most importantly, due to the use of the KF, the solution pre-
serves the time consistency of the forecasts, a property that is
missing in most of the previous approaches. Moreover, forecasts
are always produced on the basis of past optimal forecasts, in-
stead on the raw individual forecasts, enhancing the coherency
of the approach. The SS framework permits the generalization of
the problem by defining the type of each single node in a hierar-
chy by means of combined hierarchies. Such heterogeneity may be
even time-varying, if required. Confidence intervals or prediction
intervals may be built with the aid of the standard output of the
KF.

The new approach is evaluated on simulations and on real data
of a Spanish grocery retailer. Both experiments show that the pro-
posed approach provides significantly better results than existing
approaches.
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