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Chapter 1

Introduction

The environment in which this dissertation is settled on is one in which informa-
tion technologies (IT) have a big role in our lives. During all the human history,
information has meant power, and now this is not different. However the big
difference is the great amount of information that nowadays has to be managed
and the rate this information is acquired or created.

The last century was considered as the century of innovation, both in indus-
try and science. Several factors are the causes of such success, but specially the
synergy between these two worlds can be highlighted. Better and faster commu-
nication channels contribute to spread ideas through the people and making them
available to everybody. In addition, this interchange makes possible new develop-
ments to increase the production and efficiency in the industry. Finally, the better
conditions in infrastructure and equipment ease the researchers to innovate.

The consequence is that the amount of data, information or knowledge gener-
ated and gathered during the lasts decades is considerable larger than in previous
times and it keeps on increasing. In some cases it is gathered for legal reasons, in
other cases for a specific aim, or simply because it is easy and cheap to maintain
digital storages.

Nonetheless, there is a semantic distinction between data, information and
knowledge. The definition of these three words in the Merriam-Webster dictio-
nary1 is the the following:

data Factual information (as measurements or statistics) used as a basis for rea-
soning, discussion, or calculation.

information (1) The communication or reception of knowledge or intelligence.
(2) Knowledge obtained from investigation, study, or instruction.

knowledge The fact or condition of knowing something with familiarity gained
through experience or association.

1http://www.merriam-webster.com
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2 INTRODUCTION 1.0

Although there are cross references, a hierarchical relationship can be observed
among the three terms. The most basic one is data. It is understood as raw
portions of information that need to be processed somehow to be considered as
information.

Next in the chain is information. Its definition involves the notion of knowl-
edge, but considering information as a constituent of it that can be transmitted
or shared. Also it is stated that it is obtained with some effort, so this means
that a value is attached to it.

Finally, knowledge comprises the personal comprehension and interpretation
of information in its context and with its implications.

In this plot, given the technical facilities, the storage of data or raw information
is quite common in any institution, big or small, public or private. In any case,
data by itself does not represent a benefit and it should be processed in order
to produce information and subsequently knowledge. However this process is not
easy nor trivial as the amount of data increases. Thus, proposals to carry out this
conversion automatically are very interesting and necessary.

Machine learning is the set of techniques whose aim is to generate information
automatically from data. These techniques usually can be divided in groups
depending on the kind of data available or the task the information is intended
for. These groups, broadly speaking, can be supervised learning, unsupervised
learning, association rules and reinforcement learning. There are some techniques
specific for a given group, but others are more general and can be used for different
purposes.

Some examples of these techniques that can be found in the literature are
artificial neural networks, decision trees, instance based learning, support vector
machines, etc. Each one of the approaches used in machine learning has different
characteristics, but all of then are seeing as a modelization of the data from where
the information is taken easily. However some of them represent the black box
paradigm, like artificial neural networks or support vector machines, and so, is
difficult the interpretation and comprehension of how the data is converted into
information and hence the conversion from information to knowledge is quite
complicated.

Another alternative in machine learning are the Bayesian techniques which
represent the opposite of the black box paradigm. They take benefit of proba-
bilistic graphical models (PGM), which, as their name suggests, have two com-
ponents, one probabilistic and other graphical. This second component gives the
ability to understand and interpret the information included in a graph. This
capability does not mean a less power to capture and represent information from
data.

There are different kind of probabilistic graphical models, mainly depending
on which kind of graph is used. There are Markov network or Markov random
fields, chain graphs, Bayesian networks or belief networks and influence diagrams.
The most famous and most used are Bayesian networks. Recently, another option
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has appeared: dependency networks.

This dissertation is focused on the last two models: Bayesian and dependency
networks. Both of them use a directed graph in which every node represent an
entity or variable in the domain where the data comes from, and a set of arcs that
reveal the relationships between the entities.

As Bayesian networks were defined before than dependency networks, they
have a larger background of research and use. Specifically, in the field of machine
learning, the last decades have seen a high and rapid development in which have
been covered all possible enhancement and a wide range of applications. Nonethe-
less, recently can be detected an increasing trend to develop new learning methods
efficient and scalable in the number of variables.

Previously, a domain with a large dimension was a serious handicap, even
using simple heuristic methods to perform the learning. The solutions were the
restriction of the number of input variables or using powerful super-computers.
The first case means a big limitation because every day may appear new variables
that have to be considered as potentially significant, for instance the result of a
new medical test recently introduced. In other way, some domains are intrinsically
high-dimensional, consider for example the weather forecasting problem even in
a small area.

The solution that implies the use of super-computer means that the capability
to generate information from data is only granted to institutions or people with
access to such hardware resources. So this solution is neither satisfactory.

Here some new proposals are presented to learn Bayesian networks from data
in a scalable and efficient way with good theoretical and empirical properties.

One of the main differences between Bayesian and (a special kind of) depen-
dency networks is that the later can be learned from data very efficiently per se.
Even the learning process is parallelizable in a straightforward way, so is clear
that the task of learning dependency network is scalable.

Given this fact, it is not so important nor determinant to develop efficient
learning algorithm for dependency networks. As they are a relative new, it is
interesting to investigate whether they are suitable to be used for some specific
problems.

In this dissertation it has been studied the introduction of dependency net-
works into two different problems where Bayesian networks are successful: auto-
matic classification and optimization with estimation of distribution algorithms.
The first task consists of learning from previous labeled data the distribution of
the label according with the other characteristics present in the data in order to
be able to classify correctly unlabeled (and maybe previously unknown) data.

The estimation of distribution algorithms are used in optimization problems.
They are based in a evolutionary approach, and the target is to model by means of
a probabilistic graphical model the information present in the data that represent
the population in each iteration of the evolution process.
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In both cases, the results drawn from experimental evaluation say that the
proposal presented here are comparable with previous methods based on Bayesian
networks, or even, in some cases, better.

1.1 Dissertation outline

This dissertation is organized in eight chapters, besides this introduction.
In chapter 2 it is given some basic notions about probability theory, graph the-

ory and information theory which are used through this dissertation. In addition,
it is stated the notation that is employed here.

In chapter 3 basic concepts of probabilistic graphical models are presented
briefly, but insisting on Bayesian and dependency networks.

Chapter 4 is devoted to the efficient and scalable learning of Bayesian networks.
Three different new algorithms are presented based on the idea of restricting
dynamically the search space in a hill climbing algorithm.

Chapter 5 is focused, along with the next one, on the task of automatic clas-
sification with dependency networks. First it is presented an algorithm based on
a extension of the naive Bayes paradigm using independence tests. Secondly, the
dependency network classifier is proposed as an intermediate step in the task of
learning a Bayesian network classifier.

In chapter 6 it is proposed a new classifier with dependency network based on
the multinet paradigm but using a scheme to improve accuracy which is presented
previously in this chapter. Also, with this new classifier is introduced the concept
of re-usability and, according with experimental results, is suggested that it can
produce robuster models. Then, in the last part of this chapter this hypothesis is
investigated.

In chapter 7 it is presented two proposals to use dependency networks in esti-
mation of distribution algorithms, being the second an extension and improvement
of the first one.

Next, in chapter 8, the main ideas are summarized and stated the final re-
marks.

Finally, this dissertation is concluded in chapter 9 with some ideas and pro-
posal for the future work.



Chapter 2

Preliminaries

2.1 Notation

A variable is denoted with upper-case letter (e.g. A,Xi) and a state or value of
that variable with the same lower-case letter (e.g. a, xi). Bold-face upper-case
is used for sets (e.g. X,Pai) and the corresponding lower-case bold-face symbol
for the states or values of each one of the variables in the set, also known as
configuration (e.g. x,pai). Ω symbol is used to denote the set of states of a
discrete variable, or the cartesian product of a set of variables, and also a set of
events or outcomes. Thus ΩXi

is the set of states of Xi and ΩX =
∏

Xi∈X×ΩXi
.

Calligraphic fonts are used for special cases such as to denote a graph or database
(e.g. G or D).

2.2 Probability theory

Typically probability is viewed intuitively as the result of a certain experiment
with different possible outcomes. An example of such experiment can be throwing
a dice. The probability of that experiment is interpreted as the relative frequency
of a particular outcome from all the set of outcomes when the experiment is
repeated many times. However there are other cases in which is not possible
to specify a frequency for them because they cannot be repeated. For instance,
consider the probability that tomorrow will be a sunny day. In that case one can
use his personal judgment about tomorrow forecast and a value p can be assigned
based on his belief, experience and current information. Of course other person
may assign other value of probability and that does not mean that one of them
is wrong. These probabilities are called subjective probabilities.

The set of all possible outcomes is called sample space. In the example with a
dice the sample space is formed by the six sides of a dice Ω = {1, 2, 3, 4, 5, 6}. In
the case of a finite sample space, like this one, every subset of the sample space

5



6 PRELIMINARIES 2.2

is called event. A subset of exactly one element is called an elementary event.
Once a sample space is identified, a probability function is defined as follows:

Definition 2.1. Suppose a sample space Ω which consists of n distinct elements:

Ω = {e1, e2, . . . , en}

A function that assigns a real number P(E) to each event E ⊆ Ω is called a
probability function on the set of subsets of Ω if it satisfies the following axioms:

Axiom 2.1. P (Ω) = 1

Axiom 2.2. 0 ≤ P (E) ≤ 1 for every E ⊆ Ω

Axiom 2.3. For E and F ⊆ Ω such that E ∩ F = ∅, P (E ∪ F ) = P (E) + P (F )

The pair (Ω, P ) is called a probability space.

2.2.1 Conditional probability and independence

In many cases, when expressing a probability, the knowledge about a certain
condition is taken into account, i.e. the probability of an event is conditioned on
some known factor. For instance, concerning rain forecasting, a prediction can be
issued based on the fact that today is raining or not, with a dice the probability
of getting a six can be stated knowing that is a fair dice.

Definition 2.2 (Conditional probability). For two events X and Y , with P (Y ) >
0, the conditional probability for X given Y is

P (X |Y ) =
P (X ∩ Y )

P (Y )

This expression can be generalized for a conditioning set instead of a single
even in this way:

P (X |Y ∩ Z) =
P (X ∩ Y ∩ Z)

P (Y ∩ Z)

From previous definition it can be derived the well-known Bayes’ theorem:

Theorem 2.4 (Bayes theorem).

P (X |Y ) =
P (Y |X)P (X)

P (Y )

The Bayes rule makes possible to update the belief about a certain event X
given new information about another event Y . Usually P (X) is referred as prior
probability of X , whereas P (X |Y ) is called posterior probability of X given Y .
The probability P (Y |X) is known as the likelihood of X given Y .

If the knowledge about an event does not change the prior belief about other
event, then these two events are considered as independent.
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Definition 2.3 (Independence). Two events X and Y are independent if one of
the following holds:

1. P (X |Y ) = P (X) and P (X) 6= 0, P (Y ) 6= 0

2. P (X) = 0 or P (Y ) = 0

The definition of independence can be extended with conditioning event(s).

Definition 2.4 (Conditional independence). Two events X and Y are condition-
ally independent given Z if P (Z) 6= 0 and one of the following holds:

1. P (X |Y ∩ Z) = P (X |Z) and P (X |Z) 6= 0, P (Y |Z) 6= 0

2. P (X |Z) = 0 or P (Y |Z) = 0

2.2.2 Random variables

So far basic probabilistic concepts have been defined, but in practice is more
common the definition over random variables :

Definition 2.5. Given a sample space (Ω, P ), a random variable is a real-valued
function on Ω:

X : Ω→ R

Thus a random variable gives an unique value to each single element in the
sample space. For instance, in the previous example with a dice a random variable
X can be defined in such way that assigns to each dice thrown the number of
the up side, or Y can assign 1 if the outcome is prime or 2 otherwise. So, for
Ω = {1, 2, 3, 4, 5, 6}, X = {1, 2, 3, 4, 5, 6} and Y = {1, 1, 1, 2, 1, 2}. These are
two examples of discrete or categorical random variables, but continuous random
variables can be defined equally. However in this dissertation only discrete random
variables are considered, so definitions with continuous ones are beyond the scope
of this work.

A probability distribution for a random variable can be defined in a similar
way as for a set of events.

Definition 2.6. Let X = {X1, X2, . . . , Xn} be a set of discrete random variables.
A function P (X1 = x1, X2 = x2, . . . , Xn = xn) that assigns a real number to any
combination of values of the variables is called a joint probability distribution of
the variables in X is it satisfies the following conditions:

1. 0 ≤ P (X1 = x1, X2 = x2, . . . , Xn = xn) ≤ 1.

2.
∑

ΩX
P (X1 = x1, X2 = x2, . . . , Xn = xn) = 1.



8 PRELIMINARIES 2.3

For short, is written P (x1, x2, . . . , xn) as the value of the function P when each
variable X1, X2, . . . , Xn is instantiated with the values x1, x2, . . . , xn respectively.

The marginal probability distribution of Y ⊆ X is defined as
∑

z∈ΩZ

P (Y, z),

where Z = X \Y. That is, the marginal distribution is obtained by summing out
all variables except Y.

The conditional probability distribution P (Y|Z) is defined as

P (Y,Z)

P (Z)
,

whenever P (z) > 0.
The independence relationship between variables is represented by the symbol

⊥⊥. Thus, there exists a marginal independence between Y and Z, Y ⊥⊥ Z, if
P (Y|Z) = P (Y) or P (Y,Z) = P (Y) · P (Z).

Y and Z are conditionally independent given W, Y ⊥⊥ Z|W, if P (Y|Z,W) =
P (Y|W) or P (Y,Z|W) = P (Y|W) · P (Z|W).

2.3 Graph theory

A graph can be defined as a pair (X,E), where X = {X1, X2, . . . , Xn} is a set
of nodes or vertices and E is a set of edges. An undirected edge, (Xi, Xj) ∈ E,
is an unordered pair of distinct nodes, i.e. (Xi, Xj) = (Xj , Xi), and it can be
represented by Xi Xj . A graph in which there are only undirected edges is
called an undirected graph (UG). A directed edge, (Xi, Xj) ∈ E, is a ordered
pair of distinct nodes, i.e. (Xi, Xj) 6= (Xj , Xi), and it can be represented by
(Xi, Xj) ≡ Xi → Xj . A graph in which there are only directed edges is called
a directed graph (DG). The term link is used to refer to an undirected edge and
arc to refer to a directed edge, for short.

In an undirected graph the set of nodes connected by an edge with a given
node, Xi, is called its set of neighbors or adjacent nodes, Xj ∈ NBi ⇔ (Xi, Xj) ∈
E.

In a directed graph several sets can be defined for any node. The parents of
a node Xi, denoted as Pai, is such that Xj ∈ Pai ⇔ (Xj , Xi) ∈ E. Equally
the children of Xi, Chi, is such that Xj ∈ Chi ⇔ (Xi, Xj) ∈ E. The set of
descendants, Di, is Di = Chi ∪ {∪Xj∈Chi

Dj}. The set of non descendants,
NDi, is, obviously, NDi = X\{Di ∪ Xi}. The set of ancestors, Ani, is Ani =
Pai ∪ {∪Xj∈Pai

Anj}. The set of neighbors, NBi, is NBi = Pai ∪Chi.
A graph is empty if the set E is empty, and it is complete if all pair of nodes

are adjacent.
A path in a directed graph is a succession of nodes (X1, X2, . . . , Xn) such

that for every consecutive nodes in the path, Xi and Xi+1, (Xi, Xi+1) ∈ E or
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(Xi+1, Xi) ∈ E, i.e. the direction of the edges is not take into account . A
directed path is again a succession of nodes but now the direction of the edges is
considered, i.e. (X1, X2, . . . , Xn) is a directed path if for every consecutive nodes
in the path, Xi and Xi+1, (Xi, Xi+1) ∈ E.

For every directed edge, (Xi → Xj), Xi is called the tail node and Xj the
head node. In a path with three nodes different patterns can be observed:

• A path Xi → Xj → Xk is a head-to-tail meeting and Xj is a head-to-tail
node. This is also known as a serial pattern.

• A path Xi ← Xj → Xk is a tail-to-tail meeting and Xj is a tail-to-tail node.
This is also known as a diverging pattern.

• A path Xi → Xj ← Xk is a head-to-head meeting and Xj is a head-to-head
node. This is also known as a converging pattern.

• A path Xi Xj Xk, where Xi and Xk are not adjacent in the graph, is
an uncoupled meeting.

Definition 2.7. The skeleton of a directed graph G is the undirected graph ob-
tained by removing directions from all arcs in G.

Definition 2.8. A node X is a collider in a path if X has two incoming edges,
i.e. the sub path Y → X ← Z is in the path. It is a equivalent definition to a
head to head node.

Definition 2.9. A v-structure in a directed graph G is a subgraph of three nodes
in which there is a collider and the tail nodes of that node are not connected in G.

A path is called a cycle if the first node of the succession is the same than
the node at the end. Depending on whether directed or non directed paths are
considered there are directed or undirected cycles.

A directed acyclic graph (DAG) is a directed graph such that does not contain
any directed cycle.

Amoral graph of a directed acyclic graph G is the undirected graph that results
of connecting all nodes, Xi and Xj , that have a common child, Chi ∩ Chj 6= ∅,
and removing directions from all arcs in G. The moral graph of G is denoted by
Gm.

2.3.1 Encoding independences

A graph can be used to represent relationships of (in)dependence in a probability
distribution, P , between the variables in a domain, X = {X1, X2, . . . , Xn}. The
so-called Markov properties (Pearl, 1988; Lauritzen, 1996) indicate how to inter-
pret those independences in a graph. In particular, for a directed acyclic graph
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there are these four properties: directed factorization (DF), directed ordered (DO),
directed local (DL) and directed global (DG). They are defined as follows:1

• (DF)

P (X) =
∏

Xi∈X

P (Xi|Pai)

• (DO) For any node, Xi,

Xi ⊥⊥ Ani\Pai|Pai

• (DL) For any node, Xi,

Xi ⊥⊥ NDi\Pai|Pai

• (DG) Let U, V and W be disjoint subsets of X, where U separates V and
W in the graph, then

V ⊥⊥W|U

A probability distribution that holds that properties is said to be Markov
faithful to a directed acyclic graph.

For the last property it is needed a definition of separation between nodes in
a graph. This concept in a a directed acyclic graph is called d-separation (Verma
and Pearl, 1990), where ’d’ stands for directed.

Let G = (X, E) be a directed acyclic graph

Definition 2.10. A path between two nodes, Xi and Xj, in a directed acyclic
graph is blocked by a subset of nodes U ⊆ {X\Xi, Xj} if one of the following
conditions holds:

• There is a node Xk ∈ U in the path and Xk is a head-to-tail node.

• There is a node Xk ∈ U in the path and Xk is a tail-to-tail node.

• There is a node Xk in the path such that nor Xk nor its descendants are in
U in the path and Xk is a head-to-tail node.

Definition 2.11 (d-separation). Given two nodes, Xi, Xj ∈ X, and a subset of
nodes, U ⊆ {X\Xi, Xj}, X and Y are said to be d-separated by U if all paths
between them are blocked by U.

Next a definition is given that can be derived from the Markov properties. It
is very important to build and to perform inference with probabilistic models.

1The same symbol will be used to represent independences, ⊥⊥, both in a probability distri-
bution P and in a graph G. If by the context is not clear what the relationship refers to, then
subscripts will be used, i.e. ⊥⊥P or ⊥⊥G.
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Definition 2.12 (Markov blanket). The Markov blanket (MB) of a node Xi is
the set of nodes that makes that node independent of all the others. In a directed
acyclic graph this set can be identified directly as the set of parents, children and
children’s parents of Xi.

MBi = Pai ∪Chi ∪ {∪Xj∈Chi
Paj}

It may be the case that a graph does not represent all the (in)dependencies
from a probability distribution. Next the relationship between the representation
by a probability distribution and a graph are explored.

Let P and G be probability joint distribution and a graph defined on X, then
for each U,V,W ⊆ X, where U,V and W are disjoint:

• G is a dependence map, D-map for short, of P , if

U ⊥⊥P V|W⇒ U ⊥⊥G V|W

• G is a independence map, I-map for short, of P , if

U ⊥⊥G V|W ⇒ U ⊥⊥P V|W

• G is a perfect map, P-map for short, of P , if G is both a D-map and a I-map,
that is

U ⊥⊥P V|W⇔ U ⊥⊥G V|W

Notice that, if G is a D-map of P , then all dependencies in G are in P too. In
the other hand, if G is a I-map of P , then all dependencies in P must be consistent
with G.

Definition 2.13 (minimal I-map). A graph is called a minimal I-map of a proba-
bility distribution P if it is an I-map and removing any arc of the graph will yield
a graph that is no longer an I-map.

This definition is important because it limits the number of arcs in a graph
in order to encode a probability distribution. If two graphs are I-map of a prob-
ability distribution then the sparser one is favored. In a extreme case a complete
graph that represents all possible dependencies, and thus it does not encode any
independence relationship, is an I-map of every probability distribution, however
this graph does not give any relevant information.

2.3.2 Equivalence of directed acyclic graphs

Two directed acyclic graphs are equivalent if the following two conditions hold
(Verma and Pearl, 1991):

1. By dropping directions, the resulting undirected graphs are the same.
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2. The two graphs have the same v-structures.

Two directed acyclic graphs are equivalent if both encode the same indepen-
dence constraints. This characteristic makes possible to group graphs into equiv-
alence classes. The edges in a directed acyclic graph that have the same direction
in all the graphs in its equivalent class are called compelled. The other edges are
called reversible.

A canonical representation of an equivalence class is obtained by a partial
directed acyclic graph, which is called essential graph (Andersson et al., 1995).
Two equivalent graphs are statistically indistinguishable.

2.4 Information Theory

This section is merely to recall the concepts of entropy and mutual information
(Shannon, 1948).

The entropy is a measure of the uncertainty about a specific event or discrete
random variable X . The mathematical definition is this:

H(X) = −
∑

x∈ΩX

P (x) · logb(P (x)) =
∑

x∈ΩX

P (x) · logb

(
1

P (x)

)
.

The unit in which the entropy is measured depends on the base of the logarithm
used, b in this case. If the base is 2, which is the most common choice, then the
unit is the bit.

In order to define the entropy over a set of variables the joint probability
distribution is used:

H(X,Y ) = −
∑

x∈ΩX

∑

y∈ΩY

P (x, y)· log(P (x, y)) =
∑

x∈ΩX

∑

y∈ΩY

P (x, y)· log

(
1

P (x, y)

)

The conditional entropy is defined next:

H(Y |X) =
∑

x∈ΩX

P (x) ·H(Y |X = x)

= −
∑

x∈ΩX

P (x) ·
∑

y∈ΩY

P (y|x) · log(P (y|x))

=
∑

x∈ΩX

∑

y∈ΩY

P (x, y) · log

(
1

P (y|x)

)

Entropy and conditional entropy are related by the following expression:

H(X,Y ) = H(Y,X) = H(X) +H(Y |X) = H(Y ) +H(X |Y )

The interpretation is that the uncertainty about X and Y is the uncertainty
associated to X plus the uncertainty of Y when X is known.
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If two variables are independent, X ⊥⊥ Y ⇔ P (X,Y ) = P (X) · P (Y ), then
H(X,Y ) = H(X) +H(Y ).

Once that entropy is defined, mutual information can be introduced. The
mutual information I(X,Y ) is interpreted as the reduction of uncertainty about
X given the fact that the value of the variable Y is known. The expression for
that definition is:

I(X,Y ) = H(X)−H(X |Y ) = H(X)−H(X,Y ) +H(Y )

I(X,Y ) =
∑

x∈ΩX

∑

y∈ΩY

P (x, y) · log

(
P (x, y)

P (x) · P (y)

)

The mutual information is commutative too and it can be defined condition-
ally:

I(X,Y |Z) = H(X |Z)−H(X |Y, Z) = H(Y |Z)−H(Y |X,Z)

= H(Y, Z)−H(Z)−H(Y |X,Z)

= H(Y, Z)−H(Z)−H(X,Y, Z) +H(X,Z)

I(X,Y |Z) =
∑

z∈ΩZ

∑

x∈ΩX ,y∈ΩY

P (x, y, z) · log

(
P (x, y|z)

P (x|z) · P (y|z)

)

I(X,Y |Z) =
∑

z∈ΩZ

∑

x∈ΩX

∑

y∈ΩY

P (x, y, z) · log

(
P (x, y, z) · P (z)

P (x, z) · P (y, z)

)

Finally, the Kullback-Leiber divergence (Kullback and Leibler, 1951) is defined
for two probability distributions P and Q, both defined over the set of variables
X = {X1, X2, . . . , Xn}.

KL(P,Q) =
∑

x∈X

P (x) log
P (x)

Q(x)
.

This divergence can be defined also from the cross entropy between two prob-
ability distributions:

KL(P,Q) = H(P,Q)−H(P ),

where H(P,Q) is the cross entropy between P and Q, and it is defined as follows:

H(P,Q) =
∑

x∈X

P (x) log
1

Q(x)
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Chapter 3

Probabilistic Graphical
Models

Probabilistic graphical models (PGMs) (Lauritzen, 1996; Pearl, 1988; Jordan,
2004; Castillo et al., 1998) have been deeply under research and have been used
in many applications in the last two decades because they combine a good way
to represent knowledge readable for humans with a strong theoretical foundation
based on probability theory. Basically graphical models have some important
properties. First, the representation is visually very attractive to encode raw
information and can ease the communication between researchers and even peo-
ple without technical knowledge. Second, these models have a modular nature
which makes them valuable for representing complex domain by means of sim-
pler components. Third, graphs are a common data structure easy to manage
with computer languages and systems. There are several kinds of probabilistic
graphical models, like decision graphs or Markov networks, but probably the most
famous and used are Bayesian networks.

3.1 Bayesian networks

Bayesian networks (Jensen and Nielsen, 2007; Neapolitan, 2004) have gained a
deserved prestige in the last years in the field of intelligent systems due to their
capacities and properties. A Bayesian network can be built from data, from expert
knowledge or both, and can be used for different purposes, for instance decision
making support, risk analysis, relationship visualization and interpretation, etc.

The idea of Bayesian networks is based on modeling a domain in which the
objects or entities are represented by random variables because they have attached
uncertainty about their value. This uncertainty is modeled by means of a joint
probability distribution for all the variables. The objects in the domain typically
exhibit some relations or dependencies and a directed acyclic graph is used to

15
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encode those dependencies with arcs in the graph where the nodes represent the
objects.

A Bayesian network over a domain X is a pair (G, P ) where G is a directed
acyclic graph and P represents a joint probability distribution over all variables
in the set X. The set X will be used to refer both, variables and nodes in the
graph for the sake of clearness.

In (Cowell et al., 2003) it is given a theorem establishing a relationship between
the Markov conditions and a Markov faithful joint probability distribution:

Theorem 3.1. Let G = (X,E) be a directed acyclic graph. For the joint proba-
bility distribution P the following conditions are equivalent:

• P admits a direct factorization according to G.

• P obeys the global directed Markov property, relative to G.

• P obeys the local directed Markov property, relative to G.

• P obeys the ordered directed Markov property, relative to G.

With this theorem it is easy to see, considering the graph in the figure 3.1, that
P (h, b, l, f, c) = P (h)P (b|h)P (l|h)P (c|l)P (f |b, l), since in the graph the following
independences appear: B ⊥⊥ {L,C}|H , L ⊥⊥ B|H , C ⊥⊥ {H,B, F}|L and F ⊥⊥
{H,C}|{B,L}.

H

B L

F C

Figure 3.1: Directed acyclic graph.

In this example, if all variables are considered as discrete and binary, it can
be appreciated the difference of dealing with the joint probability distribution or
the possibility of handling the set of conditional probability distributions. The
size of the joint probability distribution, if it is defined as a probability table,
is 25 = 32, whilst the total size of the conditional probability distributions is
2 + 22 + 22 + 22 + 23 = 22. In this case is obtained a 31.25% reduction in the
size, however such reduction is much higher if the number of nodes in the graph
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is greater of the variables have more states. For instance, if in the same graph all
variables had 10 states, then the percentage of reduction would be of 98.69.

However, the benefits of using conditional probability distributions deal not
only with storage space. A factorized probability distribution makes easier also
the process of inference over the model.

3.1.1 Inference

So far have been shown the basic concepts to define and understand the infor-
mation encoded in a Bayesian network, i.e. the relationship between variables,
both, qualitative (graph structure) and quantitative (probability distributions).
Nonetheless, in order to take as much benefit as possible from Bayesian networks
some procedures to carry out inference over the network are necessary. With in-
ference procedures it is possible to obtain concrete answers over the variables in
the model once some piece of evidence about a possible event is known.

The typical inference task consists of computing P (Xi|e), that is, the posterior
distribution of the variable variable Xi given the values (e) from a subset of
variables E which is the evidence, where E ⊆ X \Xi. However, this query does
not have to be restricted to only one variable. The interest may be to compute
the probability of all variables that are not in the evidence or in a subset.

P (X\E|e).

In any case, using the definition of conditional probability is obtained that

P (Xi|e) =
P (Xi, e)

P (e)
.

In general the inference task in Bayesian networks has been shown as an NP
hard problem. Nonetheless, for some special graph topologies there exist efficient
and exact algorithms to carry out inference. In the case of a Bayesian network
with a polytree structure, that is, without non-directed cycles, there is the so-
called message passing algorithm by (Pearl, 1986).

This algorithm is simple and efficient under such assumption. Its complexity
order is polynomial. It is based on that every node in the network sends all its
probabilistic information to its neighbors (parents and children). This information
is the conditional probability distribution of each node updated with the ones that
arrives from neighbors. Clearly, this algorithm needs two message passing steps in
order to all nodes receive all information around and send it. That is the reason
why non-directed cycles are forbidden, in other case the nodes in a non-directed
cycle would be in a dead-lock waiting each one for the information from the others.

In the case of a general graph there are other techniques in order to carry
out inference over the model. Basically there are two kind, conditioning and
structural. Conditioning based methods try to break the cycles that prevent the
message passing algorithm from using by fixing to one value all those nodes that
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block that cycles. Of course, it is needed to perform the Pearl algorithm for each
one of the different combinations of values for the selected nodes. The problem
of this technique is that is very inefficient in some topologies.

Structural techniques are based on changing the structure of the Bayesian net-
work maintaining the same information. In this category there are two groups,
variable elimination and clique trees methods. Variable elimination methods try
to remove iteratively variables, one by one, employing composition and marginal-
ization over the probability distributions that contain that variable. The elimi-
nation order is quite important in order to get an efficient process, however, to
determine the best order is a NP hard problem itself.

The clique trees methods are based on grouping the variables in a convenient
way in order to transform the graph in a structure in which the inference algo-
rithm for polytrees can be employed. The conversion of the graph is done in two
steps, moralization and triangulation. In this case the key point is to get a good
triangulation that lead us to an efficient inference. The problem of obtaining the
best triangulation is also an NP hard problem.

Apart from the previous methods, there exists the alternative of using ap-
proximate ones. Such approximate approaches, as it is expected by its name,
in general can not provide an exact result of the inference. In the other hand,
however, they can be more efficient in some cases. They are based on carrying on
a simulation process over the network in order to be able to analyze its behavior
and in this way to estimate the required value. Among these methods can be se-
lected probabilistic logic sampling, importance sampling or Gibbs sampling. The
latter is of special importance in this dissertation so it will be described next.

3.1.1.1 Gibbs sampling

The Gibbs sampling is named after the work of the Geman brothers (Geman
and Geman, 1984) in which they use this sampling in order to analyze Gibbs
distributions for digital images lattices. Nonetheless it is not only applied to
analyze Gibbs distributions, but it has conserved this name.

This method to estimate probability distributions is a particular case of the
stochastic simulation processes know as Markov chain Monte Carlo (MCMC). This
processes combine the concept of Markov chains and the Monte Carlo simulation
model.

Let {S0, S1, S2, . . .} be a sequence of states in a system. Let us assume that
in any time moment t > 0 the future state only depends on the immediately
previous state: P (St+1|St) = P (St+1|S0, S1, S2, . . . , St). That sequence is called
Markov chain and the probability distribution P (St+1|St) is called the transition
probability distribution.

The Monte Carlo methods are used to evaluate the expectation of a given
function 〈f〉 = E[f(X)] by means of simulation. Then, the previous expectation
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can be approximated as follows:

〈f〉 ≈
1

n

n∑

t=1

f(x(t)),

where x(t) is the t-th item of a sample of size n. The question now is to find a
good sample in order to obtain a good enough estimation.

Let us suppose that the aim is to estimate the joint probability distribution
P (·) defined over the set of variables X = {X1, X2, . . . , Xn} by means of Gibbs
sampling. Then, as transition probability distribution will be used the complete
conditional distributions P (Xi|X \ {Xi}) and all these distributions have to be
positive to guarantee the process to converge. The sampling process follows these
steps:

1. Set x(0) = {x
(0)
1 , x

(0)
2 , . . . , x

(0)
n } as the starting values for each variable in X,

and set t = 1.

2. Obtain new values x(t) = {x
(t)
1 , x

(t)
2 , . . . , x

(t)
n } from x(t−1) cycling for each

variable
X

(t)
1 ∼ P (X1|x

(t−1)
2 , . . . , x

(t−1)
n )

X
(t)
2 ∼ P (X2|x

(t)
1 , x

(t−1)
3 , . . . , x

(t−1)
n )

...

X
(t)
n ∼ P (Xn|x

(t)
1 , x

(t)
2 , . . . , x

(t)
n−1)

3. Update the counter t = t+1 and go back to step 2 until convergence reached

With this process a set of samples is obtained which a probability distribution
can be estimated from. If it is necessary to deal with evidence the only mod-
ification is that in the first step the variables in the evidence will be given the
specified value, and in second step all samples not consistent with the evidence
can be discarded.

In the first step, the initial values can be set randomly, apart from the evidence.
However the sampling process is very sensitive to the starting point so a good
strategy is to set values near to the expected distribution. Nonetheless, if there is
no knowledge about which values can be better, then they can be set randomly
but, in order to avoid the negative effects of a bad starting point, some of the
initial samples have to be discarded until the stochastic process is stabilized. This
initial samples to discard are known as burn-in samples.

Another undesirable effect is the correlation between samples which leads to
poorer estimations. The solution to reduce this problem is to discard some samples
between two accepted ones. The number of discarded samples between two valid
is known as latency.

For both previous parameters, burn-in samples and latency, it is difficult to
determine the proper values. However, apart from them, there is another very
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important factor to deal with: the convergence. That is, when to say that the
chain has converged or, in other way, how many sample are necessary. There are
many works in the literature that cover these and even other aspects but that is
beyond the scope of this dissertation. Here the values used for the Gibbs sampling
were determined by previous experimental evaluation and they will be reported.

3.2 Learning Bayesian networks

Bayesian networks can be learned from data. In this case the aim is to reveal the
relationships, dependences, information, etc. in the data and encode them with
a Bayesian network. Since these models have two clearly distinct components,
structural and parametric, normally, the learning process is carried out in two
steps. First, the structure is defined, and later the parametric compound. In some
cases this task can be helped by some human experts or some prior information,
so part of the learning can be skipped or reduced.

3.2.1 Parameter estimation

Let us assume that there is a database D where the parameters of a Bayesian
network M = (G, θ) have to be estimated from. This database has d instances or
records and the number of variables in the domain is n, X = {X1, . . . , Xn}. Also
is assumed that the database is complete, i.e. there is no missing data.

Under these conditions two different approaches can be employed to estimate
θ. The first one is known as maximum likelihood estimation.

3.2.1.1 Maximum likelihood estimation

For a single instance, x(i) ∈ D, the probability P (x(i)|M) is called the likelihood
of the model M given such instance. If can be assumed that all instances in D
are independent given the model, then the likelihood of M given D is

L(M |D) = P (D|M) =

d∏

i=1

P (x(i)|M).

Since many times is easier to make computations with additions rather that with
multiplications, the log is taken and the log-likelihood is obtained:

LL(M |D) =
d∑

i=1

log2 P (x(i)|M).

With this expression it can be measured how good a model is for a specific
database. Now the task is to choose among the collection of available models
the best one and, since the estimation of the conditional probability distributions
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is the target, it should be checked over the possible parameterizations θ. Fol-
lowing with the maximum likelihood principle, the estimate θ̂ that maximize the
likelihood is the objective.

θ̂ = argmax
θ

LL(Mθ|D).

Example 3.1. Consider the simplest case scenario possible. Consider a database
with only one variable. This database is drawn from the toss of a coin d = 5
times. The result is, let us say, k = 3 heads and d − k = 2 tails. The binomial
distribution is used to model the probability distribution and hence is obtained:

L(Mθ|D) = P (D|Mθ) =

(
d

k

)
θk(1− θ)d−k =

(
5

3

)
θ3(1 − θ)2

Now it is necessary to obtain the value of θ̂ that maximizes the previous ex-
pression. The binomial coefficient does not depend on θ so it can be ignored for
the maximization. Taking the derivative and solving the equation equal to zero it
is gotten that θ = 0.6, so θ̂ = 0.6.

In a general case, with several variables and considering the (in)dependencies
in the graph that model such variables the likelihood expression is as follows:

L(Mθ|D) = P (D|Mθ) =

d∏

i=1

P (x(i)|Mθ) =

d∏

i=1

n∏

j=1

P (x
(i)
j |pa

(i)
j , θj).

And taking logarithms:

LL(Mθ|D) = logP (D|Mθ) =

d∑

i=1

logP (x(i)|Mθ) =

d∑

i=1

n∑

j=1

logP (x
(i)
j |pa

(i)
j , θj)

If it can be assumed that each local parameter θj for each variable is indepen-
dent of the others, then the computation can be simplified by families, i.e. the
parameter for each variable can be estimated independently.

LL(Mθ|D) =
n∑

j=1

LL(θj|D)

LL(θj |D) =
d∑

i=1

logP (x
(i)
j |pa

(i)
j , θj)

Simply, this technique can be seen as using the relative frequencies of the
configurations from the database as estimator for the probability distributions:

θ̂xj |paj
=

N(xj ,paj)

N(paj)
,
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where N(·) is the absolute frequency of the configuration as argument in the
database.

The problem of this approach is that it is very biased in sparse databases
where there are few or none instances for several configurations of values.

3.2.1.2 Bayesian estimation

The second strategy, Bayesian estimation, reduces that problem. It is based on
using the Bayes theorem and a priori estimation of the parameters which will
be updated with the information in the database. This can be expressed in a
mathematical way as follows:

P (θ|D) =
P (D|θ)P (θ)

P (D)
(3.1)

If there is no information at all about the prior distribution of θ, a common
approach is to use the uniform distribution.

A normal assumption is that all the instances in the database are independent
given the parameter θ and hence P (x(i)|θ) = θ. The aim is to obtain the prediction
for the next outcome of the variable

P (x(d+1)|D) =

∫
P (x(d+1)|θ,D)P (θ|D)dθ =

∫
P (x(d+1)|θ)P (θ|D)dθ

=

∫
θP (θ|D)dθ

and substituting equation 3.1 is obtained

P (x(d+1)|D) =

∫
θ
P (D|θ)P (θ)

P (D)
dθ =

∫
θ

P (D|θ)P (θ)∫
P (D|θ)P (θ)dθ

dθ

In this way it can be defined the estimation of parameter θ from its a priori
distribution and its posterior distribution given the data.

Example 3.2. Let us consider the same scenario as in the example 3.1. Consider
also that the uniform distribution is used as prior. The parametric estimation
using the Bayesian approach is as follows:

P (x(d+1)|D) =

∫
θ

P (D|θ)P (θ)∫
P (D|θ)P (θ)dθ

dθ

First is solved the inner integral.
∫

P (D|θ)P (θ)dθ =

∫
θ3(1 − θ)2dθ =

∫
θ5 − 2θ4 + θ3dθ

which in the interval [0, 1] its solution is 1/60. Then, substituting, the outer
integral has to be solved.

P (x(d+1)|D) = 60

∫
θP (D|θ)P (θ)dθ = 60

∫
θ ·θ3(1−θ)2dθ = 60

∫
θ6−2θ5+θ4dθ
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Solving this expression, in the interval [0, 1] too, says that the estimator θ̂ = 4/7 =
0.5714

It can be seen that the estimation obtained in the example 3.2 is more centered
than the one obtained in the example 3.1, and that it is nearer to the intuitive
estimation that any person would say for the next toss of a coin, assuming that
this coin is fair, that is 0.5.

In the Bayesian estimation it is very important to set the right prior distribu-
tion. In the previous example the uniform distribution has been used, however,
in general, the Beta distribution is used. This distribution is continuous and has
two parameters a and b, and it is defined as follows:

f(θ) =
Γ(a+ b)

Γ(a)Γ(b)
θa−1(1− θ)b−1,

where Γ(·) is the Gamma function which is defined over all the real domain, but
for integer values k = 1, 2, . . . is such that Γ(k) = (k − 1)!. In fact, the uniform
distribution is a special case of the Beta distribution with parameters a = 1
y b = 1. These parameters should be chosen according with the information
available about the problem to model, because in such case the estimation will be
more accurate.

The reason why the Beta distribution is chosen is because it belongs to a
group of distributions which have the property that their posterior probability
distribution is of the same family. This characteristic simplify greatly the compu-
tations. The multivariate generalization of the Beta distribution is the Dirichlet
distribution, so this one is used in general cases.

As summary, the Bayesian estimation of a probability distribution is reduced
to the following expression:

θ̂ijk =
N ′

ijk +Nijk∑
Ω(Xi)

N ′
ijk +Nijk

,

Where, again, Nijk is the absolute frequency in the database when xi = k and Pai

is in its j-th configuration, and N ′
ijk define the hyper parameters that model the

prior distribution of θ. If all those hyper parameters are set to 1 then it is assumed
a uniform distribution as prior and it is called Laplace estimation. The result is
that one extra outcome is added to the database for each value of the variable
whose distribution is been estimating and that guarantees that the estimated
distribution is positive. This condition is important because some algorithms only
work with positive probability distributions, like inference performed by Gibbs
sampling.

So far, it has been considered only the case where the dataset have complete
data. If that assumption fails the probability distributions can still be estimated
from data. In that case it can be used the EM algorithm (Expectation and
Maximization) (Dempster et al., 1977). However, through this dissertation is
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always assumed complete data so the description of this kind of estimation is
beyond this work.

3.2.2 Structure learning: Constraint-based approach

Basically there are two different approaches to learn the structure of a Bayesian
network. One is based on satisfying as many independences present in the data as
possible. For such task, statistical independence tests like χ2 or G2 are employed.
This approach is called constraint-based (Spirtes et al., 2001; Neapolitan, 2004,
Ch. 10).

The reference point in this group is the PC algorithm. This algorithm has
three different steps:

1. Find a graph skeleton.

2. Find head to head nodes by testing independences.

3. Orient the rest of links without producing cycles or new v-structures.

Algorithm 3.1: Part of the PC algorithm for determining the skeleton of
a Bayesian network.

i← 01

Let G be a complete undirected graph2

while a node has at least i+ 1 neighbors do3

forall nodes A with at least i+ 1 neighbors do4

forall neighbors B of A do5

forall neighbors sets N such that |N| = i and N ⊆ NB(A)\{B}6

do
if A ⊥⊥ B|N then7

remove link A B8

SepAB ← N9

The first step is carried out by the algorithm 3.1. The procedure starts with
a total connected undirected graph and iteratively the links that do not hold
according with the independence test are removed. For every link that is removed
it is stored the set of variables that makes independent the two variable are being
tested. The second step is carried out by algorithm 3.2 which makes use of the
separator set for each pair of variable. Finally the remaining links are oriented.

3.2.3 Structure learning: Score-based approach

The second approach is called score-based. A function is used to score candidate
networks and guide in this way a search algorithm. Typically the search is carried
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Algorithm 3.2: Part of the PC algorithm for seeking head-to-head nodes.

foreach uncoupled meeting Xi – Xj – Xk do1

if Xj /∈ SepXiXk
then2

Orient Xi – Xj – Xk as Xi → Xj ← Xk3

out in two different search spaces: directed acyclic graphs space or equivalent
class structures space. Here is only considered the search on the space of directed
acyclic graphs.

In this scenario the search space size is super-exponential and is defined by
the following expression which says the size according with the number of nodes
n (Robinson, 1977):

s(n) =

n∑

k=1

(−1)k−1

(
n

k

)
2k(n−k)s(n− k).

Nodes Number of DAGs
5 2.93·104

10 4.18·1018

15 2.38·1041

20 2.34·1072

25 2.66·10111

30 2.71·10158

35 2.12·10213

40 1.12·10276

Table 3.1: Search space size for directed acyclic graphs by the number of nodes.

In table 3.1 it can be seen some numbers to become aware of the growth rate.
Not in vain the structural learning problem was stated as NP hard (Chickering
et al., 1996). For that reason many heuristic algorithms have been proposed to
perform the search rather that exhaustive search which is impracticable. Some
examples of heuristic search applied to structural learning are local search (Bun-
tine, 1996; Heckerman et al., 1995b; Friedman et al., 1999), genetic algorithms
(Larrañaga et al., 1996), simulated annealing (Chickering et al., 1995), tabu search
(Acid and de Campos, 2003), ant colony optimization (de Campos et al., 2002),
estimation of distribution algorithms (Blanco et al., 2003), etc.

3.2.3.1 Score functions

As important as the search strategy, or even more, is the score function used to
assess the candidate structure. One idea to develop a score function can be to
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measure how close are the probability distribution in the data, PD(X), and the
probability distribution defined by the candidate structure, PG(X). In order to
obtain the later probability distribution the maximum likelihood estimate can be
used for the current graph, θ̂G .

The problem of learning the structure of a Bayesian network can be stated as
follows:

G∗ = arg max
G∈Gn

f(G : D) (3.2)

where f(G : D) is a scoring function which evaluates the merit of any candidate
graph G with respect to the dataset D, and Gn is the set containing all directed
acyclic graphs with n nodes. Examples of such functions are the Bayesian In-
formation Criterion (BIC) (Schwarz, 1978) and the Bayesian Dirichlet equivalent
uniform (BDeu) (Heckerman et al., 1995b). The first one is in the group of func-
tions based on information theory and the later is in the group of functions based
on a Bayesian approach.

The BIC function is defined as follows:

BIC(G|D) = log2 P (D|θ̂G ,G)−
size(G)

2
log2(d),

where θ̂ is the maximum likelihood estimate for the graph G. This expression is
formed by the log-likelihood of the graph G given the data D and a penalizing
term based on the size of the graph in order not to favor too dense networks.
The penalizing term is important because the complete network can represent
any probability distribution and hence it will be at least as good as any other
candidate network, so the search algorithm will tend to go to the complete graph.

If it can be assumed that the instances in the database are independent given
the model then:

BIC(G|D) =
d∑

i=1

log2 P (x(i)|θ̂G ,G)−
size(G)

2
log2(d).

The log likelihood of any graph with respect to the data is:

log2 P (D|θ̂G ,G) = d

n∑

i=1

I(Xi,Pai)−H(Xi),

where I(·) is the mutual information and H(·) is the Shannon entropy. Thus,

assuming that θ̂ is estimated by maximum likelihood, the computation of BIC
score can be simplified to counting frequencies:

BIC(G|D) =
n∑

i=1

qi∑

j=1

ri∑

k=1

Nijk log2

(
Nijk

Nij

)
−

log2(d)

2

n∑

i=1

qi(ri − 1),

where ri denote the number of states of Xi, qi =
∏

Xk∈Pai
rk is the number of

configurations over the parents of Xi in G (if Xi has no parents qi = 1), Nijk is
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the number of instances in the database with Xi in its kth value and Pai in the
jth configuration, and Nij =

∑ri
k=1 Nijk.

It is important to notice that this function is decomposable, i.e. it can be com-
puted independently for each variable. This characteristic simplifies and makes
more efficient the computations.

Another score function in the family of BIC is the MDL (Minimum description
length) function (Rissanen, 1978). It can be defined as

MDL(G|D) = log(P (G))− d ·
n∑

i=1

H(Xi|Pai)−
size(G)

2
log2(d),

where P (G) is the prior probability of the graph. So, MDL function can be written
from BIC function.

MDL(G|D) = log(P (G)) + BIC(G|D).

�

All Bayesian score functions, like BDeu, use the Bayes theorem with the aim
to determine the posterior probability of a graph given the database, i.e. how
likely is that structure according with the data.

P (G|D) =
P (D|G) · P (G)

P (D)
.

Since the objective is to maximize that score and that the denominator does
not dependent on the graph, the calculations can continue only with the numer-
ator. Then the first factor can be derived as1:

P (D|G) =
P (D|G, θG) · P (θG |G)

P (θG |D,G)

Under the assumptions of multinomial sample, parameter independence, param-
eter modularity, Dirichlet distribution and complete data is obtained that:

P (D|G, θG) =
n∏

i=1

qi∏

j=1

ri∏

k=1

θ
Nijk

ijk

Also that:

P (θG |D,G) = C1 · P (D|θG ,G)
n∏

i=1

qi∏

j=1

P (θij |G) = C1 ·
n∏

i=1

qi∏

j=1

ri∏

k=1

θ
Nijk+N ′

ijk−1

ijk ,

where C1 is a normalizing constant:

C1 =

n∏

i=1

qi∏

j=1

Γ(N ′
ij +Nij)

ri∏

k=1

1

Γ(N ′
ijk +Nijk)

.

1The readers interested in the full formulation can check (Heckerman et al., 1995b)
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And finally:

P (θG |G) = C2

n∏

i=1

qi∏

j=1

ri∏

k=1

θ
N ′

ijk−1

ijk ,

where C2 is another normalizing constant:

C2 =

n∏

i=1

qi∏

j=1

Γ(N ′
ij)

ri∏

k=1

1

Γ(N ′
ijk)

So the Bayesian score function can be derived as follows:

P (G|D) ∝ P (G) ·

∏n
i=1

∏qi
j=1

∏ri
k=1 θ

Nijk

ijk · C2

∏n
i=1

∏qi
j=1

∏ri
k=1 θ

N ′

ijk−1

ijk

C1 ·
∏n

i=1

∏qi
j=1

∏ri
k=1 θ

Nijk+N ′

ijk
−1

ijk

∝ P (G) ·
C2 ·

∏n
i=1

∏qi
j=1

∏ri
k=1 θ

Nijk+N ′

ijk−1

ijk

C1 ·
∏n

i=1

∏qi
j=1

∏ri
k=1 θ

Nijk+N ′

ijk
−1

ijk

∝ P (G) ·
C2

C1
= P (G) ·

n∏

i=1

qi∏

j=1

Γ(N ′
ij)

Γ(N ′
ij +Nij)

ri∏

k=1

Γ(N ′
ijk +Nijk)

Γ(N ′
ijk)

Like with other functions, it is common to take logarithms in order to avoid
multiplications:

log(P (G|D)) = log(P (G)) +

n∑

i=1

qi∑

j=1

log Γ(N ′
ij)− log Γ(N ′

ij +Nij)

+

ri∑

k=1

log Γ(N ′
ijk +Nijk)− log Γ(N ′

ijk)

In order to get the BDeu function the hyper parameters have to be set uni-
formly over all configurations. That means:

N ′
ijk = ESS/(ri · qi),

where ESS is the equivalent sample size which is the number of prior observations
which the the expert’s prior knowledge is based on. Thus, this parameter expresses
how strong is the belief in the prior knowledge, uniform distribution in the case
of BDeu. If a high value is set to the ESS parameter then the prior knowledge
is being favored, otherwise, with small values is stated that there are not much
confidence about the prior knowledge. Nonetheless this interpretation is not so
easy with a non uniform prior and in that case it can be misleading (Steck and
Jaakkola, 2003).

In (Heckerman et al., 1995b) it is probed that BDeu score function is score
equivalent. That means that this function will give the same value to models that
are equivalent.
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Another Bayesian score function is the K2 (Cooper and Herskovits, 1992).
In this function N ′

ijk = 1. This function is not score equivalent and that is an
important drawback when learning from data. However this function was derived
to be used with the K2-algorithm which needs an ordering of the nodes as prior
information, and therefore the score equivalence property is not critical.

It is easy to see, again, that BDeu or K2 functions are decomposable like BIC.

3.2.3.2 Search algorithms

Among the search algorithms in the space of directed acyclic graphs, probably
the most used is the ones based on a local search approach and specifically the
Hill Climbing algorithm. These methods traverse the search space by starting
from an initial solution and performing a finite number of steps. At each step
the algorithm only considers local changes, i.e. neighbor directed acyclic graphs,
and chooses the one resulting in the greatest improvement in the score function
f . The algorithm stops when there is no local change yielding an improvement
in f . Because of this greedy behavior the execution stops when the algorithm is
trapped at a solution that most times maximizes f locally rather than globally
maximizing it. Different strategies are used to try to escape from local optima:
restarts, randomness, etc.

The effectiveness and efficiency of a local search procedure depends on several
factors, such as the neighborhood structure considered, the starting solution or
the capacity for fast evaluation of candidate subgraphs (neighbors). The neighbor-
hood structure considered is directly related with the operators used to generate
neighbors by applying local changes. In learning Bayesian networks, the usual
choices for local changes in the space of directed acyclic graphs are arc addition,
arc deletion and arc reversal. Of course, except in arc deletion is necessary to
take care not to introduce directed cycles in the graph. Thus, there are O(n2)
possible changes, n being the number of variables. With regard to the starting so-
lution, the empty network is usually considered although random starting points
or perturbed local optima are also used, specially in the case of an iterated local
search.

Efficient evaluation of neighbors is based on an important property of scoring
functions: decomposability in the presence of full data. In the case of Bayesian
networks, decomposable functions evaluate a given graph as the sum of its node
family score, i.e. the subgraphs formed by a node and its parents in G. Formally,
if f is decomposable then:

f(G : D) =
n∑

i=1

fD(Xi,Pai)

fD(Xi,Pai)=fD(Xi,Pai : Nijk)

where Nijk is again the number of instances in D that match the configuration



30 PROBABILISTIC GRAPHICAL MODELS 3.2

A B

C

D

(a)

A B

C

D

(b)

A B

C

D

(c)

A B

C

D

(d)

Figure 3.2: Local operations over a DAG. (a) Original DAG, G. (b) After adding
arc B → D, Ga. (c) After deleting arc B → C, Gd. (d) After reversing arc B → C,
Gr.

when the variable Xi takes its k-th value and its parents takes their j-th config-
uration.

Thus, if a decomposable score function is used, a procedure that changes only
one arc at each move can efficiently evaluate the neighbor obtained by this change.
This kind of (local) methods can reuse the computations carried out at previous
stages, and only the statistics corresponding to the variables whose parents have
been modified need to be recomputed. It is clear that a hill climbing algorithm
using the operators of arc addition, deletion and reversal, can take advantage
of this operation mode, and specifically it will have to measure the following
differences when evaluating the improvement obtained by a neighbor graph:

1. Addition of Xj → Xi: fD(Xi,Pai ∪ {Xj})− fD(Xi,Pai)

2. Deletion of Xj → Xi: fD(Xi,Pai \ {Xj})− fD(Xi,Pai)

3. Reversal of Xj → Xi: It is obtained as the sequence: deletion(Xj → Xi)
plus addition(Xi → Xj), so reversal is computed as [fD(Xi,Pai \ {Xj})
−fD(Xi,Pai)] + [fD(Xj ,Paj ∪ {Xi})− fD(Xj ,Paj)]

Then, at each step the algorithm analyzes all the possible (local) operations, and
chooses the one with the highest positive difference.

As an example, figure 3.3 shows the local computations carried out to evaluate
the operations described in figure 3.2. In (d) it is indicated how reversal can be
computed from a deletion plus an addition sequence.

To end up, it is worth noting that a decomposable score also makes easier
to use a cache in which previously computed scores are stored, thus avoiding
unnecessary passes over the data. In fact, as is pointed out in (Friedman et al.,
1999), it could even be worthwhile to cache not only the score of a given family,
but also the counts table, because in this way some new scores can be computed
by marginalization instead of performing a new pass over the data. (e.g. if
f(C,A,B) is in the cache, then f(C,A) and f(C,B) can be computed from it
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(a) f(G) = f(A) + f(B) + f(C, {A,B}) + f(D, {C})
(b) f(Ga) = f(G) + [f(D, {B,C})− f(D, {C})]
(c) f(Gd) = f(G) + [f(C, {A})− f(C, {A,B})]
(d) f(Gr) = f(G) + [f(C, {A})− f(C, {A,B})︸ ︷︷ ︸

deleting B→C

+

+ f(B, {C})− f(B)︸ ︷︷ ︸
adding C→B

]

Figure 3.3: Local computation of the score for the DAG and the operations shown
in figure 3.2. (a) Original graph. (b) Addition of B → D, Ga. (c) Deletion of arc
B → C, Gd. (d) Reversal of arc B → C, Gr.

by marginalizing out B and A respectively). Here is used the family as index
for the cache but only the score is stored, not the counts, which results in easier
maintenance and the use of far less memory.

Algorithm 3.3 outlines the Hill Climbing algorithm for structural learning of
Bayesian Networks. Although any directed acyclic graph can be used to initialize
the search (G0), usually the empty graph is used. In the algorithm it is assumed,
that each time a family is scored by using fD(·), it first looks into the cache
in order to retrieve the value, and only if this family has not been previously
evaluated, it then actually computes the score by using the dataset (D) and puts
this calculation in the cache.

3.2.3.3 Asymptotic behavior of a score function

Here some (desirable) properties about score functions are reviewed.

Definition 3.1. A scoring function f is score equivalent if for any pair of equiv-
alent directed acyclic graphs, G and G′, f(G : D) = f(G′ : D), for every possible
dataset D.

Theorem 3.2 ((Chickering, 1995)). The BIC score function is score equivalent.

Theorem 3.3 ((Chickering, 1995)). The MDL score function is score equivalent.

Theorem 3.4 ((Chickering, 1995)). The BDe score function is score equivalent.

Definition 3.2 (Consistent scoring criterion (Chickering, 2002a)). Let D be a
dataset containing d independent and identically distributed samples from some
distribution P . Let G and G′ be two directed acyclic graphs. Then, a scoring func-
tion f is consistent if, in the limit as d grows large, the following two properties
hold:

1. If G′ contains P and G does not contain P , then f(G′ : D) > f(G : D)
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Algorithm 3.3: Structural learning of BNs by using a Hill Climbing (HC)
algorithm

Data: A dataset D over the variables X = {X1, . . . , Xn} and a starting
graph G0 over X

Result: A DAG G

G ← G01

fG ← f(G : D)// f: decomposable scoring function2

improvement ← true3

while improvement do4

improvement ← false5

foreach node Xi ∈ X do6

// neighbors generated by addition

foreach Xj /∈ Pai,G do7

if Xj → Xi does not introduce a directed cycle in G then8

Compute the difference diff = f(G + {Xj → Xi} : D)− fG9

Store the change which maximizes diff in 〈changea, diffa〉10

// neighbors generated by deletion

foreach Xj ∈ Pai,G do11

Compute the difference diff = f(G − {Xj → Xi} : D)− fG12

Store the change which maximizes diff in 〈changed, diffd〉13

// neighbors generated by reversal

foreach Xj ∈ Pai,G do14

if reversing Xj → Xi does not introduce a directed cycle in G15

then
d1 = f(G − {Xj → Xi} : D)− fG16

d2 = f(G + {Xj → Xi} : D)− fG17

Compute the difference diff = d1 + d218

Store the change which maximizes diff in 〈changer, diffr〉19

// Checking improvement

Let d∗ = maxk=a,d,rdiffk and move∗ its corresponding change20

if d∗ > 0 then21

improvement ← true22

G ← apply move∗ over G23

fG ← fG + d∗24

Return G25
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2. If G′ and G both contain P , and G contains fewer parameters than G′, then
f(G : D) > f(G′ : D)

A probability distribution P is contained in a directed acyclic graph G if there
exists a set of parameter values θ such that the Bayesian network defined by (G, θ)
represents P exactly.

The previous definition implies that if two graphs represent the same joint
probability distribution but one of them needs less information to be defined, this
one should be preferred.

Lemma 3.5 ((Chickering, 2002a; Haughton, 1988; Geiger et al., 2001)). The
Bayesian scoring criterion is consistent.

Definition 3.3 (Locally Consistent scoring criterion (Chickering, 2002a)). Let
D be a dataset containing d independent and identically distributed samples from
some distribution P . Let G be any directed acyclic graph, and G′ the directed
acyclic graph obtained by adding the edge Xi → Xj to G. A scoring criterion
f(G : D) is locally consistent if in the limit as d grows large, the following two
conditions hold2:

1. If Xi ⊥⊥/ PXj |Paj,G, then f(G : D) < f(G′ : D)

2. If Xi ⊥⊥P Xj |Paj,G, then f(G : D) > f(G′ : D)

This result is of great importance, because it means that (asymptotically) the
differences computed by a locally consistent scoring function f can be considered
as conditional independence tests over the dataset D.

Lemma 3.6. (Chickering, 2002a) The Bayesian scoring criterion is locally con-
sistent.

Particular score functions for which lemmas 3.5 and 3.6 hold are BDeu and
BIC.

3.3 Dependency networks

Dependency networks are a probabilistic graphical model proposed by (Heckerman
et al., 2000) as an alternative to Bayesian networks. The main difference between
them is that the graph in dependency networks does not have to be acyclic.
The parametric component is the same, i.e. every variable has a conditional
probability distribution given its parents in the graph. Another difference is that
in dependency networks the parents for each variable is the set of variables which
makes it independent of all the other variables, i.e. its Markov blanket.

2Here, the set of parents of a given variable is annotated with the graph this set is taken from.
This approach will be used from now on whenever there are more than one graphs involved in
the formulation.
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This is the reason why the graph of a dependency network can be cyclic, there
might be bi-directional edges, apart from other cycles, because the independence
statements are symmetric. That is, for every variable Xi, every variable Xj ∈
MBi has Xi in its own Markov blanket, that is ∀Xj ∈MBi ⇒ Xi ∈MBj .

In (Heckerman et al., 2000) some tasks in which dependency networks can be
worthwhile are presented like probabilistic inference, collaborative filtering and
visualization of relationships. Nonetheless, from the automatic learning point
of view, dependency networks have an important drawback because is not easy
to learn a set of conditional probability distributions consistent with the joint
probability distribution among the variables. That is the reason why the authors
relaxed the definition of dependency networks and they defined general depen-
dency networks, however now cannot be expected that with the set of conditional
probability distributions is possible to recover the right joint probability distribu-
tion, but an approximation. Authors in (Heckerman et al., 2000) argue that this
approximation can be better as the amount of data used in the learning process
increases, however it is still an approximation.

Dependency networks were proposed in (Heckerman et al., 2000) in response
to a common complaint over Bayesian networks according to the authors. This
complaint is based on the visualization properties of Bayesian networks, because
they have been used as a tool which lets humans visualize relationships learned
from data. Using the graph of a Bayesian network, the knowledge encoded in it
can easily interpreted looking at the edges for every variable.

Specially if a Bayesian network encodes causal relationships, anybody can un-
derstand quickly all the interaction between the objects in the model. Nonetheless,
is more difficult to learn causal relationships from data and not all Bayesian net-
works have this kind of representation. Moreover, an untrained individual would
understand at a first glance that only the parents can give information about
a given variable. Of course, it is easy to learn that not only the parents, but
the children and parents of the children are needed to define completely a given
variable and avoid interferences of other variables.

Thus, that is the main reason why dependency networks were created. In
(Heckerman et al., 2000) authors use the example in figure 3.4. In figure 1(a)
is depicted a Bayesian network with three variables. If the relationships are
interpreted as causal ones then can be stated that Age and Gender are causes
of Income, or in other way the level of uncertainty about Income is affected by
the knowledge about Age and Gender. Even though this is true there are more
dependencies beyond this first interpretation. The knowledge about Income also
affects the uncertainty about Age and Gender despite the edge is oriented in
the opposite direction, and if there is no information about the value of Income
then Age and Gender are independent, but, if this fact changes, then these two
variables become dependent.

So, it can be said that in a way or another all variables are related, and in
order to make a model more visually attractive every variable in that case should
be connected with the other two. That is the aim of dependency networks in
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which every variable has as parents the set composed by its parents, children and
parents of its children in the Bayesian network for the same domain, and then
in this case the graph for the dependency network would be the one depicted in
figure 3.4(b).

Age Gender

Income

(a)

Age Gender

Income

(b)

Figure 3.4: Example of a Bayesian and a dependency network for the same domain
taken from (Heckerman et al., 2000).

So far, the basic idea behind dependency networks has been explained, next
is presented present a formal definition.

3.3.1 Consistent dependency networks

Given a set of variables X = {X1, . . . , Xn} with a positive joint probability distri-
bution P (X), a consistent dependency network for this domain consists of a pair
(G,P) where G is a directed graph (not necessarily acyclic), in which every node
represents a variable, and P is a set of conditional probability distributions. In G
the set of parents for each variable Xi is formed by all those variables such that
verify

P (Xi|Pai) = P (Xi|X1, . . . , Xi−1, Xi+1, . . . , Xn). (3.3)

So if P (X) is faithful to a graph, what is a common assumption in machine
learning algorithms, then the parents for a given variable in a dependency network
are its Markov blanket set. Other way to say so is that a dependency network
has the same adjacencies than a Markov network for the same domain.

A dependency network is consistent in the sense that all the conditional prob-
ability distributions in P can be obtained from the joint probability distribution
P (X), i.e. P (X) can be obtained from P in a similar way than in an Bayesian
network or Markov network:

P (X) =

n∏

i=1

P (Xi|Pai)

In (Heckerman et al., 2000) it is shown the equivalence between dependency
networks and Markov networks. The only difference is that in Markov networks
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the quantitative component is provided by potential functions whereas in depen-
dency networks is provided by conditional probability distributions. Given this
equivalence one approach to learn dependency networks from data can be to learn
a Markov network in order to obtain the structure and then compute the set of
conditional probability distributions from the Markov network via probabilistic
inference. Other possibility suggested also in that paper is to learn another proba-
bilistic model (a Bayesian network for instance) and translate it into a dependency
network. Nonetheless the problem with these approaches is that the conversion
can be computational expensive and inefficient in many cases. That is the rea-
son why the authors presented another definition for dependency networks more
relaxed in order to ease the automatic learning from data. This new definition is
covered next.

3.3.2 General dependency networks

A consistent dependency network is not attractive from an machine learning point
of view because of the difficulties related with obtaining the set of conditional
probability distributions, specially with the restriction that this set has to be
consistent with the joint probability distribution for the variables in the domain.
So general dependency networks, also described in (Heckerman et al., 2000), are
based on the idea of removing those restriction about consistency. Thus every
single conditional probability distribution P (Xi|Pai) can be estimated indepen-
dently from the others by any probabilistic classification method. For such task,
some techniques are proposed such as a decision tree (Buntine, 1991), a gen-
eralized linear model (McCullagh and Nelder, 1989), a neural network (Bishop,
1995), a probabilistic support vector machine (Vapnik, 1995), or an embedded
classification model (Heckerman and Meek, 1997). Once all the conditional prob-
ability distributions are discovered, the structure of the dependency network can
be inferred from the (in)dependencies that appeared during the learning process.

This way of learning a dependency network can be more efficient than learning
from a Markov network in many cases, and other advantage is that its paralleliza-
tion is straightforward, what can report a great benefit in the case of dealing with
a domain with a large number of variables. Nonetheless this heuristic approach
has a disadvantage due mainly to the independent search over the variables and
poor estimations in small datasets. The learned conditional probability distribu-
tions may not be consistent with the joint probability distribution, this can be
called parametric inconsistency.

But also structural inconsistencies can appear because after learning the con-
ditional probability distribution can be observed that, for instance, Xi can be
parent of Xj but not the opposite, i.e. the conditional probability distribution for
Xi would not containXj but the conditional probability distribution forXj would
contain Xi. In (Heckerman et al., 2000), authors argue that these inconsistencies
can be reduced as the amount of data used for leaning increases.

A formal definition for this new model is as follows. Given a set of vari-
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ables X = {X1, . . . , Xn}, consider the set of conditional probability distributions
P = {P1(X1|X\X1), P2(X2|X\X2), . . . , Pn(Xn|X\Xn))}. It is not required that
these distributions are consistent with P (X), i.e. it is not required that this set be
obtained via inference from the joint probability distribution. Under these condi-
tions a dependency network for X and P is the pair (G,P′), where G is a directed
graph, usually cyclic, and P′ is a set of conditional probability distributions such
that

Pi(Xi|Pai) = Pi(Xi|X\Xi) (3.4)

for every Pi ∈ P.

3.3.3 Inference

In any case, with a consistent or general dependency network, given the likely
existence of cycles in the graph it is not possible to use any exact inference al-
gorithms used in Bayesian networks and some of the approximate ones. In the
case of consistent dependency networks the model can be converted to a Markov
network and a standard techniques for probabilistic inference over Markov net-
works can be used. Nonetheless a more general option is suggested in (Heckerman
et al., 2000) for both models: Gibbs sampling (see Section 3.1.1.1). Basically this
method works by repeatedly cycling through each variable in a fixed order during
all the process, and sampling each Xi according to P (Xi|Pai). This procedure
is called ordered Gibbs sampler but in the case of a general dependency network,
given that the conditional probability distributions may not be consistent with
the joint probability distribution, is called ordered pseudo-Gibbs sampler. Besides,
a more efficient method was developed which can avoid some sampling and it is
called modified ordered (pseudo-)Gibbs sampler. This method, in order to get
P (Y|Z) when the value of Z is z for a dependency network in a domain with a
set of variables X, is shown in algorithm 3.4.

The key point of this procedure is in line 6, because if the values for all the par-
ents are known for a given variable the sampling for that variable can be avoided
and its value can be just taken from its conditional probability distribution. This
algorithm is justified by equations 3.3 and 3.4.

In (Heckerman et al., 2000) is discussed whether the use of a sampling process
can increase the parametric inconsistencies in a general dependency network. The
conclusion is that it should not be a crucial fact but more research should be done
in order to characterize better this behavior and assure a good performance of
dependency networks.

As final remark, notice that given the modified ordered Gibbs sampler, there
are some situations in which the sampling can be completely avoided. For instance
if a dependency network is used as a classifier and is assumed that the values for
all predictive variables are always known. Other case is when is needed to obtain
the probability for a full configuration in a dependency network, i.e. P (X) when
the value for every single variable has been fixed. This computation can be seen
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Algorithm 3.4: Modified ordered Gibbs sampler (Heckerman et al., 2000).

Data: Y,Z such that Y ∪ Z = X and Y ∩ Z = ∅, y and z the
configuration of Y and Z

Result: The conditional probability P (y|z)

U←− Y1

P←− Z2

p←− z3

while U 6= ∅ do4

Pick Xi ∈ U s.t. Xi has no more parents in U than any variable in U5

if all parents of Xi are in P then6

P (xi|p)←− P (xi|pai)7

else8

Use ordered Gibbs sampling to get P (xi|p)9

U←− U \Xi10

P←− P ∪Xi11

p←− p ∪ xi12

Return the product of the conditionals P (xi|p)13

in other way:

P (X) =

n∏

i=1

P (Xi|X\Xi).

If the modified ordered Gibbs sampler is used to perform inference with the right
part of the equation, then Y = {Xi} and Z = {X\Xi}. In line 5 there is only one
choice and in line 6 the condition is true so the sampling is avoided. Therefore,
statistics such as the likelihood of a dependency network for a dataset can be
computed without any sampling, under the assumption that the dataset does not
contain missing data. This exceptions will be explained in more detail in next
chapters.



Chapter 4

Scalable and Efficient
Algorithms for Learning
Bayesian Networks

4.1 Introduction

This chapter is devoted to the task of learning Bayesian networks, but efficiently
and specially in domains with large number of variables. Learning using score
and search approach is considered here, specifically search in the space of directed
acyclic graphs.

Previously, in section 3.2.3, it was pointed out that this learning task is an
NP-hard problem, and so, many approaches in the technical literature are based
on heuristic search. Nonetheless, among the great diversity of search methods, in
cases where the application domain comprises a considerable amount of variables,
i.e. hundreds or thousands, simple local search methods are preferred. One of
the main reasons of that is that they can take advantage of decomposable score
functions and evaluate the new candidate structures yielded by local operators
efficiently.

The hill climbing algorithm is the classic local search heuristic used in many
cases and is also the search method in which the proposal of this chapter is based
on.

Taking into account the definition of local consistency (see definition 3.3), a
score function f can be used as conditional independence test on a database D.
This is possible assuming that D is a set of instances sampled from a distribution
P which is Markov faithful to a directed acyclic graph.

Thus, under that assumption, an algorithm which employs score functions
like BDe, MDL or BIC can interpret score difference as independence test. The

39
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algorithms presented here are based on this assumption.
In fact, in the literature other approaches can be found which use score differ-

ences in the same way to learn Bayesian networks. For instance, in (Abellán et al.,
2006; Moral, 2004; Margaritis, 2003) Bayesian metrics have been used to perform
conditional tests finding that, in general, they are more reliable than traditional
chi-square based conditional test.

Apart form these considerations, the key point in this chapter is efficient learn-
ing and it is achieved by restricting the search space. This restriction is based on
the search process carried out by the canonical hill climbing algorithm. Previously
was presented the Constraint Hill Climbing (CHC) algorithm (Gámez and Puerta,
2005) as an improvement of the hill climbing algorithm. The restriction is carried
out by filtering the local operations which do not make sense according with the
results of independence obtained previously during the search. The contribution
of this chapter is a set of new and improved versions of this previous algorithm
which are shown more efficient and with the same theoretical properties.

Next, in section 4.2 some other learning algorithms based on restricting the
search space are briefly reviewed. In section 4.3 it is presented the constraint hill
climbing algorithm. A first improvement based on performing several iterations of
constraint search is proposed in section 4.4. A new version with only one iteration
of constraint search is shown in section 4.5. In section 4.6 a experimental analysis
is carried out in order to study the performance of the new proposals. This chapter
is concluded in section 4.7 with the final remarks.

This chapter is based mainly on (Gámez et al., 2007a).

4.2 Restricting the search space: State of the art

As it has been mentioned above, this chapter is focused on local search in the
space of directed acyclic graphs. As the cardinality of this search space is super-
exponential (Robinson, 1977), a good idea, specially in domains with a large
number of variables, is to limit in some way the areas of the search space to be
visited. This idea is not new and has been exploited previously.

For example, in (Cano et al., 2004) they restrict the number of possible parents
for a variable to a maximum value k. This set of selected variables is determined
based on the correlation among every pair of variables, so only the k most cor-
related are considered as possible parents. After that, the K2 algorithm (Cooper
and Herskovits, 1992) is used to learn the Bayesian network structure over the
restricted space.

In (van Dijk et al., 2003) the restriction is done in a different way, using zero-
and first-order statistical independence tests. This step is similar to the first
stages of the PC algorithm, thus after the tests are finished an undirected graph
is obtained which is called skeleton. Then a search algorithm is used to determine
the direction of the edges or whether some of them should be removed. The search
algorithms tested are hill climbing and genetic algorithm.
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The approach taken in (Wong and Leung, 2004) is slightly different than the
previous. It also uses a first stage based on low order conditional independence
tests and then the edges involving independent variables should not be considered
any more. However, the distinction is that the restriction is postponed until the
search phase. The idea is to evolve the significance level (α) during the search
too, thus different individuals would have different cut-off values and so different
restricted space. The search is carried out by a genetic algorithm.

In (Friedman et al., 1999) an iterated search scheme is proposed that at each
(outer) iteration the number of candidate parents for each variable is restricted to
the k most promising ones, k having the same value for every variable. The set of
the candidate parents for each variable in each iteration is formed by the parents
of that variable in the previous iteration plus the variables with highest mutual
information until complete the maximum set size of k. Thus, the parameter k
acts as factor in the restriction but also limiting the number of parents for every
variable. In the implementation proposed the hill climbing was used for the search
phase.

A different idea is used in (Tsamardinos et al., 2006a), although also based on
restricting the search space. In this case the Max-Min Hill Climbing algorithm
(MMHC) is defined in two stages. The first one has to determine the neighbor
nodes for each variable, i.e. its parents and children. This is carried out by an
algorithm called Max-Min Parents and Children (MMPC) which employs statis-
tical tests. Afterwards, a local search algorithm is launched over the restricted
space discovered previously.

In (Nägele et al., 2007) it is presented another two stage approach. In fact,
the first step is exactly the same as in MMHC in order to discover the adjacencies
of every variable. The second phase is carried out independently for every node
to learn its local substructure. This is done by launching a search over the set
of nodes composed of the node of interest, its neighbors and the neighbors of
them. After the search, the nodes and edges not in the Markov blanket of the
variable of interest are discarded. Since the independent learning can lead to
inconsistent substructures, the final result is not defined as a directed acyclic graph
but as feature partial directed graph in which every edge between two variables
has attached a probability distribution with its possible states.

In all these cited algorithms there is a common feature: all of them use two
clearly separated stages. The first stage is the restriction of the search space. The
second one consists of performing the search over the restricted space. The aim
of the algorithms proposed in this chapter is to present a different way of learning
Bayesian networks, namely by carrying out these two stages simultaneously.

Thus, a hill climbing algorithm is directly launched without previously restrict-
ing the search space, and then is taken advantage of the computations carried out
at each search step to guess which edges should not be considered from then on.
In this way the search space is pruned progressively as the search advances.

Furthermore, the proposals based on this idea exhibits a nice theoretical prop-
erty which does not hold in the previously cited algorithms: under the Markov
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faithful condition, the returned model is always aminimal I-map of the probability
distribution underlying in the data.

4.3 CHC: constrained hill climbing for learning
BNs

For the task of structural learning of Bayesian networks in the space of directed
acyclic graphs, the hill climbing algorithm with {arc-addition, arc-deletion, arc-
reversal} operations is without any doubt the most used algorithm. Its success is
due to its ease of implementation, efficiency and the quality of the obtained out-
put, which is a locally optimal solution. To these advantages, another important
one can be added under certain assumptions:

Proposition 4.1. Let D be a dataset containing d independent and identically
distributed samples from some distribution P . Let Ĝ be the solution obtained by
running the hill climbing algorithm and taking the directed acyclic graph G0 as the
initial structure, i.e., Ĝ = HC(G0,D). If the score function f used to evaluate the
candidate structure in the algorithm is consistent and locally consistent, then Ĝ is
a minimal I-map of P in the limit as d grows large.

Proof. First is proved that Ĝ is an I-map of P . This can be done by reduction
to the absurd. Let us suppose the contrary, i.e., Ĝ is not an I-map of P . Then
there is at least one pair of variables Xi and Xj such that Xi ⊥⊥Ĝ Xj |Pai,Ĝ and

Xi ⊥⊥/ PXj|Pai,Ĝ . Thus, Ĝ cannot be a local optimum of f because the addition
of arc Xj → Xi has a positive difference.

Now the minimal condition is proved. Again let us suppose the contrary, that
is, there exists Xj ∈ Pai,Ĝ such that Xi ⊥⊥P Xj |Pai,Ĝ\{Xj}). If so, Ĝ cannot be

a local optimum because there is (at least) one deletion operation with a positive
difference (locally consistency).

Although this result is not particularly surprising considering that the HC al-
gorithm traverses a subset of equivalence classes as defined by (Chickering, 2002a),
it is interesting to know that under certain conditions the algorithm always returns
a model which is a minimal I-map.

Having looked at the advantages of the HC algorithm, let us consider now its
efficiency, which is the main focus of this study. Thus, although HC has proved to
be quite a CPU-time-efficient algorithm for learning Bayesian networks when using
domains with a small or medium number of variables, things are different when
considering domains with a large number of variables. In these cases, the CPU-
time requirements increase considerably and it would be of interest to develop an
algorithm that maintains the quality-based advantages of HC but which is more
efficient. This is the goal in this study and therefore new HC-based algorithms
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are introduced that work faster but obtain models of similar accuracy to the ones
obtained by the original HC algorithm.

Next is described the algorithm presented in (Gámez and Puerta, 2005), which
constitutes the basis of the new proposals in this chapter.

4.3.1 CHC: constrained hill climbing

The idea is to use a hill climbing method for learning Bayesian networks in which
the number of neighbors to be explored, and so evaluated, are progressively re-
stricted at each search step. The theoretical basis on which the progressive neigh-
borhood restriction is based on, is the concept of the locally consistent scoring
criterion (definition 3.3). Using a locally consistent score function (e.g. BDeu or
BIC) means that (asymptotically) the score differences can be used as a sort of
conditional independence tests over the dataset D. Thus, the following observa-
tions can be made:

• Addition. If when adding Xj → Xi the score difference is less than zero,
diff < 0, then (asymptotically) Xi ⊥⊥P Xj |Pai,G , and so the addition of
Xj as parent of Xi no longer have to be tested.

• Deletion. This case is analogous to addition. Now, if diff > 0 when deleting
Xj → Xi, then again (asymptotically) Xi ⊥⊥P Xj |Pai,G .

As reversal can be defined as the sequence of deletion+addition, then for all the
basic operations in a local search can be studied whether some comparison can be
avoided during the rest of the search. The way proposed to take advantage of this
result is by associating a set of forbidden parents (FP) to each node. These sets
are initialized to the empty set at the beginning of the search, and then updated
during the search by taking into account the differences computed for each local
change tested (addition, deletion and reversal):

• Adding Xj → Xi. If diff < 0 then it makes no sense to test this operation
anymore, and therefore {Xj} is added to FP (Xi).

• Deleting Xj → Xi. If diff > 0 then the arc can be removed, and so it
makes no sense to test its inclusion anymore. Therefore, {Xj} is added to
FP (Xi).

• Reversing Xj → Xi. Decomposed as deleting(Xj → Xi)+adding(Xi →
Xj), the previous two rules can be used to update (if necessary) the sets
FP (Xi) and FP (Xj).

The idea expressed above corresponds to the original design for the CHC al-
gorithm as introduced preliminarily in (Gámez and Puerta, 2005). Nonetheless,
in that work is also shown that the performance of that initial proposal can be
improved if links instead of arcs are forbidden. That is, is proposed the inclu-
sion of Xj in FP (Xi) when, due to the difference obtained in fG , the conditional
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independence Xi ⊥⊥ Xj|Pai,G can (asymptotically) be considered. However, be-
cause of the symmetry of conditional independence, what this independence says
is that Xi is independent of Xj given Pai,G , so the undirected edge Xi Xj can
be discarded, that is, besides including Xj in FP (Xi), Xi can also be include in
FP (Xj).

One of the main advantages of this behavior is that the modifications over
FP (·) can be exploited in the current iteration. For instance, measuring the
addition of (Xi → Xj) can be avoided if a negative difference is obtained when
measuring adding (Xj → Xi). This can be observed in example 4.1.

Example 4.1. Let us consider the directed acyclic graph Gt shown in figure 4.1.(a)
as the true or target model, and let us suppose that a dataset D is obtained by
sampling from a distribution faithful to Bayesian network with such structure.
Let us also assume that (as usual) the empty graph (figure 4.1.(b)) is taken as the
starting point for the search. Then, after initializing the forbidden parent sets to
the empty set (FP (A) = FP (B) = FP (C) = FP (D) = ∅), if arcs are forbidden
as the search progresses, all the following pairs have to be tested:
(1) add A→ B: diff ≫ 0 because A→ B ∈ Gt. So A ⊥⊥/ Gt

B|∅.
(2) add A→ C: diff < 0 because A ⊥⊥Gt

C|∅. So FP (C) = {A}.
(3) add A→ D: diff < 0 because A ⊥⊥Gt

D|∅. So FP (D) = {A}.
(4) add B → A: diff ≫ 0 because A→ B ∈ Gt. So A ⊥⊥/ Gt

B|∅.
(5) add B → C: diff ≫ 0 because C → B ∈ Gt. So C ⊥⊥/ Gt

B|∅.
(6) add B → D: diff > 0 because B ⊥⊥/ Gt

D|∅.
(7) add C → A: diff < 0 because A ⊥⊥Gt

C|∅. So FP (A) = {C}.
(8) add C → B: diff ≫ 0 because C → B ∈ Gt. So C ⊥⊥/ Gt

B|∅.
(9) add C → D: diff ≫ 0 because D → C ∈ Gt. So D ⊥⊥/ Gt

C|∅.
(10) add D → A: diff < 0 because A ⊥⊥Gt

D|∅. So FP (A) = {C,D}.
(11) add D → B: diff > 0 because B ⊥⊥/ Gt

D|∅.
(12) add D → C: diff ≫ 0 because D → C ∈ Gt. So D ⊥⊥/ Gt

C|∅.

A

B C

D A

B C

D

(a) (b)

Figure 4.1: Graphs for example 4.1: (a) Target graph. (b) Empty graph.

Although progressively the content of FP sets is updated, only during the next
step can be taken advantage of the modifications introduced in the current one (that
is, after applying the selected local change over the empty graph). Therefore, in
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the initial step CHC analyzes O(n2) changes, as HC also does. However, if links
are forbidden instead of arcs, the number of local changes to be tested normally
decreases:

(1) add A→ B: diff ≫ 0 because A→ B ∈ Gt. So A ⊥⊥/ Gt
B|∅.

(2) add A→ C: diff < 0 because A ⊥⊥Gt
C|∅: FP (C) = {A}, FP (A) = {C}

(3) add A→ D: diff < 0 because A ⊥⊥Gt
D|∅: FP (D) = {A}, FP (A) = {C,D}.

(4) add B → A: diff ≫ 0 because A→ B ∈ Gt. So A ⊥⊥/ Gt
B|∅.

(5) add B → C: diff ≫ 0 because C → B ∈ Gt. So C ⊥⊥/ Gt
B|∅.

(6) add B → D: diff > 0 because B ⊥⊥/ Gt
D|∅.

(-) there is no need to test add C → A because C ∈ FP (A). However, if C had
not been added to FP (A) in step (1) then this step could not be skipped.
(7) add C → B: diff ≫ 0 because C → B ∈ Gt. So C ⊥⊥/ Gt

B|∅.
(8) add C → D: diff ≫ 0 because D → C ∈ Gt. So D ⊥⊥/ Gt

C|∅.
(-) there is no need to test add D → A because D ∈ FP (A). However, if D had
not been added to FP (A) in step (3) then this step could not be skipped.
(9) add D → B: diff > 0 because B ⊥⊥/ Gt

D|∅.
(10) add D → C: diff ≫ 0 because D → C ∈ Gt. So D ⊥⊥/ Gt

C|∅.

From now on in this chapter, by CHC is always referred the version in which
links are forbidden instead of arcs. Algorithm 4.1 shows the pseudo-code of the
CHC algorithm.

To end this subsection there are two remarks which should be made:

• The first one has to do with the use of score differences as conditional in-
dependence tests. In fact, in a more general framework any conditional
independence test could be used instead of score differences to manage the
forbidden parent sets. However, as the differences have been already com-
puted during local change evaluation, using the differences instead of condi-
tional independence tests leads to CPU time savings. Furthermore, as has
been referred above, there exist studies in the literature using Bayesian score
functions instead of performing conditional tests, even with better results
than traditional chi-square-based conditional tests.

• The second remark is related with the implementation of the forbidden
parent list. Thus, although semantically it is more intuitive to start with
no forbidden parents and to add those discovered during the search process,
from the implementation point of view it is better to consider a list of
allowed parents. Then at each step the algorithm just runs over the content
of this list, instead of having to check whether a possible change involves
a forbidden parent or not. So the lists are initialized with all the possible
variables, and then those parents which should be introduced in FP lists
are deleted.
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Algorithm 4.1: Structural learning of Bayesian networks by using a Con-
strained Hill Climbing (CHC) algorithm

Data: A dataset D defined over variables X = {X1, . . . , Xn}; a DAG G0
over X used as the starting point for the search

Result: A DAG G
G ← G01

fG ← f(G : D)// f: decomposable scoring metric2

foreach Xi ∈ X do FP (Xi) = ∅3

improvement ← true4

while improvement do5

improvement ← false6

foreach Xi ∈ X do7

foreach Xj /∈ (Pai,G ∪ FP (Xi)) do // addition8

if Xj → Xi does not introduce a directed cycle in G then9

diff = f(G + {Xj → Xi} : D)− fG10

if diff < 0 then11

add {Xj} to FP (Xi) and add {Xi} to FP (Xj)12

Store the change which maximizes diff in 〈changea, diffa〉13

foreach Xj ∈ Pai,G do // deletion14

diff = f(G − {Xj → Xi} : D)− fG15

if diff > 0 then16

add {Xj} to FP (Xi) and add {Xi} to FP (Xj)17

Store the change which maximizes diff in 〈changed, diffd〉18

foreach Xj ∈ Pai,G do // reversal19

if reversing Xj → Xi does not introduce a directed cycle in G20

then
d1 = f(G − {Xj → Xi} : D)− fG21

d2 = f(G + {Xj → Xi} : D)− fG22

diff = d1 + d223

if d1 > 0 or d2 < 0 then24

add {Xj} to FP (Xi) and add {Xi} to FP (Xj)25

Store the change which maximizes diff in 〈changer, diffr〉26

Let d∗ = maxk=a,d,rdiffk and move∗ its corresponding change27

// Checking if improvement

if d∗ > 0 then28

improvement ← true29

G ← apply move∗ over G30

fG ← fG + d∗31

Return G32
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4.3.2 Does CHC return a minimal I-map?

CHC retains some of the theoretical properties exhibited by HC, thus, as at each
step of CHC the best operation with respect to improving f is chosen, mono-
tonicity is ensured, i.e., f(G : D) ≤ f(G′ : D), where G′ is the neighbor of G which
maximizes the difference diff . Furthermore, because of this monotonic behavior
and the fact that CHC stops when there is no neighbor of G which improves f(G),
termination is guaranteed.

However, there are some differences between CHC and HC with respect to the
quality of the output obtained, even when starting from the same initial point.
This difference in behavior is due to the action of constraining the set of forbidden
parents for each variable during the search in CHC. As have been mentioned
above, CHC relies on the conditions required in the definition of local consistency
(definition 3.3), which ensure asymptotic behavior but rarely hold in real datasets.
Because of this, CHC can get stuck in a locally sub-optimal solution while HC
gets stuck in a locally optimal solution. Furthermore, it cannot be ensured that
Ĝ = CHC(G0) is, asymptotically, an I-map of P . To support these claims let us
consider the following two examples:

Example 4.2. Let us consider the figure 4.2 in which is shown the evolution of
the search process for two different datasets1, Alarm and Pigs with 37 and 441
variables respectively. In both cases the search starts from the empty network and
as it can be seen in both cases CHC needs to compute fewer statistics than HC but
gets a solution with worse quality. Note also how CHC takes advantage of FP
sets from the first iteration, avoiding studying the O(n2) local changes (additions),
which is what HC has to do.

Example 4.3. Let us take up again example 4.1. After the first step the status
is:

FP (A) = {C,D} FP (C) = {A}, FP (D) = {A},

and because of the presence of a direct dependence in the original (target) model,
it can be assumed that the highest positive difference corresponds to one of the
following arcs: {A → B,B → A,B → C,C → B,C → D,D → C}. Let us
suppose that as a result of the sampling process the highest positive difference
corresponds to arc B → C, that is, good edge but bad direction. Then, the new
graph is shown in 4.3.(b).

In the second step of CHC, most of the statistics are taken from the cache (as
described in section 3.2.3.2), but it is necessary to test those involving C because
its family has changed. Thus, it can be observed how the reversal of B → C
makes non sense because it was the last arc added. Addition of A → C is not
tested because A ∈ FP (C). Finally, D → C have to be tested. This arc will
receive a positive difference (because in fact there is a direct relation between D
and C in the true model), but this difference will be smaller than in the previous

1See section 4.6 for a complete description of these networks/datasets
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Figure 4.2: Evolution of the search process in Alarm (above) and Pigs (under)
datasets when using HC and CHC algorithms. The graphs represent the number
of computed statistics (x-axis) vs quality of the obtained model (y-axis). A cache
was used as explained above. Each point corresponds to a complete search step,
i.e. analysis of all the possible local changes for the current graph.
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step, because now it introduces a marginal independence between D and B that
does not hold in the true model. Therefore, after analyzing these local changes,
the candidate arcs to be added must be {C → D,A→ B,B → A}. Let us suppose
that the algorithm chooses the first one, thus giving the updated model shown in
figure 4.3.(c).

In the third step neither reversal nor deletion of B → C or C → D makes
sense. The addition of A→ D cannot be tested because A ∈ FP (D). Neither the
addition of D → B because it introduces a cycle. So, the only new addition to
be considered is B → D, but this change will receive a negative difference because
it breaks the conditional independence sentence of B and D given C, which is
present in the target model. Therefore the forbidden parents lists are updated as
FP (D) = {A,B} and FP (B) = {D}. Thus, the only two arcs with a positive
difference are {A → B,B → A}. The algorithm can freely choose one of them
because both introduce the same conditional independence sentence (A ⊥⊥ C|B),
so let us suppose that the second one is chosen (see figure 4.3.(d)).

At this point, neither deletion nor reversal will obtain a better model. Fur-
thermore, no addition can be studied because of the content of FP sets, so the
algorithm ends up returning the current directed acyclic graph shown in figure
4.3.(d), which is not an I-map of the one in figure 4.3.(a) because it contains the
conditional independence between A and C given B, which does not appear in the
original graph.

A

B C

D

(a)

A

B C

D

(b)

A

B C

D

(c)

A

B C

D

(d)

A

B C

D

(e)

Figure 4.3: Graphs for Example 4.3: (a) Target graph. (b) DAG after first step.
(c) DAG after second step. (d) DAG after third step (result of CHC). (e) DAG
representing a minimal I-map of (a).

The two previous examples show how CHC can return a non minimal I-map
and a sub-optimal solution. Notice that, from the solution reported in example
4.3, it is easy to see how an unconstrained hill climbing algorithm will test the
addition of arc A→ C obtaining in this way a minimal I-map of the initial model
(figure 4.3.(e)). To solve these problems it was proposed the use of the output of
CHC as the input for unconstrained hill climbing (algorithm 3.3).

The resulting algorithm, denoted by CHC∗ (algorithm 4.2), (obviously) has
the same properties as HC and will (likely) improve the quality of the obtained
solution at (hopefully) a small cost. As the unconstrained process begins from a
very good starting point, it is expected to need few iterations to get a locally op-
timal solution. Figure 4.4 shows a graphical illustration of the expected behavior
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over the two networks considered previously. It can be noticed that in both cases
the quality of the obtained networks improves with the subsequent application
of the unconstrained search. Even CHC∗ surpasses HC in the case of the larger
network. On the other hand, the number of statistics computed also increases,
but it is still lower (notably in the larger network) than when applying HC from
the beginning.

Algorithm 4.2: Structural learning of BNs by using a constrained hill climb-
ing followed by an unconstrained hill climbing algorithm (CHC∗)

Data: A dataset D defined over variables X = {X1, . . . , Xn}; a DAG G0
over X used as the starting point for the search

Result: A DAG G
G1 ← CHC(D,G0)1

G ← HC(D,G1)2

return G3

Proposition 4.2. Under the same conditions as Proposition 4.1, CHC∗ (algo-
rithm 4.2) returns a minimal I-map.

Proof. Follows directly from Proposition 4.1 because there is no restriction on the
graph considered as the starting point for HC.

4.4 Iterated CHC

In the previous section the CHC algorithm was introduced, showing its inability
to obtain a minimal I-map. This inconvenience was solved by adding a second
phase which consists of an unconstrained search. Although the resulting algorithm
has the important characteristic of being faster than directly using HC and it
retains the nice theoretical properties of the returned graphs, it has the conceptual
disadvantage of having to use an unconstrained step in a constrained proposal.
Furthermore, the computational load, which was even smaller than using only
HC, significantly increases (with respect to CHC) with the unconstrained step.

In this section are proposed two algorithms that use CHC as a building block
and also satisfy the aforementioned requirements about efficiency and quality, but
without having to use the unconstrained phase.

The first one consists of the iteration of CHC by taking as input the output
obtained in the previous iteration. Because FP sets are reset in the beginning of
each iteration, this fact allows the algorithm to escape from the current point as
an unconstrained HC will do.

However, running CHC again takes advantage of FP sets and so, the number
of computed statistics is smaller than that required by launching an unconstrained
HC. On the other hand, the algorithm stops when no modification is carried out
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Figure 4.4: Evolution of the search process in Alarm (above) and Pigs (under)
datasets when using HC and CHC∗ algorithms. The graphics represent number
of computed statistics (x axis) vs quality of the obtained model (y-axis). A cache
was used as explained above. Each point correspond to a complete search step,
i.e. analysis of all the possible local changes for the current graph.



52 SCALABLE AND EFFICIENT ALGORITHMS FOR LEARNING BAYESIAN
NETWORKS 4.4

over the directed acyclic graph returned by the previous iteration. When this
happens, taking into account that FP sets are empty at the beginning, the per-
formance of that iteration will be the same if HC would be launched, i.e. without
making any modification to the graph used as starting point. This guarantees that
the solution given by the iterated algorithm will be a minimal I-map. Algorithm
4.3 (iCHC) and Proposition 4.3 show the details.

Algorithm 4.3: Structural learning of BNs by using an iterated constrained
hill climbing algorithm (iCHC)

Input: D: A dataset defined over variables X = {X1, . . . , Xn}
Input: G0: A DAG defined over X used as the starting point for the search
Output: A DAG G being the graphical part of network B

G ← G0;1

fG ← f(G : D); /* f: decomposable scoring metric */2

improvement ← true;3

while improvement do4

improvement ← false;5

G1 = CHC(D,G);6

fG1
← f(G1 : D);7

if (fG1
> fG) then8

improvement ← true;9

G ← G1;10

fG ← fG1
;11

end12

end13

return G;14

Proposition 4.3. Under the same conditions as Proposition 4.1, iCHC (algo-
rithm 4.3) returns a minimal I-map.

Proof. Notice that iCHC finishes when no change is applied by CHC to the graph
used as starting point. As the initial iteration is equivalent to the one carried
out by HC (since CHC starts with empty FP sets), it can be concluded that
iCHC will also stop without carrying out any change over the incoming graph.
Therefore, applying Proposition 4.1, the output is a minimal I-map.

In figure 4.5 is shown the evolution of the search process for CHC∗ and iCHC.
There, two important points can be noticed: (1) iCHC computes fewer statistics
because of the use of FP s, (this point is specially noteworthy in the first iteration
of the second phase); (2) in both cases the algorithm only needs three iterations,
the third being necessary to check that there is no change with respect to the
previous one.
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Figure 4.5: Evolution of the search process in Alarm (above) and Pigs (under)
datasets when using iCHC and CHC∗ algorithms. The graphs represent the num-
ber of computed statistics (x-axis) vs quality of the obtained model (y-axis). A
cache was used as explained above. Each point corresponds to a complete search
step, i.e. analysis of all the possible local changes for the current graph.
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In a preliminary experimentation was observed that iCHC finds the best model
in the second iteration and so it finishes in the third one after checking that no
change has been made. Of course, this is not the general case, and sometimes the
algorithm carries out more iterations.

However, the fact that the quality of the output structure improves in subse-
quent iterations can be due to side effects by the non infinite sample size. Then
the following question can be arisen: is enough with two iterations of CHC to
guarantee the minimal I-map condition on the returned graph? If the answer is
yes, then, a two-iteration CHC algorithm or 2iCHC will be of interest by itself,
because (1) it meets all the requirements for the quality of the returned model,
and (2) it is faster than iCHC, because it can stop just after the second iteration
without the need to test in the third iteration that no change has been made
(that, of course, needs some extra computations). 2iCHC is shown in algorithm
4.4 and the positive answer to the previous question is justified in Proposition
4.4.

Algorithm 4.4: Structural learning of BNs by using a two-iteration con-
strained hill climbing algorithm (2iCHC)

Input: D: A dataset defined over variables V = {X1, . . . , Xn}
Input: G0: A DAG defined over V used as the starting point for the search
Output: A DAG G being the graphical part of network B

G1 ← CHC(D,G0);1

G ← CHC(D,G1);2

return G;3

Proposition 4.4. Under the same conditions as Proposition 4.1, 2iCHC (algo-
rithm 4.4) returns a minimal I-map.

In this case, the proof is given in the appendix B.1. But in any case the idea
behind is supported by the fact that the second iteration starts with all FP ()
sets empty and all the “true” adjacencies are known in the current graph. The
algorithm only has to find the erroneous v-structures in the result and to make
the arcs in the v-structure covered by making the extreme nodes adjacent. For
example, in figure 4.3(d), in the second iteration of the algorithm, the FP (A)
is empty and the FP (C) is also empty, so the algorithm is able to put the arc
between the nodes A and C in order to make the collider B; A→ B ← C covered
(figure 4.3(a)).

4.5 One iteration constraint hill climbing: FastCHC

In last section were described two algorithms based on iterating the constraint
hill climbing algorithm in order to assure the condition of minimal I-map of the
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result. The necessity of iterating is due to the possibility that the arcs belonging
to a v-structure in the true graph are discovered in the wrong direction during the
learning. If that happens an I-map can be obtained in two ways. First, that arcs
can be reversed but, from a practical point of view, it is difficult to reverse such
arcs, and even there exists situations where the reversal operation for that arcs
is impossible in the context of a local search in the current graph. The second
solution is to add an arc between the extreme nodes in the v-structure, but since
they are marginally independent in the original distribution, from the beginning
each one will have the other in its forbidden parents list.

Taking into account the second solution, a strategy to overcome this problem
in the first iteration can be developed. Thus, the results would be a constraint hill
climbing with only one pass. The first consequence would be a neater algorithm,
and secondly, hopefully, more efficient than the previous ones given that only
one iteration is performed. Of course, as the nodes in the wrongly discovered
v-structure would be totally connected, still the output of this new algorithm has
to be a minimal I-map.

The development of such algorithm is the aim in this section. In algorithm
4.5 is shown the pseudo-code of the new proposal, called FastCHC.

First, let us discuss about two basic points: monotonicity and termination. It
can easily be seen that FastCHC is monotone with respect to f , i.e., f(G : D) ≤
f(G′ : D), where G′ is the neighbor of G which maximizes the difference diff .
From this monotonic behavior and due to the fact that FastCHC stops when there
is no neighbor of G which improves f(G) termination is guaranteed.

The distinction from previous algorithms is in lines 32 to 36. The purpose of
them is to make possible to add dependences to satisfy the I-map condition when
a v-structure is not properly identified. Specifically, when addition of Xj → Xi

is the selected operation, then any node adjacent to Xj is removed from FP (Xi)
and any node adjacent to Xi is removed from FP (Xj). This opens the possibility
to add an arc, in subsequent operations, from any neighbor of Xi to Xj and vice
versa. Besides, also the inverse direction, i.e. from Xi and Xj to the neighbors
of the other, is updated. Then Xi is removed from FP (Xa) and Xj is removed
from FP (Xb).

The next example can help to illustrate the new functionality.

Example 4.4. Let us consider the scenario described in the examples 4.1 and 4.3.
In such situation the behavior of the FastCHC algorithm would be the following:
(1) adding A→ B: diff ≫ 0
(2) adding A→ C: diff < 0 ⇒ FP (A) = {C};FP (C) = {A}
(3) adding A→ D: diff < 0 ⇒ FP (A) = {C,D};FP (D) = {A}
(4) adding B A: diff ≫ 0
(5) adding B → C: diff ≫ 0
(6) adding B → D: diff > 0
(7) adding C B: diff ≫ 0
(8) adding C → D: diff ≫ 0
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Algorithm 4.5: Structural learning of Bayesian networks by using the one
iteration Constrained Hill Climbing (FastCHC) algorithm

Data: A dataset D defined over variables X = {X1, . . . , Xn}; a DAG G0
over X used as the starting point for the search

Result: A DAG G
G ← G01

fG ← f(G : D)// f: decomposable scoring metric2

foreach Xi ∈ X do FP (Xi) = ∅3

improvement ← true4

while improvement do5

improvement ← false6

foreach Xi ∈ X do7

foreach Xj /∈ (Pai,G ∪ FP (Xi)) do // addition8

if Xj → Xi does not introduce a directed cycle in G then9

diff = f(G + {Xj → Xi} : D)− fG10

if diff < 0 then11

add {Xj} to FP (Xi) and add {Xi} to FP (Xj)12

Store the change which maximizes diff in 〈changea, diffa〉13

foreach Xj ∈ Pai,G do // deletion14

diff = f(G − {Xj → Xi} : D)− fG15

if diff > 0 then16

add {Xj} to FP (Xi) and add {Xi} to FP (Xj)17

Store the change which maximizes diff in 〈changed, diffd〉18

foreach Xj ∈ Pai,G do // reversal19

if reversing Xj → Xi does not introduce a directed cycle in G20

then
d1 = f(G − {Xj → Xi} : D)− fG21

d2 = f(G + {Xj → Xi} : D)− fG22

diff = d1 + d223

if d1 > 0 or d2 < 0 then24

add {Xj} to FP (Xi) and add {Xi} to FP (Xj)25

Store the change which maximizes diff in 〈changer, diffr〉26

Let d∗ = maxk=a,d,rdiffk and move∗ its corresponding change27

if d∗ > 0 then // Checking if improvement28

improvement ← true29

G ← apply move∗ over G30

fG ← fG + d∗31

if move∗ is adding Xj → Xi then32

FP (Xi) = FP (Xi) \NBj33

forall Xa ∈ NBj do FP (Xa) = FP (Xa) \ {Xi}34

FP (Xj) = FP (Xj) \NBi35

forall Xb ∈ NBi do FP (Xb) = FP (Xb) \ {Xj}36

Return G37
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(9) adding D B: diff > 0
(10) adding D → C: diff ≫ 0
Performing addition B → C
(-) scores no affected by the last operation are taken from the cache
(11) adding D → C: diff > 0
Performing addition C → D
(-) scores no affected by the last operation are taken from the cache
(12) adding B → D: diff < 0 ⇒ FP (B) = {D};FP (D) = {A,B}
Performing addition B → A ⇒ FP (A) = {D};FP (B) = {D};FP (C) = ∅
(-) scores no affected by the last operation are taken from the cache
(13) adding C → A: diff > 0
Performing addition A→ C

Now, FastCHC adds the last arc that guarantees the I-map condition in its
only iteration. This is possible because in the last but one addition performed by
the algorithm the forbidden parents lists were updated accordingly.

However, in the previous example can be noticed that when adding B → A, in
order to allow the last arc, only the update of the forbidden parents of A and C
would be necessary, i.e. Xi and NBj . In general, the algorithm would still have
the same performance if lines 35 and 36 were removed. Nonetheless is proposed
the implementation shown in algorithm 4.5, which is more conservative, to favor
the algorithm in real domains where the sample size is limited.

In figure 4.6 can be appreciated the benefits of FastCHC compared to the
iterated version. The computational saving is notorious. Even the final result in
the Alarm dataset is better than 2iCHC or iCHC.

The following proposition proves the type of output provided by algorithm
FastCHC.

Proposition 4.5. Let D be a dataset containing d independent and identically
distributed samples from some distribution P . Let Ĝ be the directed acyclic graph
obtained by running FastCHC algorithm by taking G0 as the initial solution, i.e.,
Ĝ = FastCHC(G0). If the score function f used to evaluate the candidate graphs
in FastCHC is consistent and locally consistent, then under the assumption that
P is Markov faithful, Ĝ is a minimal I-map of P in the limit as d grows large.

Equally as proposition 4.4, this proof is left for the appendix B.1.

4.6 Experimental evaluation

In this section is described a set of experiments with the objective of testing the
performance of the algorithms presented in this chapter. Given the nature of the
proposed algorithms, the interest is not only the quality of the solution obtained
by them but also their computational complexity. Below is provided details about
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Figure 4.6: Evolution of the search process in Alarm (above) and Pigs (under)
datasets when using iCHC and FastCHC algorithms. The graphs represent the
number of computed statistics (x-axis) vs quality of the obtained model (y-axis).
A cache was used as explained above. Each point corresponds to a complete
search step, i.e. analysis of all the possible local changes for the current graph.
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the implementation of the algorithms, the datasets used in this comparison, and
the indicators chosen to argue about the goodness of each algorithm. Finally, the
results and their analysis are given.

4.6.1 Algorithms

The algorithms examined in this section are the standard hill climbing (HC), the
constrained hill climbing followed by unconstrained hill climbing (CHC*), iterated
constrained hill climbing (iCHC), two-iteration constrained hill climbing (2iCHC)
algorithms, and the one iteration hill climbing (FastCHC). In all cases an empty
network is used as starting graph. The constrained hill climbing algorithm (CHC)
is not considered because it does not guarantee a minimal I-map of the original
distribution.

Besides, also the Max-Min Hill Climbing algorithm (MMHC) (Tsamardinos
et al., 2006a) is taken into account as the reference algorithms in the state-of-the-
art scalable structural learning algorithms to deal with a high number of variables.

An implementation of this algorithm is available in Matlab from the authors
web page2. However, the access to the source code is not free. As the function-
ality provided by that implementation is limited and also the second stage of the
algorithm is based on a tabu search rather than in the canonical hill climbing, a
custom implementation is used here.

This implementation is based on the implementation of the MMPC algorithm
available from (Peña et al., 2007) with the efficiency improvements described in
(Tsamardinos et al., 2006a). For the second stage of the algorithm, the imple-
mentation of hill climbing, also used in this comparison, is employed.

The score function used here is the Bayesian Dirichlet equivalent uniform
(BDeu) (Heckerman et al., 1995b) with the same parameters as in (Tsamardinos
et al., 2006a), i.e. equivalent sample size equal to 10.

The actual implementation was coded in Java and interacts with the WEKA
library (Witten and Frank, 2005) for dataset management.

In order to speed up all the algorithms an internal cache is used where the
result of every score function computation is saved in order to re-use it later in the
execution. This cache is implemented with a hash table, so updating and querying
operations over it are linear in time. All the runs of these algorithms were carried
out on a dedicated server with Pentium Xeon 3.0 Ghz, 64 bits architecture, 4 Gb
RAM memory and under Linux. The Java Runtime Environment used is the one
provided by SUN Microsystems version 1.5.

4.6.2 Networks

For this experimental comparison the 22 networks used in (Tsamardinos et al.,
2006a) have been selected. These networks comprise 8 well known models for

2http://www.dsl-lab.org/
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different real world applications, Alarm (Beinlich et al., 1989), Barley (Kristensen
and Rasmussen, 2002), Child (Cowell et al., 2003), Hailfinder (Jensen and Jensen,
1996), Insurance (Binder et al., 1992), Mildew (Jensen and Jensen, 1996), Munin

version 1 (Andreassen et al., 1989) and Pigs (Jensen, 1997). For some of these
networks (Alarm, Child, Hailfinder and Insurance) an augmented version has been
built by joining together 3, 5 or 10 copies of the original network as described
in (Tsamardinos et al., 2006b; Statnikov et al., 2003). Finally, also a network
learned using the Sparse Candidate (SC) algorithm (Friedman et al., 2000) on
a dataset about gene expression micro-arrays (Spellman et al., 1998) is used,
and this network is labeled as Gene. In all case, both network files and sampled
datasets have been obtained from Discovery Systems Laboratory web site3.

A more detailed information about these networks can be seen in table 4.1.

For each of these networks three different datasets are considered, each one
sampled from them with three different sizes, 500, 1000 and 5000 instances, there-
fore 66 (3× 22) training sets have been used. For validation, 5 independent test
sets have been sampled for each case, that is, five test-set for (Alarm1,500), five
for (Alarm1,1000), etc. The reported results are the average obtained over the five
test sets. Each dataset was given the same name as its corresponding network.

4.6.3 Performance indicators

Two kinds of factors are used as performance indicators, one being the quality
of the network obtained by the algorithm, and the other the complexity of each
algorithm. In the first group the average likelihood of that model given the five
different test datasets is taken into account, each one with the same number
of instances as the corresponding training dataset. In addition, the Structural
Hamming Distance (SHD) with respect to the golden model (the one used to
sample training and test sets) is also considered as quality indicator. SHD is
measured as in (Tsamardinos et al., 2006a), based on comparing the essential
graphs.

Structural Hamming distance is computed for a pair of partially directed
acyclic graphs. Thus, the output models obtained by each algorithm are converted
to a PDAG. Then, for every pair of graphs SHD is computed as the number of
edges missing in the first graph with respect to the second, plus the number of
edges extra in the first graph with respect to the second, and plus the number of
edges present in both graph but with different direction. This last set of edges
includes the reversed edges and also the edges that are undirected in one of them
and directed in the other.

As regard the second factor, the number of computations carried out by each
algorithm, i.e. statistical tests or score function calls, are collected which have a
direct correspondence with CPU required time.

3http://www.dsl-lab.org/
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min-max average max. average max.
vars edges states parents parents PC PC

Alarm1 37 46 2-4 1.24 4 2.49 6
Alarm3 111 149 2-4 1.34 4 2.68 6
Alarm5 185 265 2-4 1.43 4 2.86 8
Alarm10 370 570 2-4 1.54 4 3.08 9
Barley 48 84 2-67 1.75 4 3.50 8
Child 20 25 2-6 1.25 2 2.50 8
Child3 60 79 2-6 1.32 3 2.63 8
Child5 100 126 2-6 1.26 2 2.52 8
Child10 200 257 2-6 1.29 2 2.57 8
Gene 801 972 3-5 1.21 4 2.43 11
HailFinder 56 66 2-11 1.18 4 2.36 17
HailFinder3 168 283 2-11 1.68 5 3.37 19
HailFinder5 280 458 2-11 1.64 5 3.27 19
HailFinder10 560 1017 2-11 1.82 5 3.63 21
Insurance 27 52 2-5 1.93 3 3.85 9
Insurance3 81 163 2-5 2.01 4 4.02 9
Insurance5 135 284 2-5 2.10 5 4.21 10
Insurance10 270 556 2-5 2.06 5 4.12 11
Link 724 1125 2-4 1.55 3 3.11 17
Mildew 35 46 3-100 1.31 3 2.63 5
Munin1 189 282 1-21 1.49 3 2.98 15
Pigs 441 592 3-3 1.34 2 2.68 41

Table 4.1: Bayesian networks used in the experimental evaluation. For each
network is indicated the number of variables, edges, minimum and maximum
number of states, average number of parents per variable and maximum number
of parents and average number of parents and children (PC) per variable and
maximum number of parents and children.

4.6.4 Results

In this section is shown a summary of the results obtained. The complete set of
results is placed in appendix A.1.

In all these tables is shown the averaged results over all datasets and relative
to the figures for the FastCHC algorithm. In the case of likelihood, SHD and
computations made the smaller value the better.

The MMHC algorithm is not able to handle the Munin1 datasets with 1000
and 5000 instances nor Mildew with 5000 instances, so in such cases the results
are averaged over 21 or 20 datasets instead of 22. For each one of the indicators
a Friedman test have been performed in order to discover whether is plausible
the assumption that all algorithms show the same performance. In the case that
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Sample size
500 1000 5000 averaged

HC 0.957 0.964 0.972 0.965
CHC* 0.960 0.966 0.968 0.965
iCHC 0.976 0.976 0.979 0.977
2iCHC 0.980 0.980 0.985 0.982
MMHC 0.989 0.994 1.055 1.013
FastCHC 1.000 1.000 1.000 1.000

Table 4.2: Averaged likelihood (computed over five test sets) relative to the
FastCHC algorithm.

the test does not support that hypothesis, the Holm’s post-hoc test is used to see
which algorithms can be taken as not statistically worse than the best one.

Table 4.2 shows the results about the quality of each model in terms of like-
lihood with respect to the five test datasets. The conclusion that can be drawn
from these results is that the best algorithms are HC and CHC* and the worse
one is FastCHC. Friedman test says that not all algorithms are equally good. The
post-hoc test concludes that only HC and CHC* are not different statistically re-
gardless sample size, but iCHC is also comparable to these other two with the
biggest learning dataset. This last point and the fact that the distance between
the best algorithms and the others based on the constraint hill climbing is reduced
as the amount of data increases supports the theoretical claim that all these algo-
rithms asymptotically obtain a good representation of the data, a minimal I-map.
In the other hand, MMHC obtains its worst results with the biggest dataset.

In Table 4.3 are presented the results about SHD. According to this indicator
the best algorithm is MMHC. Statistical tests say that no other algorithm can
be considered comparable with MMHC. This result could point out that MMHC
is better to recover causal relations, probably due to the preprocessing in which
it tries to identify parents and children of each node. However, it must be taken
into account here that HC and the family of CHC algorithms are not designed to
learn causal-like models, but to recover an I-map of the probability distribution
encoded in the data.

In any case, in tables A.10, A.11 and A.12 can be observed that the networks
obtained from the MMHC algorithm are sparser than the gold standard and the
ones obtained from the rest of the algorithms. The combination of the restriction
by MMPC and the local search could bias the SHD measure in favor of MMHC.
To explain this last sentence observe the figure 4.7. Considering the first network
as reference, the empty model obtains a better merit according with SHD that
the model (c) which is a minimal I-map of the reference model.

This last example can be used to argue that SHD could not be a good mea-
sure when the objective is to obtain the best representation possible of the joint
probability distribution underlying in the leaning data.
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Figure 4.7: Example of the bias of SHD. (a) represents the reference model. (b)
is the empty network which has a SHD value of 3. (c) is a minimal I-map of (a)
but its SHD value is 4.

Sample size
500 1000 5000 averaged

HC 0.920 0.906 0.999 0.942
CHC* 0.924 0.926 0.9254 0.925
iCHC 0.963 0.961 0.959 0.961
2iCHC 0.967 0.963 0.977 0.969
MMHC 0.849 0.765 0.785 0.800
FastCHC 1.000 1.000 1.000 1.000

Table 4.3: Averaged Structural Hamming Distance relative to the FastCHC algo-
rithm.

Next results are about the effort that each algorithm need to expend to learn
each model, in table 4.4. Can be seen that the most efficient algorithm is FastCHC
and in average the worst one is MMHC. In this case, statistical tests say that
FastCHC is significantly better than the others except with respect to 2iCHC
in the datasets with 1000 and 5000 instances. It is interesting to notice that
all algorithms tend to be more inefficient compared to FastCHC as the amount
of data increases, however, in the case of MMHC this trend is notably sharper.
The reason why MMHC algorithm seem to be more inefficient with the largest
dataset is due to the result of Pigs dataset because only in the first phase of this
algorithm the number of calls is 20 times greater that the total calls needed for
HC algorithm. Recall that Pigs network has the biggest set of neighbors for some
nodes, 41. In this case, the MMPC algorithm has to employ a big effort on these
nodes.

From these previous results, can be concluded globally that, in terms of the
accuracy of the model learned with the family of CHC algorithms, is between the
performance of HC and MMHC but with relatively small differences. However in
terms of efficiency the improvement of these algorithms, especially FastCHC and
2iCHC, is remarkable. They are much more efficient than HC and MMHC. Ad-
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Sample size
500 1000 5000 averaged

HC 3.400 3.750 3.986 3.712
CHC* 2.562 2.691 2.722 2.658
iCHC 1.679 1.762 1.773 1.738
2iCHC 1.591 1.650 1.643 1.628
MMHC 1.809 2.116 11.584 5.169
FastCHC 1.000 1.000 1.000 1.000

Table 4.4: Averaged number of calls relative to the FastCHC algorithm.

Sample size
500 1000 5000 averaged

HC 0.379 0.368 0.357 0.368
CHC* 0.480 0.464 0.481 0.475
iCHC 0.677 0.669 0.666 0.671
2iCHC 0.693 0.689 0.707 0.696
MMHC 0.435 0.382 0.283 0.367
FastCHC 1.000 1.000 1.000 1.000

Table 4.5: Averaged rate among the gain in likelihood obtained by each model
with respect to the empty model and the amount of computations used. Number
also relative to the FastCHC algorithm.

ditionally, under the assumptions considered in the propositions, all the proposed
algorithms recover a minimal I-map, while MMHC does not.

To make a better analysis about the trade-off between quality and efficiency,
the rate between the difference in likelihood for each learned model and the empty
network and the number of computations each algorithms need to obtain such gain

has been analyzed. It can be expressed as
LL(Mi,j)−LL(Emptyj)

#computationsi,j
, where Mi,j is the

model obtained by the algorithm i on the dataset j, Emptyj is the empty model
estimated for the dataset j, and #computationsi,j is the number of calls done by
the algorithm i on the dataset j.

This factor says how much benefit gives each algorithm per computation made.
In table 4.5 is shown this measure relative to FastCHC.

Now, a bigger value means a better performance, so it is notorious that the
best algorithm is FastCHC. According with the Friedman test the hypothesis that
all algorithms have similar results has to be rejected, as expected. The Holm test
indicates that only 2iCHC is comparable with FastCHC.
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4.7 Conclusions

The purpose of this chapter was the development of efficient algorithms to learn
Bayesian networks, even in high dimension domains in terms of the number of
variables. The proposals presented in order to accomplish this task are based
on a previous work in which an algorithm based on the well known hill climbing
approach is presented using a novel idea: restricting the search space during the
search process.

The three new algorithms described in this chapter are based on the same
idea but are superior to their predecessor. All three have the same theoretical
properties that guarantee a minimal I-map of the joint probability distribution
present in the data used for learning. In addition, all three are more efficient than
the previous proposal.

Apart from this benefit the proposed algorithms are compared with the MaxMin
Hill Climbing algorithm, considered lastly as a reference in the field of machine
learning. In this comparison also the proposed algorithms exhibit better results
globally.

Beyond the numerical analysis is worthy to point out that the new algorithms
described here aim to encode as faithfully as possible the joint probability dis-
tribution that was used to generate the data used to learn. For that reason the
I-map condition is so important.
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Chapter 5

Automatic Classification I

5.1 Introduction

Although dependency networks were defined several years ago, in 2002, there are
not many published works in the technical literature about them. Mainly, de-
pendency networks have been used to model relational domains in which cyclic
dependences are common and even obvious in the domain, and so that prob-
abilistic graphical models can be of great help. In (Neville and Jensen, 2007)
dependency networks are tested in domains like citations graphs, genomic, films
industry and fraud detection. In (Tian et al., 2006) they are used to model link-
based domains citations graphs again and corporative web sites. In (Chidlovskii
and Lecerf, 2008) documents structure and layout are modeled with dependency
networks.

However, so far, we could not find any work in which dependency networks
are used in a traditional classification task. So, the aim, in this chapter and in the
next one, is to propose and analyze different alternatives to introduce dependency
networks as model for probabilistic classifiers.

Automatic classification is a very attractive and powerful tool which can be
used in many areas. For instance, from forecasting trends in the stock markets
to identify the most receptive clients for a new product to be released. There are
many different approaches to carry out this task, but this dissertation is focused
on the ones based on probabilistic graphical models.

Section 5.2 is devoted to give a brief recall to automatic classification, but
specially about classifiers based on Bayesian networks. In the following two sec-
tions two proposal are presented in which dependency networks are used to build
classifiers. Specifically in section 5.3 a dependency network model is learned us-
ing independence tests, and in section 5.4 the idea is to speed up the learning
of Bayesian network based classifiers by inducing them form dependency network
classifiers. In section 5.5 are stated the general conclusions of previous proposals.

67
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This chapter is mainly based on (Gámez et al., 2006) and (Gámez et al., 2007c)

5.2 Automatic classification: brief state of the art

Automatic classification is a part of the data mining or machine learning1 (Mitchell,
1997; Witten and Frank, 2005) techniques. Machine learning basically can be de-
fined as a set of procedures such that give the machines, i.e. computers, the
ability to learn. The aim is to provide computers the capabilities to learn or
gather knowledge in a similar way as human beings do. Although that target is
quite ambitious and difficult to reach, nowadays different techniques have been
developed that can help pretty much people in different tasks. Nonetheless com-
puters intelligence cannot be compared to human intelligence, at least nowadays.

Machine learning techniques can be divided in two groups attending to the
information they provide. In the first group are the descriptive techniques. De-
scriptive procedures focus on summarizing the data and extracting patterns, prop-
erties or associations. Inside of this group can be stressed clustering algorithms,
association rules or dependency analysis, among others.

The second group is formed by predictive techniques. These procedures try to
forecast or predict a variable of interest (class variable) from the other variables
(predictive ones) in the database. If the variable of interest or class is categorical
then the task is known as classification. In the other hand, if such variable is
numerical the task is known as regression.

Depending on the formalism used different predictive techniques can be found.
Next is presented a list of such techniques, although it is not exhaustive:

• Decision trees: In these models a tree shaped structure is used in which the
branches represent conjunctions of features that lead to the leaves. Then
leaves represent a classification, i.e. a class variable assignment among the
possible values matching with the conjunction to that leaf. One example of
these kind of models is C4.5 (Quinlan, 1993).

• Rule systems: Are another symbolic models quite related with decision trees.
In fact a decision tree can be translated into a rule system by creating a rule
for each leaf. Some examples of such systems are RIPER (Cohen, 1995) and
PART (Frank and Witten, 1998).

• Artificial neural networks: The artificial neural networks, or neural network
for short, (Bishop, 1995) try to mimic the natural network in the brain of a
living being. They are mathematical models composed of a set of artificial
neurons connected between them in such way that the information can flow
through the network in the learning phase.

1Although the terms data mining and machine learning refer to different concepts both terms
are quite related and many times are used as synonyms
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• Support vector machines: The idea of this approach (Vapnik, 1995) is that
the data is distributed in a n-dimensional space (there are n predictive
variables) and the task is to find an hyperplane that separates the data in
two groups (it is supposed that the class variable is binary). There are many
implementations of this kind of models, one very known is the Sequential
Minimal Optimization (SMO) (Platt, 1999).

• Instance based systems: These models (Aha and Kibler, 1991) are also
known as lazy because they do not learn, but use the whole dataset as
model. The most known example of this approach is the nearest neighbor
(Cover and Hart, 1967).

• Bayesian systems: Bayesian network classifiers (Langley et al., 1992; Fried-
man et al., 1997; Duda and Hart, 1973), as it is expected, use a Bayesian
network, or any probabilistic graphical model in general, to model the data
and the prediction is done by Bayesian inference.

Obviously the focus here is put onto Bayesian classifiers. There are several
approaches that will be seen in brief detail later, but all of them are based on
the application of the Bayes theorem. If it is supposed that the set of predictive
variables is {X1, X2, . . . , Xn} and the class variable is C, then the objective is to
obtain

P (C|X1, X2, . . . , Xn) =
P (X1, X2, . . . , Xn|C) · P (X)

P (X1, X2, . . . , Xn)
.

It is easy to get that factorization once a Bayesian network is completely
defined:

P (C,X1, X2, . . . , Xn) = P (C|PaC)

n∏

i=1

P (Xi|Pai). (5.1)

In order to give a prediction is necessary to know which value/state of C,
i.e. ci ∈ ΩC , is the one with greater posterior probability. To do that the MAP
hypothesis (Maximum at posteriori) is used, and the predicted value of the class
is cMAP .

cMAP = argmax
c∈ΩC

P (c|x1, . . . , xn)

= argmax
c∈ΩC

P (x1, . . . , xn|c) · P (c)

P (x1, . . . , xn)

= argmax
c∈ΩC

P (c, x1, . . . , xn)

Thus, the classification problem is reduced to compute the joint probability for
every value of the class variable with the values for the predictive variables given
by the query to by classified.
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5.2.1 Bayesian classifiers

In order to use Bayesian networks for the classification task, the first idea can be
just to learn a Bayesian network from the data by any of the available methods in
the literature. If it can be assumed that the probability distribution in the data
is Markov faithful, then many learning algorithms can obtain the best graph,
or a good approximation, that represent the relationships between the variables.
In such case a factorization of the joint probability distribution of the data is
obtained which can be used to perform inference and determine the value of the
variable of interest given a configuration of values of the predictive variables.
Using the MAP hypothesis the prediction of the model can be obtained.

Moreover, under the common assumption in classification task that all predic-
tive variables are always instantiated, the definition of the Markov blanket can
be used and therefore the variables not included in that set can be omitted of
consideration.

cMAP = argmax
c∈ΩC

P (c|paC)
∏

Xi∈MBC

P (xi|pai).

Example 5.1. Let us consider a dataset with is Markov faithful to the known
Alarm network (Beinlich et al., 1989) (see figure 5.1). Let us assume that the
learning algorithm can obtain the exact model from the data. If the objective is
to predict the value of the variable VENTLUNG, in light gray, given the value of the
other variables, the computation can be restricted to the variables in the Markov
blanket of the class variable (in dark gray).

Thus, not only a classifier model can be learned but a simpler one because
it can be reduced to the variables that really influence the target variable. In
the example, instead of a model with 37 variables, a model with 8 variables can
be used with the same prediction power. Apart from the advantage of a simpler
and more efficient model, the learned Bayesian network can be useful from a
descriptive point of view because the relationships among the variables in the
domain can be extracted and interpreted.

Another similar idea is presented in (Acid et al., 2005). The difference is that
the output model is not a Bayesian network but a partially directed acyclic graph
(PDAG).

However these approaches are hardly found in the literature or in any real-
world application. The problem is that in the practice the assumptions taken may
not hold. Other specific approaches have shown much better results, even some
of them very simple. Basically these approaches are all based on considering the
class variable as a special variable in the learning.

The simpler paradigm is the Naive Bayes, although is also one of the most
used. This one is also used as reference to develop new paradigms. Next some of
the most known Bayesian classifiers are presented.
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Figure 5.1: The known Bayesian network Alarm. In the case where the task is to
predict the value of the variable shaded in light gray, only the variables shaded in
dark gray would be necessary.

5.2.1.1 Naive Bayes

The naive Bayes paradigm (Duda and Hart, 1973) is the simpler of all Bayesian
classifiers. The structure of the graph representing the relationships of the vari-
ables in the domain is fixed. This structure is shown in figure 5.2. In this way,
the only learning task is about the probability distributions.

Class

X1 X2 ... Xn

Figure 5.2: Naive Bayes classifier.

This structure, where there is no arcs between the predictive variables, implies
that all variables are independent given the value of the class.

∀Xi, Xj ∈ X, i 6= j ⇒ Xi ⊥⊥ Xj |C
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This assumption is very restrictive and cannot be expected to find such relation-
ships in a real domain. In spite of that, this paradigm is one of the most used
in different domains because its simplicity and good results. Even it overcomes
other paradigms more sophisticated in some domains.

An example of successful application of this classifier is in junk e-mail detec-
tion. Many commercial and non commercial applications have spam filters based
on naive Bayes.

The structural simplicity of this paradigm implies also parametric easiness.
Therefore the inference process is extremely easy. Then, taking the equation 5.1
and taking benefit of the independences assumed in this paradigm:

P (C|X1, . . . , Xn) ∝ P (X1, . . . , Xn|C) · P (C) = P (X1|C) · . . . · P (Xn|C) · P (C).

So, in fact, the inference is reduced to take the corresponding value from the
conditional probability distribution of each variable and to perform the multipli-
cation. Even in the case where one or more predictive variables are not known
that variable can be ignored and carry out the product with the variables that are
instantiated. It is also important to notice that the bigger probability distribution
only involves two variables, therefore, reliable estimations can be obtained even
working with scarce data.

Another key point to take into account is that the given structure assures
that all predictive variables are in the Markov blanket of the class variable. This
fact makes that all variables are significant for the prediction of the class. How-
ever, this property has a disadvantage because totally uninformative or redundant
variables influence the prediction of the classifier, they can introduce noise in the
model.

Many others paradigms take this idea and use the naive Bayes structure as
basic graph, i.e. maintaining the arcs form class to other variables, but trying
to find out relevant dependencies among the predictive variables. This implies
to introduce arcs between these variables and so they are no longer independent
given the class. These more general classifiers keep the concept that all predictive
variables are in the Markov blanket of the class and introduce augmented arcs
(Friedman et al., 1997) and so the new classifiers are known as augmented naive
Bayesian networks. By introducing that dependences the noise introduced by
uninformative or redundant variables can be reduced, improving in this way the
classifier.

Next, some of these classifiers are briefly introduced.

5.2.1.2 Tree augmented naive Bayes (TAN)

The TAN classifier (Friedman et al., 1997), as it can be guessed by its name, ex-
tends the naive Bayes paradigm creating a tree shape structure with the predictive
variables in order to reflect some of the dependencies among these variables. This
structure implies that every predictive variable has one other variable as parent,
besides the class. In the algorithm 5.1 is shown the pseudo-code of the algorithm
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to build this classifier. The construction of the tree is carried out by the maximum
weight spanning tree (MWST) algorithm (Chow and Liu, 1968).

Algorithm 5.1: Pseudo-code to build a TAN classifier.

Data: A database D with variables {C,X1, . . . , Xn}
Result: A DAG G

Compute the conditional mutual information I(Xi, Xj |C) for each pair of1

variables Xi y Xj , i 6= j
Set G a complete undirected graph for X1, X2, . . . , Xn2

Label each edge between Xi and Xj with the weight I(Xi, Xj|C)3

Build the maximum weight spanning tree4

Choose randomly a node and orient the edges outward this variable5

Add a new node for the class variable C6

Add an arc from C to each one of the variables7

Return G8

Building the tree in this way guarantees that the resulting graph is the one
with lowest Kulback-Liebler divergence with respect to the data.

Besides the TAN algorithm there exist other alternatives with a tree structure.
In that other cases methods from general Bayesian networks learning are used to
set the structure.

5.2.1.3 K-dependence Bayesian classifier (KDB)

The KDB classifier (Sahami, 1996) is another extension of the naive Bayes paradigm
but in this case the relationships between variables do not have to be modeled as
a tree. The idea is that any variable has as parents the variables with a higher
dependence. The number of parents, apart from the class, is limited by the pa-
rameter k. The dependence strength is measured by mutual information.

In the algorithm 5.2 is depicted the pseudo-code to build the structure of a
KDB classifier.

5.2.1.4 Bayesian network augmented naive Bayes (BAN)

The BAN paradigm is more general than the two previous. It allows any kind of
structure to model the relationships between the predictive variables. The only
restriction is that the class is parent of all other variables and that the resulting
graph is acyclic. In order to build the structure of one of these classifiers any of the
methods to learn general Bayesian networks can be used, i.e. constraint based or
score based, to obtain a graph with the predictive variables. After that, the class
variable is introduced in the graph and one arc from it to every other variable is
added. As examples of this kind of classifiers, in (Friedman et al., 1997) the MDL
function is used along with a hill climbing algorithm. In (Ezawa et al., 1996)
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Algorithm 5.2: Pseudo-code to build a KDB classifier.

Data: A database D with variables {C,X1, . . . , Xn}; parameter k
Result: A DAG G

Compute the mutual information for each variable with the class I(Xi, C)1

Compute the conditional mutual information for each pair of variables2

given the class I(Xi, Xj|C), i 6= j
V←− ∅// for used variables3

Set G as an empty graph for all variables4

while V does not contain all predictive variables do5

Select the variable Xmax = argmaxXi∈X\V I(Xi, C)6

Add the arc C → Xmax to G7

Set m = min(|V |, k)8

Add m arcs Xj → Xmax to G for each Xj ∈ V with the m highest9

values of I(Xmax;Xj |C)
V = V ∪ {Xmax}10

Return G11

the K2 algorithm (Cooper and Herskovits, 1992) is used to learn the structure.
Finally, in (Cheng and Greiner, 1999) mutual information and independence tests
are used.

5.2.2 Inference in dependency network based classifiers

Initially inference with dependency networks must be done by means of Gibbs
sampling, but due to the fact that here it is considered a classification task, and
under the assumption of complete data (i.e. no missing data neither in the training
set nor in the test set), the Gibbs sampling can be avoided. This result comes
from the fact that the modified ordered Gibbs sampling can be used, as designed
in (Heckerman et al., 2000) (see Section 3.3.3). This way of doing inference over
dependency networks is based on decomposing the inference task into a set of
inference tasks on single variables. For example, consider a simple classifier based
on dependency network with two predictive variables, which show dependency
between them. The graph for such dependency network based classifier is depicted
in figure 5.3, and its probability model will be:

P (C,X1, X2) = P (C)P (X1|C,X2)P (X2|C,X1).

With this method the joint probability can be obtained by computing each
term separately. The determination of the first term does not requires Gibbs
sampling. The second and third terms should be determined by using Gibbs
sampling but in this case the values for all their conditioning variables are known,
so they can be determined directly too by looking at their conditional probability
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Class

X1 X2

Figure 5.3: Directed graph for a dependency network based classifier.

tables. If it can be assumed that the class variable will be determined before
other variables (as it is the case), by this procedure any joint probability can be
computed avoiding the Gibbs sampling process.

5.3 Dependency network augmented naive Bayes

by independence tests

In this section is presented an algorithm to build a classifier model from data
based on dependency networks. The idea is to use independence tests in order
to find dependencies between predictive variables, Xi and Xj , but taking into
account the class variable, and in this way to extend the naive Bayes structure.

Theorem 5.1 ((Kullback, 1968)). Given a database D with d instances, if the
hypothesis that U and V are conditionally independent given W is true, then
the statistic 2 · d · I(U,V|W) approximates to a Chi-square distribution with l =
(|ΩU|−1)(|ΩV|−1)|ΩW| degrees of freedom. If W = ∅, the statistic 2 ·d ·I(U,V)
approximates to a distribution χ2(l) with l = (|ΩU| − 1)(|ΩV| − 1) degrees of
freedom.

In this case, a statistic modified for classification purposes will be used:

2 · dc · I(Xi, Xj|C = c),

which approximates a χ2 distribution with (|ΩXi
| − 1) · (|ΩXj

| − 1) degrees of
freedom under the null hypothesis of independence, where dc is the number of
input instances in which C = c. Using this expression, for any variable can be
found all other variables (in)dependent given the class.

However, the objective is to obtain the Markov blanket set for each variable.
With one test can be determined whether a variable is or is not in that set
depending on the result.

In order to obtain this set is carried out an iterative process, for every predic-
tive variable independently, in which in each step is selected as a new parent the
variable not still chosen which shows more dependence with the variable under
study (Xi). This selection is done considering all the parents previously chosen.
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Thus the statistic used actually is

2 · dc · I(Xi, Xj |C = c,Pai),

wherePai is the current parent set ofXi minus C. The strength of every candidate
parent is assessed by the difference between the percentile of the χ2 distribution
(with α = 0.025) and the statistic value. Here the degrees of freedom must be

df = (|ΩXi
| − 1) · (|ΩXj

| − 1)
∏

p∈Pai

(|Ωp|).

Obviously this process finishes when all candidate parents not selected yet
shows independence with Xi according to this test, and in order to make the
search more efficient, every candidate parent that appears independent in any
step in the algorithm, is rejected and is not taken into account in next iterations.
The reason of rejecting these variables is just for efficiency, although any of these
rejected variables can become dependent in posterior iterations.

Algorithm 5.3 shows the pseudo-code of this algorithm called ChiSqDN.

Algorithm 5.3: Pseudo-code for ChiSqDN algorithm.

Data: A database D with variables {C,X1, . . . , Xn}
Result: A DG G

Initialize structure to Naive Bayes1

foreach variable Xi do2

Pai ← ∅3

Cand← X \ {Xi} // Candidate parents4

while Cand 6= ∅ do5

foreach variable Xj ∈ Cand do6

Let val be assessed for Xj by χ2 test7

if val ≤ 0 then8

Remove Xj from Cand9

Let Xmax be the best variable found10

Pai = Pai ∪Xmax11

Remove Xmax from Cand12

foreach variable Pai ∈ Pai do13

Add new arc Pai → Xi to G14

Return G15

It is clear that determining degrees of freedom is critical in order to perform
properly this test. The scheme outlined before is the general way for assessing
this parameter, nonetheless, in some cases, especially for deterministic or almost
deterministic relationships, the tests carried out using degrees of freedom in this
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way can fail. Deterministic relationships are pretty common in automatic learning
when input cases are relatively few. Examining the datasets used in the experi-
ments (table 5.1) can be seen that there are some of them with a low number of
instances. So, to make the tests properly in the algorithm, it is used a method for
computing degrees of freedom and handling this kind of relationships proposed
in (Yilmaz et al., 2002). Basically, and considering discrete variables and their
contingency tables, this proposal reduces degrees of freedom based on the level of
determinism and this level is determined by the number of columns or rows which
are full of zeros.

For example, in order to compute the degrees of freedom for variables Xi and
Xj whose contingency table is shown in figure 5.4, the value for this parameter
should be (3−1) ·(3−1) = 4, as both variables have 3 states. Nonetheless, is clear
that the relation between these two variables is not probabilistic but deterministic,
because is similar to consider that variable Xi has only one state. Thus, if this
new way for computing degrees of freedom is used then it has to be taken into
account that this table has two rows and a column full of zeros. Then the degrees
of freedom will be (3− 2− 1) · (3− 1− 1) = 0.

Xj MT
13 16 0 29

Xi 0 0 0 0
0 0 0 0

MT 13 16 0

Figure 5.4: contingency table for variables Xi and Xj .

In these cases, i.e., when the degrees of freedom are zero, it does not make
sense perform the test because in this case it always holds. In (Yilmaz et al.,
2002), the authors propose skipping the test and mark the relation in order to be
handled by human experts. Here, when this algorithm yields degrees of freedom
equal to zero is preferred an automatic approach that is to accept dependence
between the tested variables if the statistic value is greater than zero.

5.3.1 Experimental evaluation

In order to evaluate the proposed algorithm and to measure their quality, has been
selected a set of datasets from the UCI repository (Asuncion and Newman, 2007).
These datasets are described in table 5.1. These datasets have been preprocessed
in order to remove missing values and to discretize continuous variables. Missing
values for each variable have been replaced by the mean or mode depending on
whether it is a continuous o discrete variable respectively. For discretization
the supervised algorithm proposed in (Fayyad and Irani, 1993) is used, which is
specially suggested for classification.
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Datasets inst. attrib. |class|

australian 690 15 2
heart 270 14 2
hepatitis 155 20 2
iris 150 5 3
lung 32 57 3
pima 768 9 2
post-op 90 9 3
segment 2310 20 7
soybean 683 36 19
vehicle 846 19 4
vote 435 17 2

Table 5.1: Description of the datasets used in the experiments, dataset name,
number of instances and attributes and class variable’s states

The new classifier is compared with a pair of algorithms from the state of
the art in Bayesian classification which allow relationships between predictive
variables. One of these algorithms is the one known as TAN (Tree Augmented
Naive Bayes). The other employs a general Bayesian network in order to repre-
sent relationships between variables and is based on the BAN model (Bayesian
network Augmented Naive Bayes (Friedman et al., 1997)). In these experiments
the algorithm B (Buntine, 1994) is used as structural learning algorithm with BIC
(Schwarz, 1978) function to guide the search.

Both algorithms use mutual information as base measure in order to determine
relationships, directly in TAN algorithm and a penalized version in BIC metric.
This is set in this way in order to compare all algorithms in similar and fair
conditions since ChiSqDN is using mutual information too.

In all cases the parameter learning is carried out by the Bayesian estimation,
specifically using the Laplace smoothing.

The experimentation process consists on running each algorithm for each
database in a 5x2 cross validation. This kind of validation is an extension of
the well known k-fold cross validation in which a 2-fold cv is performed five times
and in any repetition a different ordering of the instances is used. This process has
a similar validation power as the 10-fold cross validation but with less correlation
between the results for each fold (Dietterich, 1998).

5.3.1.1 Results

Once the experiments have been performed in that way, the results obtained for
each classifier are shown in table 5.2.

It can be seen that the results for the three classifiers are pretty similar,
although the BAN classifier seems to exhibit a better performance in average.
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TAN BAN ChiSqDN
australian 0.8383 0.8675 0.8429
heart 0.8200 0.8267 0.8237
hepatitis 0.8542 0.8723 0.8722
iris 0.9520 0.9627 0.9627
lung 0.5188 0.5500 0.5500
pima 0.7839 0.7828 0.7638
post op 0.6600 0.6733 0.6733
segment 0.9365 0.9094 0.9312
soybean 0.8998 0.9069 0.9040
vehicle 0.7215 0.6965 0.6983
vote 0.9453 0.9448 0.9421

average 0.8118 0.8175 0.8149

Table 5.2: Classification accuracy estimated for algorithms tested. In boldface is
highlighted the best result for each dataset

Besides it is the best classifier in the majority of the databases, 6 out of 11. TAN
is the worst in average accuracy but it is the best classifier in 5 databases while
ChiSqDN only gets the best result in only two datasets, together with BAN.

In order to perform a more detailed study with the previous results a statistical
analysis has been carried out. First, for each dataset individually is analyzed
whether the best classifier is significantly better that the other two. This is done
by F test proposed in (Alpaydin, 1999). In table 5.3 are shown the results of this
test. It can be seen that ChiSqDN is comparable with the best classifier in all
databases. However the other two classifiers are significantly worse than the best
one in one dataset each.

BAN vs
TAN ChiSqDN

australian 0.01 0.96
heart 0.69 0.68
hepatitis 0.26 0.47
iris 0.46
post op 0.63
soybean 0.70 0.75

TAN vs
BAN ChiSqDN

lung 0.53 0.53
pima 0.47 0.09
segment 0.02 0.63
vehicle 0.14 0.15
vote 0.30 0.53

(a) (b)

Table 5.3: Comparison among the best classifier, BAN is (a) and TAN in (b), in
each case against the others, the p-values of the F test are shown. Highlighted in
bold face are the results where the comparison does not hold with a significance
of α = 0.05.
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The second analysis is done by the paired Wilcoxon signed ranks (Wilcoxon,
1945), that is a non parametric test which examines two samples in order to decide
whether the differences shown by them can be assumed as statistically significant
or not. In this case, if this test holds, then can be concluded that the classifiers
which yield the results analyzed have similar classification power.

Thus, this test is done with a level of confidence of 0.95 (α = 0.05) and it shows
that both reference classifiers do not differ significantly from the classifier learned
with ChiSqDN algorithm. When comparing that algorithm with TAN a p-value of
0.9188 is obtained, and for the comparison with BAN model the p-value is 0.1415.
Therefore ChiSqDN algorithm is as good as the Bayesian classifiers considered, in
spite of the approximation introduced in the factorization of the joint probability
distribution due to the use of general dependency networks.

Nonetheless, also as consequence of the use of dependency networks, the ad-
vantage of the ease of learning and the possibility of doing this process in parallel
can be taken without introduce an extra workload.

5.4 From dependency network classifiers to Ba-
yesian network classifiers

In this section is presented a new approach to learn Bayesian classifiers from a
representation of data in form of dependency network classifiers rather than from
data directly. This idea is taken from (Hulten et al., 2001), where it is described
a method for learning general Bayesian networks from dependency networks.

Learning a dependency network from data is easier than learning a Bayesian
network specially because restrictions about cycles are not taken into account
and parents for each variable can be discovered independently, which produces
scalable algorithms. By learning Bayesian networks from dependency networks
two main advantages can be obtained, as it is shown in (Hulten et al., 2001):
First, learning a dependency network is easier and faster than learning a Bayesian
network from data; and second, by transforming the obtained dependency network
into a Bayesian network, all the range of Bayesian networks inference algorithms
can be used instead of using Gibbs sampling, which in general is slower. When
the focus is put in the task of classification the second advantage does not apply
because under the assumption that all the variables are instantiated but the class,
there is no difference in terms of inference between the two models. In spite of this
fact, there still exists the advantage of ease of learning with dependency networks.

As the aim of this section is to analyze whether a Bayesian network classifier
induced from a dependency network model is worthy, it would be interesting if the
procedure to learn the later is similar to any other Bayesian classifier paradigm.
In that way, the comparison between the original Bayesian paradigm and the
classifier induced from a dependency network would make more sense. With that
objective in mind, has been selected the KDB classifier (Sahami, 1996) as reference
paradigm and some algorithms to learn dependency network classifier have been
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developed based on the same idea as KDB. Specifically three algorithms were
developed:

KDDN1 k-dependence network classifier 1 is the simplest proposal and it is a
direct adaptation of KDB. Thus, for each variable Xi the k variables with
highest I(Xi; ·|C) are selected and they are the parents of Xi (see algorithm
5.4). Notice that it is not necessary to sort previously the predictive vari-
ables by using I(·;C) and that by using KDDN1 all the predictive variables
have exactly k parents (with it is not true for the first k variables consid-
ered in KDB). With this algorithm the most informative variables (given
the class) are selected as parents for each variable, but it is easy to see that
structural inconsistencies can appear.

Algorithm 5.4: Pseudo-code for KDDN1 algorithm.

Data: A database D with variables {C,X1, . . . , Xn}; parameter k
Result: A DG G

Initialize G to naive Bayes1

foreach variable Xi do2

Find k variables {Xj1 , . . . , Xjk} with the highest I(Xi, Xj |C)3

Make these k variables parents for Xi in G4

Return G5

KDDN2 The second proposal is more complex and tries avoid structural in-
consistencies. To accomplish this, all links are added in pairs, that is, if
Xj → Xi is added then Xi → Xj is also added. Of course, the addition
is allowed only if |Pai| < k and |Paj | < k, in other case, Xj is discarded
and the next variable in the ranking I(·, ·|C) is considered. Notice that
in this case the order in which the variables are analyzed is relevant, so
I(Xi, Xj |C) is computed for each pair (i, j), such that i < j and they are
sorted in decreasing order (see algorithm 5.5).

KDDN3 The third proposal is between the other two in the sense that it does
not avoid all the structural inconsistencies, but tries to reduce them to the
minimum. The idea is that if the link Xi → Xj is added, then also is added
Xj → Xi if possible. Again the order in which variables are considered is
relevant, so first the variables are ranked by using I(·, C) (see algorithm
5.6).

Once the dependency network-based classifiers have been learned from data
it is time to transform them into Bayesian network classifiers. The idea of this
algorithm is taken from (Hulten et al., 2001) in which for every arc in the graph
that belongs to a cycle the graph without such arc is measured with the scoring
metric defined in (Heckerman et al., 2000), so iteratively the arc that yields the
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Algorithm 5.5: Pseudo-code for KDDN2 algorithm.

Data: A database D with variables {C,X1, . . . , Xn}; parameter k
Result: A DG G

Initialize G to naive Bayes1

Compute a vector with I(Xi, Xj|C) for all pairs (i, j) s.t. i < j2

Sort vector in decreasing order3

while there was variables without k parents AND elements in vector do4

Get next pair (Xi,Xj) from vector5

if (|Pai| < k) AND (|Paj | < k) then6

Add arcs Xj → Xi and Xi → Xj to G7

Return G8

Algorithm 5.6: Pseudo-code for KDDN3 algorithm.

Data: A database D with variables {C,X1, . . . , Xn}; parameter k
Result: A DG G

Initialize G to Naive Bayes1

Compute vector1 with I(Xi, C) values for all i=1..n2

Compute vector2 with I(Xi, Xj |C) values for all i, j = 1..n; i < j3

Sort vector1 and vector2 decreasing4

for i=1 to n do5

Xi ← variable in vector1[i]6

Go to the position 1 of vector27

while |Pai| < k do8

Get next pair in vector2 with Xi ((Xi, Xj) or (Xj , Xi))9

Add new link Xj → Xi to G10

if |Paj | < k then11

Add new link Xi → Xj to G12

Return G13
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least lose of quality is removed, and this is repeated until no cycles remain in the
graph.

The approach employed here is a bit different because instead of the filter
strategy used in (Hulten et al., 2001) this algorithm uses a wrapper strategy which
behaves greedily by removing at each step the arc (from those that belong to any
cycle) whose elimination yields the best classifier. Thus, the merit is computed
but by evaluating the new graph as a classifier using a cross validation with k=5
folds (see algorithm 5.7 for a description of the algorithm).

Algorithm 5.7: Pseudo-code for DN2BN algorithm.

Data: The graph GD from dependency network classifier
Result: A DAG GB

Let GB = GD ←1

while there exist cycles in GB do2

foreach edge, Ei which is in a cycle do3

Evaluate structure GB \ {Ei}4

Let Emax be the link with the best result5

Remove Emax from GB6

return GB7

5.4.1 Experimental evaluation

To evaluate the Bayesian classifiers learned from dependency network classifiers
and to measure their quality, the same set of datasets from the UCI repository is
used like in section 5.3. In the same way as before, all datasets are pre-processed
in order to remove missing values (replacing by the mean or mode) and to dis-
cretize continuous variables ((Fayyad and Irani, 1993) algorithm was used). The
experimentation process consists on running each algorithm for each database in
a 5x2 cross validation as described in (Dietterich, 1998).

For the sake of completeness the proposed approach to learn classifiers is not
only compared with the KDB classifier. Besides the TAN (Friedman et al., 1997)
and naive Bayes (Duda and Hart, 1973; Langley et al., 1992) paradigms are consid-
ered. For k-dependence family algorithms three different values for the parameter
are used k=1, 2 and 3.

Again, for all models the Laplace smoothing is used to estimate the probability
tables.

5.4.1.1 Results

The results for KDB, TAN and naive Bayes are shown in table 5.4. The results for
the dependency network variants of KDB are shown in table 5.5. Table 5.6 shows
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the results for the Bayesian classifiers obtained from dependency network-based
classifiers by using DN2BN algorithm.

In these tables is highlighted by boldface the best accuracy value for each
dataset. It can be noticed that the KDDN classifiers are not the best in any
database. The classifier that wins more times is naive Bayes, although is not the
best in average.

KDB
1 2 3 NB TAN

australian 0.8464 0.8394 0.8432 0.8629 0.8388
heart 0.8163 0.8074 0.7926 0.8415 0.8193
hepatitis 0.8788 0.8684 0.8646 0.8503 0.8529
iris 0.9507 0.9613 0.9587 0.9627 0.9480
lung 0.4875 0.4813 0.4188 0.5250 0.5250
pima 0.7625 0.7615 0.7547 0.7688 0.7721
post op 0.6622 0.6533 0.6556 0.6733 0.6533
segment 0.9417 0.9274 0.9158 0.9094 0.9370
soybean 0.9160 0.8697 0.8574 0.9069 0.8987
vehicle 0.7123 0.7064 0.6957 0.6270 0.7194
vote 0.9375 0.9494 0.9499 0.9021 0.9453

average 0.8102 0.8023 0.7915 0.8027 0.8100

Table 5.4: Classification accuracy for BN classifiers.

KDDN1 KDDN2 KDDN3
1 2 3 1 2 3 1 2 3

australian 0.8194 0.7806 0.7699 0.8443 0.7997 0.8093 0.8151 0.7913 0.7823
heart 0.8007 0.7800 0.7481 0.7993 0.7741 0.7496 0.8096 0.7756 0.7348
hepatitis 0.8542 0.8425 0.8413 0.8529 0.8529 0.8478 0.8439 0.8387 0.8336
iris 0.9387 0.8760 0.8320 0.9453 0.9133 0.8320 0.9413 0.8907 0.8320
lung 0.5125 0.4875 0.4000 0.4688 0.4938 0.4750 0.4250 0.4750 0.4125
pima 0.7557 0.7190 0.6953 0.7630 0.7380 0.7029 0.7490 0.7234 0.6943
post op 0.6222 0.6444 0.6578 0.6489 0.6067 0.6333 0.6267 0.6489 0.6711
segment 0.9344 0.9260 0.9048 0.9303 0.9385 0.9147 0.9296 0.9269 0.9089
soybean 0.8878 0.8433 0.8140 0.8870 0.8732 0.8632 0.8761 0.8451 0.8240
vehicle 0.7061 0.7064 0.6995 0.6832 0.6972 0.7040 0.7095 0.7073 0.6988
vote 0.9471 0.9338 0.9228 0.9297 0.9237 0.9186 0.9430 0.9255 0.9117

average 0.7981 0.7763 0.7532 0.7957 0.7828 0.7682 0.7881 0.7771 0.7549

Table 5.5: Classification accuracy for the KDDN algorithms (k=1,2 and 3).

A deeper analysis of these results can be done using statistical test in order
to validate some hypothesis. First hypothesis is that the DN2BN algorithm can
improve the accuracy results of the initial dependency network classifiers. In
order to ask this question the Wilcoxon signed ranks test is selected to compare
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DN2BNKDDN1 DN2BNKDDN2 DN2BNKDDN3

1 2 3 1 2 3 1 2 3
australian 0.8475 0.8299 0.8301 0.8614 0.8603 0.8551 0.8493 0.8510 0.8420
heart 0.8207 0.8096 0.8000 0.8326 0.8244 0.8148 0.8267 0.8111 0.8067
hepatitis 0.8671 0.8504 0.8570 0.8517 0.8685 0.8581 0.8658 0.8568 0.8633
iris 0.9493 0.9587 0.9600 0.9613 0.9560 0.9600 0.9480 0.9560 0.9600
lung 0.4688 0.4750 0.4563 0.5188 0.4500 0.4438 0.4563 0.4750 0.4563
pima 0.7758 0.7620 0.7542 0.7714 0.7766 0.7703 0.7760 0.7560 0.7521
post op 0.6533 0.6511 0.6378 0.6867 0.6933 0.6600 0.6533 0.6444 0.6533
segment 0.9316 0.9296 0.9121 0.9370 0.9483 0.9476 0.9341 0.9345 0.9287
soybean 0.9022 0.8808 0.8621 0.9204 0.9142 0.9198 0.9075 0.9078 0.9007
vehicle 0.7139 0.7085 0.6981 0.6690 0.6943 0.7099 0.7135 0.7057 0.6986
vote 0.9416 0.9402 0.9379 0.9163 0.9288 0.9320 0.9334 0.9444 0.9453

average 0.8065 0.7996 0.7914 0.8115 0.8104 0.8065 0.8058 0.8039 0.8006

Table 5.6: Classification accuracy for the BN classifiers learned with the DN2BN
algorithm from the KDDN models (k=1,2 and 3).

KDDN1 vs DN2BN KDDN2 vs DN2BN KDDN3 vs DN2BN
k=1 k=2 k=3 k=1 k=2 k=3 k=1 k=2 k=3
0.10 0.01 0.01 0.04 0.03 0.01 0.01 0.01 0.00

Table 5.7: Results (p-values) obtained by the Wilcoxon signed ranks test between
each KDDN model and the one obtained by DN2BN algorithm. In bold face are
highlighted those values than mean a significant difference (α = 0.05).

the initial KDDN classifier and the resulting one after DN2BN for each value of
k.

The results for these tests are shown in table 5.7, and in all cases, but one,
DN2BN algorithm produces significant improvements. The only case in which
the improvement is not statistically significant is the one whose initial model was
KDDN1 with k = 1, but, in spite of that, the model from DN2BN win in more
databases to KDDN1-1.

Therefore can be stated that the DN2BN algorithm improves significantly the
dependency network classifiers by transforming them into Bayesian classifiers.

The second question to be answered is whether there is significant difference
between the results obtained by state-of-the-art classifiers and those obtained by
the models induced by DN2BN algorithm. In this case a global comparison is
performed in order to decide whether all the algorithms compared exhibit the
same behavior or there is any, at least one, that is significant different from the
others. The non-parametric Friedman test (Friedman, 1937) is used now.

With the results shown in tables 5.4 and 5.6 it is obtained that the statistic
value for Friedman test is χ2

F = 24.1742, that is greater than the critic value
22.3620 for a significance level α = 0.05. Therefore, it must be concluded that
at least one model presents results significantly different from the others. To
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get more insight it is carried out a post-hoc test, the Nemenyi test (Nemenyi,
1963), which splits algorithms in groups, placing comparable (i.e. non significantly
different) algorithms in the same group. The distribution obtained by Nemenyi
test, ordered by accuracy, is shown in table 5.8. From the statistical analysis
can be concluded that two models, DN2BNKDDN2−1, DN2BNKDDN2−2, are as
good as the best Bayesian classifier in this experimentation, KDB-1, although the
former are slightly better.

It is worth to notice that the DN2BN algorithm improves the accuracy of
the base dependency network algorithm but it is coherent with the behavior of
the underlying model, KDDN in this case. That means that in both cases, for
KDB and the KDDN family of classifiers, the best result is obtained with the
most restrictive parameterization, i.e. parent limit to 1, and the worst result is
obtained with the least restrictive. After applying DN2BN this pattern remains
stable.

Group 1 DN2BNKDDN2−1, DN2BNKDDN2−2,KDB-1
Group 2 DN2BNKDDN2−3, DN2BNKDDN1−1, DN2BNKDDN3−1

Group 3 DN2BNKDDN1−1, DN2BNKDDN3−1, TAN, Naive Bayes
Group 4 KDB-2, DN2BNKDDN3−2

Group 5 DN2BNKDDN3−3

Group 6 DN2BNKDDN1−2, KDB-3
Group 7 DN2BNKDDN1−3

Table 5.8: Algorithms’ distribution obtained by the Nemenyi test.

5.5 Conclusions

In this chapter it has been presented a initial attempt to use dependency networks
for classification tasks. First as a model learned with independence tests and
second using dependency networks as a tool to learn, in a more efficient way,
Bayesian classifiers.

In the first case, by means of the analysis developed, it has been shown that
ChiSqDN is a competent classifier compared with some of the state of the art
Bayesian classifiers. Apart form that, the algorithm proposed can exploit the
benefit inherited from dependency network: efficient and scalable learning.

In the second case the use of dependency networks as helper model was studied.
Given the fact that a dependency network can be learned easier and more efficient
than a Bayesian network and assuming that there is a way to translate a cyclic
graph into an acyclic one efficiently from the computational point of view, then
dependency network can be interesting as intermediate representation in learning
Bayesian network classifiers.

The results shown suggest that this way of learning is worthy in terms of the
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accuracy of the final classifiers, however in the proposed approach the wrapper
strategy should be replaced by simpler one in order not to lose the efficiency
gained by the dependency network learning.
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Chapter 6

Automatic Classification II

6.1 Introduction

In the previous chapter the first steps in order to use dependency networks in
classification were introduced. The results were encouraging, at least, to continue
with this research line. However, due to the inconsistencies, and specially to the
unknown behavior or pattern of them, the development of new approaches based
on dependency networks is complex. Mimicking successful Bayesian classifier
paradigms or employing accurate learning in order to obtain the best dependencies
structure to build dependency network classifiers is not enough to get a fair model
in term of accuracy. Besides, from the point of view of computational complexity,
is not interesting to expend too many resources on learning accurately a model
when it is an approximation by definition.

Due to these facts, a study or analysis about inconsistencies in dependency
networks was conducted in order to get some insight into this topic. This study is
presented in section 6.2, where, based on the analysis carried out, a procedure is
proposed to reduce inconsistencies. In section 6.3 a new classifier based on mixture
of dependency networks is presented using the previously proposed procedure
to reduce inconsistencies. Finally, in section 6.4 it is performed a study about
robustness when learning classifiers from unbalanced datasets with the aim to
validate the hypothesis arisen in section 6.3. The final remarks of this chapter are
presented in section 6.5.

This chapter is mainly based on (Gámez et al., 2008c) and (Gámez et al.,
2008a).

89
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6.2 Towards consistency in general dependency

networks

This section is devoted to analyze some issues regarding inconsistency in general
dependency networks, specifically parametric inconsistencies. Whereas structural
inconsistencies can be interesting for a better interpretation of the model, meaning
strong and weak dependencies, parametric ones deteriorate model performance.

In the next example some basic issues are presented about the ability of this
model to encode a joint probability distribution.

Example 6.1. Consider the case in which there are two variables, X and Y , and
they are dependent. Then the dependency network for this domain, M = (G,P),
should have a graph, G, with two edges X → Y and X ← Y .

Hence P = {P (X |Y ), P (Y |X)}. If both conditional probability distributions
are induced independently from the joint probability distribution for the two vari-
ables, P (X,Y ), is easy to see that P (X,Y ) 6= P (X |Y ) · P (Y |X). In fact, the
estimation of the joint probability distribution by the model is such that

P̂M (X,Y ) = P (X |Y ) · P (Y |X) =
P (X,Y ) · P (X,Y )

P (X) · P (Y )
.

So it is possible to define the estimated joint probability distribution defined by M
in this way:

P̂M (X,Y ) = f(X,Y ) · P (X,Y ), (6.1)

where

f(X,Y ) =
P (X,Y )

P (X) · P (Y )
(6.2)

Therefore, even in a situation so simple like this one, it cannot be expected
than the learned dependency network does not have inconsistencies. In this af-
firmation is assumed that the conditional probability distributions are learned
independent and automatically, otherwise it would be possible to obtain a set of
such distributions consistent with the joint probability distribution. However in
that case, that model is not a general dependency network, and in this disserta-
tion the stress is put on keeping the independent and efficient learning of general
dependency networks.

Moreover, looking at Equation 6.1 can be concluded that the inconsistency is
smaller as the dependency between X and Y is weaker and f(X,Y ) tends to 1.

In (Heckerman et al., 2000) authors propose to learn dependency networks
by means of probabilistic decision trees. This model is very good to encode
contextual dependencies. Encoding the conditional probabilities distribution in
this way can help to reduce the inconsistencies because a decision tree tries to
represent a more general probability distribution by pruning some branches which
are similar. Then the dependence between the variables can be smoothed and thus
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f(X,Y ) is closer to 1. However if this happens a poorer estimation is obtained
for the joint probability distribution, although it is less inconsistent.

In order to illustrate that let be the next example.

Example 6.2. Considering the model in example 6.1, that both variables are
discrete with three states and their joint probability distribution is defined by next
table:

Y=0 Y=1 Y=2
X=0 0.12 0.04 0.04
X=1 0.06 0.18 0.06
X=2 0.10 0.10 0.30

When P (X |Y ) and P (Y |X) are computed from P (X,Y ) in the way of a prob-
ability table or a full expanded probabilistic decision trees (see figure 6.1 (a) and
(b)) the estimation P̂1(X,Y ) is obtained which is shown in figure 6.1(c):

Y

0.43;0.21;0.38

0.13;0.56;0.31

0.10;0.15;0.75

=0

=1

=2

(a)

X

0.60;0.20;0.20

0.20;0.60;0.20

0.20;0.20;0.60

=0

=1

=2

(b)

Y=0 Y=1 Y=2
X=0 0.257 0.025 0.020
X=1 0.043 0.338 0.030
X=2 0.075 0.063 0.450

(c)

Figure 6.1: Joint probability distribution P̂1(X,Y ) (c) obtained using full decision
trees for conditional probability distributions P (X |Y ) (a) and P (Y |X) (b).

It can be noticed the large differences between the true figures and the estima-
tion. The quadratic error of the estimation with respect to original distribution
is 0.147. Besides is easy to see that P̂1(X,Y ) is not a probability distribution
because

∑
x,y P̂1(x, y) = 1.301 6= 1.

If, for instance, the learning procedure decides to change the representation of
P (X |Y ) for a probabilistic decision tree in which branches for values 0 and 1 are
merged (figure 6.2(a)), because they are the most similar, then a new estimation
is obtained, P̂2(X,Y ), which is shown in figure 6.2(b). P̂2(X,Y ) still differs from
P (X,Y ) but is closer to it than P̂1(X,Y ) in average. Now the quadratic error is
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0.075, almost half than in the previous case. The new estimation is also closer to
be a probability distribution because

∑
x,y P̂2(x, y) = 1.170.

Y

0.28;0.39;0.34 0.10;0.15;0.75

6= 2 =2

(a)

Y=0 Y=1 Y=2
X=0 0.166 0.055 0.020
X=1 0.078 0.233 0.030
X=2 0.069 0.069 0.450

(b)

Figure 6.2: Joint probability distribution P̂2(X,Y ) (b) obtained using a simpler
decision tree for P (X |Y ) (a).

However these examples are hand made. Let us now consider dependency
networks in action, i.e. in automatic learning. For such task WinMine toolkit
(Chickering, 2002b) is used, where probability distributions are encoded by prob-
ability trees, the suggested approach in (Heckerman et al., 2000).

In this study the domain shown in 3.4 is considered where the three variables
are assumed to be binary. For that domain a directed acyclic graph is instanti-
ated with uniform distribution for Age and Genre, and for Income the following
probability distribution is used:

age ¬age
genre ¬genre genre ¬genre

i 0.1 0.5 0.5 0.9
¬i 0.9 0.5 0.5 0.1

Therefore, the joint probability distribution encoded is:

age ¬age
genre ¬genre genre ¬genre

i 0.025 0.125 0.125 0.225
¬i 0.225 0.125 0.125 0.025

This joint probability distribution has been sampled generating four datasets
with 100, 1000, 5000 and 10000 records each one. Additionally another dataset
with 1000 instances is generated for testing purposes. For each one of the four
training datasets a Bayesian network and a dependency network is learned using
default parameters.

The graph for each learned model is shown in figure 6.3. It can be seen that
in the smaller dataset the dependencies encoded by the dependency network are
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not the expected ones. And even, although the learned Bayesian network in this
case is not a P-map of the true distribution, the parent set of the nodes in the
dependency network does not totally match the Markov blanket set of the same
node in the Bayesian network.

However, from the dataset with 1000 instances on, the graphs of the learned
dependency networks have the expected dependencies. The Bayesian networks are
an I-map of the true distribution. This result supports the claim in (Heckerman
et al., 2000) that the structural inconsistencies are reduced as the data to learn
from increases.

B
ay
es
ia
n

n
et
w
o
rk
s

D
ep

en
d
en
cy

n
et
w
o
rk
s

100

A G

I

A G

I

1000

A G

I

A G

I

5000

A G

I

A G

I

10000

A G

I

A G

I

Figure 6.3: Graphs for each one of the learned models, Bayesian or dependency
networks, and for each one of the datasets.

Regarding the whole model, there are several ways to value the goodness of
each one. One way is the score used in (Heckerman et al., 2000) to test proba-
bilistic inference with real data. For a dataset D with d instances and n variables
that score is defined for a model M as follows:

score(D|M) = −

∑d
i=1 log2 P (x(i)|M)

d · n
. (6.3)

This is basically the log-likelihood of the model given the data but normalized
by the number of variables and instances. However in WinMine is defined a bit
different:

score(D|M) =

∑d
i=1 logP (x(i)|M)

d · n
. (6.4)

Using this last function the results for the learned models given the test dataset
are shown in table 6.1. The best score is the closest to 0, so, according with this
score, the dependency networks are always better than the Bayesian networks.

However it does not make sense that an approximation, represented by the
dependency network models, is better than a model which can represent an exact
probability distribution as a Bayesian network is. Besides, recalling figures 6.1(c)
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100 1000 5000 10000
BN -0.6384 -0.6282 -0.6249 -0.6243
DN -0.6122 -0.5555 -0.5485 -0.5473

Table 6.1: Score obtained for each model.

and 6.2(b), a dependency network model normally obtains greater values in av-
erage that the true distribution. Then a dependency network model will yield a
higher likelihood that a Bayesian network model. That fact is the reason why
this score shows “better” results for dependency networks, but these results can
be misleading.

In table 6.2 is shown the quadratic error for each model against the true joint
distribution. It can be seen that for the Bayesian networks, as it is expected, the
estimation of the joint probability distribution is better as the amount of data to
learn from increases.

However, for dependency networks this is not the case. Specially significant is
that from 100 to 1000 instances the error increases. The reason of that behavior
is that from 1000 instances on the dependencies between the variables are more
“visible” in the data, and hence the graphs learned includes more edges. While
the structural inconsistencies are reduced the parametric ones are increased.

100 1000 5000 10000
BN 0.0067 0.0021 0.0003 0.0001
DN 0.0274 0.0670 0.0442 0.0466

Table 6.2: Quadratic error for each model against the true joint probability dis-
tribution.

This consequence is also noticeable if the total probability space is computed
for every model. The results are shown in table 6.3.

100 1000 5000 10000
BN 1.00 1.00 1.00 1.00
DN 1.13 1.33 1.33 1.34

Table 6.3: Summation of the probabilities of all configurations for each model.

Therefore in spite of the use of probabilistic decision trees, the dependency
network models still are an approximation which could not be good enough for
some applications. In next subsection is presented a simple heuristic method that
can reduce inconsistencies in dependency networks improving its accuracy.
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6.2.1 How to improve consistency

As it has been seen in the previous subsection, even in a simple model it cannot be
expected to get a consistent joint probability distribution defined by a general de-
pendency network if the conditional probability distributions are learned indepen-
dently. If two variables are dependent this equation P (X,Y ) = P (X |Y ) ·P (Y |X)
will never be true, nonetheless this expression P (X,Y ) = P (X) · P (Y |X) =
P (X |Y ) ·P (Y ) is always true and does not matter if both variable are dependent
or not.

Bearing this in mind, in example 6.2 consistency can be ensured if at the end
of the learning process it is realized that X is a predictive variable for Y and vice
versa and then, instead of maintaining both conditional probability distributions,
P (X |Y ) is replaced by P (X) or P (Y |X) by P (Y ). This is the basic idea of the
proposal in this section, but there is not so easy when there are more variables
involved. In that case it can not be expected to obtain the best set of probabilities
whose composition yield the right joint probability distribution. However a good
approximation can be expected actually, and more important, a more consistent
one.

More precisely the proposal consists in estimating a set of conditional proba-
bility distributions of a Bayesian network that encode the same (in)dependencies
that the learned dependency network. Is important to point out that this pro-
posal only changes the set of probability distributions but not the graph, so the
model learned still has the same advantages about visualization.

However, given that the relationships represented in a dependency network
can be encoded by several Bayesian networks with different factorizations of the
joint probability distribution, and that the conversion from dependency network
to a Bayesian network can not be attractive from the computational point of view,
this proposal is based on a heuristic approach whose complexity order is linear in
the number of dependencies found. The method proposed is shown in algorithm
6.1.

Basically, this algorithm consists in traversing all arcs and when it is detected a
bi-directional connection, i.e. a pair of arcs with the same end points but opposite
direction, then it is set that one of the involved variables will not take the other
in its conditional distribution.

This new step in the learning process can be called parametric reduction. An
important point in this procedure is in line 4. The intention of this condition
is to avoid large conditioning sets, what can reduce overfitting in the estimation
of the parameters. The order in which the links can be traversed can be any,
although not all of them will yield the same solution. The reason for that is the
heuristic nature of this algorithm, however a more sophisticated search would not
be interesting for practical reasons. One of the benefits of dependency networks is
ease of learning so is not a good strategy to change that property by introducing
a complex and time expensive post-process algorithm.

After performing this step is needed to re-compute every probability distribu-
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Algorithm 6.1: Proposed method to obtain a more consistent set of con-
ditional probability distributions.

Data: A directed graph G over the variables X = {X1, . . . , Xn}.
Result: A suggested set of variables to be considered as predictive for each

variable in the domain.

foreach variable Xi do1

foreach parent Paij of Xi do2

if Xi and Paij are predictive variables each other then3

if the conditioning set of Xi is grater than of Paij then4

Paij is not considered as predictive variable of Xi5

else6

Xi is not considered as predictive variable of Paij7

tion which has been modified. In the case that these probability distributions are
in form of probability trees, if the removed variables are in the leaves the only
thing to do is to aggregate its values to the up node in the tree, otherwise the
entire tree should be re-built. However, if in the learning process the statistics
uses were cached, the new tree can be built without extra computational cost.
In the case of probability tables the learning of these tables can be differed after
that step.

6.2.2 Experimental evaluation

This section is devoted to evaluate the proposed strategy with some experiments.
The testing framework is based on the one used in (Heckerman et al., 2000) for
testing probabilistic inference with real data, but using the score function defined
in WinMine (equation 6.4). However, now WinMine is not used to learn the
model since it is not open source and the variants analyzed could not be tested.
Therefore all algorithms are implemented in Java using the Elvira framework
(Elvira Consortium, 2002).

Instead of using datasets from real world, like in the experimentation cited,
here data sampled from known Bayesian network is used. The reason is that
the intention is to focus only on parametric learning and inference so if the real
dependencies are known the different algorithms can use this information in order
to avoid that the results are affected by the structural learning.

Seven Bayesian networks have been selected from different sources: alarm

(Beinlich et al., 1989), asia (Lauritzen and Spiegelhalter, 1988), car-starts (Heck-
erman et al., 1995a), headache (Andersen et al., 1990), insurance (Binder et al.,
1992), credit (Druzdzel, 1999) and water (Jensen et al., 1989), which is a dynamic
network and here only the two first slices are used. Some details of these networks
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can be seen in table 6.4. From each one of these networks two datasets with 5000
instances each one have been sampled, one for training and one for testing.

Num. States Aver. MB Aver.
network vars range states range MB
alarm 37 2-4 2.84 1-12 3.89
asia 8 2-2 2.00 1-5 2.50
car-starts 18 2-3 2.06 1-9 3.44
credit 12 2-4 2.83 2-6 3.67
headache 12 1-4 2.92 1-4 2.67
insurance 27 2-5 3.30 1-16 6.22
water 16 3-4 3.63 1-12 6.00

Table 6.4: Set of Bayesian networks used in the experimentation.

The models to be compared in this experimental evaluation are eight. The first
one is a Bayesian network in which the structure is fixed with the real dependences
(BN-f) and it is used as the reference model. Second model is an empty network
(Empty). Next there are three dependency networks models, one with probability
tables in which arcs have been fixed from the real Markov blanket for each variable
in the network (PT-f), other with probabilistic decision trees learned from data
(PDT), and other with probabilistic decision trees but in which the search space
for each tree have been restricted to the real Markov blanket (PDT-f). In both
cases the suggested value κ = 0.1 is used in the algorithm. For any of these three
models there is another version in which the proposed strategy for reducing the
conditional probability distributions is employed. These new models are labeled
with an asterisk (PT-f*, PDT* and PDT-f*). In all cases, parameters are learned
from data by using Laplace smoothing.

The parameters for every model have been learned with each training dataset.
For all of them their score has been computed with the test dataset. As the
model BN-f is the reference one, the absolute difference of score between each
model and BN-f have been also computed. This value is more informative because
is interesting to get models closer to the true probability distribution what is
represented by BN-f. Besides, the summation of all possible configurations, i.e.
total joint probability, has been obtained which should be equal to 1, but only
for those models with a tractable number of configurations (asia, car-starts, credit,
headache).

6.2.2.1 Results

Table 6.5 shows the score value for every model and dataset. At the bottom line
it is shown the average value for each model. Greater values should indicate a
better model, so all pure DN models should be taken as the best ones. However
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that does not make sense because they are even better than the reference model
(BN-f) which represents the true joint probability distribution. The reason of that
contradictory result was explained above, when introducing equation 6.4. That is
the reason why is preferred to pay more attention to the difference with respect
to the reference model.

BN-f Empty PT-f PT-f* PDT PDT* PDT-f PDT-f*
alarm -0.282 -0.397 -0.173 -0.298 -0.253 -0.342 -0.242 -0.338
asia -0.287 -0.342 -0.224 -0.289 -0.225 -0.287 -0.225 -0.289
car-starts -0.127 -0.175 -0.070 -0.127 -0.070 -0.136 -0.070 -0.127
credit -0.879 -0.959 -0.765 -0.886 -0.807 -0.888 -0.807 -0.900
headache -0.435 -0.609 -0.214 -0.435 -0.419 -0.585 -0.419 -0.593
insurance -0.490 -0.651 -0.399 -0.519 -0.420 -0.556 -0.420 -0.550
water -0.401 -0.410 -0.417 -0.410 -0.388 -0.409 -0.388 -0.408

average -0.414 -0.506 -0.323 -0.423 -0.369 -0.458 -0.367 -0.458

Table 6.5: Score for each model and dataset.

Thus, these new results are shown in table 6.6. There, can be seen that always
the model closest to BN-f is the one in which the presented proposal is applied.
Specially the model based on probability tables is always the best one but in two
datasets. Also is important to notice that this proposal improves the original
model in every dataset for PT-f model. However, in PDT model the reduction
deteriorates the accuracy in alarm and headache dataset, although in average its
application improves the global accuracy.

Empty PT-f PT-f* PDT PDT* PDT-f PDT-f*
alarm 0.115 0.110 0.015 0.029 0.060 0.040 0.056
asia 0.055 0.062 0.002 0.062 0.000 0.062 0.002
car-starts 0.048 0.057 0.000 0.057 0.009 0.057 0.000
credit 0.080 0.114 0.007 0.071 0.009 0.071 0.021
headache 0.174 0.222 0.000 0.017 0.150 0.017 0.158
insurance 0.161 0.092 0.029 0.070 0.066 0.071 0.059
water 0.009 0.016 0.010 0.013 0.008 0.013 0.007

average 0.092 0.096 0.009 0.046 0.043 0.047 0.043

Table 6.6: Absolute score difference between BN-f and the other models.

Another interesting point is that PDT models without reduction are much
better that PT-f. That corroborate the idea that for dependency networks the
use of a more general encoding for the conditional probability distributions is
advisable despite that this encoding is also an approximation in many cases.

Previous results can present an idea about the quality of those models. It can
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be supposed that the increment in accuracy must be related with the reduction in
the inconsistency. Additionally, it have been checked whether the models encode
a real probability distribution, i.e. whether the total joint probability for a given
model is equal to one. This computation has been only done for the models
learned with the smaller networks because this computation is computationally
unfeasible for the others. The result is shown in Table 6.7.

BN-f Empty PT-f PT-f* PDT PDT* PDT-f PDT-f*
asia 1.00 1.00 3.60 1.00 3.42 1.00 3.42 1.00
car-starts 1.00 1.00 20.04 1.08 11.40 1.00 11.40 1.00
credit 1.00 1.00 6.41 1.00 4.26 1.00 4.26 1.00
headache 1.00 1.00 29.68 1.00 5.70 1.00 5.70 1.00

Table 6.7: Total joint probability for tested models.

According with the table is clear that the pure dependency network models
are quite far from being a probability distribution. However, the application of
the proposed reduction achieves that condition for all of the models.

As the proposed post-process algorithm means an extra task it is fair to ask
whether it is worthy from the computational and efficiency point of view. In table
6.8 is shown the learning time for each one of the dependency network learners.

PT-f PT-f* PDT PDT* PDT-f PDT-f*
alarm 5.92 3.39 36.62 37.12 6.99 4.49
asia 0.85 0.74 0.94 1.06 0.71 0.63
car-starts 1.96 1.50 2.96 3.27 1.57 1.30
credit 1.36 1.12 5.87 7.15 2.34 1.26
headache 1.17 1.04 3.09 3.59 1.53 1.11
insurance 59.53 3.08 23.35 24.68 7.13 4.07
water 77.44 1.54 0.44 0.45 0.32 0.89

aver. 21.18 1.77 10.46 11.05 2.94 1.97

Table 6.8: Learning time in seconds for each one of the learning algorithms.

In the case of learning with probability tables there is no structural learning
because the structure is known and is fixed without computational coast. Then,
in that case the time refers to the parametric learning. It can be seen that the re-
duction process, far from making the algorithm slower is much faster. The reason
is that the reduction provokes much smaller conditional probability distributions
and their estimation is significantly faster.

In the case of probability decision trees, if the structure is known there is a
gain in learning time in average too, although smaller that with probability tables.
Now there is structural learning involved because it cannot be separated form
the parametric one. If the structure is not know, which is the normal scenario,
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the proposed post-process makes the learning slower. However the increment in
learning time is really small and can be worthy considering the gain in consistency.

As summary of all the results presented, the straightforward conclusion is that
the best solution for a dependency network model is to specify the conditional
probability distributions as probability tables but after performing the proposed
post-process algorithm. The reason for that claim is two fold: better accuracy
and more efficient learning. Besides of these improvements, another benefit can
be considered, as the probability distributions to be learned are smaller, using the
proposed approach, the risk of overfitting is lower.

6.3 Mixture of dependency networks classifier

In the previous section a study was conducted about inconsistencies in dependency
networks and a heuristic procedure was proposed to reduce them. The conclusion
is that the inconsistencies almost disappear with that proposal. In addition,
encoding conditional probability distributions as probability tables outperforms
probability decision trees in terms of accuracy.

However probability decision trees have the ability to represent contextual in-
dependence statements, that is, independence relations between variables that hold
for some but not all values. This property is lost if the conditional distributions
are represented by probability tables.

Definition 6.1 (Contextual independence (Boutilier et al., 1996)). Let A,B,C
and D be disjoints sets of variables. A and B are contextually independent given
C in the context d ∈ ΩD, denoted A ⊥⊥d B|C, if P (A|B,C,d) = P (A|C,d)
whenever P (B,C,d) > 0

In order to include aspects of contextual independence when working with
probability tables, multinets (Geiger and Heckerman, 1996) can be considered
in order to inspire dependency network based classifiers. Multinets are useful
for representing certain types of contextual independence, which cannot easily
be represented by a single probability table based model. In classification, for
example, different independence relations for the different class values may be
represented. In figure 6.4 is shown a representation of this idea.

Another interesting characteristic of multinets is that they support the notion
of re-usability as it will be demonstrated. The underlying idea of re-usability is
to exploit similarities in the dependency structures across classes. That is, con-
sidering an unbalanced class distribution, in some situations the learning scheme
may be able to re-use parts of a learned probability model (for an instance-rich
class) when learning the probability model for a class with few instances. Thus,
re-usability may produce more robust classifiers when dealing with unbalanced
class distributions.
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Figure 6.4: Graphical representation of a multinet classifier for a class variable
with n states, c1, c2, . . . , cn, and for predictive variables, A,B,C,D.

6.3.1 Multinets and Re-usability: Proposed Scheme

Multinets are useful for representing natural contextual independence assertions.
For example, in a classification context it may be interesting to represent directly
the (possibly different) independence relations over the predictive attributes for
each of the class values. Consequently a multinet classifier is expected to have a
higher, or at least the same, representational power than that of a single Bayesian
network classifier.

A multinet classifier based on dependency networks (termed a MultiDN) is
built by learning a dependency network model for each class value. Every depen-
dency network model is built by independently learning the Markov blanket for
each variable using any learner, the IAMB algorithm (Tsamardinos et al., 2003)
for instance. This algorithm is specified in figure 6.2. The algorithm relies on a
method for testing independence, and in this work two different approaches have
been considered: traditional statistical tests, such as G2, or tests measuring the
score difference between candidate structures (Chickering, 2002a) using the BIC
(Schwarz, 1978) or the K2 (Cooper and Herskovits, 1992) score functions.

It should be noted that as an alternative to IAMB, (Peña et al., 2007) pro-
posed the PCMB algorithm, which they showed to be more data efficient than
IAMB. The results, however, also indicate that for very small data sets (e.g. Alarm
with 100 instances) PCMB has worse precision although better recall than IAMB.
The combination of these two factors means that PCMB may identify, for that
scenario, a set with more variables in the true Markov blanket but also more vari-
ables out of it that IAMB and thus a larger set. This behavior was also confirmed
in a set of preliminary experiments, where both algorithms were compared based
on the datasets listed in section 6.3.2 (having similar ratio between the number
of variables and instances as the example above). This limits the usability of
PCMB for learning dependency network, since the larger Markov blankets make
the probability estimates less reliable.

Is important to recall in this point that, in general, the parents set for any
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Algorithm 6.2: The incremental association Markov blanket (IAMB) al-
gorithm for learning the MB for a target variable T .

Data: A database D with variables X and the target variable T ∈ X
Result: The Markov blanket of T
// Phase I (forward)

MB = ∅1

while MB has changed do2

Y = argmaxX∈X\(MB∪{T}) dep(X,T |MB)3

if Y ⊥⊥/ T |MB then4

MB = MB ∪ {Y }5

// Phase II (backwards)

foreach X ∈MB do6

if X ⊥⊥ T |(MB\X) then7

MB = MB\{X}8

return MB9

variable in a dependency network is bigger than in a Bayesian network for the same
domain. Thus the conditional probability distributions in a dependency network
involve more variables, or in other words are bigger, and hence the estimation for
the same amount of data than the Bayesian network may be less reliable. Any
extra variable in the probability distribution of a dependency network can be very
harmful.

6.3.1.1 Re-usability

In a multinet classifier basically several networks have to be learned, one for each
class value. Assuming that the set of independence statements for the different
class values are not disjoint, it might be possible to use parts of the learned
probability model for one class value when learning the probability model for
another class value. The potential advantages are twofold: First the learning may
be sped up, and, secondly, a more robust classifier may be obtained when data is
scarce for some of the classes.

For MultiDNs, re-usability consists in seeding the Markov blanket learning
algorithm with a candidate Markov blanket set. In the IAMB algorithm this is
achieved by simply replacing line 1 with MB = seedMB. This new algorithm
is called SeededIAMB. If the candidate seed is good, i.e., it corresponds to the
true Markov blanket or a subset hereof, the algorithm can achieve substantial
computational savings. The situation where this is not the case is discussed
below.

Theorem 6.1. Under the assumptions that the independence tests are correct
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and that the database D is an independent and identically distributed sample from
a probability distribution P Markov faithful to a directed acyclic graph G, Seede-
dIAMB identifies the true Markov blanket for the target variable.

Proof. Given any initial set MB, the algorithm will always introduce in the for-
ward phase all variables in the true Markov blanket because, by definition, there
is no set of variables that can make the variables in the Markov blanket indepen-
dent of the target. So at the end of this phase MB will be a super-set of the true
Markov blanket for the target variable. The backward phase, removing all false
positives, behaves in the same way as the non-seeded version.

As indicated above, if the candidate set used for SeededIAMB is close to the
actual Markov blanket, then the algorithm may get computational savings. On
the other hand, if the candidate set does not intersect the true Markov blanket,
then the seeded version of the IAMB algorithm may introduce a computational
overhead. Thus, it is important to find a good ordering in which to process the
classes, and to be able to determine when a previous structure should be used as
seed. Below some considerations are detailed about these questions.

1. What order to take for learning the models?

The order given by the amount of instances for every class value is used.
Then, first is learned the model that has more data, in this way it is as-
sumed that the estimations taken from data are more reliable and so the
information that can be re-used.

2. How to determine the merit of a structure to be considered as seed?

One possible measure to assess the goodness of a model is log-likelihood.
Assuming that there are Mk, k = {1, . . . , n} previous models, and the cur-
rent model must be learned from data Dcj . The log-likelihood of Mk given
Dcj , LL(Mk|Dcj ), can be used to measure how good is a previous structure
Mk and whether it should be used as seed. Furthermore, the local score for
each single variable X can be used

1

Nj

Nj∑

l=1

logP (Xi|MBi,Mk)(dl),

which says how well MBi predicts Xi in Dcj .

3. Which threshold to take, given the merit of some Markov blankets, to decide
whether to re-use or not?

A possible threshold value is the score of the empty structure, since if IAMB
is not seeded, then this is the structure that is used as prior. Here, two
strategies are considered. One consists in picking only the best MBi for
a given variable Xi if its score is greater than the empty Markov blanket.



104 AUTOMATIC CLASSIFICATION II 6.3

This strategy is called BESTlogL. The second strategy consists in picking
the union of all MBi for all previous models which have grater merit that
an empty Markov blanket. This strategy is called THRESHOLDlogL.

4. Is worthy the overload by computing the merit?

Although log-likelihood is easy to compute and its complexity is linear in
the number of instances, it still incurs in an extra load for the algorithm.
For that reason other three alternatives have been considered for deciding
on re-usability which do not need to compute a score. In that sense they are
blind or uninformed but also they save computation time. The first method
simply uses the first model learned as seed for all the subsequent models
and is labeled First. The second method uses the intersection of the Markov
blanket set for all the previous learned models, labeled as Intersection. Fi-
nally, the third method, called Union, uses the union of the Markov blanket
set for all the previous learned models.

6.3.2 Experimental evaluation

In order to analyze the performance of the proposed algorithm a set of experi-
ments have been carried out. The characteristics to be studied are classification
accuracy, learning time, and the potential improvement obtained by re-usability.
For evaluating the accuracy and learning time, the proposed classifier has been
compared with a collection of other well-known classifiers, both probabilistic and
non-probabilistic. For the actual learning, 28 dataset have been used from the
UCI repository (Asuncion and Newman, 2007). A description of these datasets
can be seen in table 6.9.

All experiments have been carried out on a PC with a 3GHz Intel Pentium IV
processor and 2Gb RAM memory.

The algorithms used in the comparison are J48 (extended version of C4.5
(Quinlan, 1993)), multilayer perceptron (NN) (Bishop, 1995), k-nearest neighbors
(kNN) (Aha and Kibler, 1991), support vector machine (SVM) (Platt, 1999), naive
Bayes (NB) (Langley et al., 1992), k-dependence Bayesian classifier (kDB) (Sa-
hami, 1996), tree augmented naive Bayes (TAN) (Friedman et al., 1997), multinet
with Bayesian networks (MultiBN) (Friedman et al., 1997), and another depen-
dency network based classifier (ChiSqDN) presented in section 5.3.

For the algorithms J48, NN, kNN, and SVM the Weka implementation (Witten
and Frank, 2005) have been used. For these classifiers, all parameters were set
to their default values, except for kNN for which two instantiations were used,
k = 1, and k = 3 with inverse distance weighting. For kDB the values k =
1, 2, 3, 4 are considered. For MultiBN two variants are taken into account. One
based on the PC learning algorithm (Spirtes et al., 2001), and the other based
on local search (hill-climbing) with the BIC (Schwarz, 1978) or the K2 (Cooper
and Herskovits, 1992) score function. For MultiDN the IAMB algorithm is used
to determine the Markov blanket for each variable, and the independence tests
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Table 6.9: Datasets used in the experiments.

dataset insts. vars. |ΩC | insts. per class
australian 690 14 2 383,307
autos 205 23 7 0,3,22,67,54,32,27
balance-scale 625 5 3 288,49,288
breast-cancer 286 10 2 201,85
breast-w 699 10 2 458,241
car 1728 7 4 1210,384,69,65
cmc 1473 10 3 629,333,511
diabetes 768 7 2 500,268
ecoli 336 7 8 143,77,52,35,20,5,2,2
heart 270 14 2 150,120
hepatitis 155 20 2 32,123
ionosphere 351 34 2 126,225
iris 150 5 3 50,50,50
kr-vs-kp 3196 37 2 1669,1527
labor 57 12 2 20,37
mushroom 8124 23 2 4208,3916
nursery 12960 9 5 4320,2,328,4266,4044
page-blocks 5473 11 5 4913,329,28,88,115
post-op 90 9 3 64,24,2
segment 2310 20 7 330,330,330,330,330,330,330
soybean 683 36 19 20,20,20,88,44,20,20,92,20,20,

20,44,20,91,91,15, 14,16,8
spambase 4601 56 2 2788,1813
vehicle 846 19 4 212,217,218,199
vote 435 17 2 267,168
vowel 990 14 11 90,90,90,90,90,90,90,90,90,90,90
waveform 5000 20 3 1692,1653,1655
wine 178 14 3 59,71,48
zoo 101 17 7 41,20,5,13,4,8,10

were performed using either G2 or by measuring the difference in BIC score for
the candidate structures. All algorithms (except J48, NN, kNN and SVM) have
been implemented in Java with the Elvira software (Elvira Consortium, 2002).
Accuracy is assessed using a 5x2 cross validation scheme (Dietterich, 1998).

6.3.2.1 Results

The complete set of results is reported in appendix A.2.

Accuracy results are shown in table A.16. It can be seen that the best classifier
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in average is support vector machine. The worst, in the other hand, is the neural
network classifier. However there are some other classifiers whose results are
not far from SVM. In order to discover whether these differences are statistically
significant hypothesis contrast testing has been performed.

For each algorithm appearing in several versions (different parameter settings),
only the version giving the best accuracy results is considered for this analysis.
That is, kNN with k = 3 and inverse distance weighting, kDB with k = 1, and
multinets based on the BIC score.

Initially, the Friedman χ2 test (Friedman, 1937) is used in order to answer
the question whether all algorithms show a comparable performance for these
datasets. The critical value for this number of databases is 16.92 whilst the
statistic is χ2

F = 28.95, so the hypothesis that all classifiers are comparable has
to be rejected.

The second step is to see which classifiers do not present statistical difference
in term of accuracy against SVM. This is done by the Holm’s post-hoc test. The
results of this test are shown in table 6.10 and the conclusion is that only MultiBN,
MultiDN and kDB are comparable to SVM. Table 6.11 shows the accuracy results
for these selected classifiers.

rank z p-value α/rank decision
MultiBN 1 1.19 0.2340 0.0500
MultiDN 2 1.70 0.0891 0.0250
kDB 3 2.34 0.0193 0.0167 NOT REJECT
NN 4 2.60 0.0093 0.0125 REJECT
ChiSqDN 5.5 3.20 0.0014 0.0091 REJECT
kNN 5.5 3.20 0.0014 0.0091 REJECT
NB 7.5 3.44 5.82e-04 0.0067 REJECT
TAN 7.5 3.44 5.82e-04 0.0067 REJECT
J48 9 4.26 2.04e-05 0.0056 REJECT

Table 6.10: Holm’s procedure. The first not rejected algorithms is kDB and the
procedure in this test indicates that all algorithms with greater p-value have to
be considered as not significant different of the reference as well.

Learning Time In table 6.12 are listed the learning time for the algorithms
selected above. MultiDN obtains the best results in several cases and is never
the worst. MultiBN, on the other hand, is never the best and several times the
worst, whereas SVM is the fastest for most of the datasets, but it is sometimes
the slowest too. In order to test whether there is a statistical difference, the
results have been evaluated using Wilcoxon’s signed rank test (Wilcoxon, 1945).
With significance level α = 0.05 the test indicates that MultiDN is significantly
faster than kDB and MultiBN, but there is no such difference between SVM and
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kDB MultiBN MultiDN SVM
australian 0.8464 0.8542 0.8635 0.8493
autos 0.7902 0.7981 0.7327 0.8214
balance 0.7405 0.7382 0.7408 0.7411
breast-cancer 0.7028 0.6979 0.7049 0.7112
breast-w 0.9622 0.9657 0.9734 0.9668
car 0.9326 0.9168 0.9101 0.9245
cmc 0.5396 0.5249 0.5329 0.5396
diabetes 0.7747 0.7768 0.7927 0.7677
ecoli 0.8482 0.8512 0.8226 0.8387
heart 0.8163 0.8030 0.8237 0.8370
hepatitis 0.8788 0.8645 0.8581 0.8555
ionosphere 0.9197 0.9265 0.9219 0.9048
iris 0.9507 0.9453 0.9627 0.9640
kr-vs-kp 0.9422 0.9649 0.9527 0.9524
labor 0.8980 0.9222 0.9472 0.9229
mushroom 0.9987 1.0000 0.9995 0.9999
nursery 0.9326 0.9557 0.9373 0.9306
page-block 0.9575 0.9642 0.9624 0.9681
post-op 0.6622 0.6689 0.6689 0.6956
segment 0.9417 0.9494 0.9136 0.9556
soybeam 0.9160 0.9400 0.9335 0.9250
spam-base 0.9273 0.9365 0.9258 0.9381
vehicle 0.7123 0.7128 0.7033 0.7314
vote 0.9375 0.9389 0.9416 0.9522
vowel 0.7317 0.6982 0.6499 0.7907
waveform 0.8225 0.8179 0.8126 0.8486
wine 0.9708 0.9798 0.9831 0.9787
zoo 0.9465 0.9426 0.9406 0.9426

aver 0.8572 0.8591 0.8540 0.8662

Table 6.11: Accuracy results. For each dataset, the best results and worst results,
among the complete list of classifiers (see table A.16), are shown in bold face and
grey background respectively.

MultiDN, and they can therefore be considered equally fast. The critical values
for the comparisons are 1.42e-3 for kDB, 8.20e-7 for MultiBN, and 0.52 for SVM.

Is interesting to observe the great difference between MultiBN and MultiDN,
both in average and also by the p-value obtained. Taking into account that both
algorithms employ a simple search strategy (even in MultiDN is heavier with the
second search phase) and the same score function, a fair comparison can be done
between them in terms of complexity. In this scenario the benefits about efficiency
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dealing with dependency networks can be appreciated.

kDB MultiBN MultiDN SVM
australian 543 1036 249 174
autos 711 3226 951 268
balance 30 46 37 85
breast-cancer 89 372 94 72
breast-w 196 228 130 68
car 173 166 114 352
cmc 396 428 281 653
diabetes 83 96 67 81
ecoli 42 59 63 325
heart 213 256 129 40
hepatitis 348 433 254 33
ionosphere 3995 5716 1849 105
iris 14 22 17 60
kr-vs-kp 47422 63283 18906 1545
labor 41 75 62 29
mushroom 25730 93243 13727 3792
nursery 2481 2087 1285 17293
page-block 1960 4760 1443 2763
post-op 29 58 37 61
segment 4875 14380 2343 2863
soybeam 8425 4374 4383 2651
spam-base 217476 79629796 39136 8311
vehicle 1557 15215 1428 653
vote 573 847 389 49
vowel 792 8088 994 1582
waveform 10810 6131 3815 10478
wine 144 148 122 66
zoo 157 166 217 303

average 11761 2851955 3304 1956

Table 6.12: Learning time in milliseconds of the selected classifiers. For each
dataset, the best results and worst results are shown in bold face and grey back-
ground respectively.

Re-usability Analysis To get an indication of the theoretical complexity of
the re-use methods, the notion of re-use complexity is introduced, which is defined
as the number of computations times the average number of variables involved
in each computation. A computation is considered as a call to the function that
either calculates the score of a local structure with BIC or K2, or performs a
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statistical test with G2. However, the re-use complexity does not take into account
the overload introduced by BESTlogL and TRHESHOLDlogL. This overload is
considered in learning time. Table 6.13 shows the average complexity and learning
time among all datasets.

From the results can be seen that re-usability based on Intersection achieves
the best results in terms of both complexity and learning time. Moreover, both
BESTlogL and TRHESHOLDlogL have the highest learning times, which indicates
that their overload for determining when and what to re-use is not justified by
the learning time.

Complexity Time
NOREUSE 2044 3302
BESTlogL 1943 3675
TRHESHOLDlogL 1943 3843
First 1905 3196
Intersection 1891 3135
Union 1940 3351

Table 6.13: Complexity and learning time for the different re-usability schemes
averaged over all datasets.

One of the aims of re-usability is to alleviate the problem of poor probability
estimates resulting from an unbalanced distribution of the instances among the
classes. The underlying idea of re-usability is to use the probability estimates
from data-rich classes to improve the estimates for data-poor classes. In order
to evaluate this idea a subset of the datasets in table 6.9 have been selected,
all of which have an unbalanced class distribution. The results can be found in
table 6.14, which shows the relative difference in accuracy between each of the
proposed re-usability methods and the plain algorithm without re-usability. On
average it can be seen that there is always an improvement. In order to com-
pare the methods, a one-tailed Wilcoxon’s signed rank test with significance level
α = 0.05 has been carried out. The critical values for these five methods are 0.03
for BESTlogL, 0.01 for THRESHOLDlogL, 0.02 for First, 0.07 for Intersection,
and 0.11 for Union. From these values the experiments indicate that BESTlogL,
THRESHOLDlogL, and First significantly improve the original algorithm’s per-
formance. The improvement is usually small, but has to be borne in mind that
this improvement is typically over class values with few instances.

That gain can be explained first because with BESTlogL and THRESHOLD-
logL are selected the best seeds for each node so in the case of few instances these
dependencies can not be stated from data but based on previous learning the
algorithm would assign the best modeling for that class value instead of an empty
network what would be the result otherwise. With First method is different and
since is based on a heuristic cannot be predicted its behavior, however its good
performance has been shown empirically.
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1 2 3 4 5
autos 1.59 1.46 1.46 -0.27 1.19
balance 0.00 0.00 -0.04 -0.04 0.00
breast-cancer 0.40 0.40 0.40 0.40 0.40
breast-w 0.00 0.00 0.00 0.00 0.00
car 0.00 0.00 0.00 0.00 0.00
cmc 0.36 0.38 0.38 0.20 0.54
diabetes 0.03 0.03 0.10 0.10 0.10
ecoli 0.00 0.00 0.00 0.00 0.00
hepatitis 0.30 0.30 0.75 0.75 0.75
ionosphere -0.12 -0.12 -0.19 -0.19 -0.19
nursery 0.00 0.00 0.00 0.00 -0.61
page-block 0.05 0.05 0.05 0.05 0.05
post-op 0.00 0.00 0.00 0.00 0.00
soybeam -0.09 0.03 -0.03 0.06 -0.75
spam-base 0.39 0.39 0.15 0.15 0.15
vote 0.10 0.10 0.24 0.24 0.24
zoo 0.00 0.00 0.00 0.00 0.21

average 0.18 0.18 0.19 0.09 0.12

Table 6.14: Relative difference in accuracy for each of the re-usability methods
with respect to the plain learning algorithm without re-usability. 1=BESTlogL,
2=THRESHOLDlogL, 3=First, 4=Intersection, 5=Union

In order to investigate this aspect further, the confusion matrices can be con-
sidered for the two datasets cmc and hepatitis. For each dataset is shown the
resulting matrix after learning with re-usability (using the First method) and
without re-usability (see tables 6.15 and 6.16); BESTlogL and THRESHOLDlogL
present the same behavior. In these matrices it can be seen an improvement
for the class value with fewer instances, which corresponds to the second column
in cmc and the first column in hepatitis. These states represent 23% and 21%
of the instances, respectively, and in both cases the improvement obtained with
re-usability is 3% for that state.

The impact of these results can be illustrated by considering e.g. medical
diagnosis, where the number of cases with people being sick is typically much
smaller than the number of cases with healthy people. A false negative for a
person being sick means that she will not be given a treatment for her illness
(possibly with disastrous consequences). With re-usability this mis-classification
rate can be reduced, which, in situations like the medical example above, may
have significant consequence.

In comparison with the SVM classifier (see table 6.17) a significant difference
can be appreciated: the SVM classifier has the best average accuracy, but, in these
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0 1 2

0 363.8 72.0 127.2
1 82.8 150.2 112.8
2 182.4 110.8 271.0

0 1 2

0 360.4 66.4 118.8
1 87.6 159.4 124.0
2 181.0 107.2 268.2

(a) (b)

Table 6.15: Confusion matrices without re-usability (a) and using with re-usability
using the First method (b) on the cmc dataset.

0 1

0 21.8 11.8
1 10.2 111.2

0 1

0 22.6 11.6
1 9.4 111.4

(a) (b)

Table 6.16: Confusion matrices without re-usability (a) and with re-usability using
the First method (b) on the hepatitis dataset.

cases, it has difficulties with class values having few instances. This behavior can
be expected by taking into account how this classifier is built.

0 1 2

0 387.0 81.8 139.8
1 54.8 95.6 59.0
2 187.2 155.6 312.2

0 1

0 19.0 9.4
1 13.0 113.6

(a) (b)

Table 6.17: Confusion matrices for SVM with cmc (a) and hepatitis (b) datasets.

In table 6.18 is shown the percentage of nodes in the Markov blanket used
as seed that keep on the learned model. Thes results indicate that the heuristic
BESTlogL obtains the best results; for this strategy, 35% of the seeded variables
also appear in the final Markov blankets, averaged over all the datasets. Is not
surprising that this scheme is the best because only the Markov blanket variables
that seem to be beneficial are passed as seed. However, the second best strategy
is Intersection before THRESHOLDlogL, the other strategy that selects more
carefully which variables to use as seed. From this point of view, the overload of
testing whether the previous learned models are worthy to be used seems to be
not advisable in general.
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1 2 3 4 5
australian 59.09 59.09 40.68 40.68 40.68
autos 28.47 29.61 31.80 36.93 29.45
balance 25.00 25.00 58.70 48.39 55.71
breast-cancer 36.36 36.36 32.50 32.50 32.50
breast-w 16.67 16.67 19.67 19.67 19.67
car 0.00 0.00 0.00
cmc 53.42 46.02 61.59 68.35 60.36
diabetes 48.00 48.00 50.00 50.00 50.00
ecoli 9.14
heart 38.89 38.89 29.33 29.33 29.33
hepatitis 14.71 14.71 15.34 15.34 15.34
ionosphere 16.67 16.67 19.40 19.40 19.40
iris
kr-vs-kp 72.04 72.04 66.12 66.12 66.12
labor 29.41 29.41 31.03 31.03 31.03
mushroom 56.25 56.25 53.59 53.59 53.59
nursery 14.84
page-block 13.61 8.37 6.25 20.00 6.25
post-op 25.00 33.33 25.00
segment 5.94
soybeam 11.17 7.56 10.01 21.33 5.77
spam-base 31.15 31.15 27.61 27.61 27.61
vehicle 82.79 83.38 83.66 86.79 81.89
vote 31.28 31.28 28.63 28.63 28.63
vowel 73.08 52.38 32.52 69.88 31.69
waveform 21.99 22.00 16.56 14.69 17.65
wine 2.97 2.56 2.98 0.00 2.98
zoo 15.09 8.89 5.00 16.67 5.12

average 35.37 33.47 31.17 34.59 28.36

Table 6.18: Percentage of seeds used for each of the re-usability methods with
respect to the plain learning algorithm without re-usability. 1=BESTlogL,
2=THRESHOLDlogL, 3=First, 4=Intersection, 5=Union. Empty cells indicate
that no information was set as seed.

6.4 Re-usability Analysis

In previous section, apart from introducing a new classifier paradigm based on de-
pendency networks, the idea of re-using previously acquired knowledge in order to
improve current learning was presented. One of the hypothesis stated, according
the the results obtained, was that re-usability can yield more robust classifiers.
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This new characteristic is motivated by the necessity of learning several models in
a multinet scheme. Besides the property of independent learning in dependency
networks ease the introduction of it.

This hypothesis of more robust classifiers is based on the improvement gained
over models learned on very few data, assuming that previously a model was
learned with enough data to perform an accurate learning. Besides, it is supposed
that the different probability distribution to learn are somehow similar.

Assuming that the data to learn from is Markov faithful, then the differences
among each data partition can be seen as the differences among the probabilistic
graphical model which is a P-map of the corresponding distribution in the data.
Here, this probabilistic graphical model is considered to be a Bayesian network.
Thus, differences can be three kinds: parametric, structural or both. Parametric
difference happens when the (in)dependencies are the same, i.e. both graphs are
equal (not only equivalent), but the strength of these dependencies is different
due to different parameterization in the conditional distributions.

Structural difference happens when two graphs are different, i.e. at least
one arc is extra, missing or reversed from one graph to the other. Of course,
a structural difference implies that the conditional probability distributions are
not the same. However only that local distribution affected by an arc edition are
different, the others remain the same.

The last kind of difference is a mixture of both previous, where there are
structural differences and also parametric differences in local distributions not
affected by structural changes. This one is the most general.

The aim of this section is to go further in the analysis of re-usability in order
to put more light in its potential benefit. For that reason, a experimental scenario
was set up taking into account the hypothesis and conditions stated above. This
scenario is described next.

6.4.1 Methodological approach

The methodological approach used here is based on generating some Bayesian
networks. Then creating some versions of that original models based on the
differences commented above. Next sampling data from each model databases
for classification in which the class variable identifies the model the data was
generated from. Finally the MultiDN classifier, and all its variants based on re-
usability, are tested over those datasets. In order to make a broader comparison,
the classifiers identified as the best ones in the previous section are also considered.
That is MultiBN, SVM and kDB.

The original models were generated using Samian (AR Group) random genera-
tor. Specifically the method randomNetwork, from the class
edu.ucla.belief.RandomNetworks is used. This method takes three parame-
ters, the number of nodes, the connectivity and a bias factor. The connectivity
parameter specifies the average number of parents for each node and the bias
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parameter affects the generation of the conditional probability distributions. In
all cases, the nodes identify binary variables.

Next step is to apply changes to those original models. These changes are
called mutations. In algorithm 6.3 is shown the pseudo-code to perform structural
mutation. It is quite straightforward; if a pair of nodes are already connected by
an arc, it is removed, otherwise the arc is added according with the mutation
probability. However, apart form the structure, the conditional distributions of
the nodes involved in a change have to be modified, augmenting or reducing them.

Algorithm 6.3: Pseudo-code for the structural mutation.

Data: A model M over the variables {X1, . . . , Xn}; mutation parameter m
Result: A mutated model M ′

Let M ′ = M1

foreach node Xi do2

foreach node Xj do3

if satisfied probability m then4

if exists arc Xj → Xi then5

Remove arc Xj → Xi from M ′
6

Local conditional distribution is modified by averaging7

else8

Add arc Xj → Xi to M ′ if it does not violate acyclicity9

Local conditional distribution is modified by splitting10

Return M ′
11

Thus, when a conditional distribution has to be reduced due to an arc removed,
the new distribution is obtained by averaging over the variable that is removed.
In figure 6.5 is shown an example of this process.

Xk

Xj Xj

Xi
0.1 0.8 0.6 0.3
0.9 0.2 0.4 0.7

Xj

Xi
0.35 0.55
0.65 0.45

(a) (b)

Figure 6.5: Example of reducing a conditional distribution (a) after removing one
parent (b), Xk in this case.

The augmentation process is a bit more complex. The aim of it is that the
resulting conditional distribution is such that applying averaging over the added
variable the original distribution is obtained. This can be achieved just by adding



6.4 Re-usability Analysis 115

two new values for each original configuration. But this pair of values have to be
at the same distance of the original one in order to their mean is that original
value. This process only has to be done for one of the values of the variables
which a new parent is added to, and later the complementary can be computed
for the other value as variables are binary.

The distance between the two new values and the original one, δ, can be
any, just in the range from 0 to the original value, if it is lower than 0.5, or its
complementary otherwise. Here, δ is computed as the 40% of the greater value of
that interval. In figure 6.6 is shown an example of this process.

Xj

Xi
0.9 0.4
0.1 0.6

Xk

Xj Xj

Xi
0.86 0.24 0.94 0.56
0.14 0.76 0.06 0.44

(a) (b)

Figure 6.6: Example of augmenting a conditional distribution (a) after adding
one new parent (b), Xk in this case.

Parametric mutation is performed simply by changing completely the con-
ditional probability distribution for a set of nodes selected randomly according
with the mutation probability. In algorithm 6.4 is shown the pseudo-code of this
procedure. The new distribution is generated by the method randomCPT in the
class edu.ucla.belief.RandomNetworkswhich creates a probability distribution
generated randomly considering the parameter bias.

Algorithm 6.4: Pseudo-code for the parametric mutation.

Data: A model M over the variables {X1, . . . , Xn}; mutation parameter m
Result: A mutated model M ′

Let M ′ = M1

foreach node Xi do2

if satisfied probability m then3

Set a new conditional probability distribution for Xi in M ′
4

Return M ′
5

Finally, the last mutation is a mixture of the two previous in such way that
first the structural mutation is applied with half of the mutation probability,
and afterwards the parametric mutation is carried out with the other half of the
mutation probability.

Different models will be generated for each one of these three kind of mutations
with different mutation probabilities. For each one of these configurations, kind
of mutation and probability, up to 7 different networks will be created in order to
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represent a class variable with up to 8 different values. However, not only a class
variable with 8 values is considered. Also class variables with 2 and 4 states are
taken into account, using the first or the three first mutated models respectively.

Once that all the networks are made, the next step is to generate datasets
by sampling. From the original model a specific amount of instances is sampled,
which will represent the distribution for the first value of the class. Subsequently,
for a given kind of mutation and probability, from the 7 mutated models the
number of instances to sample will be a percentage of the amount from the original
model. This percentage will establish the level of balance between the reference
distribution and the others.

6.4.2 Experimental evaluation

After explaining the general framework of this study, next the configurations of
values used to generate the benchmark datasets are described. After that the
results obtained will be presented with their analysis.

The original networks were created using a connectivity values of 3 and a bias
of 0.3. Three different sizes, i.e. amount of nodes, were used, 10, 20 and 50 and
for each size three different models were generated. Thus the number of original
models is 9.

Regarding the mutation probability the values 0.1 and 0.2 are tested for all
the three kind of mutations. When performing a parametric mutation the new
distribution is created with a bias of 0.3 too. According with this, for each original
model 6 different mutations will be performed.

Two different percentage of balance are considered: 10 and 25 percent. The
original networks are sampled with 200 instances, so the mutated ones have 20 or
50 instances.

To sum up, there are 9 original models and 54 mutated ones, 6 for each
original. From each configuration of mutation 3 different types of class variables
are considered, and for each combination 2 different percentage of balance. So,
the amount of datasets generated is 54 · 3 · 2 = 324.

In this work, the parameters, from all those described, which are of interest
are the kind and level of mutation and the level of balance. This represent 12
configurations which will be labeled by three components. First with the first
letter of the mutation (s, p or b), second the mutation probability (0.1 or 0.2)
and third the balance (0.1 or 0.25).

For each one of the configurations to analyze there are 27 results which will be
used to estimate the performance of each algorithm and make the comparisons.

6.4.2.1 Results

In table 6.19 are shown the averaged results for each configuration and each
algorithm. For readability, the re-usability schemes BestlogL and ThresholdlogL
are shortened to Best and Thres, but they are exactly the same as in previous
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section. In this table it can be seen that, in average, the best algorithm is MultiBN
and the worst is SVM. Nonetheless SVM is the best one in the configurations with
small level of mutation and small level of balance.

This performance of SVM can be explained because it cannot make good
estimations for the class values with very few data. This is contradicting the
results but what makes the different is that the less data for the other class
values the less influence on the prediction of the majority class value. In this
case SVM behaves almost like a ZeroR classifier. However if the amount of data
representing the non majority class value is increasing, but not enough to make
a fair estimation, the prediction of the majority class value is affected negatively.

Focusing on the re-usability schemes, which is the main aim of this section,
it can be noticed that in average all of them are better than the plain MultiDN
algorithm. Only in one configuration, the last one, uninformed re-usability seems
to be a bad strategy.

kDB MultiBN MultiDN First Inter Union Best Thres SVM
b 0.1 0.1 0.7691 0.7715 0.7697 0.7728 0.7716 0.7731 0.7712 0.7719 0.7746
b 0.1 0.25 0.6512 0.6636 0.6569 0.6619 0.6617 0.6616 0.6602 0.6612 0.6395
b 0.2 0.1 0.7918 0.8012 0.7975 0.8007 0.7988 0.8008 0.7982 0.7988 0.7917
b 0.2 0.25 0.6923 0.7125 0.7085 0.7084 0.7087 0.7077 0.7084 0.7084 0.6756
p 0.1 0.1 0.7636 0.7621 0.7591 0.7613 0.7606 0.7617 0.7599 0.7606 0.7735
p 0.1 0.25 0.6443 0.6435 0.6413 0.6491 0.6487 0.6490 0.6470 0.6477 0.6366
p 0.2 0.1 0.8082 0.8106 0.8110 0.8152 0.8137 0.8152 0.8129 0.8134 0.8068
p 0.2 0.25 0.7313 0.7440 0.7446 0.7457 0.7456 0.7455 0.7458 0.7459 0.7095
s 0.1 0.1 0.7546 0.7631 0.7593 0.7603 0.7600 0.7605 0.7593 0.7601 0.7656
s 0.1 0.25 0.6177 0.6303 0.6273 0.6307 0.6299 0.6303 0.6297 0.6299 0.6088
s 0.2 0.1 0.7603 0.7803 0.7773 0.7793 0.7781 0.7795 0.7789 0.7787 0.7649
s 0.2 0.25 0.6419 0.6793 0.6766 0.6752 0.6758 0.6748 0.6778 0.6784 0.6221

aver. 0.7189 0.7302 0.7274 0.7301 0.7294 0.7300 0.7291 0.7296 0.7141

Table 6.19: Averaged results for each algorithm and for each configuration under
study. In boldface are highlighted the best result per configuration.

From these results a multiple comparison analysis can be carried out using
the Friedman test (Friedman, 1937). As this test is based on ranks and given
the fact that the results appear a bit different based on them, in table 6.20 this
new perspective is shown. In all configurations the Friedman test indicates that
the hypothesis that all classifiers have the same performance has to be rejected.
Then, the Holm’s post-hoc test is carried out to decide which other classifiers are
not significant different of the best one in ranks.

According to ranks, the best result in average is shown by First, which along
with Union are better than MultiBN. Again the worst results are to kDB and
SVM. But now most of the best values per each configuration are among First,
Inter and Union. Specifically, these three re-usability schemes are the best result
or statistically equivalent in all configurations but in one. Again in the last
one, which represents structural mutation with mutation probability 0.2 and 25%
balance, the uninformed re-usability approaches shows poorer performance than
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kDB MultiBN MultiDN First Inter Union Best Thres SVM
b 0.1 0.1 4.33 •4.76 3.85 •6.02 •4.96 6.43 4.31 •5.30 •5.04
b 0.1 0.25 4.02 •5.30 3.31 6.35 •5.81 •5.30 •5.22 5.94 3.74
b 0.2 0.1 3.15 •5.91 3.67 •6.50 •5.48 6.80 4.59 4.81 4.09
b 0.2 0.25 2.93 6.89 •5.43 •5.87 •6.33 •4.94 •5.24 5.30 2.07
p 0.1 0.1 •5.81 •4.70 3.26 •5.69 •4.76 6.07 4.06 •4.63 •6.02
p 0.1 0.25 •4.83 4.26 2.96 6.46 •5.70 •6.41 •5.15 •5.48 3.74
p 0.2 0.1 4.19 3.98 3.50 7.19 •5.78 •7.06 4.74 5.20 3.37
p 0.2 0.25 3.15 •5.52 •5.26 •5.94 6.09 •5.69 •5.94 •5.96 1.44
s 0.1 0.1 2.81 6.24 •4.89 •4.96 •4.91 •5.39 •4.76 •4.93 •6.11
s 0.1 0.25 2.89 •5.78 •4.96 6.11 •6.04 •5.61 •5.26 •5.41 2.94
s 0.2 0.1 2.15 6.37 4.00 •6.30 •5.02 •6.28 •5.78 •5.48 3.63
s 0.2 0.25 2.48 7.11 •6.02 4.69 4.89 4.50 •6.78 •6.87 1.67

aver. 3.56 5.57 4.26 6.01 5.48 5.87 5.15 5.44 3.66

Table 6.20: Averaged rank for each algorithm and for each configuration under
study. In boldface are highlighted the best result per configuration. With • are
noted those algorithms not statistical difference form the best one according with
Holm’s post-hoc test.

MultiDN. MultiBN is the best classifier or equivalent in 10 configurations, whilst
Best and Thres in 8 of them.

Focusing now only on the re-usability schemes, a comparison have been carried
out between MultiDN and each one of them. This comparison is made using the
Wilcoxon signed rank test and the p-values obtained are shown in table 6.21.

In this table, the first point to notice is that re-using previous information
is not always beneficial as one could suppose initially given a favorable scenario
settled in this experimentation. However, in only one case there is a significant
deterioration of the performance. So taking into account that, in general, re-
using information implies computational savings, the employ of this strategy can
be always of interest.

Besides, a very positive fact can be extracted. In all cases with the greatest
mutation level (0.2) and very low balance (10%), the re-usability schemes ob-
tain significant improvement. This configuration represents the most critical case
where traditional algorithms will not be able to get patterns to characterize the
class values with low incidence in the database resulting that these class values
will not be correctly identified. In cases, like in medical diagnosis suggested in
previous section, this improvement can be very important.

Comparing the five re-usability methods, almost all of them show significant
improvement in seven or eight cases out of twelve. However, there is an impor-
tant distinction among them. In the last configuration, while the uninformed
strategies are worse in average than the canonical algorithm, and even Union is
significantly worse, the strategies based on testing likelihood are better than the
plain algorithm in average, and BestlogL shows even significant improvement.

To conclude this results review, in table 6.22 it is shown the percentage of
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MultiDN vs
First Inter Union Best Thres

b 0.1 0.1 2.47e-3 0.0561 9.96e-4 0.1183 0.0199
b 0.1 0.25 1.40e-4 4.65e-5 6.65e-4 7.69e-4 1.25e-4
b 0.2 0.1 3.39e-4 7.00e-4 2.36e-4 0.0435 0.0138
b 0.2 0.25 0.8008 0.0531 0.3187 0.4236 0.8008
p 0.1 0.1 6.18e-4 2.37e-3 3.77e-4 0.0255 0.0044
p 0.1 0.25 1.61e-5 9.28e-6 1.61e-5 4.57e-06 5.71e-05
p 0.2 0.1 3.02e-5 1.59e-5 1.70e-4 7.05e-4 3.95e-4
p 0.2 0.25 0.0673 0.0435 0.2326 0.0463 0.1128
s 0.1 0.1 0.8195 0.6918 0.4637 0.5321 0.8382
s 0.1 0.25 0.0151 0.0232 0.0772 0.2390 0.2250
s 0.2 0.1 1.00e-3 0.0160 5.78e-4 2.48e-4 4.32e-4
s 0.2 0.25 0.0797 0.2159 0.0147 0.0461 0.0602

Table 6.21: P-value of the Wilcoxon signed rank test between MultiDN and each
one of the re-usability schemes. In boldface is highlighted the results supporting
evidence of better performance with re-usability. In italic face is highlighted the
result supporting better performance without re-usability.

variables passed as seed that are useful for the learning algorithm. These numbers
indicates that, even though the structure is quite similar among models, about
only half of the seeded information is useful. Having into account the highest
mutation is 20% it could be expected that around 80% of the seeds are re-used.
However, although the learning algorithm guarantees to recover the true Markov
blanket, this is only under the condition that the tests are reliable and with the
amount of data used this condition is probably not true. Anyway, these numbers
represent an important saving.

Given the methodology used to generate the data, it could be expected that
the best re-usability scheme should be First. However this is not the case. First
is only the last but one and the best one is Intersection followed by BestlogL
and ThresholdlogL. It seems that is advisable to restrict to the maximum the
structures passed as seed.

6.5 Conclusions

This chapter is a continuation of the previous one, presenting a new classifier
based on dependency networks. Nonetheless this new algorithm introduced takes
advantage of an important feature: almost consistent general dependency net-
works.

This feature is introduced in section 6.2 after a study and analysis of inconsis-
tencies present in dependency networks. The post-process procedure proposed is
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First Inter Union Best Thres
b 0.1 0.1 40.93 48.15 39.44 45.04 45.19
b 0.1 0.25 58.78 65.11 56.11 64.30 63.78
b 0.2 0.1 41.07 47.59 39.33 45.85 46.00
b 0.2 0.25 57.33 62.96 53.85 63.63 63.26
p 0.1 0.1 49.26 58.04 47.85 50.56 50.93
p 0.1 0.25 69.11 75.89 66.48 71.07 71.30
p 0.2 0.1 46.67 54.93 45.19 49.33 49.81
p 0.2 0.25 64.37 70.22 61.52 68.19 68.00
s 0.1 0.1 41.15 48.37 39.96 45.11 45.37
s 0.1 0.25 58.48 64.70 56.22 64.00 63.59
s 0.2 0.1 39.81 45.44 38.41 47.52 47.52
s 0.2 0.25 52.67 56.67 50.41 62.93 62.37

aver. 51.64 58.17 49.56 56.46 56.43

Table 6.22: Percentage of seeds used.

highly justified by the experimental results shown with the only drawback that it
is an extra task to be carried out in the learning process and that it cannot be done
independently. However it is designed to be very light computationally and, in
fact, the experimental results say that it means a faster parametric learning when
probability tables are used to encode the conditional probability distributions.

In section 6.3 a new classifier using dependency networks and the previous
proposal is presented based on the idea of multinets. Thus, this new paradigm
consists of a mixture of dependency networks, one for each class value. The
experimental results indicate that it is very competent compared with a large
range of other well known classifiers.

Apart from its good performance, the nature of this new classifier encour-
age the idea of re-usability among the different models that have to be learned.
The first aim of re-usability is to obtain computational savings. This claim is
supported, in general, by the results presented.

Furthermore, during the development of the previous experimentation a new
property of re-usability was discovered: the ability to make more robust models
when dealing with unbalanced dataset in the number of instances per class value.

This new characteristic is analyzed in section 6.4. A scenario is settled in order
to create a set of databases suitable to extract conclusions for such claim. In the
results reported is stated the improvement achieved by re-usability although it is
not in all cases. In general, uniformed re-usability strategies can obtain greater
improvements but also yields deterioration of the accuracy in some cases. The
informed strategies show a more stable performance and they always yield an
improvement, although less significant.



Chapter 7

Using Dependency
Networks on Estimation of
Distribution Algorithms

7.1 Introduction

This chapter is devoted to show two approaches to use dependency networks on
estimation of distribution algorithms (EDAs). They are a special kind of op-
timization algorithms which are based on learning and sampling a probabilistic
model. A brief overview about the topic of combinatorial optimization and es-
timation of distribution algorithms will be presented in section 7.2. Next, in
section 7.3 a first approach of an optimization algorithm employing dependency
networks learned using only second order statistics is introduced. In section 7.4
an improved version of the previous algorithm is developed based on the concept
of combining functions in order to define multivariate distributions using simpler
ones, bivariate in this case. Finally, the conclusions of this chapter are stated in
section 7.5.

This chapter is mainly based on (Gámez et al., 2007b) and (Gámez et al.,
2008b).

7.2 Combinatorial Optimization and Estimation

of Distribution Algorithms

Combinatorial optimization refers to the set of techniques that try to find the best
solution for a given problem consisting of a set of (interrelated) variables when
all these variables are discrete. Very known problems can be easily found that

121
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respond to that definition such as the travel salesman problem (TSP), knapsack
problem or the maximum spanning tree problem.

Definition 7.1. (Blum and Roli, 2003) A Combinatorial Optimization problem
P = (S, f) can be defined by:

• a set of variables X = {X1, . . . , Xn}

• variable domains D1, . . . , Dn

• constraints among variables

• an objective function f to be maximized1, where f : D1 × · · · , Dn →R

The set of all possible feasible assignments is

S = {s = {(X1, v1), . . . , (Xn, vn)}|vi ∈ Di, s satisfies all the constraints}.

S is usually called a search (or solution) space, as each element of the set can
be seen as a candidate solution. To solve a combinatorial optimization problem
one has to find a solution s∗ ∈ S with maximum objective function value, that is,
f(s∗) ≥ f(s)∀s ∈ S. s∗ is called a globally optimal solution of (S, f) and the set
S∗ ⊆ S is called the set of globally optimal solutions.

There are different kind of methods to solve optimization problems, but since
many of these problems are NP-hard, heuristic search algorithms are widely used
to solve them. Heuristic procedures do not assure to obtain the best solution for
a problem, however the solution they get is reasonably good and the resources
necessary for obtaining that solution are much less than with exact methods.
Specially heuristic approaches can return a solution in a finite and reasonable
short time which is not the case for other approaches and this condition is quite
important for applying these techniques in the real world.

Metaheuristic algorithms are a special kind of heuristic techniques which make
use of inner procedures, typically heuristic itself, by combination or generalization.
Etymologically metaheuristic come from two Greek words, meta and heuriskein.
The first one means “beyond” or “in an upper level” and the second one means
“to find”. A simple definition of heuristic is a process which makes use of all the
knowledge available applied in a intelligent way in order to solve a problem. That
means that the strategy designed to solve the problem will take into account the
information related with the problem and the application domain. It is common
that those strategies are based on human behaviors or processes from the nature,
if this is the case the algorithms are called bio-inspired.

There are many kind of metaheuristic methods with different characteristics
and properties and because of that there are also many ways of clustering them in

1As minimizing an objective function f is the same as maximizing −f will be assumed from
now on only maximizing functions without loss of generality.
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a taxonomy. For instance, a general classification can be made in four groups de-
pending on the general approach metaheuristic algorithms are built (Melin et al.,
2003):

• Relaxation metaheuristics: make some assumptions over the problem to
make it easier to solve. One example is the Lagrangian heuristic.

• Constructive metaheuristics: try to get the best solution by constructing
it little by little from the components the solution is made of. Greedy
algorithms are in this group.

• Search metaheuristics: make small modifications from the initial solution in
order to go through the solutions space in the quest of a better solution in
each step. In this item can be classified the neighborhood based algorithms.

• Evolutionary metaheuristics: are based on set of solutions, called popula-
tion, which evolve with some kind of interaction between them in order to
get better solutions. Genetic algorithms are evolutionary metaheuristics.

Other way to classify metaheuristics is by focusing on one single characteristic
defining in this way a binary classification (Blum and Roli, 2003)

• Nature-inspired vs. non-nature inspired. Depending on the origin of the
technique there are algorithms such as Ant Colony or Genetic algorithms in
one side or Iterated Local search or Tabu search in the oder.

• Population-based vs. single point search. If at the same time the algorithm
manage more than one solution it will be called population-based, otherwise
it will be called trajectory method.

• Dynamic vs. static objective function. When the algorithm, during the
search, modify the objective function, normally with information gathered
in the search process, it can be labeled as dynamic objective function like
the Guided Local Search.

• One vs. various neighborhood structures. Most of the metaheuristic algo-
rithms work with a single neighborhood structure. However, other meta-
heuristics, like Variable Neighborhood Search (VNS), maintain several neigh-
borhood structures which give the possibility to diversify the search by swap-
ping between different fitness landscapes

• Memory usage vs. memory-less methods. Memory-less algorithms follow a
Markov process as the current state is the only information the algorithm
considers to make the next step. In the other hand the algorithm can make
use of previous states for instance keeping track of recently performed moves
or by summarizing the key information of the previous states in the search.

In this scope, here the interest is put in one specific metaheuristic: Estimation
of Distribution Algorithms (EDAs). Such algorithms can be characterized as
evolutionary, non-nature-inspired, population-based, static and memory-less.
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7.2.1 Estimation of Distribution Algorithms

Estimation of distribution algorithms appeared for first time in (Mühlenbein and
Paaß, 1996) and they can be classified as evolutionary and population-based al-
gorithms, so they use a set of candidate solutions as population, each one of them
called individual, which should evolve iteratively towards the best solution of the
given problem.

The idea behind this kind of metaheuristic is that several researchers consid-
ered of great importance to analyze the relationship between the components of
every individual, or variables that codify the problem, in the population in genetic
algorithms (Holland, 1975) because it is thought that the interaction of genes can
guide the evolutionary process. Besides, most of the evolutionary search algo-
rithms have an important quantity of configuration and tuning parameters, and
if the user has no experience in their application with the problem under study,
determining the proper values for that parameters is a very complex task which,
in fact, can be seen as another optimization problem.

Unlike what happen with genetic algorithms, EDAs do not make use of cross
and mutation operators. The population of individuals for the next genera-
tion/iteration is obtained by sampling the probability distribution that is learned
from a selection of the best individuals of the current population. Regarding
the way in which that probability distribution is estimated different kind of algo-
rithms can be considered inside the EDA paradigm, for instance, the algorithms
can be distinguished by the degree of dependencies they take into account, i.e.
univariate, bivariate or multivariate dependencies.

7.2.1.1 General framework

In algorithm 7.1 the general EDA is depicted, M is the population size and N is
the number of selected individuals (Larrañaga and Lozano, 2002).

Algorithm 7.1: General pseudo-code of the EDAs

l← 0 // Generation counter1

Dl ← Generate M individuals randomly2

repeat3

l ← l + 14

DSe
l−1 ← Select N ≤M individuals from Dl−1 according to the5

selection method
Pl(X) = P (X|DSe

l−1)← Estimate the probability model from the6

selected individuals
Dl ← Sample M individuals from Pl(X)7

until stop condition8

Basically there are three steps: selection (line 5), learning (line 6) and sampling
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or generating the next population (line 7). There are several schemes for first and
third steps that, of course, will vary the performance of the algorithm, nonetheless
the key step is the second one because depending on the ability to model properly
the problem dependencies the performance of the algorithm should be better. Of
course the more accurate learning the more expensive computationally.

Within the simplest EDAs, the ones that do not consider dependencies be-
tween the variables, the most significant are the Univariate Marginal Distribution
Algorithm (UMDA) (Mühlenbein, 1998) or the compact Genetic Algorithm (cGA)
(Harik et al., 1998). UMDA simply estimate the joint probability distribution of
all the variables from the current population by the product of all the marginal
probability distributions for each variable, i.e:

Pl(X) = P (X|DSe
l−1) =

n∏

i=1

Pl(Xi).

As an example of EDAs with bivariate dependencies can be selected Combining
Optimizer with Mutual Information Trees (COMIT) (Baluja and Davies, 1997)
and Mutual Information Maximization for Input Clustering (MIMIC) (Bonet
et al., 1997). The proposal of COMIT is to factorize the joint probability distri-
bution by a tree structure. Although COMIT also includes a local optimization
process after the sampling to generate the next population, here only the proba-
bilistic modeling is considered. So the estimation of the probability distribution
is carried out by learning a Maximum-Weight Spanning Tree (MWST) proposed
by (Chow and Liu, 1968). MIMIC is based on a greedy algorithm that in each
iteration searches for the best permutation between the variables with the aim
of finding the probability distribution P π

l (X) minimizing the Kullback-Leibler di-
vergence (Kullback and Leibler, 1951) with respect to the empirical distribution
in the population such that:

P π
l (X) = Pl(Xi1 |Xi2) · · ·Pl(Xin−1

|Xin) · Pl(Xin)

where π = (i1, i2, . . . , in) is a permutation over the set of indexes 1, 2, . . . , n. Given
that the KL divergence between two probability distributions, Pl(X) and P π

l (X),
can be formulated as

Kπ
l (X) = Hl(Xin) +

n−1∑

j=1

Hl(Xij |Xij+1
),

where H(·) is the Shannon entropy (Shannon, 1948), the problem of finding the
best permutation is approximated by first searching for the variable with less
entropy and in sequential steps choosing the variable with less conditional entropy
given the variable selected in the previous step.

In the group of EDAs that can represent multivariate dependencies are the
Extended compact Genetic Algorithm (EcGA) (Harik, 1999), Factorized Distri-
bution Algorithm (FDA) (Mühlenbein et al., 1999), the Estimation of Bayesian
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Networks Algorithm (EBNA) (Etxeberria and Larrañaga, 1999) and Bayesian
Optimization Algorithm (BOA) (Pelikan et al., 1999). The last two can be con-
sidered as the same algorithm although they have different names and they were
developed independently. EBNA encodes the dependencies by learning a Bayesian
network, normally by a greedy search using a score metric like K2 (Chickering
et al., 1997), BIC (Bayesian Information Criterion) (Schwarz, 1978) or BDe (Ba-
yesian Dirichlet equivalent) (Heckerman et al., 1995b) although other approaches
can be used like the PC algorithm (Spirtes et al., 2001). Over this algorithm
can be found some variations: one is that in each iteration the greedy search
starts with the network learned in the previous iteration instead of the empty
network. Another variation consists in representing the conditional probability
distributions for each variable as probability trees instead of probability tables.

The selection of the best individuals of the population is done in a similar way
as in Genetic Algorithms. In fact the two more common selection schemes where
developed for GAs, the so-called truncation (Mühlenbein and Shlierkamp-Voosen,
1993a) and tournament (Brindle, 1981; Goldberg et al., 1989). In truncation
selection the best τ% individuals in the population are selected as input for the
learning. In tournament selection s individuals are randomly picked from the
population and the best one is selected. This process is repeated M times, being
M the population size. If the individual selected in a tournament is eligible
for other tournaments the procedure is called with replacement, however there
is another variation, called without replacement, in which it is guaranteed that
every individual only can participate in exactly s tournaments.

Although the general EDA framework specifies that the population for the
next iteration is the result of the sampling from the learned distribution (that
scheme can be referred as full replacement) some other alternatives can be used
which try to improve the efficiency of these algorithms. One of these alternatives
is elitist replacement where a proportion of the worst individuals of the previous
population are replaced by the same proportion of the best individuals of the
sampled population. In truncation replacement the previous and the sampled
population are mixed and the best M individuals are picked as population for
the next iteration regardless where each individual come from. Another more
sophisticated replacer which provides very good results is the so-called Restricted
Tournament Replacement (RTR) (Harik, 1995). In RTR, for each new individual
sampled from the current probability model, a subset of individuals from the
current population is selected. Then, the fitness of such individual is compared
with the fitness of the one which is more similar to it, preserving for the next
population the one with higher fitness. It is worth pointing out that the size of
the subsets used for RTR is set up depending on the population size and the
complexity of the problem being solved, typically the subset size w is such that
w = min{n,M/20} (Pelikan, 2005) where n is the problem size and M is the
population size.

From the union of the Bayesian optimization algorithm (BOA) and the re-
stricted tournament replacement surges the hierarchical BOA or hBOA (Pelikan
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and Goldberg, 2001).

7.3 Estimation of Dependency Networks Algo-

rithm (EDNA)

In this section it is proposed the use of a multivariate probabilistic model for EDAs
in the sense that the number of dependencies are not limited a priori, but it is
built as an approximation, based on an heuristic expression, in which only second
order statistics are used (as in bivariate models), thus a quadratic complexity is
maintained. This proposal, that is called Estimation of Dependency Networks
Algorithm (EDNA), is based on the use of a dependency network to model the
relation among the variables. As it will be discussed later the use of dependency
networks makes possible this approximation in an easy way, on the contrary as it
happens with Bayesian networks.

EDNA fits perfectly in the canonical EDAs framework, so it is only necessary
to specify the two main steps related with the probabilistic model: learning and
simulation. In the learning phase EDNA runs over all the variables and looks for
the parent set of the considered variable. This process can be done in parallel
and consists in the identification of the more relevant variables with respect to
the considered one. In this proposal the degree of dependence between variables
is measured by using mutual information, which is an usual measure.

Initially can be thought an approach that considers as parents of Xi all those
variables {Xj} such that I(Xi, Xj) is greater than a given threshold. However,
this procedure could lead to overfitting because it is possible that a variable Xk

selected as parent for Xi makes unnecessary the inclusion of some other variables
in the parent set even if they pass the threshold. Because of this, it is proposed
an alternative approach that consists in looking for the parent set of Xi in an
iterative way. Thus, in each step the algorithm looks for the variable Xj with
highest MI with respect to Xi, but having a small degree of relation with the
current parents of Xi, that is, I(Xi, Xk|Pai) is small. However, computing this
multivariate statistics can be computationally expensive, and given the philosophy
of this initial approach, is proposed to measure this relationship between variables
by using the following (heuristic) approximation:

Merit(Xi, Xj) = I(Xi, Xj)−

∑
Xp∈Pai

I(Xp, Xj)

|ΩPai
|+ 1

.

This expression measures the merit of considering Xj as new parent for Xi. With
this expression it is intended to take into account the current parents, specifically
the average mutual information between Xj and the variables already included in
the parent set. Thus, if the previous expression returns a negative value it could
be interpreted as Xj does not give new information about Xi and so it is rejected
as a candidate parent for Xi. For those candidate parents such that the previous
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expression returns a positive value the algorithm can act greedily and the one
with greater value is selected.

In this way, the purpose is to make an approximation of a multivariate model
by using only second order statistics. Notice that this bivariate approximation can
not be directly applied to Bayesian networks because it could introduce cycles.

A similar approach can be found in (Battiti, 1994) for the task of feature
subset selection.

Algorithm 7.2 shows the pseudo-code of the process described above:

Algorithm 7.2: Pseudo-code for estimating the population’s joint proba-
bility distribution by using a dependency network-based factorization.

foreach variable Xi ∈ X do1

Pai = ∅ // Parents of variable Xi2

candi = X− {Xi} // Candidate parents for Xi3

while candi 6= ∅ do4

foreach Xj ∈ candi do5

assess it by I(Xi, Xj)−

∑
Xp∈Pai

I(Xp, Xj)

|ΩPai
|+ 16

Let Xmax be the variable with best assessment7

if Xmax has positive assessment then8

Pai = Pai ∪Xmax9

candi = candi −Xmax10

foreach Xc in candi with negative assessment do11

candi = candi −Xc12

else13

candi = ∅14

Pl(X) ∼
∏n

i=1 Pl(Xi|Pai)15

With respect to the simulation phase in order to generate the new population
the Gibbs sampling is used (see section 3.1.1.1) because of the possibility that the
resulting graph contains cycles. As it is well known, the Gibbs sampling needs
positive conditional probability distributions to assure convergence, so Laplace
correction is used during probabilities estimation. Also, there are two more pa-
rameters related with Gibbs sampling, both related with the idea of avoiding the
correlation or dependence between samples: the burning time, i.e. the number
of samples that are discarded at the beginning of the sampling process; and the
latency, that indicate the number of samples discarded between each two valid
samples. Although Probabilistic Logic Sampling (Henrion, 1988) is the standard
simulation process in the most EDAs, Gibbs sampling has also been used in other
EDAs not based in Bayesian networks (Santana, 2005).
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7.3.1 Experimental evaluation

Here are presented the experiments that are focused on the analysis of two as-
pects: (1) convergence reliability, i.e. the number of times in which the algorithm
achieves the optimum; and (2) scalability, defined as the ability of maintaining
the algorithm performance as the problem dimension grows.

EDNA algorithm will be compared with other EDAs with a similar level of
complexity like an univariate model (UMDA) and two bivariate ones with a chain
structure, taken from MIMIC, and a tree structure, taken from COMIT.

In order to be able to draw significant conclusions 50 independents runs have
been performed for each problem, and in the i-th run the same initial population
was used for all the algorithms considered with the aim of avoiding bias due to
different initializations. A maximum of 105 evaluations has been set as stopping
criterion. Population size is set to 10n individuals, where n is the problem size
or dimension, and only the (best) half population is used to learn the model. In
the simulation phase, probabilistic logic sampling, as usual, is used for all models
but EDNA which uses the Gibbs sampling. For Gibbs sampling the number of
burning samples is set as the double of the number of variables and the latency is
set to 1. After the 50 runs, and in order to draw conclusions a parametric statistic
test is carried out. A paired test is chosen because the results obtained in each
generation by each algorithm came from the same initial population.

With respect to scalability, the dependence between the performance of the al-
gorithm and the dimension of the problem is measured as the number of iterations
needed to reach the optimum value of the considered problem. The experimental
settings are the same as for the convergence analysis, but in this case the popu-
lation size is set to 100. Only 30 runs are performed and five different problem
dimensions for each case are considered. For each model and each setting (prob-
lem plus dimension), for posterior analysis only those runs in which the optimum
fitness is reached are considered, then the 10 best results (less iterations) are
selected in order to compute the average number of required iterations.

Regarding the test suite, some problems that have been extensively used in
the literature have been selected: OneMax, Plateau (Mühlenbein and Shlierkamp-
Voosen, 1993b), CheckerBoard (Baluja, 1994), Fc4 and Fc5 (Larrañaga and
Lozano, 2002), and random decomposable problems (Pelikan et al., 2006b). They
are described as follows:

Function OneMax This function is well known and implements a simple linear
problem. It can be written as

FOneMax(X) = u(X) =

n∑

i=1

Xi.

The target is to maximize the function FOneMax with Xi ∈ {0, 1}. The global
optimum is therefore equal to n, the problem size, and it is represented by an
individual in which all components are one (1, 1, . . . , 1)
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Function Plateau This problem was proposed in (Mühlenbein and Shlierkamp-
Voosen, 1993b). Here each individual is a vector with size n, such that n is multiple
of 3, n = m×3. In order to define this function is needed to use another auxiliary:

g(X1, X2, X3) =

{
1 if X1 = 1 y X2 = 1 y X3 = 1
0 otherwise

Then the Plateau function is defined as:

FPlateau(X) =

m∑

i=1

g(si)

where si = (X3i−2, X3i−1, X3i). The target is maximize this function too, and it
has the same best individual than the previous with value m.

CheckerBoard function This problem (Baluja, 1994) defines a matrix of s×s
positions with values 0 or 1. The target is to create a pattern in this matrix like
as a chess board in which white and black cells are substituted by ones and
zeros. In each position where there was a 1 it must be surrounded by zeros in the
four basic directions, and vice versa. The positions in the borders are no taken
into account. The optimum value is 4(s − 2)2, and the problem size is n = s2.
Considering the matrix as X = [Xij ] with i, j = 1 . . . , s, and δ(a, b) as the delta
Kronecker function, the Checkerboard function can be written as:

FCheckerboard(X) = 4(s− 2)2 −
s−1∑

i=2

s−1∑

j=2

{δ(Xij , Xi−1j) +

+ δ(Xij , Xi+1j) + δ(Xij , Xij−1) + δ(Xij , Xij+1)}

with

δ(a, b) =

{
1 if a = b
0 otherwise

Deceptive functions The functions Fc4 y Fc5 are presented here which are
two examples of deceptive functions proposed in (Mühlenbein et al., 1999). They
are decomposable and have overlapping between adjacent components. The prob-
lem size, in both cases, is n, which is defined based on the number of subproblems
m of size 5. Before it is needed to define some auxiliary functions.

F 3
cuban1(X) =





0.595 if X = (0, 0, 0)
0.200 if X = (0, 0, 1)
0.595 if X = (0, 1, 0)
0.100 if X = (0, 1, 1)
1.000 if X = (1, 0, 0)
0.050 if X = (1, 0, 1)
0.090 if X = (1, 1, 0)
0.150 if X = (1, 1, 1)
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F 5
cuban1(X) =





4F 3
cuban1(X1, X2, X3) if X2 = X4

& X3 = X5

0 otherwise

F 5
cuban2(X) =





u(X) if X5 = 0
0 if X1 = 0 & X5 = 1
u(X)− 2 if X1 = 1 & X5 = 1

where the function u(·) is an alias of the function OneMax.

Fc4 function

Fc4(X) =

m∑

j=1

F 5
cuban1(sj)

where sj = (X4j−3, X4j−2, X4j−1, X4j , X4j+1), and the problem size is n = 4m+1.
The optimum value is

optimum =

{
2.4(m− 1) + 4 if m is odd
2.4(m− 2) + 6.38 if m is even

Fc5 function

Fc5(X) = F 5
cuban1(s1) +

(m−1)/2∑

j=1

(
F 5
cuban2(s2j) + F 5

cuban1(s2j+1)
)

where sj = (X4j−3, X4j−2, X4j−1, X4j , X4j+1), and the problem size is n = 4m+1.
The optimum value is

optimum =





2.7m+ 1.28 if m+ 1 is multiple of 4
2.7m+ 1.3 if m is odd
2.7m+ 1.58 if m is multiple of 4
2.7m+ 1.6 otherwise

Random decomposable problems This kind of problems are defined in (Pe-
likan et al., 2006b). In this work it is presented an algorithm in order to generate
instances for decomposable problems, i.e. they can be written as sum of sub
functions, and with the possibility that they have overlapping between subchains.
Here it is used some pre-generated instances which can be obtained, as well as
the source code for the generator, as it is shown in (Pelikan et al., 2006a). This
instances are identified by three numbers. The first indicates the problem size
(parameter n), the second indicates the length of each subchain (parameter k),
and the third indicates the quantity of overlap between subchains (parameter o).
If m is the number of subchains, then the relation among these parameters is:

n = k + (m− 1) ∗ (k − o)



132 USING DEPENDENCY NETWORKS ON EDAS 7.3

7.3.1.1 Results

Convergence In order to get a good analysis of convergence have been chosen
three complex problems: Fc4, Fc5 and some instances of the random decompos-
able problems. For Fc4 and Fc5 three configurations have been considered with
5, 7 and 10 subproblems, and for random decomposable problem 6 instances have
been chosen with different size and overlap. So, the algorithms are tested over 12
cases.

The results obtained for these experiments are shown in table 7.1, where the
best value for each configuration is highlighted in bold face and a • symbol is used
to mark those results having no statistical difference with respect to the best one
according to the Student’s paired t-test used (α = 0.05).

m=5 m=7 m=10

UMDA 13.56 18.33 25.48
COMIT •13.59 18.39 25.57
MIMIC •13.59 •18.38 •25.57
EDNA 13.59 •18.38 25.56

(a)
m=5 m=7 m=10

UMDA •14.77 20.18 28.44
COMIT •14.79 20.18 28.58
MIMIC 14.80 •20.18 •28.57
EDNA •14.80 •20.18 •28.57

(b)
22 4 2 31 4 1 40 4 0 42 4 2 61 4 1 80 4 0

UMDA 8.16 8.57 8.93 16.51 17.62 18.23
COMIT 8.26 8.71 9.06 16.91 17.83 •18.46
MIMIC •8.26 •8.71 9.07 •16.84 •17.82 18.46
EDNA •8.25 •8.70 9.06 16.77 •17.83 •18.46

(c)

Table 7.1: Convergence results for the problems FC4 (a), FC5 (b) and DP (c).

In these tables it can be seen that, even for only one problem, the best model is
not always the same. As it is logical, the univariate model shows the worst results
because it is the simpler one. Nonetheless the other three are quite similar, in
almost all cases it can be stated that the three models are statistically similar,
although it can be noticed also that the tree model is slightly better because
shows the best values in 8 of 12 considered cases. In any case, with these results
the conclusion is that the proposed model is at least as good as the other models
analyzed, and despite trying to be more complete by considering multivariate
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dependencies, it does not introduce more computational complexity.

Scalability With respect to scalability a different set of problems has been
selected: CheckerBoard, OneMax and Plateau. These problems are simpler than
those selected in the previous section, but in this way the algorithms will be able
to reach the optimum value and it can be assessed the effort in terms of the
number of required iterations. The results obtained are shown graphically in the
figures 7.1, 7.2 and 7.3.
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Figure 7.1: Evolution of the iterations necessary to reach the optimum value by
each model for the Checkerboard problem.
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Figure 7.2: Evolution of the iterations necessary to reach the optimum value by
each model for the OneMax problem.
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Figure 7.3: Evolution of the iterations necessary to reach the optimum value by
each model for the Plateau problem.

From these results it can be highlighted that the slope of the line representing
the dependency network model is always very low, specially for the most complex
problem: Checkerboard. UMDA shows a good scalability in OneMax and Plateau,
which are easier, but its performance heavily decreases for CheckerBoard. COMIT
shows the opposite behavior, i.e. it is good for CheckerBoard but not as good
as the presented proposal. Finally, MIMIC is comparable to EDNA for OneMax,
but is worse in the others.

7.4 EDNA-mean

In this section a modification of EDNA, presented in previous section, is described
which improves notably its accuracy. This modification is based on reducing over-
fitting in parameter estimation due to the large conditional probability tables
needed to be learned in the original EDNA. Now, the model approximation is ex-
tended to the probabilistic graphical model parametric component, and instead of
estimating n-dimensional conditional probability tables, all bivariate conditional
probability tables are combined for every single dependent (parent) variable by
means of the mean gate.

Once that EDNA obtains the graphical structure of the dependency network,
it learns the n-dimensional conditional probability distributions, getting in this
way a fully specified multivariate probabilistic graphical model. However, this
(standard) approach arises a potential problem: even if it can be assumed that
all the dependencies have been correctly recovered in the population, the set of
parents for every variable will be greater (or at least equal) than the equivalent
BN model. That implies that because of the (usually) small considered training
set (i.e. the best individuals in the population) the conditional distributions for
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every variable will be more difficult to be properly estimated and they can be in
fact overestimated. This fact leads to a deterioration in the performance. In this
point could be fair to rise some questions about the use of probabilistic decision
trees to encode the probability distribution. It is true that a probabilistic decision
tree can relax the overfitting problem but they have to be estimated for the join
set of variables what lacks again in the point of eliciting the join frequencies from
a small data set.

7.4.1 Combining Functions

In order to solve the problem commented above and to improve EDNA, it is
proposed to extend the use of bivariate statistics from only structural learning to
the whole process, including parameter learning and simulation. Thus, instead
of learning a full local distribution for every variable, it is proposed to estimate
independently a conditional distribution for each variable and each parent. Later,
when, in the sampling phase, the probability value of a variable given all their
parents is required, this value is computed from the set of estimated bivariate
distributions (notice that only the value for required configurations is computed,
not the whole conditional probability distribution).

This approach is largely used in practice when constructing Bayesian networks,
mostly because of efficiency reasons, number of parameters to be elicited from
experts, and/or in order to introduce a better way of designing the interaction
between the variables involved. In the literature some examples can be found
applied to medical domains (Onisko et al., 2001) or in the field of Relational
Bayesian Networks (Jaeger, 2001). The combination of the effect of each single
parent to obtain the whole effect is carried out by means of a gate or combining
function:

Definition 7.2. A combining function is a function that maps a finite set of
probabilities distributions into a probability distribution.

Perhaps the most known example of combining function is noisy-OR. This
function is used to describe the interaction between an observable effect E and
its n possible causes {C1, C2, · · · , Cn}. It is used for instance to model the rela-
tionship between a disease and the conditions (symptoms) that may be realated
to such illness. It is supposed that each cause alone is sufficient to make true the
effect in absence of other causes and its ability to do it it is assumed independent
of the presence of other causes.

If the simplest case is considered in which both causes and effects are binary,
it is possible to define the entire conditional distribution P (E|{C1, C2, · · · , Cn})
with only n parameters {p1, p2, · · · , pn}, where pi represents the probability E
being true when cause Ci is also true and all the other causes are false. That is:

pi = P (E|C1, C2, · · · , Ci, · · · , Cn−1, Cn). (7.1)
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Then the probability of E given that a subset of causes Cs are simultaneously
true is given by the following expression:

P (E|Cs) = 1−
∏

i:Ci∈Cs

(1 − pi).

This combining function has a well defined semantic and a solid theoretical
root, as well as other combining functions. Nonetheless given the purpose here
there are two concerns about it. The first one is that it is only worthwhile when
the variables have the logical interaction explained above, but in general cannot be
expected that because this particular relationship will depend on the optimization
problem to be solved. Then, a more general model for different kind of problems
is preferred.

The second concern is that, in spite of the fact that computing a full con-
ditional distributions can be avoided for all variables, causes and effects, it is
still necessary to use such a joint configurations during parameter learning, e.g.,
P (E = 1|Ci = 1) must be estimated as P (E = 1|C1 = 0, . . . , Ci−1 = 0, Ci =
1, Ci+1 = 0, . . . , Cn = 0). Thus, bearing in mind that EDNA learns the struc-
tural part of the model with statistics with only one conditioning variable, the aim
is also to estimate conditional distributions with only one conditioning variable.

Therefore, given a variableXi and its parent setPai = {Pai1 , Pai2 , · · · , Paik},
it is proposed to estimate the local distribution of every variable in the prob-
lem given its parents using just the set of bivariate conditional distributions
Pij = P (Xi|Paij ). Besides, instead of using the semantic of the noisy-OR combin-
ing function a more general function such as the mean is used. So, the conditional
probability distribution will be computed for every variable with the following for-
mula:

P̂ (Xi|Pai) =
1

k

k∑

j=1

Pij . (7.2)

Notice that in this way (1) the estimation will be more accurate from small
training sets, and (2) the storage space is considerably reduced. As the sam-
pling process is based on configurations of values, there is no need of recovering
the whole conditional probability distribution (given all the parents) but only to
compute the probability of the required configuration by using equation 7.2.

7.4.2 Experimental evaluation

This section collects all the information about experiments carried out in order
to validate the proposal explained above. First, the procedure and framework
that is employed to perform these experiments is described. Next, it is indicated
the set of test functions used, which correspond with four functions with a high
number of dependencies, and three of them with a high grade of deceptiveness
(all but HIFF). Finally, the results are presented and they are analyzed.
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The modified EDNA model, called as EDNA-mean, is compared with the pre-
viously proposed EDNA, one bivariate model from the literature (same computa-
tional complexity) as COMIT, and two other multivariate models (same represen-
tation ability), EBNA and hBOA. These two models employ typically a learning
process based on the score+search approach. The search method uses to be, typ-
ically, the hill climbing search algorithm, and the score function can be BDeu
(Heckerman et al., 1994) or BIC (Schwarz, 1978). The results presented next
correspond with the BIC score function, however previously EBNA and hBOA
have been tested with both functions and the same performance was obtained.
For EBNA and hBOA it is used the structure learned in the previous iteration as
starting point for the local search process. In the first iteration an empty graph
is used as starting point. The local neighbor operators considered are arc addi-
tion, deletion and reversal. This procedure has been tested previously with good
results (Larrañaga et al., 2000).

For each test function several configurations have been selected in order to
check the models under different dimensions in the same problem. The influence
of the population size has been tested, so all the experiments have been run with
a population size of 2048, 1024 and 512 individuals. The stopping criterion is set
to population size ∗ 100 evaluations at maximum.

All the models have been tested in the same conditions. They have to learn
from the half of the population with the best individuals. The old population
is replaced by the best individuals taken from the old population and the last
sampled individuals, i.e. truncation replacement, as usual, except, of course, in
the case of hBOA where is used the Restricted Tournament Replacer (RTR). For
every configuration 30 runs have been made and in each single run all the models
start from the same initial population in order to avoid the results get biased by
that fact.

For dependency network models it is used a simple implementation of the
Gibbs sampler and the number of burn-in samples is set to two times the number
of variables in the problem and a latency is set to two.

The algorithms tested and the problems used have been implemented in Java.
The hardware platform is the same for all runs to make time measures reliable and
consists of a server with Pentium IV 3Ghz processor with 2Gb of RAM memory.

The test functions selected are these four: TRAP (Goldberg et al., 1992),
MMDP (Mühlenbein et al., 1999), HIFF (Watson et al., 1998), and HTRAP
(Pelikan and Goldberg, 2001). In the evaluation in this section a different set
of functions from the previous section is selected. The reason is that one of the
main advantages of reducing the overfitting of a model is that such model is less
prone to be trapped by deceptive problems and so three of these functions are
highly deceptive to test that hypothesis. In the same way the hBOA algorithm is
included in the comparison given that is the best algorithm in the literature for
such kind of feature.
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TRAP The TRAP function of order k is defined for a set of groups of k bits
each one. The contribution of each group (X) follows this expression:

trap(X) =

{
k if u = k,
k − 1− u otherwise

Different instances of this function can be defined by setting the order k and
the number of groups. In these experiments 6 configurations have been selected
by combining k = 5 and k = 6, and number of groups 5, 7 or 9. They are labeled
as k × groups: 5x5, 5x7, 5x9, 6x5, 6x7 and 6x9.

MMDP This function is defined for an input string of groups of 6 bits. Each
group contributes to the global fitness according to this expression

mmdp(X) =





0.0 if u = 1 or 5
0.360384 if u = 2 or 4
0.640576 if u = 3
1.0 if u = 0 or 6

In this case the only parameter to make different instances is the number of
groups. Four different configuration are considered with the values 3, 5, 7 and 9.

HIFF For this function the input string must be an integer power of 2, and the
power l is the number of levels. The structure of the input string can be seen as
a balanced binary tree where l is the depth of the tree. Each leaf contribute to
the fitness by 1 and the tree have to be processed up to the root in such a way
that every parent node x contribute to the fitness by 2height(x), where height(x)
is the distance of x to the leaves, but that node only contribute if both children
are interpreted either 0 or 1, otherwise the contribution is 0. A child node is
interpreted by its parent as 0 is both children of the child are 0, it is interpreted
as 1 if both children are 1, otherwise it is interpreted as null symbol.

hiff (X) =





1 if p = 0
1 if hiff (L) = 1, hiff(R) = 1 and L = R
0 otherwise

HIFF (X) = HIFF (L) +HIFF (R) +

{
length(X) if hiff(X) = 1
0 otherwise

where L and R are the left and right half of X respectively.

Different instances of this function can be defined by setting the level l. Here
have been selected 4 configurations, l = 4, 5, 6, 7.
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HTRAP In this case the structure is a k-ary tree instead of a binary tree but
also it is balanced, where k ≥ 3, so the input string is of size kl. Every group
of k children is interpreted in a similar way as in HIFF function: if all are 0
the interpretation is 0, if all are 1 the interpretation is 1, and the null symbol
otherwise. The contribution to the fitness for every group is measure by a version
of the TRAP function whose difference is that it returns values in the range [0, 1]:

trap(X) =





fhigh if u = k,

flow ·
k − 1− u

k − 1
otherwise

If in the input of this function there is a null symbol it returns 0. For all nodes
x but the root the trap function is applied with fhigh = 1 and flow = 1 + 0.1/l,
which biases the optimum to a string with k 0’s. For the root node, fhigh = 1
and flow = 0.9, which biases the optimum to a string full of 1’s.

To make to overall contribution at each level of the same magnitude, the con-
tributions of traps on the ith level from the bottom up to the root are multiplied
by ki.

Different instances of this function can be defined by setting the order k and
the level l. In the experiments 4 configurations are used by combining k = 3 and
k = 4 with l = 3 and l = 4.

7.4.2.1 Results

Now the results gathered after running all the experiments are presented. The
performance of the new proposal will be analyzed in two ways. First, all the
considered models are compared about convergence. In this topic it is taken
into account how many runs out of 30 each model can reach the optimum. This
amount is compared between the models for the same configuration.

Second, the model scalability is checked and in order to do that it is compared
the average time spent by each model to perform the 30 executions. The run time
reported is relative to the run time of the proposed model EDNA-mean.

Convergence In table 7.2 the results for TRAP function are shown. Those
cases in which the given model can solve at least 66% of the runs are indicated in
bold face.

It can be seen easily that EDNA-mean is the best one in all configurations, no
matter the size of the problem or the population size. Neither EDNA nor EBNA
can get the optimum in any case.

As it is expected, the smaller the population size is the worse results are obtain,
but this is the same for every model.

In Table 7.3 are the results for MMDP problem. In that case is hBOA which
is the best model without a doubt. Nonetheless, EDNA-mean is still better that
EDNA and EBNA.
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5x5 5x7 5x9 6x5 6x7 6x9

COMIT 0 0 0 0 0 0
EDNA 0 0 0 0 0 0
EDNA-mean 28 29 26 29 29 30
EBNA 0 0 0 0 0 0
hBOA 30 30 27 15 1 0

(a)
COMIT 0 0 0 0 0 0
EDNA 0 0 0 0 0 0
EDNA-mean 29 30 29 24 25 21
EBNA 0 0 0 0 0 0
hBOA 29 18 8 0 0 0

(b)
COMIT 0 0 0 0 0 0
EDNA 0 0 0 0 0 0
EDNA-mean 29 18 14 28 15 1
EBNA 0 0 0 0 0 0
hBOA 23 7 0 0 0 0

(c)

Table 7.2: Number of runs in which optimum is reached for TRAP function with
a population of 2048 (a), 1024 (b) and 512 (c) individuals.

Table 7.4 shows the results for HIFF function. Here hBOA is again the best
model, EBNA is now better than EDNA-mean, however the later is always better
than EDNA but in one case.

Finally, the results for HTRAP function can be seen in table 7.5. This function
is probably the more difficult to solve for the models taken into account. In this
case again hBOA has the best performance and, like for MMDP function, EDNA-
mean is the second one, outperforming of EBNA and EDNA. It is important to
point out that hBOA behaves better with a smaller order (i.e the size of the trap)
but EDNA-mean behaves better with smaller level.

In short, it can be stated, according to to the experiments, that EDNA-mean
outperforms EDNA without a doubt in terms of convergence, what, in fact, was
the initial purpose here. EDNA-mean is also better in general than EBNA and
COMIT, but in HIFF problem. This does not happen with hBOA. Nonetheless
EDNA-mean is the best one for TRAP function, specially with higher problem
dimension.

Model Speed Now is analyzed the computational cost of the models, so it is
checked how fast are they and whether there is some relation with the dimension
of the problem. The run time is used in order to asset how efficient are the models
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3 5 7 9

COMIT 2 0 0 0
EDNA 3 0 0 0
EDNA-mean 24 7 1 0
EBNA 5 0 0 0
hBOA 30 30 28 24

(a)
COMIT 0 0 0 0
EDNA 0 0 0 0
EDNA-mean 9 4 2 0
EBNA 0 0 0 0
hBOA 30 30 26 16

(b)
COMIT 1 0 0 0
EDNA 0 0 0 0
EDNA-mean 9 7 0 0
EBNA 2 0 0 0
hBOA 30 28 21 4

(c)

Table 7.3: Number of runs in which optimum is reached for MMDP function with
a population of 2048 (a), 1024 (b) and 512 (c) individuals.

in this comparison. In next tables the run time for every model is reported relative
to the run time of EDNA-mean, so a value greater than 1 means that this model
is slower than EDNA-mean and a figure lower than 1 means that this model is
faster than EDNA-mean.

The results for TRAP function are shown in table 7.6. It can be seen that
EDNA-mean is always faster than hBOA, EBNA and EDNA, but the later is a bit
faster in one case. It is noticeable that, in some of the cases studied, EDNA-mean
can be more that 40 times faster than hBOA.

In Table 7.7 the results for MMDP function are shown. Here almost the same
conclusion can be drawn than with the TRAP function, EDNA-mean is faster
than EBNA and hBOA. Meanwhile EDNA and EDNA-mean have a quite stable
relation in their run times, EBNA and hBOA are slower and slower as the problem
dimension increases so that means that the proposed model is more scalable than
the other two, however hBOA is faster in the smaller problem dimension. Again
COMIT is faster than EDNA-mean.

The results for HIFF function are in table 7.8. This table reveals a different
scenario. Now EDNA-mean is slower that the other models in most of the cases.
Nonetheless, it can be seen as EBNA and hBOA are much slower than EDNA-
mean in the largest problem dimensions.
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4 5 6 7

COMIT 30 30 30 7
EDNA 30 16 1 0
EDNA-mean 30 24 10 0
EBNA 30 30 30 7
hBOA 30 30 30 30

(a)
COMIT 30 30 24 0
EDNA 30 7 0 0
EDNA-mean 30 22 3 0
EBNA 30 30 23 0
hBOA 30 30 30 29

(b)
COMIT 30 30 4 0
EDNA 30 12 0 0
EDNA-mean 30 19 2 0
EBNA 30 30 3 0
hBOA 30 30 29 2

(c)

Table 7.4: Number of runs in which optimum is reached for HIFF function with
a population of 2048 (a), 1024 (b) and 512 (c) individuals.

For function HTRAP the results are presented in table 7.9. Again EBNA and
hBOA are slower and with worse scalability, COMIT is in average faster, and
EDNA is not faster than EDNA-mean.

This analysis about running time can be a bit tricky because not all models
yield the same results, i.e. normally some of the models can find the optimum
in many of the runs but the others in a few or none of them. However, a fairer
comparison can be made about the running time for EDNA-mean with other
models in the case where all of them can achieve a reasonable number times the
optimum fitness. For instance, for HIFF function with 2048 population and in the
smaller configuration all the models are faster than EDNA-mean, although this
model has not good results with this function. In the other hand, EDNA-mean
can be compared with hBOA in TRAP function with 2048 population in the three
first configurations and here the model presented in this section is faster and more
scalable.

Iteration Cost Apart from the running time is common the analysis of the
number of iterations/evaluations, which is a very good way to assess the speed,
efficiency and scalability of a model when the cost of every iteration is constant or
at least is the same for all the models. However, in this comparison is evident that
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3x3 3x4 4x3 4x4

COMIT 0 0 0 0
EDNA 0 0 0 0
EDNA-mean 29 5 30 0
EBNA 20 0 0 0
hBOA 30 30 19 0

(a)
COMIT 0 0 0 0
EDNA 0 0 0 0
EDNA-mean 25 0 10 0
EBNA 3 0 0 0
hBOA 30 20 3 0

(b)
COMIT 0 0 0 0
EDNA 0 0 0 0
EDNA-mean 23 0 0 0
EBNA 0 0 0 0
hBOA 30 0 0 0

(c)

Table 7.5: Number of runs in which optimum is reached for HTRAP function
with a population of 2048 (a), 1024 (b) and 512 (c) individuals.

this is not true, the cost per iteration depends on the complexity of the model
and the problem dimension. Normally when the problem dimension increases
there is a higher number of dependencies that the model has to manage and
thus a multivariate model should need more time per iteration, although if it can
deal properly with these dependencies should need less iterations than a simpler
model in total. That is the reason why next the time that each model spend for
one iteration is reported . As this rate is almost constant among the different
population sizes only the figures for 2048 individuals experiments are shown.

In Table 7.10 the results for TRAP problem are shown. COMIT has in all cases
the least computational cost per iteration, what is expected, meanwhile EDNA
and EDNA-mean have a similar cost. Also it is noticeable that hBOA has the
biggest increase with the problem dimension, so it exhibits the worst scalability
apart from the fact that it has the greater cost always.

With function MMDP, as it can be seen in table 7.11, COMIT is again cheaper
per iteration and EDNA-mean is a bit better than EDNA. hBOA is the worst and
with bad scalability like before but EBNA shows worse scalability according with
problem dimension.

From table 7.12 the same conclusions for HIFF can be obtained as for MMDP.

Finally, the results for HTRAP function are in table 7.13, in which the models
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5x5 5x7 5x9 6x5 6x7 6x9

COMIT 1.16 1.41 0.89 1.59 1.28 1.58
EDNA 4.71 5.66 3.62 6.43 5.22 6.3
EBNA 7.65 10.65 7.67 10.62 10.12 14.07
hBOA 2.13 4.49 5.76 15.54 26.46 43.94

(a)
COMIT 1.53 1.7 1.17 0.76 0.73 0.54
EDNA 5.96 6.66 4.63 2.99 2.89 2.15
EBNA 9.29 12.39 9.68 5 5.68 4.91
hBOA 3.79 15.34 17.19 10.75 15.48 16.81

(b)
COMIT 1.07 0.47 0.34 1.05 0.38 0.25
EDNA 4.05 1.75 1.29 3.94 1.44 0.95
EBNA 6.48 3.39 2.86 6.8 3.01 2.31
hBOA 5.17 5.56 5.19 12.98 6.6 6.25

(c)

Table 7.6: Running time for TRAP function with a population of 2048 (a), 1024
(b) and 512 (c) individuals.

3 5 7 9

COMIT 0.68 0.34 0.33 0.35
EDNA 2.56 1.17 1.09 1.08
EBNA 9.59 5.89 6.27 6.84
hBOA 0.69 1.38 3.64 7.25

(a)
COMIT 0.38 0.34 0.34 0.34
EDNA 1.43 1.2 1.14 1.11
EBNA 4.38 4.87 5.57 6.51
hBOA 0.42 1.66 4.51 8.55

(b)
COMIT 0.35 0.32 0.32 0.33
EDNA 1.41 1.18 1.13 1.12
EBNA 3.41 4.31 5.22 6.29
hBOA 0.52 2.23 6.09 9.11

(c)

Table 7.7: Running time for MMDP function with a population of 2048 (a), 1024
(b) and 512 (c) individuals.

show the same behavior. In the last two tables it can be seen that the problem
dimension affects more the cost per iteration than in the first two problems.
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4 5 6 7

COMIT 0.08 0.04 0.06 0.21
EDNA 0.36 0.95 1.03 0.96
EBNA 0.62 0.56 1.17 4.72
hBOA 0.68 0.61 1.24 3.62

(a)
COMIT 0.08 0.05 0.11 0.26
EDNA 0.33 1.32 1 0.97
EBNA 0.59 0.64 1.9 6.62
hBOA 0.58 0.62 1.51 6.6

(b)
COMIT 0.08 0.05 0.24 0.26
EDNA 0.34 0.91 0.98 0.98
EBNA 0.66 0.74 3.58 8.78
hBOA 0.63 0.69 2.49 14.03

(c)

Table 7.8: Running time for HIFF function with a population of 2048 (a), 1024
(b) and 512 (c) individuals.

3x3 3x4 4x3 4x4

COMIT 1.35 0.28 1.31 0.24
EDNA 5.34 1.08 5.18 0.98
EBNA 4.77 3.69 14.11 6.18
hBOA 2.09 2.72 20.83 17.88

(a)
COMIT 0.74 0.25 0.32 0.23
EDNA 2.87 0.95 1.25 0.98
EBNA 4.93 3.45 3.42 9.8
hBOA 1.35 4.67 6.71 20.96

(b)
COMIT 0.55 0.26 0.25 0.24
EDNA 2.05 0.96 0.94 1.01
EBNA 3.77 4.06 2.79 23.85
hBOA 1.42 6.6 5.11 37.19

(c)

Table 7.9: Running time for HTRAP function with a population of 2048 (a), 1024
(b) and 512 (c) individuals.

Time Distribution In this last point it is analyzed how the models distribute
the running time between structural and parametric learning and sampling. In
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5x5 5x7 5x9 6x5 6x7 6x9
COMIT 17 28 41 22 37 55
EDNA 70 111 166 89 150 221
EDNA-mean 79 129 183 105 168 246
EBNA 114 208 352 147 290 492
hBOA 603 1091 1285 379 776 1538

Table 7.10: Time per iteration rate for TRAP function.

3 5 7 9
COMIT 15 33 57 87
EDNA 58 114 185 269
EDNA-mean 52 101 170 249
EBNA 230 576 1065 1705
hBOA 203 696 1437 2426

Table 7.11: Time per iteration rate for MMDP function.

4 5 6 7
COMIT 21 41 122 300
EDNA 79 109 308 1132
EDNA-mean 52 110 317 1181
EBNA 172 547 2475 6680
hBOA 172 593 2653 15632

Table 7.12: Time per iteration rate for HIFF function.

3x3 3x4 4x3 4x4
COMIT 19 114 74 1146
EDNA 77 438 291 4768
EDNA-mean 90 465 323 4844
EBNA 180 1501 793 29958
hBOA 469 4558 2054 86604

Table 7.13: Time per iteration rate for HTRAP function.

table 7.14 it is shown the percentage of the total time devoted to each one of
these tasks. In each case it is reported the range of these values, maximum
and minimum percentage, for all the executions. As it is expected, dependency
network models spend most of the time in the sampling stage. To this task these
two models dedicate approximately 4 times more time than to structural learning,
however the rest of the models spend much less time sampling new individuals.

If it is compared only the distribution between EDNA and EDNA-mean, it
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can be realized that the parametric learning in EDNA-mean is less expensive, so
learning bivariate probability distributions is better computationally.

structural parametric sampling
max min max min max min

COMIT 92.34 42.88 12.00 0.83 52.10 6.83
EDNA 18.99 7.87 8.40 1.23 84.10 77.77
EDNA-mean 22.47 10.36 1.80 0.22 88.45 77.12
EBNA 98.56 70.48 3.83 0.06 25.69 1.38
hBOA 98.95 78.27 3.60 0.06 18.13 0.99

Table 7.14: Percentage of runtime divided into structural and parametric learning
and sampling.

7.5 Conclusions

In the first part of this chapter dependency networks are introduced as a proba-
bilistic model valid for the estimation of distribution algorithms. At a first glance,
the main advantage of dependency networks is their ability for modeling cyclic
relationships between the individual components or variables. Furthermore the
construction of models based on dependency networks can be simpler, specially
compared with model based on Bayesian networks. These two advantages make
interesting the use of dependency networks, nonetheless by means of empirical
evaluations it has been shown their usefulness.

There was presented a multivariate-model estimation of distribution algorithm
but with limited computational complexity so only second statistics are used to
approximate the multivariate model. This proposal is compared with other known
models with similar complexity. Attending the experiments carried out, it can be
concluded that EDNA has similar convergence properties than UMDA, COMIT
and MIMIC but behaves better with respect to scalability. So, from a global
analysis it can be said that this model based on dependency networks should be
taken into account as a good choice.

In the second part of this chapter it is presented an approach whose aim is
to improve the previous algorithm. This new proposal goes further to the idea
of using bivariate statistics to approximate multivariate ones and now also the
conditional probability distributions are defined by bivariate probability distribu-
tions.

This approach is based on the concept of combining function in the way that it
makes possible to obtain the conditional probability distribution for every variable
in the model by only computing and storing a conditional probability for the given
variable given each one of its parent, i.e. a conditional distribution with only one
conditioning variable.
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The reason of doing that is two fold. First, estimating simpler distributions
and combining them can be helpful to overcome the potential overfitting problem
of the full conditional distribution with all parents, and the second reason is
to spread the idea of EDNA, learning the structural part by using only 2-order
statistics, to the parametric part of the learning.

Besides, the new proposal is compared with other multivariate models from
the literature, which have the same representation ability, and a bivariate model
which has the same computational complexity.

From the results presented can be clearly concluded that the new proposal
improves EDNA in all the problems tested about the ability to solve them and
it does not incur in more computational cost. Also EDNA-mean model is faster
than the multivariate models in most of the cases tested and behaves better when
the problem dimension increases.

Notice that EDNA uses restricted information, bivariate estimation, against a
much more complex estimation as the EDAs based on BNs are using.



Chapter 8

Conclusions

In this dissertation several aspects of machine learning have been covered with
two specific probabilistic graphical models: Bayesian and dependency networks.
The common motivation underlying in all the chapters is the quest for scalable
and efficient ways to learn these models from data, as this is a key factor in a lot of
important applications in the real world. Many of these real world problems have
the property of having a high dimension in the number of variables to deal with.
Then to develop methods able to perform this learning task with the available
resources but also producing a high quality result is crucial.

With this objective in mind, in chapter 4 three algorithms are presented for
learning Bayesian networks from data which are scalable and efficient. These
algorithms, based on the score+search paradigm, perform a restriction over the
search space simultaneously during the search process. They take advantage of
that restriction in order to be less expensive computationally and in term of
memory consumption than other proposals. Specifically, the proposed algorithms
are compared with the Max-Min Hill Climbing algorithm (Tsamardinos et al.,
2006a) showing their better performance.

Apart form the nice experimental results, the proposed algorithms have a
very important theoretical property: they guarantee that the output model is an
I-map minimal of the joint probability distribution underlying in the data. This
factor assures a minimum of quality of the result and is very interesting when the
objective of the learned model is to be used for probabilistic inference for instance.
Not all learning algorithms in the literature have this property.

Although these new algorithms are built over the hill climbing algorithm, any
other local search can be used instead. For instance tabu search or guided local
search. However, in that cases the theoretical properties may not be maintained.

The rest of this dissertation continues with dependency networks rather than
with Bayesian networks. This new model was proposed recently as an alternative
to the later but with the ability to admit a cyclic graph. This characteristic can
be very important in order to model cyclic or reciprocal dependencies given the
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fact that they can be very difficult to model in a Bayesian network.
As there are defined two different version of dependency networks, from the

machine learning point of view general ones are used. Nonetheless, general de-
pendency networks have an important drawback which is that they, in general,
cannot encode a joint probability distribution but an approximation. Apart form
this handicap, they can be learned in a scalable way and very efficiently from data
because the local structure for each node can be learned independently.

Since any algorithm for learning dependency networks has these good prop-
erties per se, the aim in this dissertation is to find task in which they can be
useful, in spite of the approximation introduced. Then, are studied the tasks of
classification and optimization with estimation of distribution algorithms.

Chapters 5 and 6 are devoted to the classification task. First, in chapter 5
are presented two different ways in which dependency networks can be interesting
for classification. In the first one is introduced a model based on the augmented
naive Bayes paradigm in which the structure of the model is learned by using
independence tests. This first approach can be seen as a direct translation of
a typical Bayesian classifier. The results obtained in a experimental evaluation
indicate that the proposed classifier is comparable to other Bayesian classifiers
from the state of the art.

The second way in which dependency networks are used in classification is
as an intermediate stage for learning a Bayesian classifier. Thus, the Bayesian
classifier is learned from a representation of the learning data in the form of a
dependency network rather than from data. The aim is to speed up the learning
process since learning a dependency network from data is very efficient and the
translation from in to a Bayesian network model may be very efficient itself.
This idea was presented before in (Hulten et al., 2001) but for general models,
not specifically for classifiers. The experimentation performed indicates that the
final classifier is comparable with other Bayesian classifiers, however the approach
used here to perform the second step, i.e. the conversion from dependency to
Bayesian network, should be modified in order to guarantee that the whole process
is efficient.

In chapter 6 the work on classification continues. The division in two parts is
justified because of the study performed in the first section of this chapter. There
a characterization of the inconsistencies that appear in dependency networks is
presented and a solution in order to reduce the inconveniences produce by them
is proposed. The reason of that study is that the previous experience showed that
the unknown behavior of the inconsistencies makes very difficult to work with
new proposals with dependency networks. Even approaches justified theoretically
show very bad results in practice.

Therefore, this study is done and based on it it is proposed a way to encode the
local probability distribution for each variable in a dependency network in such
a way that the result is a much better approximation of the target probability
distribution. This proposal is based on reducing the number of conditioning
variables that influence a given variable in its local distribution. It is analyzed
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the use of probability tables and probability trees for the local distribution and
the conclusion is that using probability tables with the proposed scheme almost
assure consistency and a better approximation.

The result of this study is used in the next proposed classifier model, in section
6.3. In this case the paradigm used is a multinet, i.e. a different model is learned
for every class value. As dependency networks allows independent learning, this
scenario, with a multinet classifier, invite to introduce the concept of re-usability
among local structures. Here re-usability means that the local structure learned
for a given model can be used as template for other models, specially from models
learned with enough data to models that have to be learned with scarce data. The
purpose of re-usability is two fold: to obtain more robust models and to speed-up
the learning because some computations can be avoided. The results obtained
from the experimental evaluation support these previous claims and also indicate
that the model is at least as good as the best classifiers form the state of the art.

In the last part of chapter 6 the goodness about re-usability suggested in
previous section are analyzed, specially about robustness. For that purpose it
is developed an environment in such way that several synthetic databases are
generated fitting the cases in which re-usability is expected to be successful, i.e.
datasets in which for at least one state of the class variable the amount of data
to learn from is sufficient but not for the other states. Besides the probability
distribution for each class state is assumed to be similar. The results obtained
indicate that in general re-usability improves the accuracy but is not a significant
improvement always. Also in some cases it can mean a deterioration in the perfor-
mance. However, results also indicate that in a specific scenario, where the data
is very scarce for the class values with less data representation and the different
distribution for every class values are the most different, re-usability really means
an important improvement.

Finally, in chapter 7, dependency networks are introduced to model the proba-
bility distribution is estimation of distribution algorithms. Two different proposal
are presented. First a model that uses bivariate statistics to perform the learn-
ing is presented. A function is developed such that it approximates multivariate
mutual information using only pair-wise computations. This function is used to
guide a greedy search algorithm to find the local structure for every node in the
model. It is important to note that this approach is not possible to be employed
directly with Bayesian networks as it can introduce cycles in the model. This first
approach is compared empirically with other models with a similar computational
complexity based on Bayesian networks and the conclusion is that the proposed
model is comparable to them.

In next section, the previous model is improved. The improvement is achieved
by using the same approach about using bivariate statistics also to model the
local probability distributions. The idea is to store only bivariate conditional
probability distributions for each variable and each one of its parents in the graph.
Then, the full conditional distribution with all the parents can be recovered by
using a combining function. Here it is used the mean function for that purpose.
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The result of this new model is that it always overcome the base model in all
the tested cases and also its performance can be compared in general with other
multivariate models based on Bayesian networks.



Chapter 9

Future work

There are several ideas to continue with the research line started in this disserta-
tion. In this chapter some of these ideas will be sketched.

For chapter 4 the principal improvement is related with the results of the pro-
posed algorithms in terms of similarity with the original network. Compared with
the MMHC algorithm, the family of CHC algorithms show a bad performance re-
garding the structural hamming distance. Although it is argued that recovering
the causal relationship is not the main aim and that the results provided by this
distance can be misleading, an improvement in this side can be beneficial. The
idea in which these algorithms can be improved is based on trying to discover,
during the search process, v-structures which initially at least one of its arcs can
be wrong oriented. This discovery process can take into account the independence
statements among groups of three variables. Even in the case that this process
incurs in a more computationally expensive algorithm the final result can be still
better than other proposal, such as MMHC, taking into account the current sav-
ings of the CHC algorithms in number of statistics computed.

Regarding chapters 5 and 6, since the proposed method to reduce parametric
inconsistencies in dependency networks is only used in the multinet based clas-
sifier (section 6.3), it seems to be worthy to review the work done previously in
classification with dependency networks and introduce this improvements. Better
results are expected and probably some developments discarded because of their
unsatisfactory results in terms of accuracy can be taken up again.

Apart from this global proposal, two other more specific can be implemented.
One of them concerns to section 5.4 in which a dependency network model is used
as intermediate step to build a Bayesian network classifier. In this work a wrapper
approach was used to perform the translation between models. Obviously, a
straightforward improvement is to use a lightweight translation process. In this
sense, it is intended to develop a simple greedy approach which transform a cyclic
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graph into an acyclic one in a iterative process removing a cycle at each step.
The second specific proposal deals with the re-usability concepts introduced in

section 6.3. It is intended to translate the presented ideas to model with Bayesian
networks. Besides, there is room for the development of new re-usability schemes.
The idea is to propose new ways to detect which previous knowledge can be useful
but with less computational cost and higher success ratio.

Finally, regarding chapter 7 there are two main ideas for the future work. The
first one is to continue coming up with new leaning algorithms more efficient and
able to deal with problems with higher dimension. In this sense, it is intended to
make use of the CHC family of algorithms adapted to learn dependency network.

The second future work proposal is to reduce the impact of the Gibbs sampling
on the overall process. Here, existing proposal in the literature about improving
the Gibbs sampling can be tested such as simulated tempering.
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Appendix A

Extended Results

A.1 Extended results for: Scalable and efficient
algorithms for learning Bayesian networks

Next the results for every algorithm and dataset tested in chapter 4 are given.
Sequentially it is listed the results concerning the log-likelihood of each model av-
eraged over the five test datasets, the structural Hamming distance, the amount of
computations made for each algorithm, the number of arcs in the output network
and the rate among quality obtained and the effort taken by each algorithm.

The averaged values stated in the last row in each table only take into account
the datasets where MMHC can report a result.
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HC CHC* iCHC 2iCHC MMHC FastCHC
Alarm10 -58714 -59488 -59758 -59871 -60747 -60715
Alarm1 -4756 -4776 -4776 -4776 -5346 -4933
Alarm3 -17964 -18156 -18285 -18309 -18476 -18527
Alarm5 -30025 -30216 -30218 -30341 -30780 -31020
Barley -31716 -31716 -31912 -31912 -31716 -31912
Child10 -65323 -65689 -65751 -65751 -66399 -66701
Child3 -19455 -19455 -19527 -19527 -19821 -19633
Child5 -32679 -32838 -32838 -32838 -33144 -33268
Child -6149 -6149 -6149 -6149 -6289 -6149
Gene -220386 -220531 -224826 -225291 -221126 -229140
HailFinder10 -252257 -252324 -258064 -258064 -261249 -258116
HailFinder3 -76076 -76176 -77956 -77956 -78402 -78066
HailFinder5 -124988 -124988 -128369 -128369 -129525 -128527
HailFinder -25816 -25816 -25831 -25831 -26143 -25852
Insurance10 -76060 -76868 -78572 -78623 -78442 -79119
Insurance3 -23233 -23088 -23341 -23713 -23724 -24319
Insurance5 -37784 -37882 -39030 -39202 -39244 -39811
Insurance -7163 -7135 -7135 -7135 -6937 -7217
Link -132688 -133531 -138340 -142124 -151675 -158927
Mildew -27903 -27903 -27903 -27903 -27903 -27903
Munin1 -24583 -24824 -24900 -24907 -28036 -24988
Pigs -165639 -166279 -167447 -167575 -165239 -172178

Averaged -66425 -66629 -67769 -68008 -68653 -69410

Table A.1: Averaged over the five test dataset log Likelihood obtained for each
model learned with algorithm with the dataset with 500 instances.
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HC CHC* iCHC 2iCHC MMHC FastCHC
Alarm10 -117273 -118481 -118646 -118892 -119937 -120188
Alarm1 -9364 -9369 -9441 -9441 -10134 -9441
Alarm3 -35376 -35461 -35585 -35620 -36410 -36176
Alarm5 -59196 -59767 -60117 -60215 -61201 -60761
Barley -61915 -61915 -62123 -62123 -62002 -63283
Child10 -126663 -127052 -127232 -127408 -127449 -129231
Child3 -38066 -37999 -37999 -37999 -38041 -38271
Child5 -63808 -64166 -64275 -64275 -63803 -65190
Child -12137 -12137 -12167 -12167 -12286 -12167
Gene -438589 -439301 -444751 -445325 -439422 -451440
HailFinder10 -494937 -495512 -500424 -500424 -514287 -501152
HailFinder3 -149470 -149460 -152118 -152118 -154916 -152600
HailFinder5 -245387 -246039 -250137 -250137 -255032 -250766
HailFinder -50230 -50174 -50326 -50326 -51218 -50369
Insurance10 -148322 -148927 -152741 -153690 -152640 -155572
Insurance3 -44372 -44257 -46078 -46471 -45739 -47142
Insurance5 -74817 -75671 -77187 -77476 -76435 -77875
Insurance -13744 -13807 -13900 -13900 -14039 -14088
Link -257538 -254138 -257763 -266271 -288860 -301188
Mildew -53122 -53122 -53122 -53122 -54670 -53122
Munin1 -46577 -47647 -47931 -47931 -48104
Pigs -329303 -332145 -333029 -333129 -332002 -338493

Averaged -134458 -134710 -136150 -136692 -138596 -139453

Table A.2: Averaged over the five test dataset log Likelihood obtained for each
model learned with algorithm with the dataset with 1000 instances.
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HC CHC* iCHC 2iCHC MMHC FastCHC
Alarm10 -580619 -578679 -579490 -581386 -587073 -585248
Alarm1 -47131 -47062 -47052 -47052 -47630 -46780
Alarm3 -172203 -172189 -172705 -172854 -175396 -173364
Alarm5 -292838 -292344 -292754 -293000 -294536 -293951
Barley -262499 -264812 -269003 -269003 -261986 -273642
Child10 -627823 -628207 -628269 -629260 -630035 -634503
Child3 -186729 -187071 -187128 -187651 -188161 -188037
Child5 -315020 -314430 -314430 -314929 -315963 -317566
Child -60469 -60469 -60682 -60682 -60943 -60824
Gene -2173853 -2169279 -2174834 -2177324 -2179287 -2191910
HailFinder10 -2408225 -2399288 -2466006 -2471907 -2903073 -2465655
HailFinder3 -722999 -723843 -743702 -743975 -872371 -736039
HailFinder5 -1201453 -1202873 -1232070 -1234745 -1451475 -1225810
HailFinder -246835 -247161 -247306 -247306 -289259 -247663
Insurance10 -715716 -708113 -710534 -724879 -719415 -733165
Insurance3 -213381 -210549 -211463 -215434 -217505 -216941
Insurance5 -350339 -350854 -352362 -357110 -361153 -361401
Insurance -65980 -65980 -66373 -66373 -66809 -66755
Link -1230112 -1193527 -1210959 -1248305 -1389430 -1437271
Mildew -246995 -246995 -247085 -247085 -309598 -248717
Munin1 -214023 -216687 -216948 -216948 -218824
Pigs -1651564 -1651568 -1651568 -1651568 -1659522 -1652015

Averaged -676289 -673415 -680935 -684737 -733551 -695427

Table A.3: Averaged over the five test dataset log Likelihood obtained for each
model learned with algorithm with the dataset with 5000 instances.
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HC CHC* iCHC 2iCHC MMHC FastCHC
Alarm10 552 548 547 548 441 546
Alarm1 39 43 43 43 37 45
Alarm3 135 137 137 136 111 132
Alarm5 255 257 251 253 201 243
Barley 87 87 87 87 87 87
Child10 206 232 231 231 206 241
Child3 78 78 77 77 72 81
Child5 85 87 87 87 83 100
Child 22 22 22 22 18 22
Gene 326 358 429 429 345 527
HailFinder10 953 955 1009 1009 998 1010
HailFinder3 270 272 293 293 286 293
HailFinder5 425 423 463 463 445 460
HailFinder 103 103 103 103 97 102
Insurance10 395 378 421 416 362 421
Insurance3 108 92 99 110 98 119
Insurance5 198 190 211 213 193 210
Insurance 54 49 49 49 41 51
Link 1137 1142 1118 1132 909 1168
Mildew 47 47 47 47 47 47
Munin1 338 327 341 341 301 338
Pigs 82 91 101 102 60 162

Averaged 268 269 280 281 247 291

Table A.4: Structural Hamming distance obtained for each model learned with
each algorithm with the dataset with 500 instances.
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HC CHC* iCHC 2iCHC MMHC FastCHC
Alarm10 530 540 536 532 399 518
Alarm1 43 44 43 43 31 43
Alarm3 132 129 127 126 95 123
Alarm5 243 240 232 233 179 231
Barley 81 81 80 80 80 88
Child10 152 157 161 154 140 198
Child3 61 59 59 59 57 70
Child5 41 65 61 61 50 75
Child 16 16 20 20 15 20
Gene 312 318 369 372 283 430
HailFinder10 852 884 945 945 860 944
HailFinder3 249 251 282 282 257 280
HailFinder5 384 399 441 441 386 439
HailFinder 108 104 105 105 101 104
Insurance10 386 359 382 387 337 414
Insurance3 120 104 111 113 89 117
Insurance5 195 201 211 207 174 217
Insurance 38 47 46 46 33 47
Link 1218 1247 1234 1248 833 1280
Mildew 51 51 51 51 50 51
Munin1 334 316 329 329 327
Pigs 131 164 172 171 62 207

Averaged 254 260 270 270 215 281

Table A.5: Structural Hamming distance obtained for each model learned with
each algorithm with the dataset with 1000 instances.
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HC CHC* iCHC 2iCHC MMHC FastCHC
Alarm10 469 460 460 452 325 449
Alarm1 47 44 44 44 24 42
Alarm3 123 124 126 125 70 114
Alarm5 207 212 208 206 139 203
Barley 64 61 66 66 56 68
Child10 188 181 182 182 136 192
Child3 58 63 62 55 50 64
Child5 65 45 45 53 70 53
Child 5 5 8 8 12 12
Gene 289 130 137 140 156 185
HailFinder10 682 689 799 796 755 743
HailFinder3 197 193 223 222 211 202
HailFinder5 328 321 357 355 343 327
HailFinder 112 113 111 111 88 110
Insurance10 398 354 341 382 302 413
Insurance3 107 95 100 105 88 117
Insurance5 175 156 165 195 166 216
Insurance 29 29 31 31 31 29
Link 1153 1067 1045 1067 687 1166
Mildew 49 49 48 48 47
Munin1 311 327 329 329 316
Pigs 73 67 67 67 38 69

Averaged 238 220 229 233 187 239

Table A.6: Structural Hamming distance obtained for each model learned with
each algorithm with the dataset with 5000 instances.
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HC CHC* iCHC 2iCHC MMHC FastCHC
Alarm10 309332 230598 149119 137747 156245 (154577+1668) 80372
Alarm1 2817 2277 1740 1708 2619 (2455+164) 1231
Alarm3 26376 20379 12997 12206 15688 (15193+495) 7610
Alarm5 76010 59611 38530 34113 41174 (40334+840) 20288
Barley 3452 2987 1933 1933 3006 (2148+858) 1413
Child10 76366 61759 38693 36585 48743 (47781+962) 20952
Child3 6600 5412 3565 3422 5396 (5140+256) 2101
Child5 18505 14659 9502 9121 13339 (12891+448) 5472
Child 758 575 462 462 942 (855+87) 333
Gene 1440236 1023008 647320 615489 758327 (753860+4467) 331537
HailFinder10 594616 464697 271157 269168 361867 (357266+4601) 159471
HailFinder3 51916 41441 24058 23801 36045 (34756+1289) 14883
HailFinder5 148351 116180 67179 66889 94804 (92497+2307) 40558
HailFinder 5764 4485 2912 2849 5071 (4683+388) 1847
Insurance10 170540 122753 77126 72016 88168 (86522+1646) 42837
Insurance3 15123 11381 7440 6749 10244 (9731+513) 4287
Insurance5 41319 31214 19272 17976 24695 (23916+779) 11036
Insurance 1468 1051 911 888 1609 (1469+140) 663
Link 1064942 909166 674669 627014 471364 (466639+4725) 469689
Mildew 1654 1474 889 889 1165 (928+237) 664
Munin1 63035 56491 45947 44955 49456 (46093+3363) 35791
Pigs 491364 293247 181527 171782 262969 (259964+3005) 103107

Averaged 209570 157948 103498 98080 111497 61643

Table A.7: Statistics for each algorithm with the dataset with 500 instances.
For MMHC algorithms are stated the statistics computed in each one of its two
phases.
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HC CHC* iCHC 2iCHC MMHC FastCHC
Alarm10 323346 230726 149751 135060 159744 (158025+1719) 77321
Alarm1 3008 2503 1831 1747 2864 (2700+164) 1298
Alarm3 28161 20933 13518 12282 16249 (15759+490) 7544
Alarm5 78811 58157 37526 33969 42033 (41188+845) 19871
Barley 3722 3162 2131 2098 3606 (2810+796) 1469
Child10 85773 64342 41347 37702 50736 (49759+977) 21367
Child3 7550 5616 3880 3680 6190 (5898+292) 2243
Child5 20921 15590 10266 9647 14748 (14259+489) 5657
Child 848 679 501 490 1322 (1220+102) 373
Gene 1479383 1001751 654086 623669 784846 (780255+4591) 336704
HailFinder10 631821 482154 282450 278356 364335 (361003+3332) 160527
HailFinder3 56843 44367 25202 24819 37362 (36390+972) 15215
HailFinder5 158283 120718 71284 70071 96397 (94730+1667) 41120
HailFinder 6035 4643 2974 2959 5168 (4857+311) 1948
Insurance10 180862 126856 79040 73208 95584 (93854+1730) 41908
Insurance3 16016 11548 7524 6920 12381 (11864+517) 4373
Insurance5 44668 30458 19132 18555 28761 (27911+850) 10956
Insurance 1541 1205 945 930 2110 (1973+137) 722
Link 1184015 939053 687314 623712 584523 (581517+3006) 438245
Mildew 1885 1629 1063 1063 1520 (1166+354) 715
Munin1 65786 57660 48117 47132 37859
Pigs 545696 321204 191470 177135 431766 (428538+3228) 106284

Averaged 231390 166062 108725 101813 130583 61708

Table A.8: Statistics for each algorithm with the dataset with 1000 instances.
For MMHC algorithms are stated the statistics computed in each one of its two
phases.
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HC CHC* iCHC 2iCHC MMHC FastCHC
Alarm10 355413 227383 151603 137904 168698 (166660+2038) 75296
Alarm1 3155 2549 1916 1840 3695 (3499+196) 1436
Alarm3 28861 19817 13143 12559 18125 (17564+561) 7798
Alarm5 86067 55164 36592 34141 45279 (44298+981) 19875
Barley 4878 3490 2525 2338 6006 (5400+606) 1649
Child10 103637 67296 43795 41075 58544 (57260+1284) 22972
Child3 9394 6423 4366 4156 8754 (8385+369) 2756
Child5 25869 16702 11456 10732 18459 (17844+615) 6561
Child 899 732 581 572 2038 (1927+111) 479
Gene 1543025 989291 672788 642822 876744 (871976+4768) 355960
HailFinder10 748072 578112 312446 293358 376455 (374327+2128) 163846
HailFinder3 64328 49437 27133 26341 40643 (40041+602) 16155
HailFinder5 181413 137357 73837 71950 101619 (100656+963) 42654
HailFinder 6849 4919 3336 3132 5556 (5395+161) 2210
Insurance10 218216 150475 89424 73964 126251 (123748+2503) 41738
Insurance3 18468 13455 8652 7440 21245 (20499+746) 4794
Insurance5 53677 37501 23311 19284 45436 (44190+1246) 11629
Insurance 1791 1371 1130 1067 4306 (4120+186) 853
Link 1263499 959893 686947 610936 833068 (830110+2958) 428807
Mildew 2207 1828 1267 1236 817
Munin1 73088 62697 54150 52519 43296
Pigs 562130 284323 184224 181202 12582998 (12579884+3114) 117161

Averaged 263982 180285 117460 108841 767196 66231

Table A.9: Statistics for each algorithm with the dataset with 5000 instances.
For MMHC algorithms are stated the statistics computed in each one of its two
phases.
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HC CHC* iCHC 2iCHC MMHC FastCHC
Alarm10 455 458 443 438 331 401
Alarm1 42 42 42 42 32 41
Alarm3 125 128 122 121 99 113
Alarm5 221 223 216 215 172 190
Barley 25 25 24 24 25 24
Child10 182 181 179 179 152 162
Child3 52 52 50 50 41 48
Child5 87 85 85 85 75 79
Child 20 20 20 20 16 20
Gene 928 924 874 868 902 817
HailFinder10 480 478 430 430 385 429
HailFinder3 138 138 124 124 115 122
HailFinder5 243 243 218 218 200 214
HailFinder 48 48 47 47 39 46
Insurance10 328 322 306 305 292 290
Insurance3 96 95 91 90 86 83
Insurance5 161 161 150 148 140 135
Insurance 27 26 26 26 25 26
Link 756 751 712 697 442 604
Mildew 13 13 13 13 13 13
Munin1 148 152 149 149 95 146
Pigs 592 590 581 580 589 541

Averaged 235 234 223 221 194 207

Table A.10: Number of arcs in each model learned by each algorithm with the
dataset with 500 instances.
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HC CHC* iCHC 2iCHC MMHC FastCHC
Alarm10 485 478 476 471 376 430
Alarm1 48 48 46 46 38 46
Alarm3 139 136 132 131 106 124
Alarm5 237 235 227 226 188 210
Barley 31 31 30 30 30 29
Child10 221 217 214 212 189 188
Child3 62 61 61 61 56 55
Child5 107 104 103 103 98 91
Child 22 22 21 21 20 21
Gene 969 968 933 930 947 885
HailFinder10 539 539 506 506 430 495
HailFinder3 160 160 145 145 127 141
HailFinder5 275 275 251 251 220 246
HailFinder 54 53 50 50 43 49
Insurance10 370 368 350 345 331 330
Insurance3 116 115 105 103 101 98
Insurance5 181 179 170 168 163 165
Insurance 32 32 31 31 27 31
Link 913 920 900 881 551 792
Mildew 20 20 20 20 18 20
Munin1 162 160 158 158 156
Pigs 625 630 629 628 592 603

Averaged 267 266 257 255 221 240

Table A.11: Number of arcs in each model learned by each algorithm with the
dataset with 1000 instances.
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HC CHC* iCHC 2iCHC MMHC FastCHC
Alarm10 567 558 543 534 436 514
Alarm1 53 54 54 54 44 53
Alarm3 150 151 149 148 124 140
Alarm5 265 267 260 258 211 244
Barley 49 49 49 49 48 44
Child10 274 268 269 267 237 251
Child3 82 80 79 78 70 78
Child5 135 132 132 131 119 128
Child 27 27 25 25 25 24
Gene 1037 1009 1003 998 975 979
HailFinder10 699 711 639 634 406 608
HailFinder3 202 200 182 181 116 176
HailFinder5 329 328 304 302 186 295
HailFinder 64 63 61 61 34 59
Insurance10 475 480 475 451 435 444
Insurance3 140 141 138 134 130 132
Insurance5 241 241 234 223 215 222
Insurance 41 41 40 40 36 37
Link 982 994 976 959 590 884
Mildew 30 30 29 29 28
Munin1 204 204 200 200 188
Pigs 613 611 611 611 592 611

Averaged 321 320 311 307 251 296

Table A.12: Number of arcs in each model learned by each algorithm with the
dataset with 5000 instances.
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HC CHC* iCHC 2iCHC MMHC FastCHC
Alarm10 0.12 0.16 0.25 0.27 0.23 0.45
Alarm1 2.03 2.51 3.28 3.34 1.96 4.51
Alarm3 0.42 0.54 0.83 0.88 0.68 1.39
Alarm5 0.25 0.32 0.49 0.55 0.45 0.89
Barley 2.42 2.79 4.22 4.22 2.78 5.77
Child10 0.28 0.34 0.54 0.57 0.41 0.95
Child3 0.97 1.18 1.77 1.84 1.11 2.95
Child5 0.59 0.74 1.14 1.19 0.79 1.9
Child 2.98 3.93 4.9 4.9 2.25 6.79
Gene 0.06 0.09 0.14 0.14 0.12 0.25
HailFinder10 0.15 0.2 0.31 0.32 0.23 0.53
HailFinder3 0.52 0.65 1.04 1.05 0.68 1.68
HailFinder5 0.32 0.4 0.65 0.65 0.45 1.07
HailFinder 1.53 1.96 3.02 3.08 1.67 4.74
Insurance10 0.23 0.31 0.47 0.51 0.42 0.84
Insurance3 0.75 1.01 1.51 1.61 1.06 2.4
Insurance5 0.47 0.62 0.95 1 0.73 1.58
Insurance 2.36 3.33 3.84 3.94 2.3 5.15
Link 0.06 0.07 0.09 0.09 0.1 0.09
Mildew 1.65 1.85 3.07 3.07 2.34 4.11
Munin1 0.38 0.42 0.52 0.53 0.42 0.66
Pigs 0.13 0.21 0.34 0.36 0.24 0.55

Averaged 0.85 1.07 1.52 1.55 0.97 2.24

Table A.13: Rate among the gain obtained by each model learned with the dataset
with 500 instances against the empty model and the amount of statistics com-
puted.
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HC CHC* iCHC 2iCHC MMHC FastCHC
Alarm10 0.24 0.33 0.5 0.56 0.47 0.96
Alarm1 3.93 4.72 6.41 6.72 3.86 9.05
Alarm3 0.79 1.06 1.63 1.79 1.3 2.84
Alarm5 0.49 0.66 1.01 1.11 0.88 1.88
Barley 4.95 5.82 8.54 8.68 5.08 11.6
Child10 0.54 0.71 1.1 1.21 0.9 2.04
Child3 1.79 2.42 3.51 3.7 2.19 5.95
Child5 1.11 1.47 2.22 2.36 1.58 3.87
Child 5.68 7.09 9.55 9.76 3.53 12.82
Gene 0.13 0.19 0.28 0.29 0.24 0.53
HailFinder10 0.3 0.4 0.66 0.67 0.48 1.16
HailFinder3 1 1.28 2.15 2.19 1.38 3.53
HailFinder5 0.62 0.81 1.31 1.33 0.92 2.26
HailFinder 3.17 4.13 6.39 6.43 3.51 9.74
Insurance10 0.45 0.64 0.98 1.04 0.81 1.78
Insurance3 1.55 2.15 3.06 3.27 1.89 5.03
Insurance5 0.89 1.28 1.95 2 1.33 3.35
Insurance 5 6.35 8 8.13 3.52 10.21
Link 0.12 0.16 0.21 0.22 0.19 0.23
Mildew 4.52 5.23 8.02 8.02 4.59 11.92
Munin1 0.8 0.89 1.07 1.09 1.35
Pigs 0.24 0.39 0.65 0.71 0.29 1.13

Averaged 1.79 2.25 3.25 3.34 1.85 4.85

Table A.14: Rate among the gain obtained by each model learned with the dataset
with 1000 instances against the empty model and the amount of statistics com-
puted.
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HC CHC* iCHC 2iCHC MMHC FastCHC
Alarm10 1.11 1.75 2.62 2.87 2.31 5.20
Alarm1 18.93 23.46 31.21 32.50 16.03 41.83
Alarm3 3.92 5.71 8.57 8.95 6.06 14.35
Alarm5 2.32 3.62 5.45 5.84 4.37 9.98
Barley 28.78 39.57 53.03 57.27 23.46 78.38
Child10 2.30 3.54 5.44 5.77 4.04 10.09
Child3 7.78 11.33 16.65 17.36 8.19 26.04
Child5 4.62 7.19 10.48 11.14 6.42 17.82
Child 27.87 34.23 42.76 43.43 12.06 51.56
Gene 0.62 0.98 1.43 1.49 1.09 2.65
HailFinder10 1.38 1.80 3.12 3.31 1.43 5.96
HailFinder3 4.82 6.26 10.67 10.98 3.96 18.40
HailFinder5 2.86 3.77 6.62 6.76 2.65 11.61
HailFinder 14.79 20.52 30.22 32.19 10.59 45.46
Insurance10 1.99 2.94 4.91 5.75 3.41 9.98
Insurance3 7.13 10.00 15.45 17.43 6.01 26.74
Insurance5 4.17 5.95 9.51 11.25 4.69 18.29
Insurance 23.16 30.26 36.36 38.51 9.44 47.72
Link 0.62 0.86 1.17 1.25 0.75 1.35
Mildew 28.37 34.25 49.34 50.58 74.52
Munin1 3.99 4.61 5.33 5.49 6.62
Pigs 1.14 2.26 3.49 3.54 0.05 5.48

Averaged 8.02 10.8 14.96 15.88 6.35 22.44

Table A.15: Rate among the gain obtained by each model learned with the dataset
with 5000 instances against the empty model and the amount of statistics com-
puted.

A.2 Extended results for: Mixture of dependency

network classifier

In this section are given the complete set of results for section 6.3. First is given
the accuracy of each one of the tested classifiers. Next, concerning the comparison
among the re-usability schemes, the accuracy, complexity and learning time are
shown.
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ChiSqDN KNN-1 kNN-3-I J48 KDB-1 KDB-2 KDB-3 KDB-4 NN MultiBN MultiBN MultiBN MultiDN MultiDN NB SVM TAN
BIC K2 PC BIC G2

australian 0.8429 0.8299 0.8449 0.8600 0.8464 0.8394 0.8432 0.8446 0.8357 0.8542 0.8623 0.8623 0.8635 0.8510 0.8629 0.8493 0.8400
autos 0.7238 0.8224 0.7746 0.6977 0.7902 0.7726 0.8009 0.7911 0.8088 0.7981 0.7268 0.7326 0.7327 0.7453 0.7141 0.8214 0.7688
balance 0.7424 0.7341 0.7341 0.7341 0.7405 0.7382 0.7341 0.7341 0.7392 0.7382 0.7405 0.7414 0.7408 0.7440 0.7440 0.7411 0.7402
breast-cancer 0.7021 0.6930 0.7308 0.7224 0.7028 0.6874 0.6902 0.7028 0.6385 0.6979 0.7105 0.7070 0.7049 0.7035 0.7189 0.7112 0.7000
breast-w 0.9422 0.9620 0.9648 0.9439 0.9622 0.9559 0.9502 0.9485 0.9582 0.9657 0.9722 0.9714 0.9734 0.9642 0.9737 0.9668 0.9648
car 0.8443 0.8899 0.8900 0.8839 0.9326 0.9302 0.9223 0.9182 0.9814 0.9168 0.9071 0.9141 0.9101 0.9340 0.8433 0.9245 0.9135
cmc 0.5192 0.4940 0.5017 0.5347 0.5396 0.5265 0.5173 0.5047 0.4941 0.5249 0.5336 0.5371 0.5329 0.4986 0.5191 0.5396 0.5286
diabetes 0.7638 0.7508 0.7518 0.7630 0.7747 0.7711 0.7680 0.7667 0.7617 0.7768 0.7935 0.7917 0.7927 0.7823 0.7768 0.7677 0.7849
ecoli 0.8625 0.8494 0.8423 0.8321 0.8482 0.8458 0.8286 0.8262 0.8351 0.8512 0.8542 0.8560 0.8226 0.8256 0.8625 0.8387 0.8512
heart 0.8237 0.7919 0.8304 0.7741 0.8163 0.8074 0.7926 0.8022 0.7956 0.8030 0.8215 0.8356 0.8237 0.8348 0.8415 0.8370 0.8207
hepatitis 0.8722 0.8090 0.8633 0.8091 0.8788 0.8684 0.8646 0.8645 0.8477 0.8645 0.8594 0.8723 0.8581 0.8503 0.8503 0.8555 0.8542
ionosphere 0.9151 0.9168 0.9003 0.8969 0.9197 0.9140 0.9105 0.9134 0.9168 0.9265 0.9242 0.9111 0.9219 0.9282 0.9100 0.9048 0.9139
iris 0.9627 0.9533 0.9613 0.9600 0.9507 0.9613 0.9587 0.9587 0.9507 0.9453 0.9640 0.9627 0.9627 0.9640 0.9627 0.9640 0.9520
kr-vs-kp 0.9395 0.9295 0.9414 0.9887 0.9422 0.9541 0.9541 0.9584 0.9894 0.9649 0.9509 0.9404 0.9527 0.9372 0.8731 0.9524 0.9224
labor 0.9401 0.9331 0.9151 0.8420 0.8980 0.9017 0.9158 0.8983 0.9329 0.9222 0.9334 0.9296 0.9472 0.9329 0.9401 0.9229 0.9017
mushroom 1.0000 1.0000 0.9999 0.9998 0.9987 0.9999 0.9999 1.0000 0.9997 1.0000 0.9999 0.9977 0.9995 0.9964 0.9478 0.9999 0.9996
nursery 0.9191 0.9628 0.9628 0.9546 0.9326 0.9600 0.9643 0.9578 0.9987 0.9557 0.9369 0.9478 0.9373 0.9511 0.9027 0.9306 0.9218
page-block 0.9576 0.9637 0.9625 0.9617 0.9575 0.9614 0.9655 0.9653 0.9668 0.9642 0.9623 0.9553 0.9624 0.9598 0.9341 0.9681 0.9599
post-op 0.6733 0.6244 0.6378 0.7022 0.6622 0.6533 0.6556 0.6356 0.5600 0.6689 0.6733 0.6689 0.6689 0.6689 0.6733 0.6956 0.6444
segment 0.9312 0.9338 0.9284 0.9249 0.9417 0.9274 0.9158 0.9063 0.9575 0.9494 0.9145 0.9102 0.9136 0.8988 0.9094 0.9556 0.9382
soybeam 0.9040 0.9095 0.8975 0.9086 0.9160 0.8697 0.8574 0.8477 0.9250 0.9400 0.9344 0.9247 0.9335 0.9321 0.9069 0.9250 0.8998
spam-base 0.9306 0.9256 0.9322 0.9212 0.9273 0.9318 0.9266 0.9211 0.0000 0.9365 0.9305 0.9040 0.9258 0.9267 0.9022 0.9381 0.9299
vehicle 0.6983 0.7050 0.7092 0.6849 0.7123 0.7064 0.6957 0.6896 0.0000 0.7128 0.7099 0.6348 0.7033 0.6879 0.6270 0.7314 0.7210
vote 0.9421 0.9301 0.9320 0.9522 0.9375 0.9494 0.9499 0.9490 0.9467 0.9389 0.9416 0.9209 0.9416 0.9021 0.9021 0.9522 0.9453
vowel 0.6149 0.8204 0.7600 0.6889 0.7317 0.7723 0.7709 0.7448 0.7947 0.6982 0.6572 0.6253 0.6499 0.6632 0.6149 0.7907 0.6661
waveform 0.7803 0.7323 0.7787 0.7489 0.8225 0.7952 0.7236 0.6720 0.8329 0.8179 0.8124 0.8174 0.8126 0.7928 0.8072 0.8486 0.8192
wine 0.9775 0.9652 0.9461 0.9079 0.9708 0.9551 0.9348 0.9427 0.9809 0.9798 0.9876 0.9843 0.9831 0.9854 0.9876 0.9787 0.9663
zoo 0.9305 0.9524 0.9525 0.9127 0.9465 0.9387 0.9427 0.9407 0.9446 0.9426 0.9367 0.9345 0.9406 0.9247 0.9325 0.9426 0.9328

average 0.8449 0.8494 0.8517 0.8397 0.8572 0.8534 0.8483 0.8430 0.7998 0.8591 0.8554 0.8497 0.8540 0.8495 0.8372 0.8662 0.8500

Table A.16: Accuracy obtained by each classifier on each dataset.
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NOREUSE 1 2 3 4 5
australian 0.8635 0.8614 0.8614 0.8632 0.8632 0.8632
autos 0.7327 0.7443 0.7434 0.7433 0.7307 0.7414
balance 0.7408 0.7408 0.7408 0.7405 0.7405 0.7408
breast-cancer 0.7049 0.7077 0.7077 0.7077 0.7077 0.7077
breast-w 0.9734 0.9734 0.9734 0.9734 0.9734 0.9734
car 0.9101 0.9101 0.9101 0.9101 0.9101 0.9101
cmc 0.5329 0.5348 0.5350 0.5350 0.5340 0.5358
diabetes 0.7927 0.7930 0.7930 0.7935 0.7935 0.7935
ecoli 0.8226 0.8226 0.8226 0.8226 0.8226 0.8226
heart 0.8237 0.8222 0.8222 0.8237 0.8237 0.8237
hepatitis 0.8581 0.8607 0.8607 0.8646 0.8646 0.8646
ionosphere 0.9219 0.9208 0.9208 0.9202 0.9202 0.9202
iris 0.9627 0.9627 0.9627 0.9627 0.9627 0.9627
kr-vs-kp 0.9527 0.9571 0.9571 0.9481 0.9481 0.9481
labor 0.9472 0.9472 0.9472 0.9507 0.9507 0.9507
mushroom 0.9995 0.9999 0.9999 0.9986 0.9986 0.9986
nursery 0.9373 0.9373 0.9373 0.9373 0.9373 0.9315
page-block 0.9624 0.9628 0.9628 0.9629 0.9628 0.9629
post-op 0.6689 0.6689 0.6689 0.6689 0.6689 0.6689
segment 0.9136 0.9136 0.9136 0.9136 0.9136 0.9136
soybeam 0.9335 0.9326 0.9338 0.9332 0.9341 0.9265
spam-base 0.9258 0.9294 0.9294 0.9272 0.9272 0.9272
vehicle 0.7033 0.7005 0.6901 0.7009 0.7024 0.7007
vote 0.9416 0.9425 0.9425 0.9439 0.9439 0.9439
vowel 0.6499 0.6463 0.6463 0.6438 0.6455 0.6582
waveform 0.8126 0.8161 0.8239 0.8214 0.8106 0.8207
wine 0.9831 0.9831 0.9831 0.9831 0.9831 0.9831
zoo 0.9406 0.9406 0.9406 0.9406 0.9406 0.9426

average 0.8540 0.8547 0.8547 0.8548 0.8541 0.8549

Table A.17: Accuracy of MultiDN with BIC function without re-usability and
each of the re-usability methods. 1=BESTlogL, 2=THRESHOLDlogL, 3=First,
4=Intersection, 5=Union
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NOREUSE 1 2 3 4 5
australian 545 534 534 534 534 534
autos 1360 1368 1469 1474 1345 1565
balance 51 51 51 49 49 48
breast-cancer 220 229 229 229 229 229
breast-w 237 244 244 244 244 244
car 84 84 84 87 86 92
cmc 300 271 256 256 257 257
diabetes 107 102 102 102 102 102
ecoli 78 78 78 78 78 81
heart 569 560 560 560 560 560
hepatitis 1578 1520 1520 1520 1520 1520
ionosphere 4480 3969 3969 3969 3969 3969
iris 28 28 28 28 28 28
kr-vs-kp 14154 13248 13248 11934 11934 11934
labor 397 389 389 389 389 389
mushroom 3237 3237 3237 3348 3348 3348
nursery 183 183 183 183 183 195
page-block 252 269 306 306 256 306
post-op 123 123 123 124 123 124
segment 754 754 754 754 754 789
soybeam 3248 3277 3317 3490 3245 4191
spam-base 19615 18517 18517 18517 18517 18517
vehicle 1353 1172 1047 1047 1056 1042
vote 1399 1356 1356 1356 1356 1356
vowel 591 581 574 544 551 542
waveform 1332 1260 1219 1219 1290 1203
wine 457 498 498 498 493 498
zoo 498 498 498 493 457 647

average 2044 1943 1943 1905 1891 1940

Table A.18: Complexity of MultiDN with BIC function without re-usability and
each of the re-usability methods. 1=BESTlogL, 2=THRESHOLDlogL, 3=First,
4=Intersection, 5=Union
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NOREUSE 1 2 3 4 5
australian 249 289 288 247 247 247
autos 951 1235 1488 1208 995 1413
balance 37 49 51 37 37 37
breast-cancer 94 111 111 104 104 104
breast-w 130 152 152 135 135 135
car 114 142 145 118 117 125
cmc 281 336 349 249 248 249
diabetes 67 76 76 65 65 66
ecoli 63 77 83 63 63 66
heart 129 145 145 128 128 128
hepatitis 254 287 286 253 253 252
ionosphere 1849 1968 1970 1800 1800 1799
iris 17 22 22 17 17 17
kr-vs-kp 18906 18716 18719 15526 15524 15535
labor 62 67 67 62 62 62
mushroom 13727 15191 15184 15070 15054 15074
nursery 1285 2386 2980 1286 1284 1287
page-block 1443 1793 2185 2099 1592 2098
post-op 37 40 40 38 37 38
segment 2343 3484 4114 2344 2345 3150
soybeam 4383 7235 9563 5319 4409 8413
spam-base 39136 40540 40548 36564 36570 36587
vehicle 1428 1531 1523 1214 1221 1213
vote 389 416 415 379 378 378
vowel 994 1387 1665 1056 955 1178
waveform 3815 4936 5139 3828 3873 3783
wine 122 161 164 137 133 138
zoo 164 137 138 133 122 246

average 3302 3675 3843 3196 3135 3351

Table A.19: Learning time of MultiDN with BIC function without re-usability and
each of the re-usability methods. 1=BESTlogL, 2=THRESHOLDlogL, 3=First,
4=Intersection, 5=Union



Appendix B

Proofs

B.1 Efficient Machine Learning

In this appendix the propositions 4.4 and 4.5 are proved, but first, some previous
results are necessary:

Proposition B.1. Let G and G′ be two DAGs with Gm and G′m the underlying
moral graphs of G and G′ respectively, such that Gm ⊆ G′m, and for every v-
structure in G′ the same v-structure exists in G, then G′ is an I-map of G.

Proof. Assume the contrary, then there must be a pair of variables, Xi and Xj ,
such that Xi ⊥⊥G′ Xj |S∧Xi ⊥⊥/ GXj |S, with S arbitrary. Therefore there exists at
least one path between Xi and Xj in G activated by S. It can be distinguished
the following two cases:
• Case a) There is one v-structure, Xa → Xc ← Xb, in the active path in

G. Because the path is active, then either the node Xc or (at least) one of its
descendants is included in S. Since Xa → Xc ← Xb is in G them the link Xa Xb

is present in Gm and as the hypothesis says that Gm ⊆ G
′
m, then the link Xa Xb

is included also in G′m, i.e. the link is in both moral graphs. The presence of the
link Xa Xb in G′m is due to: (1) the same v-structure Xa → Xc ← Xb is in
both graphs G′ and G; and/or (2) Xa Xb exits in G′.

In the first case, the subset S will also active the path in G′ because of the
same v-structure is present in both graph. Furthermore, other variables in the
path not belonging to the v-structure will not be present in S because the path
is active in G so the path is also active in G′ and therefore Xi ⊥⊥/ G′Xj |S which
contradicts the hypothesis.

In the second case, although Xc belongs to S to activate the path in G, in
G′ there will be an active path, the one starting in Xi and ending in Xj sharing
the same link in both paths in G and G′ but is obtained the link Xa Xb instead
the subgraph Xa Xc Xb, as the rest of nodes in both paths do not belong to

187
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S, the path is also active in G′ and therefore Xi ⊥⊥/ G′Xj |S which contradicts the
hypothesis.

If more v-structures are in the path, then the same reasoning can be applied
to show that their end nodes will be adjacent in the moral graphs.
• Case b) There are no v-structures in the path in G. In this case, as the path

is active in G, then none of the intermediate nodes can belong to S. Besides, the
same path (with possibly different orientations) exists in G′, but in order to block
this path in G′ without including any of its intermediate nodes in S, there must
be at least one v-structure Xa → Xc ← Xb in the path in G′. Xa → Xc ← Xb

is not present in G. However, the nodes Xa and Xb of this v-structure must be
adjacent in G′. If not, the same v-structure Xa → Xc ← Xb must be present in G
and this contradicts the assumption of no v-structures in the path in G. In other
case the same v-structure Xa → Xc ← Xb must be present in G and this is not
possible because of the assumption of no v-structures. As this situation is the
same for all the possible v-structures in the path in G′, that is, all of them must
have their end nodes connected, then, to block the path, the only option is that
(at least) one of the intermediate nodes belongs to S, but in this case the path is
also blocked in G which contradicts the initial hypothesis.

Proposition B.2. Under the same conditions as Proposition 4.1, with G∗ being
the graph that the distribution P was sampled from, 2iCHC (algorithm 4.4) returns
a graph, Ĝ, such that G∗m ⊆ Ĝm, where G∗m and Ĝm are the underlying moral graphs
of G∗ and Ĝ respectively.

Proof. First of all, note that if an adjacency Xi Xj is in G∗ then it is also in Ĝ
after the first iteration in the algorithm 2iCHC because there is no subset S ⊂ X
such that Xi ⊥⊥P Xj |S. Specifically Xi ⊥⊥/ PXj |Pai,Ĝ , given any subset of parents

Pai,Ĝ , and so fD(Xpi
,Papi,Ĝ

∪{Xj})−fD(Xpi
,Papi,Ĝ

) > 0 for any subset Pai,Ĝ.

As the reverse is also true, that is, fD(Xpj
,Papj ,Ĝ

∪{Xi})−fD(Xpj
,Papj ,Ĝ

) > 0,

it can be concluded that at some stage of the algorithm, an arc between the nodes
will be introduced and never subsequently deleted. Therefore, Ĝ has at least the
same adjacencies, or maybe more, than G∗.

In addition, it is necessary to prove that for every v-structure Xa → Xc ← Xb

in G∗, the same v-structure is in Ĝ or, alternatively, that the three nodes involved
are totally connected. If 2iCHC correctly discover the v-structure Xa → Xc ←
Xb, then there is no problem because there will not be any movement (deletion
or reversal) such that this last step can improve the actual graph, so the graph
Ĝ obtained by the algorithm will include the v-structure. In the case of one
edge badly oriented, e.g. Xa → Xc → Xb, the path between Xa and Xb is
active yielding a positive score difference which provokes the inclusion of edge
Xa → Xb, that is, a fully connected subgraph results. The only situation in
which the algorithm cannot add the edge Xa → Xb is if Xa ∈ FP (Xb) and
Xb ∈ FP (Xa). However, this case is corrected during the second iteration of the
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algorithm, because (1) FP s lists are initialized to be empty, and (2) Xa will never
be included in FP (Xb) because of Xc opens the path between Xa and Xb as long
as it remains as parent of Xb (note that if edge Xc → Xb is reversed then the
v-structure is obtained).

Proposition B.3. Under the same conditions as Proposition 4.1, with G∗ being
the graph from which the distribution P was sampled, 2iCHC (algorithm 4.4)
returns a graph, Ĝ, such that every v-structure in Ĝ is in G∗ too.

Proof. Let us suppose the contrary, that is, there exists a v-structure, Xa →
Xc ← Xb, in Ĝ but not in G∗. This can be due to:

• Xa and Xb are adjacent in G
∗. However, if this is the case the algorithm will

find that Xa and Xb are conditionally dependent given any subset, which gives
rise to a positive difference in score when testing addition, and so an edge between
Xa and Xb will be added, making Xa and Xb connected in Ĝ, contradicting in
this way the initial assumption.

• Xa and Xb are not adjacent in G∗ but Xc is not a head to head node in the
path Xa Xc Xb. In this case it must be that Xa ⊥⊥/ G∗Xb|S, for a any subset
S not including Xc. However, from this sentence can be deduced that an edge
between Xa and Xb must exist in Ĝ, which contradicts the initial assumption.
The only situation in which the algorithm cannot add the edge Xa → Xb is
because Xa ∈ FP (Xb) and Xb ∈ FP (Xa). However, this case is corrected during
the second iteration of the algorithm, because (1) FP s lists are initialized to be
empty, and (2) Xa will never be included in FP (Xb) because of Xc opens the path
between Xa and Xb as far it remains as parent of Xb (note that if edge Xc → Xb

is reversed then the v-structure is obtained).

Proposition 4.4. Under the same conditions as Proposition 4.1, 2iCHC (algo-
rithm 4.4) returns a minimal I-map.

Proof. The first step is to prove that Ĝ is an I-map of G∗, Ĝ being the result of
the execution of the 2iCHC algorithm and G∗ the graph from which distribution
P is obtained. The second step is to prove that in fact Ĝ is a minimal I-map of
G∗.

[(1) Ĝ is an I-map of G∗] This is straightforward from Propositions B.1, B.2
and B.3.

[(2) minimal condition] Let us suppose the contrary, that is, there exists Xj ∈

Pai,Ĝ such that Xi ⊥⊥P Xj |Pai,Ĝ\{Xj}). If so, Ĝ cannot be a local optimum

because there is (at least) one deletion operation with a positive difference. �
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Proposition B.4. Under the same conditions as Proposition 4.1, with G∗ being
the graph that the distribution P was sampled from, FastCHC (algorithm 4.5)
returns a graph, Ĝ, such that G∗m ⊆ Ĝm, where G∗m and Ĝm are the underlying
moral graphs of G∗ and Ĝ respectively.

Proof. First at all, note that if an adjacency Xi Xj is in G∗ then it is also in Ĝ
after running the algorithm FastCHC because there is no subset S ⊂ X such that
Xi ⊥⊥P Xj |S. Specifically Xi ⊥⊥/ PXj |Pai,Ĝ , given any subset of parents Pai,Ĝ ,

and so fD(Xpi
,Papi,Ĝ

∪ {Xj}) − fD(Xpi
,Papi,Ĝ

) > 0 for any subset Pai,Ĝ. As

the reverse is also true, that is, fD(Xpj
,Papj ,Ĝ

∪ {Xi})− fD(Xpj
,Papj ,Ĝ

) > 0, it

can be concluded that at some stage of the algorithm, a link between the nodes
will be introduced and never subsequently deleted. Therefore, Ĝ has at least the
same adjacencies as, or maybe more than, G∗.

In addition, it is necessary to prove that for every v-structure Xa → Xc ← Xb

in G∗, the same v-structure is in Ĝ or, alternatively, that the three nodes involved
are totally connected. If FastCHC correctly discover the v-structure, then there
is no problem. It has to be noticed that once the FastCHC algorithm recovers
the v-structure there will not be any movement in the algorithm such that the
v-structure can be broken due to all the possible movement will have a worse score
difference. In the case of one edge badly oriented, e.g. Xa → Xc → Xb, the path
between Xa and Xb is active yielding a positive score difference which provokes
the inclusion of the edge Xa → Xb, which means a fully connected subgraph. The
only situation in which the algorithm cannot add the edge Xa → Xb is because
Xa ∈ FP (Xb) and Xb ∈ FP (Xa). However, this case is not possible because if
FastCHC puts first the arc Xc → Xb and then the arc Xa → Xc then the node
Xa will be removed from FP (Xb), and vice versa, also if the arc Xa → Xb is
selected in the first position and Xc → Xb is selected in the second one FastCHC
will remove Xa from FP (Xb) and vice versa, so neither Xa nor Xb belongs to
FP (Xb) and FP (Xa) respectively.

Proposition B.5. Under the same conditions as Proposition 4.1, with G∗ being
the graph from which the distribution p was sampled, FastCHC (algorithm 4.5)
returns a graph, Ĝ, such that every v-structure in Ĝ is in G∗ too.

Proof. Let us suppose the contrary, that is, there exists a v-structure, Xa →
Xc ← Xb, in Ĝ but not in G∗. This can be due to:
• Xa and Xb are adjacent in G∗. However, if this is the case, the algorithm will

find that Xa and Xb are conditionally dependent given any subset, which gives
rise to a positive difference in score when testing addition, and so, an edge between
Xa and Xb will be added, making Xa and Xb connected in Ĝ, contradicting in
this way the initial assumption.
• Xa and Xb are not adjacent in G∗ but Xc is not a head to head node in

the path Xa Xc Xb. In this case it should be that Xa ⊥⊥/ G∗Xb|S, for any
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subset S not including Xc. However, from this sentence it can be deduced that
an edge between Xa and Xb must exist in Ĝ, which contradicts the assumption.
The only reason preventing the existence of such an edge Xa → Xb is because
Xa /∈ FP (Xb) and Xb /∈ FP (Xa). However, this case is not possible because if
FastCHC put firstly the arc Xc → Xb and secondly the arc Xa → Xc then the
node Xa will be remove from FP (Xb), and vice versa. In the other case, if the arc
Xa → Xb is selected in the first position and Xc → Xb is selected in the second
one, also FastCHC will remove Xa from FP (Xb) and vice versa, so neither Xa

nor Xb belongs to FP (Xb) and FP (Xa) respectively.

Proposition 4.5. Let D be a dataset containing d independent and identically
distributed samples from some distribution P . Let Ĝ be the directed acyclic graph
obtained by running FastCHC algorithm by taking G0 as the initial solution, i.e.,
Ĝ = FastCHC(G0). If the score function f used to evaluate the candidate graphs
in FastCHC is consistent and locally consistent, then under the assumption that
P is Markov faithful Ĝ is a minimal I-map of P in the limit as d grows large.

Proof. The first step is to prove that Ĝ is an I-map of G∗, Ĝ being the result of the
execution of the FastCHC algorithm and G∗ the graph from which distribution P
is obtained. The second step is to prove that in fact Ĝ is a minimal I-map of G∗.

[(1) Ĝ is an I-map of G∗] This is straightforward from Propositions B.1, B.4
and B.5.

[(2) minimal condition] Let us suppose the contrary, that is, there exists Xj ∈

PaĜ(Xi) such that Ip(Xi, Xj|PaĜ(Xi)). If so, Ĝ cannot be a local optimum
because there is (at least) one deletion operation with a positive score difference.
�
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