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A mi familia.





We can only see a short distance ahead, but we can see plenty there
that needs to be done.

— Alan M. Turing, Computing Machinery and Intelligence





Acknowledgments

I would like to start by thanking Ismael and Jesús. This dissertation
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Abstract

One of the main challenges that society will face in the coming years is the
provision of assistance for people with dependence, more specifically, el-
derly people that might find it difficult to move or to perform daily chores
autonomously. A similar scenario is expected for people with disabilities.
This long-term care has usually been provided by family members, but
recent demographic and social changes motivate its provision by profes-
sionals and institutions.

At the same time, we live in a technological era, where artificial intel-
ligence and robotics will have a major role to play in the welfare state.
Recent developments in these fields have resulted in the natural incorpo-
ration of robotic solutions to the daily life of most societies.

It is only logical to propose the use of robots to provide assistance for
people with dependence. In this case, one of the most interesting solu-
tions is social robots, that is, robots that are able to communicate with
people in a natural way and following social conventions. This interaction
between people and robots is known as human-robot interaction (HRI),
which is a multi-disciplinary research field with many open problems. HRI
applications must deal with classic robotic tasks, like navigation or map-
ping, but also with tasks based on the use of machine learning techniques,
like computer vision or natural language processing.

A social robot must be capable of analyzing its environment by cap-
turing data through its sensors, and then translate it into knowledge that
can be further exploited for HRI. That is, perceptual systems in a robotic
platform are fundamental to extract semantic information. Images cap-
tured by a camera or RGB-D sensor can be used to identify the place
where the robot is located or to detect nearby objects. Meanwhile, speech
understanding for conversation can also become a source of valuable in-
formation about the context where the robot is interacting.

The main goal of this dissertation is the design, development and eval-
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uation of different perceptual systems that enable a natural HRI. In par-
ticular, we will study different state-of-the-art algorithms to assess their
suitability for robotic applications, where resources consumption and time
limits are especially relevant, and propose improved or novel solutions to
ensure their applicability in robotics. Consequently, we will develop multi-
modal systems (that are able to manage information from different sources,
in this case, visual and audio inputs) to extract and merge semantic in-
formation.

To validate our different proposals, we have designed two use cases:
Welcoming visitors and Catering for Granny Annie’s Comfort, which cor-
respond to some of the tasks that are usually evaluated in competitions
for service and assistance robots, for example, RoCKIn@Home or Robo-
cup@Home. These two use cases are useful to evaluate the capability of
a robot for adapting to different situations with different people, and for
correctly analyzing the environment.

Ultimately, the promising results of our evaluations show that the dif-
ferent methods proposed in this dissertation put us one step closer to our
initial goal, that is, to develop robots that can provide long-term care for
people with dependency.



Resumen

Uno de los principales problemas que deberemos afrontar como sociedad
en los próximos años es la provisión de cuidados para personas con depen-
dencia; en concreto, personas mayores con dificultad para moverse o para
realizar tareas cotidianas de forma autónoma. Una situación similar se
espera respecto al cuidado de personas discapacitadas. Tradicionalmente,
estos cuidados se han proporcionado dentro del ámbito familiar, pero los
cambios demográficos y sociales de los últimos años provocan que dichos
cuidados deban proporcionarse por parte de profesionales e instituciones.

Al mismo tiempo, nos encontramos en la era tecnológica, en la que la
inteligencia artificial y la robótica serán fundamentales para el desarrollo
del estado del bienestar. Los avances más recientes en estos campos han
propiciado que soluciones robóticas se estén incorporando de forma natural
en la vida cotidiana de gran parte de la sociedad.

Esto hace lógico el plantear el uso de robots para proporcionar asisten-
cia a personas dependientes. En este caso hablaremos de robots sociales,
es decir, robots que son capaces de comunicarse con las personas de una
forma lo más natural posible y respetando convenciones sociales. Esta
interacción entre personas y robots se conoce como Interacción Humano-
Robot (HRI en sus siglas en inglés, Human-Robot Interaction). Este tipo
de sistemas son un campo de investigación abierto, en el que confluyen tar-
eas clásicas asociadas a la robótica, como la navegación y el mapeo, con
tareas basadas en inteligencia artificial, como la visión por computador o
el procesamiento del lenguaje natural.

Un robot social debe ser capaz de analizar el entorno que le rodea, cap-
turando la información que recibe a través de sus sensores y traduciéndola
a conocimiento que pueda ser aprovechado para la HRI. O, lo que es lo
mismo, los sistemas de percepción del robot juegan un papel crucial a la
hora de extraer información semántica. Las imágenes capturadas medi-
ante una cámara o sensor RGB-D se pueden utilizar para determinar el
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lugar en el que se encuentra el robot, aśı como los objetos que se encuen-
tran a su alrededor. A su vez, mediante el análisis del habla que se realizar
al mantener un diálogo con el usuario, también se extraer información del
lugar y contexto en el que se encuentra el robot.

El objetivo de esta tesis es el diseño, desarrollo y evaluación de los dis-
tintos sistemas de percepción que permiten una HRI de forma natural. En
concreto, partiendo de aquellos algoritmos que suponen el estado del arte
en estas tareas, nos planteamos si su aplicación en robots es viable, da-
dos los ĺımites de computación y tiempo que requieren estas aplicaciones.
También hacemos distintas propuestas para mejorarlos. Esto supone el
desarrollo de sistemas multimodales (capaces de gestionar información de
distintas fuentes, en este caso, visuales y auditivas) que extraigan y com-
binen información semántica.

Para validar los distintos desarrollos, se han planteado dos casos de
uso: Welcoming visitors y Catering for Granny Annie’s comfort, que se
corresponden con algunas de las tareas que se suelen evaluar en competi-
ciones robóticas para robots asistenciales o de servicio, como pueden ser
RoCKIn@Home o Robocup@Home. Estos dos casos de uso sirven para
comprobar la capacidad del robot de adaptarse a diferentes escenarios con
diferentes interlocutores y a analizar el entorno de forma correcta.

En definitiva, dados los prometedores resultados de los casos de uso,
podemos afirmar que las diferentes propuestas de esta tesis nos acercan un
paso más al objetivo inicial, llegar a tener robots capaces de proporcionar
asistencia a personas con dependencia.
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Chapter 1
Introduction

Human-robot interaction (HRI) [57] is a multi-disciplinary field that in-
volves the understanding, design and evaluation of robotic systems that
communicate with or react to humans, that is, robots that interact with
people. Traditionally, this interaction has been minimum, as most robots
could only be found in industrial environments, where the interaction with
humans was limited to teleoperation and supervision. However, given the
rise in social robotics research [46], HRI has become one of the most im-
portant topics for the technological evolution of society.

Ideally, social robots should have the ability to follow the same social
conventions that would be expected from a person in a similar situation.
Given that human communication is a social activity, this aspect cannot
be disregarded when designing systems for HRI. We base our communica-
tion mostly on speech (physically speaking via an acoustic signal), but we
instinctively add much more information by means of non-verbal commu-
nication, such as body posture and limb movements (indicating direction,
size, etc.), and even gestures or facial expressions. Consequently, HRI is
a multimodal activity, where different research fields, like speech under-
standing or computer vision, must converge to create a base of knowledge
that allows the robot to interact naturally with a human.

A social or service robot should be able to navigate the environment,
observe the surrounding area and listen for communication signals and,
more importantly, it should be able to perform these tasks autonomously.
Regarding this, situation awareness is defined in [38] as ‘the perception of
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4 Chapter 1. Introduction

the elements in the environment within a volume of time and space, the
comprehension of their meaning and the projection of their status in the
near future’. Particularly, a social robot should be aware of the semantic
significance of the elements and objects that are placed in the environment,
identifying them and their use. In other words, in robotics, semantic per-
ception is the understanding of the input signals received from different
robot sensors. For example, understanding the meaning of a sentence
that has been listened (perceived) with a microphone or recognizing the
elements present in the environment by processing the input images cap-
tured with a camera. This high level of semantic understanding is what
will provide a social robot with the cognitive base needed for HRI [87, 18].

In a real-world scenario, a robot would perceive these elements and
social cues through its sensors and, then, would find an appropriate repre-
sentation for that information. The design and implementation of effective
perceptual systems is still an open problem for the computer vision and
speech understanding research communities. In robotics, these problems
must also be solved by taking into account real-world constraints related
to efficiency and resource consumption. Through this dissertation, we will
tackle the different problems related to perceptual systems, and how to
adapt them to HRI applications for social and service robots.

1.1 Motivation

Due to the rise in life expectancy and the low fertility rates, the median
age of the world population is increasing rapidly. This phenomenon is
known as population aging, and it is occurring in most countries. In 2000,
the population aged 65 years or over in the world (423 million) tripled the
number present in 1950 (129 million). By 2050, 1.5 billion older persons are
projected to be alive, i.e. the number will triple again in a span of 50 years
[186]. In Fig. 1.1 we can observe this constant increase in population over
65, which showcases the population aging phenomenon. The situation is
even more pronounced in Spain, where demographic estimations indicate
that the population over 65 years old will increase from 19,2% in 2018 to
25,2% in 2033 [70].

At older ages, the health of people deteriorates and, consequently, some
older persons might find difficulty and need help to perform daily tasks,
like getting up, getting dressed, washing, cooking, eating, or moving. How-
ever, care dependency is not exclusive of older people, many people suffer
disabilities caused by disease, congenital defects and accidents, which hin-



1.1. Motivation 5

World Europe Spain

1950 2000 2050 2100 1950 2000 2050 2100 1950 2000 2050 2100

0

25

50

75

100

Year

P
er

ce
nt

ag
e Age

0−14

15−64

65+

Figure 1.1: Estimated percentage of population by age group from 1950
to 2015 and projections up to 2100. Data source: United Nations, De-
partment of Economic and Social Affairs, Population Division [186].

der their daily lives. These limitations in personal autonomy result in a
greater demand for long-term care [63]. This care has traditionally been
provided by family members, but demographic and social changes, like
the reduction in family size and the incorporation of women to work, have
moved the responsibility of provision of long-term care to professionals
and institutions [3].

Meanwhile, robots have become a common element in most households,
where it is easy to find task-oriented robots that do chores autonomously.
As of today, the more relevant example is robot vacuum cleaners. These
devices range from robots that navigate a home randomly while avoiding
obstacles to robots that map the entire house and design a navigation
path for optimal cleaning. Thus, given the current popularity of robots,
it is only natural to develop social robots that cover the needs of long-
term care provision. There are two types of robots that can perform this
kind of task: companion robots and service robots. The former attempt
to improve user welfare, not only in terms of physical health but also by
improving their mood and cognitive capability. The latter are targeted
at providing support and independence to the user. We will focus on
service robots, as they can be used to cater to the user needs reducing
their dependence while performing daily life activities.

The use of service robots to assist people with dependence or disabil-
ity is a trending topic in society, research and business alike. Proof of
that is the existence of commercial proposals to tackle this task like, for
example, Care-O-bot [76] which is specifically designed to offer a friendly
interface for HRI. However, these solutions are not ready to be deployed
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in a real home yet. Besides their prohibitive prices, there are basic tech-
nical problems that, even though they have been widely studied by the
research community, have not been solved to the level needed to deal with
real scenarios.

Figure 1.2: Perceptual tasks integration in a cognitive system for HRI.

From a design point of view, the complexity of HRI systems lies in the
generation of a cognitive system, as a representation of knowledge, that
can integrate seamlessly different sources of information. That knowledge
could then be used for social interaction in which the robot is semantically
aware of the environment where it is deployed. In Fig. 1.2 we can observe
an overview of a cognitive system for HRI, where perceptual systems play
a crucial role by extracting relevant information from visual and auditory
cues, that can be translated to semantic meaning for the cognitive system.

Perceptual systems encompass plenty of different problems that have
been widely studied, like scene understanding or natural language pro-
cessing. However, existing solutions have been focused on improving the
general performance of previous proposals, but have not taken into ac-
count the advantages and disadvantages of some fields of application. For
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example, in robotics, there are strong limitations in resource consumption
and real-time execution, but there are also important advantages like addi-
tional 3D information for vision modules. Consequently, there is still room
for improvement in the development of perceptual systems for multimodal
HRI.

1.2 Scope and goals

The main goal of this thesis is to design, develop, and evaluate, on an
existing prototype of social robot, different perceptual systems that enable
a natural HRI. These systems are required to extract and understand
semantic concepts from different sources of information, mainly visual and
audio inputs, and merge that information in a way that can be exploited
for HRI.

On the one hand, extracting the semantic meaning of audio inputs
is part of a spoken dialogue system, where the dialogue manager needs
to understand the uttered sentence to generate a suitable answer. This
semantic analysis of the input sentence can also be used to feed the cogni-
tive system of the robot, not just to manage a conversation. On the other
hand, among visual perception problems, we can highlight scene classifi-
cation, semantic segmentation and object localization, due to their special
relevance in robotics.

The scene classification problem [195] can be defined as the process
of labeling a set of input images in order to describe the image content.
A more specific related problem is the so-called indoor scene classifica-
tion, where the adopted semantic labels correspond to place categories
for indoor environments, such as bathroom, corridor or office. This is a
fundamental problem in robotics since the use of indoor scene classifiers
provides robots with new capabilities for scene understanding. Knowing
the place where the robot is located could be utterly useful to plan a spe-
cific behavior or to determine the optimal interaction to perform. This
is a challenging problem, particularly in dynamic environments, where
acquired images usually present noise, oscillations, or occlusions.

Similarly, given an input image, scene segmentation consists in iden-
tifying which pixels belong to different objects or elements in the scene.
Additionally, if a label is assigned to each segment, somehow represent-
ing its semantic category, the process is known as semantic segmentation.
This is, a pixel-wise classification of the input image. In Fig. 1.3 we show
an example of semantic segmentation.
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Figure 1.3: Semantic segmentation sample from the ADE20K dataset
[206]. We can observe the original image (left) and its pixel-wise an-
notations (right).

The semantic segmentation problem is indirectly related to object lo-
calization, given that if we are able to identify the different parts perceived
on an image, we can also recognize a specific object. Consequently, scene
segmentation is also a robot vision problem, as it provides information
about the environment and the objects placed in it.

Once we have established the main challenges from where we can ex-
tract semantic information in robot applications, we can divide the devel-
opment of perceptual systems for HRI into the following subgoals:

• To study and develop systems for scene classification, object local-
ization and object registration, so we can take advantage of the vi-
sual information in the environment. This development must take
into account the different kinds of sensors available in robotics, that
go beyond classic computer vision, and the resources constraints of
robots.

• To study and develop a spoken dialogue system that is able to: a)
interact with a person in a natural way and b) extract semantic
information.

• To design a cognitive base for long-term use that incorporates se-
mantic information based on perceived data: visual and auditory.

• To deploy the developed systems in a prototype of social robot and
evaluate the integration of all the systems in well-known use cases.
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Figure 1.4: A 3D model and 2D map of the environment for the experi-
ments (top) and a panoramic picture (bottom).

1.3 Experimental setup

The last subgoal requires the use of a real robot in a real environment.
Thus, in this section, we define our experimental setup. The disposition of
the elements of the environment is important for the different tasks of the
perceptual systems. Meanwhile, the robotic platform and software will
define the resources limitations for the development.

1.3.1 The environment

We evaluate our proposals in a home-like scenario, a small room with three
areas. Its dimensions are 5.95x5.65 m and the overall size of the working
scenario is over 33 m2. The three areas correspond to a dining room (big
table and chairs), a kitchen (sink and coffee machine), and a living room
(couch, coffee table, and bookshelf). Some pictures of this setup are shown
in Fig. 1.4.

This scenario represents a home environment for social robots, where
each area has some representative objects that could be found in any real
home in the equivalent room, providing semantic coherence to the setup.
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Figure 1.5: PeopleBot with an ASUS Xtion PRO Live.

However, this testbed is an ongoing project and still lacks some charac-
teristics to make it look realistic. Consequently, we use this environment
to evaluate only semantic segmentation and object localization, but we
are not able to perform scene classification, as the different areas do not
visually resemble a real home yet.

1.3.2 The hardware

The robot employed is a differential-drive PeopleBot robotic platform fit-
ted with additional sensors and computing capabilities (see Fig. 1.5). More
specifically, the robot is equipped with an RGB-D camera and a directional
microphone that improves the speech recognition performance. The stan-
dard PeopleBot platform includes a navigation hardware package, whose
main device is a SICK LMS200 2D laser. It also includes an Intel NUC
processor to improve the on-board computation capabilities of the robot.

However, most of the state-of-the-art solutions for both, visual and
speech understanding, are based on deep learning techniques. These pro-
posals offer a remarkable performance, but they also are computationally
expensive. Even with the upgraded processor, it would not be feasible to
run all the tasks needed for a HRI application in the robot. To overcome
this drawback, we take advantage of the following additional resources:

• A Lenovo Yoga 500 mini laptop: Due to its small size (34x23.5
cm), this laptop can be installed on the robot in order to exploit
its processor and dedicated GPU, an nVidia GeForce 920M. This
GPU model is compatible with modern deep learning frameworks,
so we can connect the camera and/or microphone of the robot to
the laptop and process the information with these resources.
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• Cloud resources: For some of the modules, like automatic speech
recognition, we use resources provided by external services that im-
plement state-of-the-art solutions. In these cases, the network la-
tency must be considered, so the robot response happens in a rea-
sonable amount of time.

1.4 Outline

This dissertation is structured in five parts:

• The first part is an introduction to the main topics of the dissertation
and the related work.

• In the second part, we develop different systems for visual semantic
perception. The chapters of this part focus on the problem of scene
classification from the point of view of finding the optimal global
representation of each image. Also, these chapters deal with the
problem of object detection and localization taking advantage of
state-of-the-art techniques based on deep learning.

• The third part is focused on aspects of the interaction between the
robot and: a) the environment, b) humans. That is, how to find
the exact pose of known objects for object manipulation and how to
understand speech for HRI.

• The fourth part presents two typical use cases to evaluate the dif-
ferent aspects of semantic perception and HRI.

• Finally, the fifth part of the dissertation summarizes the contribu-
tions previously explained and sets the future work to continue with
the development of HRI systems.
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Chapter 2
Related work

The development of perceptual systems can be divided into two main
tasks: a) the extraction of information from visual resources, and b) the
understanding of natural language. In both cases, the key element is the
correct interpretation of semantic information. In the end, this multimodal
analysis of the environment can be used to improve the cognitive base of
a robot and, consequently, to achieve a more natural interaction with
humans.

In this chapter we offer an overview of the state-of-art systems for
robot vision and speech understanding, paying especial attention to those
methods that will later be considered in our developments.

2.1 Robot vision

Computer vision [176] goes beyond the scope of digital image processing,
as it deals with the understanding of images, that is, how computers can
extract semantic information from them. This perceptual problem, that
is so easily solved by humans, is remarkably challenging for computers.
Given an image like the one shown in Fig. 2.1, we can immediately identify
the main element as a coffee mug and separate it from the background.
However, a computer can only see a matrix of pixels, where each pixel
is either a numeric value encoding intensity or several numerical values
encoding color. As we may assume, understanding the nuances of semantic
perception just from these data is especially difficult.

13
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Red channel Green channel Blue channel RGB image

Figure 2.1: An image is represented in a computer as a matrix of color
values.

Problems of this nature usually involve a set of predefined steps that
go from the low-level acquisition of the image to the high-level semantic
interpretation. As a result, computer vision is a multidisciplinar field
that involves, among others, image capturing and processing, as well as
machine learning. The classic pipeline in computer vision includes the
stages described in the following:

1. Image acquisition. A sensor is used to obtain a digital repre-
sentation of the visual information in the environment. The most
common capturing device is a camera that generates a greyscale or
RGB representation.

2. Keypoints detection. The generated image is analyzed to find
regions of interest that might offer salient semantic information.

3. Descriptors generation. The regions of interest must be repre-
sented with a features vector (usually of real numbers) that encodes
the information present in that section of the image.

4. Data modeling. The generated descriptors are commonly used to
feed a machine learning model. The model selection will depend on
the task we are trying to solve.

5. Interpretation of results. The results of the model will generate
high-level semantic information suitable for being exploited on the
basis of the problem definition.

Each of these steps is by itself a challenging problem that has been
widely studied by the research community but, due to their complexity,
still remain open problems. Nowadays, state-of-the-art models are based
on deep learning [85], which offer end-to-end solutions for most computer
vision problems.
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In particular, the term robot vision refers to the application of com-
puter vision techniques to images captured and used in a robotic platform.
The research in robot vision aims to solve tasks with an inherently seman-
tic nature, that is, it comprises a subset of computer vision problems with
direct application in robotics. Thus, computer vision solutions, based in
either the classic pipeline or deep learning, can be translated to robot
vision.

Commonly, 2D visual images have been employed to feed machine
learning models that solve these semantic tasks. In the literature, we can
find several proposals, ranging from feature extraction [89, 111, 169] to
classification methods [12, 16, 24] to cite some representative examples.
Nonetheless, the advances in robotic sensors have made possible the adop-
tion of different information sources. Specifically, 3D sensors enable the
use of a more appropriate representation of places by using spatial and
geometrical information. This source of data can be exploited to devise
more robust classifiers, as well as to deal with tasks where visual images
have traditionally performed poorly.

Initially, these 3D data were obtained through stereo cameras, i.e. two
different cameras capture the same scene from slightly different viewpoints
and then, the disparity between both images is used to calculate the 3D
position of the pixels in the images. Nowadays, robotics usually rely on
the use of RGB-D cameras, like Microsoft Kinect or ASUS Xtion, which
include a regular RGB camera, and a depth infrared sensor. In these
devices, the images captured by both sensors, at roughly the same time
instant, are registered. In this way, the 3D position of each point from
the infrared scan is associated with the color of the corresponding pixel in
the RGB image. Finally, these 3D images can be stored in two different
formats: a) an RGB-D image (I), which contains a 2D matrix of pixels
and, for each pixel, both the color information (RGB) and the distance in
meters of the pixel to capture device (depth); or b) a point cloud (C), that
is, a set of n-dimensional points, where each point includes its 3D position
{x, y, z} and, optionally, additional information related to that point, like
its color or intensity. In Fig. 2.2 we can see an example of 3D image.

2.1.1 Feature-based approaches

In HRI, a robot needs to perform several complex visual tasks simulta-
neously, like scene classification, object detection or face recognition, in a
resources-limited scenario. This processing must be done while perform-
ing typical robotic tasks such as mapping, localization and navigation.
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Figure 2.2: A color 3D image is generated by the combination of color
information and depth information (distance to the sensor).

In these instances, it is useful to resort to classic methods for computer
vision that are based on the use of handcrafted features. These methods
are less computationally expensive and require a smaller set of annotated
data, thus, they can be useful to obtain good enough results on specific
problems while saving resources for more complex tasks.

More specifically, the main advantage of extracting features from the
input images is that redundant or non-relevant information can be re-
moved or properly reduced. This removal allows for decreasing the amount
of data sent to classifiers, which would reduce processing times. The iden-
tification of relevant information is usually called keypoint detection, and
it is performed by detecting corners or edges in the input images. In-
tuitively, we know that these areas represent changes in the image that
correspond to the visual boundary between different objects or different
parts of the same object and, consequently, these regions encode the rele-
vant information to analyze the contents of an image.

There are two main alternatives when using features-based approaches:
local or global features. Local features are based on extracting informa-
tion from specific regions of interest (ROIs) or the local neighborhood of
(previously selected) keypoints. The number of ROIs varies from one im-
age to another. Therefore, the number of features and the dimensionality
of the descriptor obtained is not fixed. Global features can be seen as a
single local feature where the whole image is always represented as a ROI.

Local features are expected to present several properties: repeatabil-
ity, distinctiveness, locality, accuracy and efficiency [185]. Briefly, we can
say that local features should generate similar descriptors for different vi-
sualizations of the same object (people or scene), but different from other
object appearances. Some of the most commonly used local features are:

• Local Binary Patterns [120].
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• Scale Invariant Feature Transform (SIFT) [94].

• Speed-Up Robust Features (SURF) [9].

• Binary Robust Independent Elementary Features (BRIEF) [19].

• Binary Robust Invariant Scalable Keypoints (BRISK) [88].

• Oriented fast and Rotated Brief (ORB) [152].

The feature extraction process can be also applied to 3D point cloud
files instead of visual images. For example, the Normal Aligned Radial
Feature (NARF) [172], based on the use of range images, is a feasible 3D
alternative to SIFT or SURF features. In addition, the Point Feature
Histogram (PFH) [155], is a local feature that represents the underlying
surface model properties for a point, and it is based on geometrical re-
lations between the point and its neighbors. Some improvements to this
feature are the Fast-PFH [153] or the PFHRGB, which integrates color
information. The Signature of Histograms of OrienTations (SHOT) [180]
calculates a set of local histograms over a 3D grid in the local neighborhood
of a keypoint. Other 3D local feature extractors are Conformal Factors
[10] or Curvature Maps [48].

Most global features are based on the use of histograms or vocabular-
ies, which are built from color [174], gradients (HoG) [33] or more com-
plex information, like the composed receptive field histograms (CRFH)
[92]. Since spatial information is completely removed, global features per-
form better for scene recognition [193] than for object detection. Next,
in Sect. 2.1.1.1 we will overview the Bag of Visual Words (BoVW) tech-
nique [119, 43, 32], which allows generating a global descriptor from any
type of local feature. Nevertheless, this technique presents an important
drawback: the spatial information contained in the input image is not pre-
served. The spatial pyramid model [82] was later proposed to deal with
this problem. Since then, most of the methods for generating descriptors
rely on local features, nearly all based on SIFT and SURF descriptors with
dense sampling strategies [188]. These sets of local features are typically
used as an input for a procedure that combines both the BoVW and the
spatial pyramid models, aimed at generating a global descriptor [133, 199].

Regarding point clouds, we can only find a few proposals for defining
global 3D descriptors. In this sense, it is worth mentioning the Viewpoint
Feature Histogram (VFH) [154], the Ensemble of Shape Functions (ESF)
descriptor [194], and other classical methods like the Extended Gaussian
Images [67] or the Shape Distributions [123].
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Figure 2.3: Bag of Words (BoW) generation. The descriptors from all
images are clustered to form a dictionary D of relevant visual words.

Finally, all these methods address different aspects of semantic visual
recognition and, consequently, their combination can be used to improve
the robustness of the algorithms. In 2010, Pronobis et al. introduced
a novel cue integration scheme [131]. Such a scheme allows to properly
combine information extracted from different robot sensors (camera and
laser), as well as to combine information from the same source (e.g. two
image descriptors generated from different visual local features). Feature
combination has also been studied in similar problems, like multiclass
object detection [49]. Proposals for integrating information from different
sources became more popular with the arrival of range sensors [107, 166].

All these works show how crucial the information encoded in the de-
scriptors is for a data-driven learning framework. For that reason, ob-
taining descriptors that are both efficient and accurate is a fundamental
problem to be addressed in this field.

2.1.1.1 Bag of visual words

The use of the Bag of Words (BoW) (or Bag of Visual Words, BoVW)
technique [43, 32] can be considered a remarkable milestone for visual
scene classification. This technique allows building a global descriptor
that encodes the relevant information from the image by means of local
descriptors.

The BoW process starts by creating a fixed-size visual dictionary of
representative features. We select the number of words that will form
the dictionary D and then extract |D| clusters over the local descriptors
(usually SIFT [94]) extracted from all the training images. These local
descriptors are usually sampled densely, that is, they are extracted at fixed
intervals instead of detecting keypoints (see Fig. 2.3). The resulting |D|
centroids define the dictionary of semantic representative words. Next,
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Figure 2.4: Generation of spatial pyramid descriptor with L = 2 levels.

each extracted feature is assigned to its closest word in the dictionary.
Then, a histogram representing the number of occurrences of each visual
word is computed. This histogram is finally used as the global image
descriptor (x).

2.1.1.2 The spatial pyramid technique

In [82] the spatial pyramid is presented as an extension of the BoW tech-
nique. This proposal allows to merge local and global information into a
single image descriptor. The spatial pyramid approach has been success-
fully applied to several semantic localization problems [99, 60, 198, 39]
and it can be considered a standard solution for generating descriptors.
This technique produces an image descriptor according to the spatial dis-
tribution of some representative words. The pyramid is defined by two
parameters: the size of the dictionary (|D|) and the pyramid level (L).

First, a dictionary of size |D| is computed using local descriptors
densely sampled from all the training images. Then, each image is split
horizontally and vertically to form a grid. The pyramid level L deter-
mines the number of divisions, that is, each axis will have 2L splits at
level L producing 22L bins. Finally, a histogram is built for each bin
using its visual words as input. These histograms are then normalized
and concatenated to form individual image descriptors. This process is
represented in Fig. 2.4.

The generated image descriptors contain information about the seman-
tics and spatial distribution of the scene they represent. The visual words
in the dictionary provide the semantic meaning, while the pyramid level
takes account for the spatial distribution. The size of the dictionary has a
direct impact on the semantic definition. Bigger dictionaries provide more
detailed representation, while smaller dictionaries represent more general
solutions. In a similar way, higher pyramid levels contain more specific
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information while lower levels generalize more. Eq. (2.1) shows how to
compute the size of the descriptor x, where |D| denotes the size of the
dictionary and L the pyramid level.

|x| = |D| · 22L (2.1)

2.1.2 Deep learning approaches

In the late 1990s, neural networks [108] were well-known machine learn-
ing models, but not properly exploited due to their high computational
requirements and the lack of large datasets to train them. However, their
implementation in modern GPUs [135] and the availability of larger an-
notated datasets has supposed a drastic change in their use, becoming
the state-of-the-art approach for plenty machine learning problems [85].
This leap between theoretical solutions and their practical outcome was
first showcased in [80], where outstanding results were obtained for the
ImageNet object recognition challenge using Convolutional Neural Net-
works (CNNs). Then, deep learning techniques began to spread to other
problems and areas, such as face recognition [177], image captioning [190],
language understanding [27] or speech recognition [158].

In general, fully-connected neural networks are defined by a set of
layers, where each layer consists of a set of hidden units that are activated
by a linear combination of the inputs and an activation function (see Fig.
2.5). The weight for each input in this combination is adjusted using
back-propagation [142].

In CNNs each layer consists of a set of small convolutions or filters,
usually known as kernels. These kernels are applied over the whole input
image as a sliding window, so the elements that are identifiable by each
kernel can be effectively recognized, without being sensitive to their spe-
cific location in the image. By the use of back-propagation, CNNs learn
filters that are able to identify basic shapes at lower depth levels, and more
complex semantic elements at higher depth levels (deep networks).

2.1.2.1 CNN architectures

CNN architectures usually follow a standard design pattern: sets of con-
volutional and pooling layers are stacked to somehow analyze the elements
in the input image, and then fully-connected layers use that information
to perform the final classification. The trend in these last years has been
to design CNNs with an increasing number of layers, in 2012 the state-of-
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Figure 2.5: Example of fully-connected neural network.

the-art was set by the AlexNet network [80] with eight layers (five con-
volutional and three fully-connected) that, at the time, had to be run
in two GPUs. In 2015, VGG [168] noticeably improved the accuracy of
previous proposals by training deeper models, including up to 19 layers.
However, deeper architectures proved to be difficult to train due to the
vanishing gradient problem [53] and degradation of the training accuracy.
Consequently, alternatives started to appear to address this issue by mod-
ifying the basic building block of convolutional and pooling layer. More
specifically, in 2015 GoogLeNet [175] stacked 22 layers based on the use
of inception modules, which conceptually processes the image at different
scales and merges the results. This design was focused on computational
efficiency, that is, it uses 12 times fewer parameters than AlexNet. In
2016, ResNet [64] included residual connections in the layers inputs, and
managed to train up to 152 layers with remarkable results. In Fig. 2.6 (a)
we can observe the evolution of accuracy with these models.

In general, the ability of CNNs to solve complex tasks is directly related
to the depth of the network. Consequently, network architectures with
a higher number of layers usually obtain better results, but they also
require a higher number of hyperparameters [21]. In Fig. 2.6 (b) we
can compare the accuracy and requirements of the most common CNN
architectures so far. Most architectures improve their Top-1 accuracy
with more parameters (usually, deeper network). It is remarkable how
VGG offers good accuracy but at a high computational cost. Conversely,
GoogLeNet (inception modules) has been designed to obtain similar results
with few parameters. This computational cost becomes especially relevant
in robotics, where the available resources will determine the CNN model
to use.
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(a) (b)

Figure 2.6: Top-1 accuracy (a) by CNN architecture and (b) by amount
of operations in one forward pass. The size of the area of the circle is
proportional to the number of parameters (the bottom right corner in (b)
includes a legend). Source: [21]

2.1.3 Datasets for scene classification and object recogni-
tion

Given the importance of computer vision problems, there exist multiple
datasets that address the need for labeled images to evaluate and compare
new proposals. However, we will focus only on those datasets that are
related to robot vision problems.

An example of such a dataset is KTH-IDOL2 [95], a database of im-
ages for robot localization. It contains information of 24 sequences of im-
ages and odometry information captured with two different mobile robots.
These images correspond to indoor scenes of five different rooms: two types
of offices, hallway, kitchen, and printer room. These images are captured
under different lighting conditions (sunny, cloudy, night) to address the
robustness of the algorithms to such changes.

Similarly, the NYU-Depth V2 [167] comprises a set of video sequences
from indoor scenes. Besides RGB data, this dataset includes depth infor-
mation from a Kinect camera. There are annotations for 1449 frames, in
which each image is segmented to identify all the objects (and the different
instances of the same object) in the scene. Consequently, this dataset can
be used for multiple tasks, such as indoor scene classification, segmenta-
tion, or object localization and classification.

Lately, with the advent of deep learning techniques, larger datasets
have been made available for scene understanding. The best-known of
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them is ImageNet [37] from the ImageNet Large Scale Visual Recogni-
tion Challenge (ILSVRC) which provides thousands of images organized
according to the WordNet [113] hierarchy. Similarly, Common Objects
in Context (COCO) [91] is a large-scale dataset for object detection and
segmentation. It includes more than 200K labeled images with 80 object
categories.

Next, we will provide a more detailed overview of the datasets later
used to evaluate the different proposals in this dissertation.

2.1.3.1 RobotVision@ImageCLEF

The RobotVision@ImageCLEF-2012 dataset1 [104] is specifically designed
to evaluate multimodal indoor scene classifiers. This dataset contains vi-
sual and depth images for each frame acquired in an indoor scenario under
different lighting conditions. As a result of its use in the RobotVision Chal-
lenge, the dataset can be seen as an adequate benchmark to compare new
proposals to state-of-the-art techniques.

In the challenge associated with this dataset, participants were asked
to classify indoor scenes on the basis of visual and depth images captured
by a mobile robot. The dataset consists of sequences of several rooms
that belong to nine different semantic scene categories. Sequences were
acquired inside an indoor office building (the IDIAP research institute in
Martigny, Switzerland) under different lighting conditions.

For each frame, two different types of images were acquired with a
RGB-D sensor. The first type corresponds to typical visual images repre-
senting color information, and the second type is depth images that encode
depth information in a color-based representation. An example of a visual
and its corresponding depth image, acquired from the same viewpoint, are
shown in Fig. 2.7.

The images in the dataset are organized in five different sequences,
which were captured following a temporal continuity. The categories dis-
tribution in each set is shown in Table 2.1, while examples of images for
each semantic category are shown in Fig. 2.8.

The next edition of the challenge presented the RobotVision@Image-
CLEF-2013 dataset2 [105], which consists of four image sequences acquired
by a mobile robot moving in an indoor environment. Each frame in a
sequence is composed of a RGB-D image, and a set of annotations that
provide information about: a) the semantic category of the scene where

1http://www.imageclef.org/2012/robot
2http://www.imageclef.org/2013/robot
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(a) RGB image (b) Depth image

Figure 2.7: Example of visual and depth images from the RobotVi-
sion@ImageCLEF 2012 dataset.

Elevator Area Corridor Toilet Lounge Area Tech. Room

Vid. Conference Stud. Office Prof. Office Printer Room

Figure 2.8: Scene categories in the RobotVision@ImageCLEF-2012 data-
set.

Table 2.1: Categories distribution in the RobotVision@ImageCLEF-2012
dataset.

Number of Frames

Category Training1 Training2 Training3 All training Test1 Test2

Corridor 438 498 444 1380 511 319
Elevator Area 140 152 84 376 95 147
Printer Room 119 80 65 264 109 229
Lounge Area 421 452 376 1249 392 442
Professor Office 408 336 247 991 307 942
Student Office 664 599 388 1651 692 1287
Video Conference 126 79 60 265 95 223
Technical Room 153 96 118 367 140 193
Toilet 198 240 131 569 104 241

All 2667 2532 1913 7112 2445 4023
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(a) RGB image (b) RGB-D image

Figure 2.9: Example of visual image and point cloud from the RobotVi-
sion@ImageCLEF 2013 dataset.

Table 2.2: Frequency distribution of room categories in the RobotVi-
sion@ImageCLEF-2013 dataset for training and test sequences.

Number of Frames

Category Training 1 Training 2 Test

Corridor 891 1262 1317
Hall 103 228 297
ProfessorOffice 124 192 222
StudentOffice 155 276 318
TechnicalRoom 136 281 240
Toilet 121 242 198
Secretary 98 195 201
VisioConference 149 300 306
Warehouse 70 166 127
ElevatorArea 100 174 289

All 1947 3316 3515

the frame was acquired, b) presence or lack of a set of predefined objects
in the scene. In this case, the dataset contained the visual image and a
point cloud with the RGB-D data for each frame (see Fig. 2.9).

Table 2.2 shows the frequency distribution of room categories for each
sequence. There are ten different semantic categories: Corridor, Hall,
ProfessorOffice, StudentOffice, TechnicalRoom, Toilet, Secretary, Visio-
Conferene, Warehouse, and ElevatorArea. These categories are not uni-
formly distributed in the dataset (e.g. over 30% of the frames belong to the
Corridor class), which makes the dataset even more challenging. The test
sequence (3515 frames) was used for testing without any modifications.

A more detailed description of these two datasets can be found in [101].
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2.1.3.2 3D Keypoint Detection Benchmark

The 3D Keypoint Detection Benchmark3 [159] contains five different datasets
to compare against state-of-art techniques for two main applications: key-
point detection and local descriptors generation. Each dataset contains
mesh files for a set of models M = {M1, . . . ,MM} and scenes S =
{S1, . . . ,SS}, where each scene is composed of a subset of the models. Ad-
ditionally, each dataset includes the ground-truth transformations (Tms)
to overlap each model Mm with its instance in the scene Ss. Specifically,
the datasets are:

• Retrieval: a synthetic dataset containing 3D models of 6 objects and
3D models of 18 scenes at different noise levels.

• Random Views: a synthetic dataset containing 3D models of 6 ob-
jects and 2.5D views of 36 scenes at different noise levels.

• Laser Scanner [110]: a dataset captured with a Minolta Vivid 910
scanner that contains 3D models of 5 objects and 2.5D views of 50
scenes.

• Space Time: a dataset obtained using the Spacetime Stereo tech-
nique [34] containing 2.5D views of 6 objects and 2.5D views of 12
scenes.

• Kinect: a dataset captured with a Microsoft Kinect device containing
2.5D views of 6 objects and 2.5D views of 12 scenes.

In Fig. 2.10, we show a sample model and three scenes for each dataset.

2.2 Speech understanding

Natural language is the most natural way for humans to interact with
each other. Through speech, we express our ideas and opinions, we ask
questions and receive answers, and, in general, we communicate with other
people in our day to day interactions. For this reason, researchers have put
a lot of effort into developing human-machine interfaces based on the use
of natural language [109]. These systems might vary in complexity, from
simple question and answer applications that are only able to recognize

3http://vision.deis.unibo.it/keypoints3d/
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Figure 2.10: Sample of one model and three scenes for each dataset. From
top to bottom: Retrieval, Random Views, Laser Scanner, Space Time,
and Kinect. The first two datasets show the same scene at different noise
levels, the other three datasets show different scenes.
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yes or no, to conversational systems than can manage a large vocabulary
for relatively free-form input.

Since the main purpose of a social robot is to interact with human be-
ings, providing the robot with a communication modality centered on the
use of natural language is crucial to ensure the success of the interaction
process. This communication has to be bidirectional, that is, the robot
has to be able to both understand the user request and produce natural
language constructions to convey the proper responses or to ask for more
information when needed. All this process has to be integrated within
a dialogue system, which must guarantee a correct communication flow
between the human and the robot.

In general, any spoken dialogue system is based on the following five
different components [197]:

1. Automatic speech recognition. This module generates transcrip-
tions of speech utterances. That is, it converts an audio signal in a
string of words.

2. Natural language understanding. Analysis of the words to ex-
tract their meaning which, due to the ambiguity of natural language,
might depend on the conversation scope. This scope can be inferred
from previous conversations or other channels, like body language.

3. Dialogue manager. This component controls the dialogue flow
and interaction. It might use an external database or expert system
to generate its output.

4. Natural language generation. The response generated in the
dialogue manager is transformed into a natural sentence that can be
understood by a human.

5. Text-to-speech. Given a sentence, this module synthesizes its
waveform for spoken language. In social robotics, the intonation
of the spoken sentence must coincide with the dialogue and the sit-
uation.

The most common configuration uses these components in a linear
sequence (see Fig. 2.11), but other approaches are possible where, for
instance, the dialogue module completely controls the system by calling
the other components in a flexible order. Regardless of the final archi-
tecture, the integration of these components results in a natural language
processing model.
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Figure 2.11: Spoken dialogue system overview.

In social robotics, the final user is not expected to have technical knowl-
edge about the robot or the way to interact with it. Consequently, it is
essential to develop a spoken dialogue system to offer an amicable and
natural interface for complex HRI applications.

2.2.1 Spoken dialogue system

In general, spoken dialogue systems are limited to one domain in which
they are able to respond. As such, the knowledge that they are able to
understand and incorporate into the dialogue is restricted to the specific
situation where the system is deployed. In the following, we are going to
offer a more detailed summary of the steps that form a spoken dialogue
system.

The classic approach to the problem of speech recognition is based on
the use of stochastic techniques [71], where a set of models are automati-
cally trained from a set of samples. Specifically, two models are involved
in the process. The first one is the acoustic model (usually modeled by
means of Hidden Markov Models), which matches the sounds produced in
human speech with the phoneme units present in a specific language. The
second one is the language model (usually modeled by means of n-gram
models), which deals with sequences of words to determine whether or not
they are correct sentences in the language considered. From this, we can
state the problem of speech recognition as the problem of finding the most
probable sequence of words to be obtained from an input speech signal.

Once the input speech has been transformed into a sequence of words
or sentence, it is necessary to process this sequence in order for the robot
to understand what was said. Machines are not able to understand natural
language and, hence, a different representation for the sentence has to be
found. Generally, a syntactic and a semantic analysis are performed over
the sentence produced in order to subsequently extract the structure and
relevant information that allows for automatic processing. The ambiguity
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present in human language makes this process quite hard unless the do-
main of the task is tightly constrained. As an alternative, we can consider
the problem of language understanding as a machine translation problem
where the target language is a formal language that a machine can cope
with. This can be addressed by designing, in the first place, such a formal
language (which can be done following the same principles that are used
in the design of programming languages) and then constructing a system
to translate from natural language to this formal language. This approach
has recently been followed to allow users to access a railway database by
means of natural language queries [141].

Once the robot has accomplished a task or when additional information
is needed, it has to send some kind of message to the user. It seems
to be adequate that, in this case, natural language is, again, the best
choice. To this end, a natural language generation module is required. As
in the case of language understanding, the problem of natural language
generation [36] can be approached by means of a machine translation
system where the source language is now a formal language suitable to
represent the current robot state and the possible questions needed to be
answered by the user. The final step in the process is performed by a
speech synthesizer. Speech synthesis [178] enables the implementation of
automatic text-to-speech devices that are completely useful with respect
to understandability. However, fully imitating the human voice is still an
open field. In this case, it is really important that not only the users can
understand the robot but also that the quality of the synthesized voice
does not make them reluctant to interact with it.

Finally, all these modules have to be coordinated by the dialogue man-
ager, which takes care of the whole communication process by checking the
user input, requesting more information if needed and asking the user to
confirm the success or not of the different actions carried out by the robot.
Based on this management of the dialogue, spoken dialogue systems can
be classified into three types [109]:

• Finite state-based systems. The dialogue follows a set of prede-
fined steps and the transitions depend on the user answers.

• Frame-based systems. The system has defined templates of in-
formation that need to be filled. With this system, the user is only
asked about the additional information needed to fill the slots in the
template.

• Agent-based systems. An artificial intelligence system is designed
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Figure 2.12: Recurrent neural network.

to deal with complex communication.

2.2.2 Recurrent neural networks (RNN)

State-of-the-art solutions for speech recognition are based on deep learn-
ing [65, 58]. However, traditional feed-forward neural networks have a
fixed-size input and a fixed-size output, so the temporal continuity and
variability of speech can not be correctly captured by such models.

By adding a loop in the connections of the hidden units of the networks,
we can support temporal dependencies. With this modification, the input
would depend on both the current input and previous inputs, generating
a memory of previous states (see Fig. 2.12). These models including a
recurrence of the units state are known as Recurrent Neural Networks
(RNNs) [54].

However, the training of RNNs is sensitive to the exploding and vanish-
ing gradients problems [127], that is, gradients in backpropagation suffer
from a large increase or are rapidly reduced to zero, respectively. In [66],
Long Short-Term Memory (LSTM) units were introduced to address these
setbacks. As we can see in Fig. 2.13, these units introduce the concept
of long-term memory and short-term memory, and design a more com-
plex activation to manage the interaction between these memories and
the input of the unit.

2.2.3 Speech corpora

A speech corpus is a database that contains audio files and transcriptions
of utterances. These corpora can be used to create acoustic models for
speech recognition and to evaluate natural language processing applica-
tions.
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Figure 2.13: Long short-term memory unit. The different gates control
the data flow and the update of short-term and long-term memories.

Table 2.3: Distribution of sentences and audio files in HuRIC.

Dataset Audio files Sentences Audio files / Sentence

Grammar Generated 137 48 2.85
S4R Experiment 140 96 1.46
Robocup 287 173 1.66

To build robust models, there is a need for large datasets with recorded
utterances by diverse people, with different intonations and accents that
capture the widest possible range of natural language. There are multi-
tude of corpora available for download, most of them have been acquired
as part of research projects or by associations like the Linguistic Data
Consortium4, that serve as a distribution point for such datasets.

2.2.3.1 Human-Robot Interaction Corpus (HuRIC)

The Human-Robot Interaction Corpus (HuRIC) v1.2 [7] contains three
datasets with 570 audio files and transcriptions of commands for a robot.
This corpus is oriented to the specific domain of service robots in home
environments.

The three datasets (Grammar Generated, S4R Experiment, and Robocup)
are characterized by the complexity of the language used by the user, in
terms of degree of variability of syntactic structures and lexicon; back-
ground noise conditions; and device used for recording. Additionally, ut-
terances are pronounced by different people, so multiple spoken versions
of the same sentence are included. In Table 2.3 we can observe the distri-
bution of sentences and audio files by dataset.

4https://catalog.ldc.upenn.edu/
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Transcriptions are annotated with different kinds of linguistic informa-
tion, ranging from morphological and syntactic information to rich seman-
tic information, according to Frame Semantics [45] and Spatial Semantics
[209].

2.3 Object manipulation in robotics

Visual servoing [69] is the use of machine vision techniques to control a
mobile robot. These techniques are inspired by human behavior since we
rely on our visual perceptions to make decisions about our movements.
For instance, we look at an object to locate it and grasp it, which would
be similar to detecting the position of a robotic arm and an object to align
them in grasping.

In 3D space, visual servoing is used to track the target object to ma-
nipulate and determine its pose with respect to the robot position [78].
This can be accomplished using an external camera that is able to identify
both the pose of the object and the robot, or a camera mounted on the
robot that calculates the pose of the object based on the distance to the
viewpoint. However, the use of external cameras requires the setup of the
environment for any new place, which is a strong drawback for general
purpose robots.

The main application of visual servoing in HRI and service robotics is
object tracking, so the robot can always know the pose of the object in the
environment, in case the person asks for it during the interaction. Object
tracking for visual servoing can be performed by tracking basic features,
like lines, contours or ROIs, or by using a 3D model of the tracked objects
[98]. The latter offers a more robust solution, as it is able to correctly
deal with occlusions. As can be seen in Fig. 2.14, this option requires the
matching of two images: the partial view of the object and its 3D model.
This 3D model would be stored in the cognitive base of the robot, as
previously known information, while the partial view will be obtained in
real-time from the robot camera. Then, both images would be analyzed
to detect keypoints and extract local features to match. Finally, these
matches would determine the transformation required to overlap the 3D
model with its partial view, that is, the registration of both images results
in the pose of the object in the environment, which can then be tracked.
With this approach, we would always know the pose of the objects and the
robot could grasp them at any given time by solving the inverse kinematics
needed to actually move the robotic arm to its desired position [165].
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Figure 2.14: Example of visual servoing for object grasping.

Additionally, in robotic problems, and more specifically in visual ser-
voing, the computational time is a critical element [184] that cannot be
disregarded. The final pose of the object does not only depend on the
matching and registration of the 3D model and its partial view, but also
on the robot pose and on possible external changes to the environment,
like a person moving the object. Consequently, it must always be ensured
that object tracking is performed in the most efficient way possible.
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Chapter 3
Scene understanding

Nowadays, general purpose robots are not common in home environments,
since the current state of the art in robotics is still not capable of fully
solving some crucial problems. One of the challenges is to make a robot
understand where it is located to properly behave and interact with its
environment. This is known as indoor scene classification [195], and it can
be defined as the problem of describing the place where the robot currently
is by means of a set of pre-defined labels (bathroom, corridor or kitchen
can be examples of the labels typically used). These labels semantically
identify the place, thus indoor scene classification directly relates to scene
understanding.

CNNs [86] are the state-of-the-art in computer vision, however, their
use to solve this problem involves some non-trivial requirements. Specif-
ically, CNNs require large training sets to converge, which are hard to
obtain. The classification problem that we face in this chapter has to
deal with a specific dataset oriented to indoor environments suitable for
robotic applications. This results in specific classes that are not available
in generalist pre-trained CNN models, and with a relatively small number
of samples to generate discriminant CNN classifiers. Additionally, CNNs
are usually computationally demanding.

Consequently, we rely on the classical features-based approach, that
can run in real-world scenarios, even with a system with limited resources
(such as most robotic platforms). In general, the indoor scene classification
problem is addressed using machine learning techniques, where a model is

37
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trained from a set of previously categorized samples. So, we can identify
the following steps for designing and building an indoor scene classification
system:

1. Extract a set of relevant and distinctive features from every image
in a training dataset.

2. Group or map those features into a set of image descriptors.

3. Design a classifier capable of discriminating among the different
types of scenes, and train it using the descriptors built in the previ-
ous step.

These three steps have been usually solved by using dense SIFT [94]
features, creating a spatial pyramid [82] over these local features to gen-
erate a global descriptor per image, and training a SVM [29] classifier,
respectively. So, in the rest of this chapter, we study the impact of the
different parameters of this process to assess its suitability for real-time
processes, as well as to generalize its use to 3D images.

3.1 Indoor scene classification with global descrip-
tors

First, we are going to focus on the parameters to generate a suitable set
of global descriptors for the classification process. We aim to study the
impact of the different parameters of the spatial pyramid generation (see
Sect. 2.1.1.2) in both accuracy and resources consumption. We also con-
sider how the combination of information provided by different descriptors
can improve the process.

Following this approach, we only need to define the type of local fea-
tures to generate the dictionary for the spatial pyramid and the classifica-
tion model. In both cases, we have relied on state-of-the-art techniques.
As local features, we have used SIFT features. Regarding the classifica-
tion model, we have used online independent SVMs (OISVMs). Moreover,
the use of online classifiers allows for real-time classification with continu-
ous learning [122]. The independent part of the OISVMs also diminishes
the number of stored support vectors, thereby reducing both the stor-
age requirements and the classification time. An overview of the global
descriptors analysis is shown in Fig. 3.1.
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Figure 3.1: Overview of the classification process considering different
parameters for descriptors generation, selection, and combination.

Therefore, the main goal of this section is to address the problem of
defining, selecting and combining a set of initial descriptors to work in real-
world scenarios. At the same time, we considered real-time constraints
by establishing a direct relation between descriptor size and computation
time. This inclusion of real-time constraints, in the form of descriptor
size, in the process results in a procedure that can be used in practical
scenarios of semantic classification or scene understanding, and ensures
its applicability in platforms with different processing capabilities. So,
an appropriate trade-off between descriptor quality and size has to be
achieved to both obtain representative descriptors and do it efficiently.
We conducted an extensive evaluation of the visual and depth data from
the RobotVision@ImageCLEF-2012 dataset, which leads to a data-driven
procedure to select the best parameters for a classifier.

3.1.1 Problem formulation

Formally, the indoor classification problem can be formulated as a classi-
cal statistical pattern recognition problem as follows. Let I be an input
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image, g(I) = x a function that generates a descriptor x from I, and a
classification model that provides the class posterior probability P (w|x),
where w is a class label from a set of predefined class labelsW. Therefore,
this problem can be stated, without loss of generality, as the problem of
finding the optimal label ŵ as:

ŵ = arg max
w∈W

P (w|g(I)) (3.1)

The problem of generating an optimal descriptor x, on the other hand,
is the core of the present work and it can be defined as finding a function
g(I) that produces such descriptor by selecting and combining simpler de-
scriptors from the input image. We can approach this problem by following
a minimum error rate classification approach.

Let’s denote yI as the correct class label for the input image I. The
goal here is to minimize the conditional risk of classifying I, which results
in the following optimization criterion:

ĝ(I) = arg max
g(I)∈χ

P (yI |g(I)) (3.2)

where χ is the hyperspace of different types of descriptors and yI is the
label assigned to the image I in the training set. With this criterion, we
try to build descriptors that minimize the classification error rate, in other
words, we try to minimize the number of times where ŵ 6= yI .

Solving Eq. (3.2) would entail exploring all the possible definitions,
selections and combinations of descriptors. Since this is not feasible due
to the number of descriptors available and the corresponding combinatorial
explosion, we propose a greedy approximation to solve the optimization
problem, where the data encoded in the descriptors greatly influences the
selection procedure.

This greedy approach is based on the use of image descriptors x ex-
tracted from a Bag of Words (BoW) model along with the spatial rep-
resentation proposed by Lazebnik et al. in [82]. In addition to this,
the information encoded in several descriptors can be grouped to gen-
erate more robust descriptors (for example using different input visual
and depth information as in this case). This combination, besides, can
be performed at two different levels: at descriptor level (the classifier is
trained from a combination of descriptors) or at classifier level (two or
more classifiers are trained separately and their outputs are later assem-
bled). All the decisions made during this greedy process of optimization
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Figure 3.2: Pyramid generation process for levels 0, 1, and 2; and divisions
in X, Y, and XY directions (these are the pyramid configurations used in
our experiments). Here, a simple 5-word dictionary is employed. The first
row shows the original images with the pyramid divisions while the second
row represents the histograms generated according to the pyramid level
and division. The third row shows the final descriptor.

are deeply described, tested and justified in Section 3.1.4, Section 3.1.5,
and Section 3.1.6 accordingly.

3.1.2 Spatial pyramid parameters

In this work, image descriptors (x ∈ χ) are based on the spatial pyramid
technique depicted in Section 2.1.1.2, which has two key parameters: the
size of the dictionary |D|, and the pyramid level L. Both parameters have
a deep impact on the descriptiveness of the final representation and its
efficiency.

The spatial division helps to spatially organize the content distribution
within the images. The most usual representation splits images in two
dimensions (x-axis and y-axis). However, considering just one dimension
(X or Y ) can be useful in setups where the information is geometrically
divided across one single axis. This is the case of indoor scenes, where
relevant semantic information tends to be distributed horizontally. Thus,
we have considered a selective division of the dimensions S, so that the
image can be divided using the x-axis, y-axis or both. The number of
divisions in each axis is determined by the pyramid level L. That is, each
axis will take 2L splits at level L. This process produces 2L·dim(S) bins,
where dim(S) is the number of dimensions considered (1 for single S = X
or S = Y spatial divisions, and 2 for both: S = XY ). These divisions are
represented in Fig. 3.2.
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Eq. (3.3) shows how to compute the size of the descriptor (|x|) consid-
ering also the different possible spatial divisions of the image, where |D|
denotes the size of the dictionary, L the pyramid level, and dim(S) the
number of spatial dimensions in which the images are partitioned.

|x| = |D| · 2L·dim(S) (3.3)

Considering that the final descriptor size grows exponentially with the
number of spatial parameters (pyramid level and division) and linearly
with the dictionary size, we are now going to study the impact of each of
these parameters in the quality of the classifier and its prediction time.
And also, how the combination of different values can affect the final
descriptor to avoid calculating the whole pyramid when possible.

3.1.3 Real-time constraints

To perform indoor scene classification in real time, all the needed steps
have to be completed in a limited fraction of time. We assume that the
dictionary generation and classifier training have been performed offline,
so those times do not affect the final performance. The generation and
classification of the global descriptors considered in this work include the
following tasks:

1. Computing local features (Dense SIFT) over the complete 640x480
image.

2. Assigning each feature to one of the words stored in the dictionary
(BoW model).

3. Computing the histogram for each sub-image from the spatial pyra-
midal division.

4. Classifying the input descriptor. In this work, we followed an ap-
proach based on classifying the input descriptors using a binary clas-
sifier (one-vs-all approach).

The first task is independent from the internal parameters used in
the descriptor generation, while the other tasks have some dependencies.
Concretely, task 2 depends on the dictionary size |D|, and task 3 depends
on the size and number of subimages (resulting from the number of levels L
and partition type S). Finally, task 4 depends on the final descriptor size
|x|. We have carried out an empirical study of the computational times
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Table 3.1: Summary of computational times (in seconds).

Phase Parameters Time (s)

Compute local features imageSize = 640× 480 0.0840

Map local features
into visual words

|D| = 20 0.0096
|D| = 50 0.0140
|D| = 100 0.0218

Compute the histogram

imageSize = 640× 480 0.0006
imageSize = 320× 480 or 640× 240 0.0004
imageSize = 160× 480 or 640× 120 or 320× 240 0.0003
imageSize = 160× 120 0.0002

PCA reduction

k = 20 0.0007
k = 50 0.0042
k = 100 0.0107
k = 200 0.0236
k = 400 0.0360
k = 800 0.0667

Classify for a single class

|x| = 20 0.0010
|x| = 50 0.0016
|x| = 100 0.0029
|x| = 200 0.0062
|x| = 400 0.0131
|x| = 800 0.0291

necessary to run each of these tasks, that is presented in Table 3.1. In order
to follow a realistic scenario, we chose a standard hardware setting capable
of being integrated into a robotic platform. Specifically, all experiments
were carried out using a 2.66GHz double core processor with 4Gb of RAM
memory.

From this, we can compute the time needed to classify any of the
descriptors studied in this work. However, there are some points to discuss:
a) the time used to compute the histogram has to be accumulated for all
the subimages that result from the spatial pyramid approach, b) the time
used to classify a single scene has to be accumulated 9 times (there are 9
different scene categories in the test dataset) in a one-vs-all strategy. We
can, though, take advantage of using concurrent processes to run two of
these tasks in parallel: histogram computing and classification. To study
the impact of this parallelization, Table 3.2 presents, for different number
of processors, the total amount of time to generate and classify the largest
combined image descriptor presented in this section (see Section 3.1.5 for
more details). In view of these times, the scene classifier can process up
to 5 frames per second using a quadruple processor.

From all these times, it is worth mentioning that the descriptor size
|x| is the most important parameter to carry out a real-time classifica-
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Table 3.2: Computational times (in seconds) for generating and classifying
the image descriptor (with descriptor size |x| = 800) from the DLC com-
bination of descriptor A (visual image, |D| = 100, L = 2 and S = Y ) with
descriptor B (depth image, |D| = 100, L = 2 and S = Y ). Computational
times are provided for single, double and quadruple processor machines.

Time (s)

Phase Single Double Quadruple
Processor Processor Processor

Compute local features. Descr. A 0.0840 0.0840 0.0840
Compute local features. Descr. B 0.0840 - -
Map local features into visual words. Desc. A (|D| = 100) 0.0218 0.0218 0.0218
Map local features into visual words. Desc. B (|D| = 100) 0.0218 - -
Compute the histogram 1. Desc. A (imageSize = 640× 120) 0.0003 0.0003 0.0003
Compute the histogram 2. Desc. A (imageSize = 640× 120) 0.0003 - -
Compute the histogram 3. Desc. A (imageSize = 640× 120) 0.0003 0.0003 -
Compute the histogram 4. Desc. A (imageSize = 640× 120) 0.0003 - -
Compute the histogram 1. Desc. B (imageSize = 640× 120) 0.0003 0.0003 0.0003
Compute the histogram 2. Desc. B (imageSize = 640× 120) 0.0003 - -
Compute the histogram 3. Desc. B (imageSize = 640× 120) 0.0003 0.0003 -
Compute the histogram 4. Desc. B (imageSize = 640× 120) 0.0003 - -
Classify for scene category 1 (|x| = 800) 0.0291 0.0291 0.0291
Classify for scene category 2 (|x| = 800) 0.0291 - -
Classify for scene category 3 (|x| = 800) 0.0291 0.0291 -
Classify for scene category 4 (|x| = 800) 0.0291 - -
Classify for scene category 5 (|x| = 800) 0.0291 0.0291 0.0291
Classify for scene category 6 (|x| = 800) 0.0291 - -
Classify for scene category 7 (|x| = 800) 0.0291 0.0291 -
Classify for scene category 8 (|x| = 800) 0.0291 - -
Classify for scene category 9 (|x| = 800) 0.0291 0.0291 0.0291

All 0.4752 0.2521 0.1935

tion. Thus, the challenge that we face in this section is, considering the
different possible values for the parameters in the pyramid generation pro-
cess, to find a suitable descriptor size providing accurate results for real-
time indoor scene classification tasks. In other words, we will perform a
data-driven descriptor generation based on both information quality and
efficiency.

Finally, it can be argued that the generation of small descriptors can be
achieved with the use of dimensionality reduction techniques like PCA [74].
We can calculate the computational time needed to generate a PCA-based
descriptor using the data provided in Table 3.1. In this case, we need to
generate all the possible descriptors for an image, concatenate them, and
then apply PCA to reduce the dimensionality. In the case of a quadru-
ple processor, a classifier relying on PCA would need 0.1558, 0.1662, and
0.1889 seconds to generate and classify descriptors of size 50, 100 and 200,
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respectively. So these small descriptors could also be considered for real-
time tasks. However, as we will see in Section 3.1.5.2, the results obtained
using PCA are not as accurate as those obtained with the descriptor se-
lection technique we propose.

3.1.4 Descriptors generation and selection procedure

The proposed process for generating descriptors begins by defining an ini-
tial set of image descriptors. This step is performed by a) generating all
the possible descriptors from the basis of the internal parameter combina-
tion, and b) selecting the most promising ones to be used in the following
step, that is the combination process described in Section 3.1.5.

3.1.4.1 Descriptors generation

As we have previously shown, there are three main parameters to consider
in a spatial pyramid approach:

• Dictionary size (|D|). It determines the semantic representation
of the SIFT descriptors. We chose descriptors of sizes 20, 50 and
100.

• Pyramid level (L). It is concerned with the level of detail of the
geometrical distribution. We considered pyramids of 0, 1 or 2 levels.

• Pyramid spatial division (S). Along with the pyramid level,
it defines the geometrical situation of the keypoints in the most
representative dimensions. We considered an x-axis division (vertical
division), y-axis division (horizontal division), and xy-axis division
(grid).

These low-medium dictionary sizes, 20, 50 and 100, were selected with
two main objectives: to study the impact of generalization (and special-
ization) to the image descriptors generation, and also to obtain algorithms
capable of working in real-time (see Section 3.1.3 for time response details).
In addition, these values are standard for pyramid levels and division pa-
rameters [82]. From those values, we obtained 21 different descriptors for
visual images and 21 for depth. This number comes from combining 3
pyramid levels (0, 1, and 2) with 3 different partitions (X, Y , and XY )
and 3 dictionary sizes (20, 50 and 100). The final number of descriptors
is 21 instead of 27 (33) because level 0 in the pyramid does not depend
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on the partition type (no partitions are performed) and no combinations
are indeed needed. That is, for each dictionary size we deal with 1 single
descriptor for the first level of the pyramid, 3 for the second level, and
another 3 for the third level.

For a better understanding, Fig. 3.2 illustrates an example of pyramid
generation. In this figure, we represent the descriptor generation process
with a dictionary size of 5, using all X, Y and XY partitions, and 3
pyramid levels. It can be seen that 7 different descriptors are obtained,
and how their size is increased for higher pyramid levels.

3.1.4.2 Descriptors evaluation

Once the initial set of descriptors is available, the next step consists in
selecting the most promising ones. This way, we need a selection criterion
based on two features: the size of the descriptor, and the classification
accuracy when choosing this descriptor.

We generated a unique training set by merging the following dataset
sequences: training1, training2, and training3 as it was described in Ta-
ble 2.1. Namely, we selected a single training sequence with 14224 in-
stances (7112 visual images and 7112 depth ones). The multi-class clas-
sification was carried out by a SVM [121] with a one-vs-all strategy. The
internal SVM parameter used was an exponential χ2 [202] kernel.

The classifiers were evaluated using a 10-fold cross-validation proce-
dure. To perform a fair comparison among descriptors, we kept the same
training and test cross-validation folds in all the evaluations. These folds
were defined with an additional requirement: the sampling was performed
using groups of 30 consecutive images instead of isolated images. This
requirement is intended to place similar images in the same fold, trying to
remove any bias caused by the temporal continuity in the dataset. As it
is shown in Fig. 3.3, scene categories are not uniformly distributed across
all the folds.

The mean accuracy after 10 executions (cross-validation configuration)
as well as the standard deviation are reported in Table 3.3 for both visual
and depth features. High standard deviation values were achieved because
of the extreme variation in the categories distribution among folds (see
Fig. 3.3). As explained previously, the first level of the pyramid generates
the same descriptors for any partition. Therefore, level 0 results are shown
only for the XY division type. By comparing visual and depth results, we
can observe that depth images are scored with significantly lower accuracy
rates than visual images. This is due to the fact that the visual encoding
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Figure 3.3: Distribution of the dataset categories in the k = 10 cross-
validation folds and global distribution of all training images. Each subset
of 30 consecutive images has been assigned to a random fold to prevent
the temporal continuity bias.

Table 3.3: Evaluation results for visual and depth images. Each cell shows
the average accuracy and standard deviation for k = 10 executions of the
k-fold cross-validation.

Visual Depth

S L |D| = 20 |D| = 50 |D| = 100 |D| = 20 |D| = 50 |D| = 100

0 – – – – – –
X 1 51.84± 7.59 64.36± 6.88 69.53± 5.52 37.23± 8.29 48.83± 7.53 52.55± 6.20

2 56.38± 6.84 65.88± 5.39 72.09± 6.09 41.03± 5.88 50.51± 6.82 55.44± 5.77
0 – – – – – –

Y 1 52.51± 7.57 64.68± 5.55 72.01± 5.23 40.93± 7.50 47.53± 6.29 51.78± 5.74
2 60.73± 7.39 72.36± 6.81 77.81± 6.14 47.39± 8.35 53.65± 7.46 59.40± 6.27
0 48.13± 7.12 58.75± 6.68 66.20± 5.60 37.07± 8.28 42.49± 7.02 50.06± 6.37

XY 1 56.25± 6.96 69.02± 6.47 74.34± 6.29 41.82± 6.89 52.95± 6.78 57.07± 5.78
2 67.53± 7.44 75.26± 6.42 77.24± 5.89 52.76± 6.52 58.37± 6.96 60.86± 8.01

technique used to represent depth images is not accurate enough and,
therefore, fine-grained data can not be acquired.

3.1.4.3 Descriptor selection

In view of the large number of generated descriptors (42), we propose a
selection process to keep the most promising ones. Given that the following
steps involve a combination stage, relying on the complete initial set of
descriptors would result in an unapproachable number of combinations.
Since we are concerned with real-time indoor scene classifiers embedded
into robotic platforms the computational costs are crucial. Then, our
selection procedure is based on choosing the most promising descriptors



48 Chapter 3. Scene understanding

on the basis of three bin sizes ([0 − 150), [150 − 350) and (350 − ∞)),
which we assume as appropriate for robots with small, medium and high
computing capabilities respectively. These limits are selected to obtain
a uniform number of descriptors per bin, and the selection is separately
performed for each one. We also consider a weight αi (or measure) that
is associated with each descriptor according to both accuracy accuracyi
and size |x|i. This weight is calculated using Eq. (3.4), and it is aimed at
finding small size descriptors providing high accuracy.

αi = accuracyi
log(|x|i)

(3.4)

Best descriptors are then selected using the following process. First, we
define three different size intervals: [0− 150), [150− 350), and [350−∞).
For each interval, we sort the descriptors by their weight. Finally, we
select the most promising n descriptors per interval by firstly finding the
one with the highest weight and then adding those whose descriptor weight
(αi) is higher than 95% the weight of the previous one (0.95αi−1) in the
sorted sequence. This procedure (described in Algorithm 1) is aimed at
keeping not only the best descriptor for each interval but also those having
similar weights.

Fig. 3.4 shows how this procedure is applied for visual and depth im-
ages. In this figure, vertical lines mark the three different intervals, while
filled and labeled points represent the selected descriptors. Four different
descriptors are chosen for visual images and seven for depth ones, achiev-
ing a significant reduction in the size of the initial set of descriptors (from
42 to 11). Table 3.4 summarizes the evaluation results and the internal
parameters for those descriptors.

Finally, in Fig. 3.5 we can see a comparison between the 10-fold cross-
validation and PCA. For this study, we have generated the descriptors by
concatenating our 42 initial descriptors (that generates a descriptor of size
11220) and then applying PCA. As expected, PCA outperforms the ini-
tial descriptors when using small descriptor sizes. This can be explained
because the PCA-reduction process takes as input the information en-
coded in all these descriptors. However, it is remarkable that the highest
accuracies are achieved with single descriptors, even when medium-large
descriptor sizes were required.
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Algorithm 1: Best descriptor selection procedure.
Input: dList.- list of descriptors
Input: acc.- list of accuracies of the descriptors in D
Input: dSizeList.- list of sizes of the descriptors in D
Input: iList.- list of intervals
Output: selList.- list of selected descriptors

1 selList← [];
/* Assign its weight (α) to each descriptor */

2 for j in len(dList) do
3 α[j]← acc[j]

log(dSizeList[j]) ;
4 end

/* Select best descriptors by interval */
5 for i in len(iList) do
6 descIntList← Desc. from dList in interv. iList[i];
7 Sort descIntList by α;
8 for j in len(descIntList) do
9 if len(selList) == 0 then

/* 1st descriptor always selected */
10 selList.append(descIntList[j]);
11 else if descIntList[j − 1] is selected AND α[j] > 0.95 ∗ α[j − 1]

then
/* Descriptor with weight higher than 95% of the

previous weight */
12 selList.append(descIntList[j]);
13 else

/* Not select descIntList[j] */
14 end
15 end
16 end

3.1.5 Descriptors combination

In this section, we study how to combine the image descriptors chosen
in the previous step (Section 3.1.4). This is expected to lead to more
robust classifiers, but at the expense of increasing the training time. We
consider two different ways to combine two (or more) descriptors. The
first one is performed at descriptor level (DLC), by concatenating the
original descriptors to feed the SVM classifier. The second type is the
classifier level combination (CLC). In this case, we train a classifier for each
descriptor to later merge the classification outcomes by the accumulation
of the SVM margins.
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Table 3.4: Initial set of 11 selected descriptors: 4 from visual images and 7
for depth ones. These descriptors have the highest weights for the defined
intervals: (1) 0−150, (2) 150−350 and (3) 350−∞. The average accuracy
and the standard deviation figures come from a 10-fold cross-validation
evaluation.

Descriptor Parameters Selection Criteria

Id Image type |D| L S |x| (Interval) Accuracy (%)

V1 Visual 20 0 - 20 (1) 48.13± 7.12
V2 Visual 50 2 Y 200 (2) 72.36± 6.81
V3 Visual 100 1 Y 200 (2) 72.01± 5.23
V4 Visual 100 2 Y 400 (3) 77.81± 6.14
D1 Depth 20 0 - 20 (1) 37.07± 8.28
D2 Depth 50 2 Y 200 (2) 53.65± 7.46
D3 Depth 50 1 XY 200 (2) 52.95± 6.78
D4 Depth 100 1 X 200 (2) 52.55± 6.20
D5 Depth 100 1 Y 200 (2) 51.78± 5.74
D6 Depth 50 2 X 200 (2) 50.51± 6.82
D7 Depth 100 2 Y 400 (3) 59.40± 6.27

In addition to this, we study the combination of descriptors from a)
the same source and, b) different sources. That is, we combine descriptors
either from visual or depth images or from both. Here, we keep the same
evaluation procedure previously described, where a new SVM classifier is
trained for each evaluation round.

Descriptors combination is assessed by using the same procedure as
in the descriptor evaluation step. We train a new SVM classifier for each
one of the configurations to be evaluated, using the proposed training se-
quence as input. This training sequence comes from the combination of
three different RobotVision@ImageCLEF-2012 dataset sequences (train-
ing1, training2, and training3). However, each SVM is tested against two
different supplied test sequences instead of following a cross-validation ap-
proach. These two sequences, test1 and test2, are also obtained from the
RobotVision@ImageCLEF-2012 dataset, which allows us to compare our
results to other state-of-the-art proposals. Both test sequences were ac-
quired in the same building as the rest of the training ones. Also, the same
scene categories where imaged, while the main differences can be found
in the lighting conditions: test1 sequence presents higher variations than
test2 when compared to the training sequences.
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Table 3.5: Combination results with descriptors based on same source
images (visual or depth). Each row indicates the parent descriptors that
were combined, their size and their accuracy against test1 and test2, it
also indicates the accuracy of its combination (CLC or DLC) with both
test sequences. The results in bold are those of the combinations that
outperform the accuracy of its parent descriptors.

Test1 Test2

Parents Id |x| Baseline Combination Baseline Combination

PA PB #PA + #PB PA PB CLC DLC PA PB CLC DLC

V1 V2 20 + 200 51.33% 68.96% 67.85% 73.42% 51.35% 77.11% 71.34% 81.01%
V1 V3 20 + 200 51.33% 71.37% 70.63% 75.75% 51.35% 76.21% 71.54% 79.82%
V1 V4 20 + 400 51.33% 74.76% 71.41% 77.06% 51.35% 85.78% 78.08% 88.49%
V2 V3 200 + 200 68.96% 71.37% 72.52% 80.94% 77.11% 76.21% 79.59% 89.11%
V2 V4 200 + 400 68.96% 74.76% 73.21% 81.64% 77.11% 85.78% 82.85% 91.60%
V3 V4 200 + 400 71.37% 74.76% 75.17% 82.09% 76.21% 85.78% 83.32% 91.47%
D1 D2 20 + 200 27.12% 42.54% 40.29% 43.07% 28.71% 61.70% 55.33% 62.52%
D1 D3 20 + 200 27.12% 42.86% 42.82% 47.28% 28.71% 52.95% 53.47% 55.78%
D1 D4 20 + 200 27.12% 41.15% 41.64% 43.23% 28.71% 53.82% 51.90% 57.27%
D1 D5 20 + 200 27.12% 44.34% 42.78% 43.80% 28.71% 60.50% 54.41% 61.07%
D1 D6 20 + 200 27.12% 44.87% 43.03% 41.55% 28.71% 51.93% 47.95% 53.62%
D1 D7 20 + 400 27.12% 48.79% 45.64% 48.79% 28.71% 65.45% 61.05% 67.69%
D2 D3 200 + 200 42.54% 42.86% 43.23% 54.15% 61.70% 52.95% 60.01% 67.71%
D2 D4 200 + 200 42.54% 41.15% 44.87% 55.17% 61.70% 53.82% 61.57% 68.61%
D2 D5 200 + 200 42.54% 44.34% 43.72% 54.36% 61.70% 60.50% 63.44% 69.38%
D2 D6 200 + 200 42.54% 44.87% 45.81% 51.82% 61.70% 51.93% 57.52% 69.65%
D2 D7 200 + 400 42.54% 48.79% 47.36% 55.91% 61.70% 65.45% 64.43% 71.86%
D3 D4 200 + 200 42.86% 41.15% 43.11% 51.37% 52.95% 53.82% 55.36% 62.04%
D3 D5 200 + 200 42.86% 44.34% 44.70% 53.62% 52.95% 60.50% 57.35% 64.73%
D3 D6 200 + 200 42.86% 44.87% 45.15% 48.43% 52.95% 51.93% 53.37% 62.54%
D3 D7 200 + 400 42.86% 48.79% 45.85% 56.73% 52.95% 65.45% 61.45% 70.42%
D4 D5 200 + 200 41.15% 44.34% 45.93% 53.58% 53.82% 60.50% 58.54% 66.89%
D4 D7 200 + 400 41.15% 48.79% 48.55% 55.66% 53.82% 65.45% 62.19% 70.77%
D5 D7 200 + 400 44.34% 48.79% 47.20% 56.07% 60.50% 65.45% 64.75% 70.79%
D6 D4 200 + 200 44.87% 41.15% 45.03% 48.26% 51.93% 53.82% 54.64% 60.60%
D6 D5 200 + 200 44.87% 44.34% 47.73% 51.74% 51.93% 60.50% 56.43% 65.00%
D6 D7 200 + 400 44.87% 48.79% 50.51% 49.78% 51.93% 65.45% 61.52% 71.46%

3.1.5.1 Same source experiments

In Table 3.5 we show the different combinations of two descriptors ex-
tracted from the same type of image (visual or depth). Each row indicates
the selected parent descriptors, their size and accuracy on test1 and test2,
as well as the accuracy of the combination on both test sequences. The
results in bold are those outperforming the accuracy of both parents.

Visual images

The first combination is performed using the four descriptors selected from
visual information. From this initial set, we obtain 6 different combina-
tions of two descriptors. The results are presented in the first segment of
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Table 3.5.
The two initial descriptors (prior to combination) obtaining the highest

accuracy for test1 and test2 (74.76% and 85.78% respectively) present
the same internal parameters (V4): a 100-word dictionary, three pyramid
levels, and horizontal divisions (|D| = 100, L = 2, and S = Y ). The
difference between test1 and test2 results (test2 results are notoriously
better) can be explained because of the variations in the lighting conditions
in each sequence. Let us remember that test2 is more similar to the
training sequence than test1.

Regarding the combination procedure, we can conclude that DLC ob-
tains better results than CLC, despite the descriptors being larger. More-
over, DLC always outperforms the original descriptors (12 out of 12) in
contrast to CLC (3 out of 12 improvements). Best results (82.09% for
test1 and a 91.60% for test2) are obtained with DLC, and using the best
initial descriptor (V4: 100-word dictionary, three pyramid levels and Y
divisions) as one parent. The other parent differed for test1 results (V3:
100-word dictionary, two pyramid levels and Y divisions) and test2 results
(V2: 50-word dictionary, three pyramid levels and Y divisions). The only
internal parameter that was maintained for the best combinations was the
horizontal (Y ) pyramid division.

Depth images

We have also performed a similar study of descriptors combination using
depth images as input. In this case, we have 7 different initial descriptors
and 21 different combinations are obtained. The accuracies achieved for
depth images with both types of combination (DLC and CLC) are shown
in the second segment of Table 3.5.

In this case, we achieve a lower overall accuracy than for visual images.
For instance, the highest initial results are 48.79% for test1 and 65.45%
for test2, in contrast to 74.76% and 85.78% achieved with visual images
for test1 and test2 respectively. As it was previously introduced, this
can be explained by the poor encoding technique used to generate the
depth images in the RobotVision@ImageCLEF-2012 dataset. However,
it should be pointed out that the highest initial classification rates were
reached with the same configuration: 100-word dictionary, three pyramid
levels and horizontal divisions (D7).

In relation to the combination, we find a similar situation to the pre-
vious study: DLC performs clearly better than CLC. In this case, DLC
outperforms parent descriptors in most combinations (39 out of 42) while
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CLC obtains 16 out of 42 improvements. The best results (56.07% for
test1 and 71.86% for test2) were obtained with DLC and using the opti-
mal initial descriptor (D7: 100-word dictionary, three pyramid levels and
Y divisions) as the first parent. The second parent differed again for test1
results (D5: 100-word dictionary, two pyramid levels and Y divisions)
and test2 results (D2: 50-word dictionary, three pyramid levels and Y
divisions). As it happened with the use of visual images, just the horizon-
tal (Y ) pyramid division was kept as an internal parameter for the best
combinations.

3.1.5.2 Different source experiments

The last study on descriptors combination was conducted by combining
visual and depth information. Here, we merged the initial visual descrip-
tors with the depth ones. Taking into account that we have 4 visual
and 7 depth descriptors, we reached a total number of 28 different com-
binations. These combinations were evaluated using the same procedure
(trained with training1, training2 and training3 and tested against test1
and test2). The corresponding results are presented in Table 3.6.

Using the test1 sequence for testing, we reached 72.84% and 81.76% as
the highest accuracy for CLC and DLC respectively. These results rose to
80.36% and 92.64% using test2 as the test sequence. As we experienced in
previous experiments, DLC combination notably outperforms CLC. Con-
cretely, we can say that the best CLC combinations achieved an accuracy
significantly lower than their best parent (72.84% against 74.76% for test1,
and 80.36% against 85.78% for test2). That is, merging the most promis-
ing descriptors does not result in any improvement when using the CLC
approach. On the other hand, DLC combinations outperformed all 56
parent descriptors (18 out of 56 for CLC combinations). Particularly, the
best global combinations reached figures notably higher than their best
parent (81.76% against 74.76% for test1, and 92.64% against 85.78% for
test2).

At this point, we can discuss the impact of the combination proce-
dures in more detail. First, we can conclude that multi-modal (depth
and visual) fusion seems to be convenient. However, most of these gen-
erated descriptors performed worse than other descriptors with similar
size (like those obtained from combining two visual descriptors). Another
conclusion that can be drawn from those results is that DLC descriptor
combination is almost always beneficial. Thanks to the use of the DLC
technique, 107 (12+39+56) descriptors combinations (out of 110 possible)
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Table 3.6: Combination results with descriptors based on different source
images (visual and depth). Each row indicates the parent descriptors that
were combined, their size and accuracy against test1 and test2 as well as
the accuracy of the combination (CLC or DLC) with both test sequences.
The results in bold corresponds to the combinations that outperform the
accuracy of its parent descriptors.

Test1 Test2

Parents Id |x| Baseline Combination Baseline Combination

PA PB #PA + #PB PA PB CLC DLC PA PB CLC DLC

D1 V1 20 + 20 27.12% 51.33% 50.10% 53.78% 28.71% 51.35% 49.84% 65.65%
D1 V2 20 + 200 27.12% 68.96% 63.60% 73.74% 28.71% 77.11% 72.48% 81.80%
D1 V3 20 + 200 27.12% 71.37% 66.54% 75.62% 28.71% 76.21% 73.45% 82.03%
D1 V4 20 + 400 27.12% 74.76% 68.59% 78.08% 28.71% 85.78% 77.80% 90.16%
D2 V1 200 + 20 42.54% 51.33% 57.75% 63.15% 61.70% 51.35% 64.48% 74.40%
D2 V2 200 + 200 42.54% 68.96% 68.51% 74.19% 61.70% 77.11% 75.22% 87.89%
D2 V3 200 + 200 42.54% 71.37% 70.96% 77.63% 61.70% 76.21% 74.10% 87.10%
D2 V4 200 + 400 42.54% 74.76% 71.53% 79.96% 61.70% 85.78% 78.67% 92.64%
D3 V1 200 + 20 42.86% 51.33% 56.61% 62.05% 52.95% 51.35% 60.18% 69.72%
D3 V2 200 + 200 42.86% 68.96% 67.69% 73.70% 52.95% 77.11% 72.06% 87.52%
D3 V3 200 + 200 42.86% 71.37% 71.08% 76.32% 52.95% 76.21% 73.01% 85.76%
D3 V4 200 + 400 42.86% 74.76% 71.37% 78.57% 52.95% 85.78% 76.83% 91.10%
D4 V1 200 + 20 41.15% 51.33% 54.85% 61.19% 53.82% 51.35% 60.45% 71.29%
D4 V2 200 + 200 41.15% 68.96% 67.57% 73.42% 53.82% 77.11% 72.73% 86.58%
D4 V3 200 + 200 41.15% 71.37% 71.41% 75.95% 53.82% 76.21% 72.63% 85.58%
D4 V4 200 + 400 41.15% 74.76% 72.11% 78.40% 53.82% 85.78% 76.98% 90.48%
D5 V1 200 + 20 44.34% 51.33% 56.93% 64.79% 60.50% 51.35% 63.11% 74.99%
D5 V2 200 + 200 44.34% 68.96% 68.83% 73.70% 60.50% 77.11% 74.77% 87.40%
D5 V3 200 + 200 44.34% 71.37% 72.11% 77.34% 60.50% 76.21% 74.67% 87.55%
D5 V4 200 + 400 44.34% 74.76% 72.84% 78.98% 60.50% 85.78% 79.10% 91.82%
D6 V1 200 + 20 44.87% 51.33% 55.54% 59.88% 51.93% 51.35% 57.15% 71.51%
D6 V2 200 + 200 44.87% 68.96% 68.26% 73.70% 51.93% 77.11% 70.10% 86.50%
D6 V3 200 + 200 44.87% 71.37% 71.53% 76.36% 51.93% 76.21% 71.12% 85.58%
D6 V4 200 + 400 44.87% 74.76% 71.94% 78.57% 51.93% 85.78% 75.71% 90.18%
D7 V1 400 + 20 48.79% 51.33% 62.09% 67.28% 65.45% 51.35% 66.27% 79.00%
D7 V2 400 + 200 48.79% 68.96% 69.86% 78.40% 65.45% 77.11% 76.36% 88.62%
D7 V3 400 + 200 48.79% 71.37% 72.19% 79.55% 65.45% 76.21% 76.41% 88.44%
D7 V4 400 + 400 48.79% 74.76% 72.39% 81.76% 65.45% 85.78% 80.36% 92.49%

achieved higher results than their best parent. This is clearly exposed
in Table 3.6, where combining descriptors having very different accuracy
(from 28.71% to 85.78%) always led to better results.

Concerning the descriptor size, we can reach a global conclusion: the
accuracy with middle and large-size descriptors is similar. In other words,
more relevant accuracy improvements arise when moving from small-size
descriptors to middle-size. This is shown in Fig. 3.6, where the highest
classification rate for all considered descriptor sizes is shown. According to
these results, a size of 400 is presented as a keystone descriptor size. The
optimal descriptor for the test1 sequence has 400 values and it was the
result of merging two visual descriptors. Regarding the test2 sequence, the
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Figure 3.6: Accuracy vs. descriptor size. For each size available, the best
descriptor (either a single descriptor or a combination) is plotted. PCA
results are also included.

highest classification rate (92.64%) is associated with a descriptor with 600
values. However, a similar performance (89.11%) can be achieved when
using a 400 size descriptor.

Table 3.7 and Table 3.8 summarize the best results obtained in this
section. It can be observed how the highest accuracies were obtained by
visual and depth combination. A more detailed discussion about the role
of the internal descriptors parameters is given in the following section.

Fig. 3.6 compares the accuracy of the best descriptors versus PCA for
different sizes on test1 and test2 sequences. PCA achieves the best results
when using descriptors of similar input size. Nonetheless, when using
larger descriptors the approach here proposed notably outperforms PCA.
This is more noticeable in the test1 sequence, where lighting conditions
are more variable with respect to the training set.

As a general conclusion, we can say that the selection and combination
procedure developed in this work is helpful to prevent overfitting, as well
as it achieved better results when coping with changing lighting condi-
tions than classical techniques like PCA. As a result of this, the use of
these techniques can lead to robust indoor scene classifiers even in such a
challenging scenario as that of the RobotVision challenge.

3.1.6 Study of parameter selection

As already mentioned, the generation of descriptors following the spa-
tial pyramid approach involves three main parameters: dictionary size
(|D|), pyramid level (L) and type of spatial division (S). Including the
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Table 3.7: Summary of baseline descriptors. Highest classification rates
for visual and depth isolated descriptors. The best performances obtained
for test1 and test2 are in bold.

Test1 Test2

Descriptor (Visual) V4 V4
Accuracy (%) 74.76 85.78

Descriptor (Depth) D7 D7
Accuracy (%) 48.79 65.45

Table 3.8: Summary of descriptors combination. Highest classification
rates for the different types of combinations of visual and depth descrip-
tors. The best performances obtained for test1 and test2 are in bold.

Test1 Test2

CLC DLC CLC DLC

Parent A (Visual) V3 V3 V3 V2
Parent B (Visual) V4 V4 V4 V4
Accuracy (%) 75.17 82.09 83.32 91.60

Parent A (Depth) D6 D3 D5 D2
Parent B (Depth) D7 D7 D7 D7
Accuracy (%) 50.51 56.73 64.75 71.86

Parent A (Depth) D5 D7 D7 D2
Parent B (Visual) V4 V4 V4 V4
Accuracy (%) 72.84 81.76 80.36 92.64

subsequent descriptor combination (either at descriptor or classifier level)
results in a combinatorial explosion. On account of this, the initial de-
scriptors can be filtered out to keep only those that seem to be promising.
As was described before, the selection criterion was based not only on the
accuracy but also on the descriptor size. According to the initial set of
selected descriptors (see Table 3.4 and Fig. 3.4), we can presume that a
horizontal pyramid division (Y ) is more appropriate than a vertical one
(X) for indoor scene classification. This is because horizontal divisions
appear in 7 out of 9 cases while vertical divisions are only in 3 out of 9
(we assume that XY divisions include both). Concerning pyramid lev-
els and dictionary sizes, the impact of these parameters on descriptors
combination has to be deeply studied to reach new conclusions.

Fig. 3.7 represents the impact of internal descriptor parameters on
combinations. This figure shows the classification rate for the whole list
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of descriptors combination, considering the three internal parameters (|D|,
L, and S) separately. For the sake of simplicity, these results are limited
to DLC combinations and test1 as testing sequence.

In Fig. 3.7, we can observe that the behavior when combining features
of the same type (visual-visual and depth-depth) is homogeneous. Results
are better for higher dictionary sizes and pyramid levels, although the
benefit could not compensate for the associated cost. Besides, middle-size
descriptors seem to achieve similar results as larger ones. Finally, we can
see how horizontal divisions (Y ) clearly outperform vertical ones (X), and
even grid divisions (XY ). This behavior might be due to the inherent
characteristics of indoor scenes, where the objects detected are usually
placed at the same height. For example, legs of chairs or tables would be
detected at lower levels of a horizontal division, while windows would be at
higher levels. On the contrary, a vertical division is not so relevant because
small changes in the viewpoint can involve substantial variations in the
x-position of the objects appearing in the scene. This conclusion should
be emphasized since the grid division is normally assumed as the most
appropriate [196, 132]. Considering that grid divisions generate larger
descriptors than horizontal ones (this parameter has an exponential impact
in the descriptor size), making an optimal decision here can be crucial for
real-time solutions (see Section 3.1.3 for timing details).

The combination of visual and depth descriptors is also shown in
Fig. 3.7. In this case, generalization (small dictionary sizes) performs
better for depth descriptors than for visual ones. This may be caused by
the fact that visual images provide more detailed information than depth
images, but also because initial visual descriptors reach higher classifica-
tion rates. This also happens for pyramid levels: combinations including
pyramid level 0 in their parents perform better when using depth descrip-
tors. Also in this case, horizontal divisions seem to be more informative
than vertical ones.

3.1.7 Comparison with ImageCLEF results

The Robot Vision challenge at ImageCLEF 20121 posed the problem of
multi-modal scene classification. Participants could use visual and depth
images to classify indoor scenes. The challenge was divided into two tasks,
the first task consisted in classifying the test1 sequence without taking
advantage of the temporal continuity of the images. The second task was

1http://www.imageclef.org/2012/robot
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Figure 3.8: Comparison between the descriptors used in this study (grou-
ped by type of source images), and the top 4 results from the Robot Vision
challenge at ImageCLEF 2012.

optional and allowed to use temporal continuity to classify the images in
the test2 sequence.

In order to evaluate the performance of the participants, the correctly
classified images added 1 point, and the misclassified images penalized 1
point (a non-classified image did not add or subtract any points). Since
temporal continuity has not been considered in this work, we used the
results from the first task as benchmark.

In Fig. 3.8 we can see a comparison of the results using DLC as com-
bination technique with the top 4 submissions in the challenge. As we can
see, the techniques here proposed would have ranked third in the compe-
tition using descriptors in the size range [110-800]. We have to emphasize,
though, that our approach classifies all the images from the test set and,
therefore, we get more penalizations in the final score which lowers our
final position. In addition to this, we aimed at trying to solve the chal-
lenge in real time by relying on low-medium size descriptors and, in spite
of this constraint, the results achieved are fully competitive with the best
proposals made. To quantify this fact, the winner proposal (CIII UTN
FRC proposal [140]) employed 163840-dimensional descriptors, while the
second-best approach (NUDT [208]) included a descriptor with size 3584.
The group that ranked third (UAIC 2012 [13]) proposed a multi-step ap-
proach with a 100-sized descriptor. However, it includes an additional
ASIFT [115] matching phase that involves a computational complexity
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that is linear with the number of input images. Finally, the fourth classi-
fied (USUroom409 [201]) used 1800 dimensional image descriptors.

3.2 Spatial descriptors for 3D images

So far, we have studied the impact of the different parameters of the
spatial pyramid considering also the use of depth images. However, this
geometrical information could be directly exploited when generating the
spatial divisions, instead of being only used to generate the base local
descriptors. This is what we propose in this section: the generation of
global image descriptors from RGB-D images by extending the classical
spatial pyramid to 3D scenarios. This extension is aimed at facilitating
the integration of information extracted from any type of local 3D features
in order to produce 3D Spatial Pyramid (hereinafter 3DSP) descriptors.

Several 3DSP descriptors are evaluated on the RobotVision@Image-
CLEF-2013 dataset, as it contains RGB-D images in point cloud format
for different indoor scene categories. State-of-the-art local and global 3D
features are included as a baseline scenario in the experimentation. The
results significantly support the use of these novel 3DSP descriptors to
greatly improve the accuracy of indoor scene classifiers.

3.2.1 3D Spatial Pyramid (3DSP)

We can define a RGB-D image as a point cloud C, that is, a list of points
C = {p1, ..., pn}, where each point consists of a position in a 3D coordinate
system and a set of coordinates in a RGB color space pi = {xi, yi, zi} ∪
{ri, gi, bi, ai}.

From this, we can extract a set of local features FC = {f1, ..., fm} from
C. This step involves two stages: a) detecting keypoints in the image,
and b) generating local descriptors from those keypoints. This way, each
feature consists of the position of the keypoint and a local descriptor,
fj = {p′j , vj}, where fj is the j-th feature in the point cloud C, p′j =
{xj , yj , zj} is the keypoint position for that feature, and vj = {vj1 , ..., vjq}
is the feature descriptor of size q. The feature position p′j depends on the
keypoint detection method [182]. Moreover, the feature descriptor size q
is given by the type of features extracted. In this general approach, any
type of 3D local feature can be adopted, such as NARF[172], FPFH [153]
or SHOT [180].

The second step comprises the construction of the dictionary D of vi-
sual words or (BoVW, see 2.1.1.1) from all the training RGB-D images, in
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a process analogous to the dictionary generation for RGB image. There-
fore, given a set of point clouds C = {C1, ..., CN} and their respective
feature descriptors {V1, ...,VN} (where Vh = {vh1 , ..., vhm} represents all
the local descriptors extracted from the keypoints of the RGB-D image
Ch), the dictionary is then generated by performing a k-means clustering
(with k = |D|) on those local descriptors. The set of computed centroids
represents the dictionary of semantically relevant words {w1, ..., wk}.

D(w1, ..., wk) = k-means(k, {V1, ...,VN}) (3.5)
then, each feature is associated with its closest word in the dictionary,
according to the distance to the corresponding local descriptor.

wordfh
j
← arg min

w∈D
|vhj − w| (3.6)

Finally, the spatial pyramid is constructed by properly partitioning
the RGB-D image to determine the geometrical position of the features.
The point cloud for the image is split in two along the three axes: x,
y, and z, thereby generating eight 3D subclouds. While the range of
values for x and y are given by the resolution of the image, it must be
explicitly specified for z. The maximum resolution of the depth range
of the camera can be employed to set this value. Nevertheless, in some
specific cases (e.g. when dealing with partial images or cropped objects),
this range can be defined according to the dimensions of the respective
point cloud. Then, by recursively iterating this process, we can obtain a
spatial pyramid where each level l contains 23l 3D subclouds. Next, for
each subcloud, we can compute a histogram with the number of features
assigned to each word in the dictionary (wordfh

j
). These histograms are

then normalized and weighted by its level 1
2L−l . The normalization factor

represents the total number of features in the image and it is adopted to
deal with images having different sizes. Finally, all the histograms are
concatenated to produce a single descriptor. That is, a spatial pyramid
generated from a RGB-D image with L pyramid levels (0, ..., L− 1) would
lead to a descriptor of size:

|xC | = |D|
L∑
l=1

23l (3.7)

where xC represents the descriptor generated from the 3D image C, while
|xC | denotes its size. Fig. 3.9 shows the complete process for generating
the 3D Spatial Pyramid (3DSP) descriptor.
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Figure 3.9: Spatial pyramid generation from a 3D image. (a) shows the
RGB representation for the 3D image, while the keypoints detected can be
seen in (b). In (c), these keypoints are associated with their closest word
by using a 5-word dictionary. The three partitions for levels 0, 1 and 2 and
their computed histograms are presented in (d), (e), and (f) respectively.
Finally, (g) shows the final descriptor obtained after concatenating and
weighting the histograms from all the pyramid levels.
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3.2.2 Dense sampling in RGB-D images

As it has been previously mentioned, local features are extracted from a set
of keypoints previously detected. This detection process usually considers
internal characteristics, such as those parts in the image that are highly
representative. The use of keypoints is aimed at reducing the amount of
data while avoiding the need for a wide search on the whole image [44].
Nevertheless, there is another alternative between the use of the raw image
(where all the points in the image are considered keypoints) and a thorough
keypoint detection: sampling. This strategy has been traditionally used
in conjunction with the spatial pyramid approach [119], and comprises
an unsupervised points selection procedure that is image independent.
Hence, a previously fixed interval is established and the keypoints for
feature extraction are detected according to this interval. This technique
is known as dense sampling. The use of small intervals generates more
points than those obtained from the usual keypoint detection techniques.
However, as the detection is based on just spatial parameters, the keypoint
detection can be performed faster than using classical methods.

One of the main characteristics of RGB-D images is the sparse distribu-
tion of the information in the point cloud. While some regions can present
a high density, other areas can be completely empty due to the occlusions
in the scene. This scenario is different from RGB images, where each
position stores color information. In order to perform a dense sampling
over RGB-D images, we propose the partition of the original 3D image
into smaller cubes. That is, given a RGB-D image C and a previously
chosen subcube (or bin) size {bx, by, bz}, we construct a 3D grid over the
point cloud conforming to the bin size. Next, each point pi = {xi, yi, zi}
is assigned to its corresponding bin Bi. Finally, for each bin, the closest
point to the bin center is taken as a keypoint. The rationale behind this
is to maximize the separation among keypoints in neighboring cubes. It
is necessary to remark that no keypoints are detected from empty bins,
which can cause differences in the number of keypoints for two RGB-D
images.

Fig. 3.10 shows an example of dense sampling for a RGB-D image
using cubic bins with side 0.1 m. In this figure, the green points represent
the centers of bins containing information. For those bins, the selected 3D
point is marked with a blue point. After this sampling process, only the
detected 3D keypoints will be considered in subsequent steps.



3.2. Spatial descriptors for 3D images 65

Figure 3.10: Example of dense sampling. The green points are the centers
of the occupied bins in the RGB-D image, and the blue points the detected
keypoints (closest points to the bin centers).

3.2.3 Comparison with 3D global descriptors

The RobotVision@ImageCLEF-2013 dataset (see 2.1.3.1) has been adopted
as the main benchmark for evaluating the techniques proposed in this sec-
tion. This dataset contains four sequences of RGB-D images captured
with a mobile robot in an indoor environment.

3.2.3.1 Baseline experiments

The first round of experiments corresponds to a baseline scenario and it
evaluates several well-known 3D local and global features. Regarding local
features, NARF [172], PFH [155], FPFH [153], PFHRGB and SHOT [180]
were chosen. Besides, VFH [154] and ESF [194] were employed as state-of-
the-art global 3D descriptors. All these features are included in the Point
Cloud Library (PCL [157]).

As local features extraction heavily depends on a previous keypoint
detection process, the number of local descriptors may change for differ-
ent images. A k-Nearest Neighbors (k-NN) matching classifier [114] can
effectively deal with this situation and, therefore, it was chosen as the
classification model. With regard to global features, they present a fixed
dimensionality (once we have set its internal parameters). On account of
this, we employed a k-NN classifier where the euclidean distance among
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Table 3.9: k-NN classification accuracy with local features. These results
are the mean accuracy and the standard deviation of the 30 executions
performed due to the randomness of the k-medoids in the prototypes se-
lection.

Feature Accuracy (k-NN)

NARF 32.27 ± 2.32
PFH 32.95 ± 1.83
FPFH 36.27 ± 1.60
PFHRGB 41.74 ± 4.26
SHOT 32.39 ± 1.74

Table 3.10: k-NN and SVM classification accuracy with global features.

Feature Accuracy (k-NN) Accuracy (SVM)

ESF 58.01 55.15
VFH 49.45 37.47

descriptors was adopted as a metric. For both classification models, we
set the parameter k to 7, based on previous empirical results, as well as
the value selected in related works [203].

For global features, we also employed a Support Vector Machine (SVM)
model with an exponential χ2 kernel, as this can be considered a state-of-
the-art classifier when coping with global features [202].

As stated before, the local features extraction procedure requires a
previous keypoint detection step. In this sense, we also adhered to state-
of-the-art methods when available. For instance, the keypoint selection for
NARF features relied on the border extraction method presented in [172],
while the Intrinsic Shape Signatures technique (ISS) [205] was used for
other local features.

A straightforward implementation of the k-NN classifier was not feasi-
ble due to the size of the training data, which involves a prohibitive number
of metric function evaluations. To overcome this problem, a prototype
selection step was performed [47]. Hence, a k-medoids clustering [126]
was carried out for each class, using grayscale histograms as image rep-
resentations. The number of prototypes per class was determined by the
rule-of-thumb

√
n
2 . Each experiment was repeated 30 times to reduce the

effect of randomness introduced by the k-medoids algorithm.
Table 3.9 reports the average classification accuracy obtained with

local features. Here, we achieve a maximum accuracy of 41.74% using
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PFHRGB features. Similarly, in Table 3.10 the classification accuracy
using global features and both k-NN and SVM models are presented. In
this case, all the training sequences were used to perform the classification
with both classifiers (i.e, prototype selection was not employed here). In
this experiment, we achieved an overall higher accuracy compared to the
use of local features with prototypes, with a maximum accuracy of 58.01%
for ESF features. From these results, we can conclude that the accuracy
obtained with the currently available features (either local or global) is not
enough to be adequately used for semantic classification of indoor scenes.

3.2.3.2 Experiments with the 3D Spatial Pyramid

This section describes the experiments conducted to assess the 3D exten-
sion to the spatial pyramid (3DSP) proposed in this work. With respect
to 3DSP generation, we employed two of the 3D local features used in the
baseline scenario: PFHRGB and NARF. PFHRGB features were chosen
because of their promising results in object recognition [4], and because
they were the best performing local features in our baseline experiments
(see Table 3.9). NARF features are specific for range images (RGB-D
images captured from a viewpoint), and this is the type of images found
in the database. The ESF and VFH results shown in Table 3.10 were in-
cluded in the figures for easily comparing the 3DSP results to the baseline
global descriptors.

For 3DSP descriptors, the minimum and maximum values for x and
y axes are provided by the specifications of the camera (i.e. [0-640] and
[0-480] when using Kinect v1.0). The range for the z-axis (given that we
are dealing with complete images) is selected to be [0-10] based also on
the Kinect v1.0 specifications. Moreover, two different sampling strategies
were employed:

• dense sampling with bins of size 10x10x10 cm (labeled as, 3DSP-
DNARF and 3DSP-DPFHRGB)

• default method for keypoints detection (labeled as, 3DSP-NARF and
3DSP-PFHRGB).

With respect to the classification models, again, we relied on a k-NN
classifier (with k = 7) and a Support Vector Machine [30, 23] with an
exponential χ2 kernel.

The 3D pyramidal representation involves two parameters to be fixed:
the number of pyramid levels and the dictionary size. In these experi-
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Table 3.11: k-NN and SVM classification accuracy for baseline global
features and the best 3DSP descriptors by local feature type.

Feature |D| L Accuracy Accuracy
(k-NN) (SVM)

ESF - - 58.01 55.15
VFH - - 49.45 37.47

3DSP-NARF 10 2 53.55± 0.60 60.00± 0.37
3DSP-DNARF 200 2 62.75± 0.40 73.36± 0.51
3DSP-PFHRGB 200 1 56.39± 0.82 68.81± 0.25
3DSP-DPFHRGB 200 2 62.71± 0.24 70.83± 0.41

ments, we evaluated six dictionary sizes (5, 10, 20, 50, 100, and 200), and
three pyramid levels (0, 1, 2). The number of levels determines how far
the pyramid is recursively generated. That is, higher levels are a superset
of lower ones. In this case, each experiment was repeated 30 times to
mitigate the effect of randomness introduced by the k-means initializa-
tion used to generate the dictionary (D). The average accuracy was then
computed from these results.

Fig. 3.11 graphically presents four global descriptors (3DSP-NARF,
3DSP-DNARF, ESF, and VFH) generated from ten representative im-
ages from the dataset. Here, we can appreciate how the proposed 3DSP
descriptors have more distinctive histograms for different categories than
ESF and VFH.

Finally, Fig. 3.12 shows the behavior of the different global descriptors
for the considered pyramid parameters. The maximum accuracy of 73.36%
is obtained with 3DSP-DNARF descriptors. For PFHRGB features, the
maximum accuracy is 70.83%. Both results are obtained with SVMs,
dense sampling, 2 pyramid levels, and a 200-words dictionary. Moreover,
considering that the best result obtained previously is 58.01% with a k-NN
classifier and ESF features, the proposed descriptors clearly outperformed
state-of-the-art global descriptors. The best results can also be consulted
in Table 3.11.

Regarding the internal parameters of the pyramid generation, we can
observe how the use of two levels in combination with a dense sam-
pling strategy achieved the best results. Nonetheless, the rest of parame-
ters combination also improved the local features matching performance.
These results show the appropriateness of the 3DSP representation for
a suitable integration of the information encoded in local features. Fi-
nally, the impact of the dictionary size is directly related to the number
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Figure 3.11: Global descriptors generated from ten dataset images cor-
responding with the ten dataset classes. The left column shows the the
original RGB image. The second and third columns present the 3DSP-
NARF, and 3DSP-DNARF global descriptors generated with (|D|=20,
L=2), while the fourth and fifth columns show the ESF and VFH global
descriptors.
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Figure 3.12: Accuracy for the different global descriptors considering sev-
eral pyramid parameters.
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of features considered for the pyramid generation. With NARF features,
the keypoint detection method extracts a notably lower number of points
than ISS for PFHRGB and dense sampling. For this reason, the accuracy
obtained with the NARF detection method is better for small dictionary
sizes, as opposed to dense sampling and ISS, that work better with larger
dictionaries. When comparing ISS to dense sampling, the last obtains sim-
ilar but slightly better accuracy, although the computational requirements
are much lower.

3.3 Concluding remarks

In this chapter, we have addressed the problem of scene understanding
from the point of view of image descriptors generation. To this end, we
followed an approach based on the use of BoW models and spatial pyramid
representation to exploit the information contained in both 2D and 3D
images.

With RGB images, we have paid special attention to descriptors com-
bination and real-time restrictions. We have analyzed the different param-
eters to generate the descriptors to identify the key elements for indoor
scene classification. According to the experimental results, two of these
parameters could be set in advance when generating indoor scene classi-
fiers. The first one is the type of spatial division chosen to produce the
descriptor pyramid representation. The results have shown that the use
of horizontal divisions notably outperformed the other alternatives. The
second parameter is the combination level. From the two alternatives as-
sessed, descriptor level combination seems to be the best choice in this
kind of task.

The resulting descriptors achieve good accuracy while keeping small
sizes, allowing them to be used in real-time scenarios. This aspect was
also evaluated by contrasting the descriptors obtained with well-known
dimensionality reduction techniques like PCA. In view of the obtained
results, PCA technique is not capable of achieving accuracy rates as high
as those obtained with our proposal when facing middle size descriptors.

A comparison with state of the art techniques within the RobotVi-
sion@ImageCLEF-2012 challenge was also addressed, showing the propos-
als here described being quite competitive while using descriptor sizes of
one or two orders of magnitude lower than the best techniques presented.

In this chapter, we have also presented an extension to the spatial
pyramid model to deal with RGB-D images and aimed at obtaining 3D



72 Chapter 3. Scene understanding

global descriptors. This approach is based on spatially separating the
features along the three axes, and it relies on the use of a dense sampling
that copes with the inherent occlusions in 3D data.

The experiments carried out support the use of this 3DSP extension
on indoor scene classification problems, where this approach has notably
outperformed classical 3D features as well as global descriptors, namely
ESF and VFH. The experiments also suggest that the optimal parameters
to generate the 3DSP descriptor include the use of dense sampling and 2
pyramid levels.



Chapter 4
Semantic mapping

One of the most studied problems in computer vision is object localization.
Basically, this task consists in finding the geometrical position of a given
object in the environment. This task is not only relevant for computer
vision but also for robotics, due to the visual nature of the problem and
its importance for manipulation and human-robot interaction applications.
Like most computer vision tasks, state-of-the-art solutions are based on
deep learning. There are three main methods to approach the object
localization problem with CNNs: a) use a sliding window to perform local
classifications and then refine the coarse heatmap [183], b) classify objects
on the basis of previously detected regions of interest (ROIs) [52], or c)
train a model to predict both the class and bounding box of the objects
simultaneously [138].

Similarly, the semantic segmentation problem has been successfully
approached using deep learning techniques. In this case, the segmenta-
tion can be achieved by combining the CNNs classification of multiscale
windows with segmentation procedures [40], or training a CNN to per-
form dense predictions per pixel, as in [93], which proposes the use of fully
convolutional networks for pixel-wise segmentation.

However, these remarkable solutions are focused on 2D images while
robot vision problems are inherently 3D. For example, the bounding box
of an object in a 2D image is not informative enough for manipulation
tasks. In that case, we also need to know the 3D position of the object in
the space. Thus, the translation of these 2D approaches to 3D solutions

73
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is still an open problem, with very few related proposals. One of these
proposals is [62], where the RGB-D information is used to define region
candidates to feed a CNN-based classification process.

In this chapter, we propose to take advantage of the extensive research
in localization and segmentation with CNNs to create a 3D semantic map
of the environment where a robot is deployed. This semantic map can be
used in several robotic problems, ranging from localizing specific objects in
the scene to semantically segment what the robot is currently seeing. We
also propose a system for long-term object localization, more suitable for
applications with limited resources, that only tracks the interest objects
in the environment instead of creating a map of the whole space.

4.1 3D semantic classification

Semantic segmentation is a pixel-wise classification of an input image,
that is, this process results in both a grouping of the pixels that belong
to the same object (segmentation) and the assignation of a lexical label
that represents their class or category (semantic classification). Addition-
ally, in robotic applications, these segmented predictions can be associated
with 3D positions, so we can build a 3D semantic map that encodes the
segmented objects and their classes.

As mentioned before, state-of-the-art solutions for object detection and
recognition with RGB images are based on CNNs. However, one of the
main inconveniences of training a CNN model is the requirement for large
annotated datasets. While annotating a single image for recognition is a
seemingly effortless task (just assign a category or a set of lexical labels
to the whole image), the same cannot be said for a semantic segmentation
dataset (the labeling must be performed per pixel). Consequently, the
number of large annotated datasets for scene segmentation is reduced and,
even more, for 3D scene segmentation.

To overcome this issue, we propose to use the stream of images gen-
erated by a RGB-D camera installed on a robot to feed a CNN classifica-
tion model for RGB images. This, combined with a classic segmentation
method for either 2D or 3D images, would allow us to identify the 3D
position of the predicted labels. Moreover, these predicted lexical labels
and their confidence values can be used to create a 3D grid of the scene
with a probability distribution of the semantic labels for each position.

Additionally, we must remark the focus on robotic applications of this
proposal, which means that images will be streamed from the RGB-D
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device in real time. This results in several considerations:

• Each frame must be processed within a small time span. The classifi-
cation with a CNN model can run in real time in a modern GPU with
enough dedicated memory, and can also be performed in adequate
time with fewer resources. However, we rely on classic segmentation
techniques, as there are not large enough datasets to train CNN
models for 3D scene segmentation. Therefore, we must consider and
evaluate different techniques based not only on their segmentation
accuracy but also on their processing time.

• The RGB-D images from a Kinect-like camera are point clouds cap-
tured from a specific viewpoint, also known as range images. In
the standard generation of RGB-D images, the color information
captured with a RGB camera and the depth information captured
with an infrared sensor are registered to form an organized point
cloud. This means that for every point in the point cloud, there is a
corresponding pixel in the RGB image. If the input RGB-D image
is segmented using 2D techniques, we can extract the correspond-
ing 3D subcloud for each subimage. In a similar way, if the input
RGB-D image is segmented using 3D techniques, we can extract the
corresponding 2D subimage for each subcloud.

4.1.1 Lexical labels in RGB-D images

In general, a CNN classifier presents higher confidence values for objects
and elements in the environment when the image is focused on them, in-
stead of being a general image of the scene (see Fig. 4.1). Consequently,
to obtain predictions suitable to generate a 3D semantic map of the en-
vironment, we do not need a global classification of the whole image, but
the categories associated with regions of the image. Besides, we also need
to segment the input RGB-D images to determine the position of the de-
tected objects in the 3D map. The same segmentation process can then be
used to generate smaller RGB images to be classified with a CNN model
and to calculate their geometrical properties.

Regarding the classification process, we use a state-of-the-art pre-
trained CNN classifier to obtain N possible lexical labels and their confi-
dence values, that typically define a probability distribution. In this case,
N is the number of output classes from the CNN classifier and it only
depends on the training dataset. Formally, given an input RGB-D image
I, the first step is to split it in a set of smaller subimages. As we work
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Figure 4.1: Example of CNN predictions using the GoogLeNet model for
a whole image and for subimages containing objects.

with RGB-D information, each RGB subimage IIi has a corresponding 3D
point cloud or subcloud CIi , and vice versa. So, for each subcloud CIi we
compute some geometrical information: its 3D centroid (pi) and bounding
cube (defined by its minimum and maximum coordinates, bci and BCi,
respectively); and for each subimage IIi we obtain the lexical labels, that
is, the probability distribution PCNNi over the N possible different lexi-
cal labels that result from classifying the subimage with a CNN classifier
of N classes. Thus, the semantic classification process (f) of a pair of
corresponding subimage and subcloud (IIi , CIi ) results in the following
function:

f(IIi , CIi ) =
〈
pi, bci, BCi,PCNNi

〉
(4.1)

4.1.2 Semantic segmentation

On the basis of the previous step, we need to define the segmentation
process to generate the set of subimages to classify. We can take two
approaches to this process: to perform a 2D segmentation of the image and
calculate the associated 3D subclouds, or to perform a 3D segmentation
and classify the associated 2D subimages. Research in 2D segmentation
is more extensive, while solutions based on 3D information can benefit
from the position of the different pixels besides its intensity value. An
evaluation of these segmentation methods to determine their suitability
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Prediction: Laptop (80 %)

Prediction: Co!ee mug (71 %)

Figure 4.2: Example of sliding window semantic segmentation using the
GoogLeNet model. Sample image of size 640x480 with a sliding window of
size 160x120 (4x4) and sampling interval of 80x60. The red points in the
right images indicate the central points of the subimage used to calculate
the centroids (green points).

for different robot vision applications is included in the chapter.

4.1.2.1 Techniques based on 2D information

The methods presented in this subsection use exclusively the color infor-
mation of the input image to segment the scene. In this case, we opt
for two almost opposite methods: 1) a basic sliding window and 2) a
state-of-the-art CNN-based detector. The geometrical information of the
subimages is then calculated in a similar way for both methods.

• Sliding window. For the sake of efficiency, we use a sliding window
over the color information of the image that divides the image into
4x4 subimages with overlapping (up to 7x7=49 subimages to be
classified).

Next, we calculate the subcloud centroid using only the central part
of the subimage, as a CNN classifier will output a higher probability
when the image depicts a single centered object. Additionally, this
approach reduces the error for the centroid pi and bounding box
(bci and BCi) because it reduces the number of background points
considered for their calculation. This process can be observed in
Fig. 4.2. However, if there are not valid points in CIi to calculate
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Figure 4.3: 3D clusters generated from YOLO detections.

the centroid, that subimage IIi will not be classified, as we are only
interested in the RGB predictions if we can associate a 3D position
to them.

Note that this technique does not actually perform a segmentation
of the image: it just reduces the original input image size to obtain
specific probabilities for small objects. Consequently, this technique
is expected to produce generally good results in classification but
with a low localization accuracy.

• YOLO [139]. In this case, we use a CNN pretrained to detect
objects in images. You Only Look Once (YOLO) is a network that
divides the input image into regions and, for each region, it predicts
bounding boxes and lexical labels.

In our segmentation pipeline, YOLO provides a set of subimages SIi
along with their predicted lexical labels and probabilities. Therefore,
we can extract the corresponding subcloud CIi for each detected ob-
ject and, with the subcloud, calculate the centroid and bounding
cube (see Fig. 4.3).

In this case, we are simultaneously performing the segmentation and
semantic classification of the subimages with the same pretrained
CNN model in a single step, so this option is expected to be more
efficient. However, YOLO is intended for localization and/or detec-
tion applications, not segmentation. Thus, the predicted 2D bound-
ing boxes might result in localization errors due to background data
or occlusions.
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Subcloud Subimage

Coffee mug (50%)

Laptop (21%)

Figure 4.4: Example of subimage generation with region growing segmen-
tation. The centroid (green point) and bounding cube (blue) are calculated
using the cluster dimensions. The subimage is generated with the color
information of the points from the subcloud and the additional neighbor-
ing points needed to fill the RGB image, then a padding is added (lighter
border).

4.1.2.2 Techniques based on 3D information

The methods presented in this subsection use the geometrical information
encoded in the input point cloud to determine the clusters that might
contain objects of interest.

• Region growing segmentation (RGS) [134]. This 3D segmenta-
tion method uses a smoothness constraint to separate the different
parts of a point cloud, that is, it finds smoothly connected areas in
point clouds.
In this case, we perform a region growing segmentation over the im-
age cloud CI , which will result in a set of subclouds. Then, for each
subcloud CIi we obtain its geometrical features (centroid and bound-
ing cube) and its corresponding subimage IIi . In order to classify it
with the CNN model, IIi will not contain just the pixels associated
to the points in CIi , but also the background points needed to fill
the image and a small padding (see Fig. 4.4).
As some of the subimages resulting from this segmentation process
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Supervoxels CPC clusters

→

Figure 4.5: CPC segmentation based on supervoxels adjacency.

might be too small for a CNN classifier, we set a threshold to es-
tablish a minimum size. This threshold avoids the classification of
images that are not informative enough and, thus, it reduces the
number of subimages to be classified by frame, which also reduces
the computation time.

• Constrained planar cuts (CPC) [163]. This case follows the
same pipeline as RGS to calculate the geometrical properties of the
clusters but using CPC segmentation instead. This algorithm over-
segments the input point cloud into an adjacency graph of super-
voxels [125] and uses local concavities as an indicator to determine
inter-part boundaries. The initial over-segmentation of this process
can also generate small images that are not adequate for classifica-
tion, so we follow the same process described in the previous seg-
mentation method, where we define a threshold to discard images
with a small size. In Fig. 4.5, we show a sample cloud segmented
with this method.

4.2 Map-based representation

We define a semantic map as a grid-based representation of objects in the
environment, where each bin B of the grid stores the probability distribu-
tion of the N categories of the CNN model for that part of the environ-
ment. Thus, the problem of building a semantic map is reduced to finding
the position of the predictions in the map (in general, the 3D information
in RGB-D image is given from the viewpoint of the camera) and updating
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the probabilities in the corresponding bin (or bins) of the semantic map.
As this proposal is oriented to robotic applications, the position of the

predictions in the map can be easily obtained through the robot pose. So,
given a point pc,t in the camera reference frame (c) captured at time t,
we just need to apply the transform Tcm,t from camera to map (m) at the
same time t to obtain the point in the map reference frame pm,t.

pm,t = Tcm,tpc,t (4.2)

Then, we calculate the corresponding bin Bj for the prediction centroid
pi in the semantic map. This bin will contain the probability distribution
of the N classes PBj , which are initially uniformly distributed. When new
predictions from the CNN classifier PCNNi are associated with a bin Bj ,
its probabilities are updated considering a learning rate α as follows:

PBj ← (1− α)PBj + αPCNNi (4.3)

Finally, for each prediction, we do not obtain a single position, but
its centroid and bounding box. So, we can extend the update of the
semantic probabilities to the neighboring bins based on the dimensions of
the bounding box.

4.2.1 Segmentation methods comparison

There are two main criteria to be considered when evaluating the semantic
segmentation algorithms already presented. The first is the time employed
for both the segmentation and classification of each frame. The second
is the quality of the final predictions. Thus, we are going to compare
quantitatively the time and number of subimages processed with each
technique, and qualitatively the semantic map generated by each method.

The experiments take advantage of the environment depicted in Sec-
tion 1.3.1 with the following objects: laptop (x2), coffee mug (x3), water
bottle (x2), table (x1), chair (x4), and couch (x1), spread through different
“rooms”. We have recorded a sequence of 531 images with a mobile robot
following the path shown in Fig. 4.6, where the robot is able to visualize
all the objects in the environment. This sequence is used to generate the
maps with the different methods that we want to compare, so the same
images and robot poses are used to avoid any bias due to these factors.

We use the pretrained GoogLeNet [175] model from the Caffe [72]
model zoo to obtain the semantic map labels. This model outputs a prob-
ability distribution over 1000 different lexical labels from the ImageNet
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Figure 4.6: Map with the location of the different rooms in the envi-
ronment (left) and the path followed by the robot for the semantic map
generation (right), which allows the robot to visualize all the objects in
the different rooms.

n03642806 laptop, laptop computer n03832673 notebook, notebook computer

Figure 4.7: Example of two different lexical classes from ImageNet that
have been grouped in a single semantic class (laptop).

[37] dataset. However, given the similarity of some of the classes (as it
is shown in Fig. 4.7) and the wide range of available classes, we have
grouped some lexical labels of interest (representing the same semantic
concept) accumulating their probabilities. The semantic map classes used
in our experiments are shown in Table 4.1.

Fig. 4.8 shows the maps generated after processing the recorded se-
quence with the different segmentation techniques. In this figure, we can
observe the final map and several captures of the different rooms to com-
pare against their ground truth pictures.

In general, 2D segmentation methods are better to identify larger ob-
jects (like the table or the couch), meanwhile, 3D methods are able to
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Table 4.1: Mapping from CNN lexical labels to semantic map classes.

Semantic map class CNN labels

coffee mug n03063599 coffee mug
n03733805 measuring cup
n07930864 cup
n07920052 espresso
n03063689 coffeepot
n04398044 teapot

water bottle n04557648 water bottle
espresso maker n03297495 espresso maker
laptop/computer n03180011 desktop computer

n03642806 laptop, laptop computer
n03832673 notebook, notebook computer

table n03201208 dining table, board
couch n04344873 studio couch, day bed
chair n02791124 barber chair

n03376595 folding chair
n04099969 rocking chair, rocker

other all the remaining classes

detect smaller objects (like coffee mugs). Also, the use of 3D segmenta-
tion results in a more precise update of the bins in the map, because 3D
clusters allow to only update the map bins that belong to the subcloud.
Otherwise, 2D subimages usually include occlusions within the bounding
box that are mistakenly considered the same object. Additionally, 2D
methods tend to generate false positives in the background due to the
irregular shape of the objects within the bounding boxes.

3D methods seem to suffer from false positives, where large clusters are
identified as only one of the objects contained in them. For example, while
classifying a cluster imaging a table, the assigned label is “laptop” because
it is one of the elements on the table. In this regard, the best option is
YOLO, as the obtained bounding box better adjusts to the object. Also,
as a detecting algorithm, YOLO produces fewer false positives than the
other methods.

In Table 4.2 we show the segmentation and prediction (classification or
detection) times for the proposed methods. Each value is the average time
for all the frames in the recorded sequence. On the one hand, the methods
that produce fewer clusters require less classification time. On the other
hand, the segmentation itself might be too expensive to be used in real-
time applications. This is the case of RGS, which produces a small number
of subimages per frame and, consequently, has the smallest classification
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Figure 4.8: Comparison of segmentation methods, from top to bottom:
sliding window, YOLO, RGS, and CPC.
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Table 4.2: Time analysis for the different segmentation methods averaged
over the complete test sequence.

Time (s)

Segmentation Prediction Total # Subimages

Sliding window 0.015 0.341 0.374 49.00
YOLO 0.138 0.138 5.80
RGS 5.791 0.106 5.908 14.66
CPC 0.499 0.267 0.781 38.79

time, but the segmentation time makes it inadvisable to run in real-time.
Among the other considered methods, YOLO clearly outperforms the

use of a sliding window or CPC. Being a detection method, instead of
classification, its prediction time is considerably lower and the number of
subimages in each frame is also the smallest.

4.3 Lifelong object localization

The use of 3D semantic maps for scene segmentation allows us to have
a representation of the whole environment around the robot by storing
a probability distribution in each bin of the map. However, given the
large number of labels that output state-of-the-art image classifiers, this
approach might present memory problems while running in large spaces
where there would be a large number of bins with a probability distribution
for each bin. We could avoid this by only initializing those bins that have a
high probability for objects of interest. But this approach would defeat the
purpose of having an up-to-date probability distribution with the contents
of that part of the environment. The alternative that we propose is to use
the lexical labels obtained from the 3D semantic segmentation process to
keep a list of possible locations for the concerned objects, disregarding the
rest of predictions. In other words, while 3D semantic maps answer the
question “What objects are here?”, our new approach would answer the
question “Where I last saw that object?”.

In this case, given the probability distribution PCNNi associated to a
pair of subimage and subcloud (IIi , CIi ), we only take into account the
top Mi (with Mi < N) predicted labels. Each of these top predictions
is considered a possible detection (di,m) of an object, which includes an
associated lexical label li,m, a confidence value ci,m (the probability of
the lexical label li,m), a 3D position pi (the centroid calculated using the



86 Chapter 4. Semantic mapping

Long-term predictions
Update list of possible positions for the object

Short-term validation
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Figure 4.9: Object localization model overview. New detections must be
validated before they are added to the long-term predictions database.

subcloud geometrical information), and a timestamp ti.

di,m = 〈li,m, ci,m, pi, ti〉 (4.4)
As we assume that the final application will only use a subset of the

available object labels in the CNN classifier, we establish a mapping be-
tween those labels from the pretrained CNN model and the objects of
interest. Consequently, for each object of interest Oj , if the label li,m can
be mapped to the object, we integrate the detection di,m in a list of pos-
sible positions for the object L(Oj). This addition is performed in two
steps:

1. Short-term validation: We check that the new detection is consistent
within a reduced time window, in an aim to add robustness to false
positive predictions from the classifier.

2. Long-term predictions: We add the predictions that are temporarily
consistent with the list of possible positions for the object.

In Fig. 4.9 we can see a basic scheme of the object localization model
here proposed. First, we receive an input stream of RGB-D images and
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we detect the objects in it using a CNN classifier. Then, we will check
that the prediction is consistent with the information received in the last
seconds. And, finally, we add the position to our database of possible
positions for the object.

4.3.1 Short-term validation

The main disadvantage of using CNNs as classifier is the presence of false
positive predictions. Usually, the accuracy of these classifiers is evaluated
within the context of a multi-label problem, that is, considering the top
5 predictions for a given image, which results in a high number of non-
strictly correct labels. Some of these labels might be correlated and thus
assigned to the same object (for example, computer and laptop might be
considered the same object depending on the final application), or they
might be indeed false positives.

To diminish the impact of these multi-label predictions, we add a first
step to validate that the obtained labels are consistent in a short span
of time. To this end, we maintain a list of short-term predictions, with
the predictions of the last τ seconds for each position and object in the
environment. Then, if the same object is identified k times in the same
position in that τ interval, the position is considered valid and added to
the long-term predictions list with the mean confidence value in τ .

The values for τ and k must be carefully chosen based on the pre-
dictions per second that we can obtain. This frequency will be directly
related to the hardware available on our robot, as the classification time
using CNNs is highly dependent on the graphics card, and the segmenta-
tion method chosen to obtain the subimages.

4.3.2 Long-term predictions

The long-term predictions are formed by a set of possible positions for each
interest object. The positions in the set present a probability value based
on the confidence of the CNN output. These probabilities are updated
in such a way that they form a probability distribution where, theoreti-
cally, the most recently detected position for an object will have a higher
associated probability.

Formally, for each object of interest Oj , we define a set of predicted
positions L(Oj), initially empty L(Oj) = ∅. Each element in this set
consists of a tuple with a 3D position pj and its associated probability
P (pj). Additionally, we establish a learning rate α to integrate the new
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detections and the previously detected positions for the object.
At run time, those object positions that are time consistent are added

to the set. So, given a new detection di,m of an object Oj in the position
pi and with confidence value ci,m, we calculate the minimum distance
between pi and the stored positions in L(Oj), that is,

〈ps, P (ps)〉 = argmin∀〈p,P (p)〉∈L(Oj)||pi − p|| (4.5)

Then, given a distance threshold (thres), we can face the following
scenarios:

1. New position (||pi − ps|| > thres). The tuple, with the position and
its probability (confidence value), is added to the list.

L(Oj) = L(Oj) ∪ {〈pi, ci,m〉} (4.6)

2. Known position (||pi − ps|| ≤ thres). The object Oj has been previ-
ously detected in approximately the same position. So, we combine
both detections using the learning rate alpha as follows:

〈ps, P (ps)〉 ← 〈α · pi + (1− α) · ps, α · ci + (1− α) · P (ps)〉 (4.7)

Finally, after adding/updating the new position, and to maintain con-
sistency in the set of predictions, we might need to adjust the probabilities
of the other positions. That is, if we have just added a position pi to the
list (or updated a previous one) with probability P (pi), the sum of proba-
bilities for the object might be higher than 1. In this case, we would update
the probability for the rest of the positions based on the remaining total
probability (1− P (pi)) and the previous probability of each position.

P (ps)←
(1− P (pi)) · P (ps)∑

k 6=i P (pk)
, i 6= s (4.8)

where P (ps) is the stored probability for the position ps.

4.3.3 Passive and active search

The main goal of this section is to propose an algorithm to maintain a
set of object positions up-to-date. This can be achieved by a) adequately
dealing with the detected objects positions discovered while performing
another task in a passive search approach, or b) actively searching for a
specific object.
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In general, when a robot is performing a task, it can be passively
observing the environment, which generates a lot of images that are not
relevant for the given task and are usually ignored. With this approach,
the robot would be using those images to localize objects and incorporate
their positions to its knowledge base. For instance, the robot can access its
RGB-D camera to discover relevant semantic information while navigating
the environment. So, the predictions logic proposed in this section can
be updated as a background process that, ideally, will store the most
probable positions for the objects of interest, based on the images passively
perceived while performing other tasks.

Additionally, the robot might need to find a specific object in some
human-robot interaction applications. In this case, the robot would ac-
tively search for the object in the most probable location based on the
predictions list. In the worst-case scenario, the object will not be placed
in the expected location, due to a false positive prediction or to an ex-
ternal factor (someone moved the object). This will generate an update
of the probabilities where the new confidence value for the position will
be zero, and the rest of the predictions will be updated according to Eq.
(4.8), increasing their probability and providing a new candidate position.
If the object was not found in any of the detected positions, the robot
might navigate the environment passively searching for it.

4.3.4 Example of use

This approach can take advantage of any of the segmentation methods that
we considered before for 3D semantic maps generation. Consequently, we
follow a similar experimental procedure to evaluate our lifelong localization
method. With the same recorded sequence, we update our list of positions
for three objects: laptop, coffee mug, and water bottle.

Given the temporal component of the short-term validation, and con-
sidering the segmentation times reported in Table 4.2, we only use the two
methods that can steadily handle real-time inputs, that is, sliding window
and YOLO. The short-term memory stores the detections of the last τ = 2
seconds, and whenever an object is detected in approximately the same
position k = 3 times, it will be added to the long-term predictions. Addi-
tionally, we have chosen a learning rate of α = 0.6 to stress the significance
of more recent detections.

In Fig. 4.10 we can see the predicted positions for each object at
the end of the sequence along with their ground truth centroids. It is
important to note that in the visualization with images, there is a small
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Figure 4.10: Comparison of predicted object locations for sliding window
segmentation (middle) and YOLO (bottom) against the ground truth cen-
troids (top).

error even in the ground truth positions. These differences are not due to
an erroneous position of the centroids, but to the accuracy of the point
clouds generated with the RGB-D camera, that becomes more imprecise
the farther the objects are. In other words, the images are not in their
exact position on the map. We have opted to show the result with these
misplaced images because the lifelong localization method here proposed
must be robust to these types of errors, and the position should correct
itself when visualizing the object from different viewpoints.

Regarding the generated positions, we can observe that sliding window
fails to identify some of the smaller objects (coffee mug and water bottle),
while YOLO is most robust in this sense. In general, YOLO is the best
option to detect and determine the position of the objects in the map, and
its use is advisable for our lifelong localization procedure.

In the recorded sequence, the different rooms are visualized in this or-
der: living room, kitchen, living room, and dining room. Theoretically,
the objects in the later rooms should have a higher probability (darker
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color), while the objects in the former rooms should have decreased their
probability (lighter color). In Fig. 4.10 we can observe that both segmen-
tation methods exhibit this behavior. However, given the lower accuracy
in the predictions using the sliding window, the probabilities are not high
enough in later visualizations of the objects to become the most probable
position. For example, the laptop in the dining room is detected last, but
the confidence value of the CNN classifier is not high enough to replace
the previous detection in the living room. In this regard, YOLO again
offers better results because the geometrical features are more accurate
and the confidence value for each detection is higher.

4.4 Main contributions and future work

In this chapter, we have presented different options to exploit the high
accuracy of CNN-based image classifiers and detectors. We have evaluated
and compared the different proposals and, in general, the best option
would be to use a pretrained object detector, like YOLO, as it is the
fastest alternative to detect and classify the elements in the image, and
the bounding box is better adjusted to the objects.

In general, the methods presented in this chapter can be exploited to
give a robot a general representation of the environment or to update a
lifelong system for object localization. Both methods show some robust-
ness to false positives in the segmentation and classification methods but
would enormously benefit from more accurate solutions.

On the one hand, 3D semantic maps are advisable when we have a
static environment and want to localize all the objects in it. It can also
update the corresponding probabilities if a new object were to be placed in
the environment. However, in its current form, they are not able to deal
with objects being removed from their positions, because a prediction
needs to be associated with a 3D position, thus, empty spaces can not
be classified. In future works, this could be dealt with by designing a
validation step where the robot checks whether there is an object or not
in the cluster of bins corresponding to it. On the other hand, the lifelong
object localization method can deal with more dynamic scenarios, where
objects are moved around. However, its use is only advisable to detect
small objects, where the centroid can be precisely calculated.

Regarding the segmentation methods, we have already pointed out
some of their drawbacks: 2D segmentation methods are susceptible to
background noise and occlusions while 3D methods tend to over-segment
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the input image. So, in future proposals, it might be interesting to consider
mixed solutions that try to cancel out these issues. Two of these solutions
to explore are:

• Sliding window + CPC. The underlying idea is to classify larger
subimages than the ones obtained with 3D segmentation while tak-
ing advantage of the 3D clusters to calculate the geometric features.
In this scenario, the subimages provided by the sliding window ap-
proach would be classified to obtain the lexical labels, but the cen-
troid and bounding box would be calculated using either the biggest
cluster in the subcloud (segmented with CPC) or the cluster closest
to the subcloud center.

• YOLO + CPC. Given the high accuracy of deep learning tech-
niques in computer vision tasks, if the platform has enough hard-
ware resources, it would be advisable to use YOLO for detection and
classification, and CPC to calculate the geometric features.

Finally, our results show that detection CNNs for RGB images offer
a better segmentation of the scene to calculate 3D geometrical features.
This is clear evidence that 2D semantic segmentation approaches would
considerably improve the quality of generated maps and predicted posi-
tions. However, current solutions have some difficulty segmenting smaller
objects in the scene [207], and cannot be exploited for this robot oriented
applications yet.
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Chapter 5
Object manipulation

One of the most important tasks in social robotics is the manipulation of
objects. This task involves several complex steps that can be solved sepa-
rately, from localizing the exact position of the object in the environment
to plan the movement of a robotic arm to grab it.

In previous chapters, we have proposed and evaluated different tech-
niques to extract information from the environment through visual sen-
sors. Specifically, we have identified the general location of the objects
that are adequate for manipulation. However, to actually grab those ob-
jects, we need to identify its exact position and orientation. This task can
be solved by the registration of a partial view of an object against its full
3D model, that is, finding the common parts in the object and describ-
ing them correctly to match them. Lately, computer vision research has
been dominated by deep learning techniques, and more specifically, Con-
volutional Neural Networks (CNNs) [80]. But robotic applications have
limited resources and a limited amount of annotated data, whereas CNNs
require high computational capacity and memory, and a large dataset to
be effectively trained.

The use of 3D devices (e.g. Microsoft Kinect or Asus Xtion) is now
common for robot vision applications [191, 11, 173, 79], as RGB-D images
allow to associate the information perceived within the image with its
3D position. Consequently, the classic pipeline of segmentation, keypoint
detection, and local descriptors generation can be adapted to include depth
information.

95
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In this chapter we propose a binary representation of the 3D data in
RGB-D images to both, detect keypoints and generate local descriptors.
Basically, we have designed a binary pattern to encode the shape of the
local neighborhood of a point, which can be used as a local descriptor or
to analyze whether the point is relevant enough to be used as keypoint.
The use of binary patterns results in three clear benefits: efficient com-
putation, low memory requirements, and appropriate encoding for subse-
quent applications such as matching. We also compare the performance of
both the keypoint detector and the local descriptor against state-of-the-art
techniques, obtaining competitive results with significantly lower compu-
tational requirements. In view of these results, the proposed methods can
be efficiently used in object manipulation in robotics.

5.1 Efficient matching in point clouds

Two of the most important tasks in image understanding are keypoint de-
tection and feature generation, which are usually approached using local
techniques, and are widely studied within the computer vision community
[160, 111]. Traditionally, they have been approached by describing the
local neighborhood with real-valued descriptors [94, 9]. But recently, the
interest in binary representations has increased due to their characteris-
tics: small memory footprint and fast computation, which make them an
appropriate option for real-time applications [100]. Thus, it seems logi-
cal the use of binary representations to perform an efficient matching of
RGB-D images for object manipulation.

5.1.1 Binary features and keypoint detectors

In [120], Ojala et al. presented the most relevant binary descriptor up to
date: the Local Binary Patterns (LBP), a simple and efficient pattern to
represent the local neighborhood of a point. In the same paper, it is ex-
posed how the patterns with all the 1s together identify basic forms (e.g.
lines or dots), thus they better represent the regions of interest. This sub-
set of patterns is known as uniform patterns. Initially, this descriptor was
oriented to 2D texture classification [204, 61], but it has been successfully
applied to multiple tasks, such as face recognition [1], shape localization
[68] or scene classification [198].

Other binary descriptors for RGB images, like BRIEF [19], ORB [152],
BRISK [88] or FREAK [2], have achieved an accuracy comparable to state-
of-the-art real-value descriptors in tasks like feature matching [112] and



5.1. Efficient matching in point clouds 97

image retrieval [20]. However, the research with RGB-D images has been
mainly focused on real-value features like Spin Images (SI) [73], NARF
[172], FPFH [153], or SHOT [180]. In general, these descriptors are com-
putationally demanding in both time and space [4].

So far, there have been few proposals to the generation of 3D binary de-
scriptors. Some approaches compute LBP in the frequency domain [41, 42]
and then construct rotation invariant patterns while testing different possi-
ble orientations. Other techniques generate a binary pattern from equidis-
tant points in a sphere of radius R [116, 128] or even from triangular mesh
manifolds [192]. These proposals are 3D extensions of LBP with a special
focus on the greyscale information around the interest point. Their range
of application is reduced to problems where texture classification is essen-
tial, such as medical image categorization. Finally, in [130] a binarization
of the SHOT descriptor was proposed (B-SHOT) to speed-up later tasks
like feature matching. However, this proposal cannot take advantage of
the fast computation of binary descriptors because it first computes the
SHOT feature to then discretize its values.

The developments in keypoint detectors have followed a similar path.
Traditionally, SIFT [94] and SURF [9] have been the most used meth-
ods, despite their high computational requirements. Recently, some new
methods based on binary descriptors have been proposed to decrease
those requirements, while maintaining similar performance. In 2010, the
FAST [151] method was proposed. FAST is a keypoint detector based on
the corners found in an image, and it was designed specifically for high
processing speed. It determines that a point corresponds to a corner if
n contiguous pixels in a circle around the point have a brighter intensity
than the center point. To achieve its high speed it only performs the min-
imum number of comparisons necessary to determine whether a point is
a corner or not. Similar approaches based on the same idea are: AGAST
[96], which increases its performance by providing an adaptive and generic
accelerated segment test; ORB [152] that adds an orientation component
to FAST for its keypoint detection; and BRISK [88] which is an extension
aimed to achieve invariance to scale. Another not so related proposal is
FREAK [2], which computes a cascade of binary strings by comparing
intensities over a retinal sampling pattern.

In 3D, keypoint detectors are focused on finding distinctive shapes
within an image based on the 3D surface. Some of those detectors are the
MeshDoG [200], which is designed for uniformly triangulated meshes, in-
variant to changes in rotation, translation, and scale; the Laplace-Beltrami
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Scale-Space (LBSS [187]), which pursues multi-scale operators on point
clouds that allow detection of interest regions; the KeyPoint Quality (KPQ
[170]) or the Salient Points (SP [22]). Other detectors require a scale value
to determine the search radius for the local neighborhood of the keypoint.
Some of those detectors are the Intrinsic Shape Signature (ISS [205]), that
relies on an Eigen Value Decomposition (EVD) of the points in the support
radius; the Local Surface Patches (LSP [26]), based on point-wise quality
measurements; or the Shape Index (SI [77]), that uses the maximum and
minimum principal curvatures at the vertex.

5.1.2 Shape Binary Patterns

The descriptor presented in this section is mainly inspired by the Local
Binary Patterns (LBP) [120], where a pattern T is generated around a
given point pc by computing the difference in the gray value of pc and a
set of N equidistant points on a circle of radius R around that point. The
elements with positive differences are represented by 1s and negative ones
are encoded as 0s. A pattern T is defined as:

T = 〈s(g1 − gc), . . . , s(gN − gc)〉 (5.1)

where gi represents the gray level of pi and

s(x) =
{

1 if x ≥ 0
0 if x < 0

(5.2)

In point clouds, we could generate a similar descriptor by selecting
N equidistant points to the given point pc using a R-radius sphere, and
computing the greyscale difference between each point in {p1, . . . , pN}
and the center pc. The underlying problem in this approach is the need
to find the N points in a specific position on the sphere of radius R.
In general, the inherent occlusions of RGB-D images would render this
task impossible. To overcome this problem, we propose the Shape Binary
Pattern (SBP), a binary descriptor that encodes the presence of points in
the local neighborhood of pc.

The SBP is based on overlapping a 3D grid over the local neighborhood
of a given point pc, and then assigning a binary value to each bin depending
on the presence of points inside the bin. The final pattern is constructed
by concatenating the values for all the bins. In order to achieve rotation
invariance, we need to provide a repeatable local Reference Frame (RF)
based just on the local neighborhood of pc [180].
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First, given a set of N points Pc = {p1, . . . , pN} corresponding to the
nearest points to pc in a search radius R, the neighbors covariance matrix
M for pc is computed as:

M = 1
N

N∑
i=1

(pi − µ)(pi − µ)T (5.3)

where N is the number of points in the local neighborhood of pc and µ
is the centroid of Pc. Then, an eigenvalue decomposition of M that re-
sults in three orthogonal eigenvectors is performed, which can be used to
define an invariant RF. As the SBP descriptor uses a 3D grid to binarize
the local neighborhood of pc, only a pair of orthogonal vectors are needed
to define the invariant RF. Thus, the eigenvector corresponding to the
smallest eigenvalue is selected. Note that this vector is usually used to
approximate the normal to pc [156]. Due to the second orthogonal vector
requirement, we also select the eigenvector with the highest eigenvalue.
Their orientation is determined to be coherent with the vectors they rep-
resent [180, 17]. Finally, the third vector of the RF can be set to the
dot product of the already selected eigenvectors, only to avoid improper
rotation transformations (reflections).

Once the two vectors of the RF have been computed, we use their
orientations to overlap a 3D grid over Pc. As shown in Figure 5.1, the
RFz vector is always mapped to the upper vector (z-axis) of the 3D grid,
and the RFx to the front one (x-axis). There are two parameters to be set
in this grid: the number of bins k, and the bin size l. Based on empirical
evidence, we propose the generation of patterns with size k = 64 using a
grid of 4 × 4 × 4. Regarding the bin size l, as the 3D grid is fitted into
the sphere formed by the search radius R (i.e. R corresponds to half the
diagonal of a 3D cube of side l · 3√k), l can be calculated as follows:

l = 2R
3√k ·
√

3
(5.4)

Finally, each point in Pc is assigned to the corresponding bin based
on its position in the local RF. Then, the binary pattern T that encodes
the presence (or absence) of at least one point inside each bin is created.
That is,

T = 〈f(b1), . . . , f(bk)〉, f(x) =
{

1 if |x| > 0
0 if |x| ≤ 0

(5.5)

where T represents the final SBP descriptor, bi the set of points assigned to
the i-th bin, and f(x) is a function that returns a binary value depending
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Figure 5.1: SBP generation. The 3D grid is overlapped over pc based on
its calculated RF (where the blue vector represents the RFz and corre-
sponds to the eigenvector with the smallest eigenvalue, and the red vector
represents RFx and corresponds to the eigenvector with the highest eigen-
value), and then a pattern is generated based on the presence of points in
the corresponding bin.

on the number of points in the bin. In Fig. 5.1 we can see an illustration
of the process for generating a SBP descriptor.

5.1.3 Keypoint detection with SBP

As stated before, the LBP proposal includes the definition of uniform
patterns [120], which are a subset of all the possible patterns. Specifically,
uniform patterns refer to those patterns that have all their 1s together.
In other words, there are no more than two changes between 1s and 0s
along the pattern. These uniform patterns are the most frequent and they
represent basic shapes that can be found in an image.

This approach can be paralleled for point clouds by analyzing the 1s
distribution in the SBP patterns. The main idea is to compute the SBP
pattern for each point in the input point cloud. Then, based on whether
it is a uniform pattern or not, and its number of 1s, we select it (or not)
as keypoint. In Sec. 5.1.4, we also present how to optimize the detection
process for real-time applications.

Basically, we can distinguish two basic steps to generate a keypoint
detector based on this: a) identify the points corresponding to uniform
patterns, and b) select the most representative patterns in the image.
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5.1.3.1 Uniform patterns

In 3D, we determine a uniform pattern by analyzing the disposition of 1s
in the 3D grid. Specifically, we consider that a pattern is uniform if all
the 1s are in contiguous positions in the 3D grid.

Formally, given the 3D grid disposition of the binary values around
an interest point, we consider its pattern as uniform if there is only one
connected component of 1s in the pattern. In other words, given the subset
B1 of bins with value 1, for any two bins bi ∈ B1 and bj ∈ B1, there is a
path of 1s between them in the grid (with steps at Manhattan distance of
1).

Then, based on this criterion, we assign to each pattern T an index
value UT based on the number of 1s that it contains:

UT =
{∑k

i=1 f(bi) if T is uniform
k + 1 if T is not uniform

(5.6)

where k is the size of the pattern (in this case k = 64) and f(x) is the
function defined in Eq. (5.5) to calculate the binary value of the bins.
With this index value, we cluster the patterns according to their number
of 1s, and independently of its distribution in the final pattern.

5.1.3.2 Selection criteria

After assigning a UT to each interest point in the image, we proceed to
select the most representative subset of points among those corresponding
to uniform patterns. First, we generate a histogram of the index assigned
to the patterns. Then, we select the final keypoints using one of the
following criteria:

• Frequency (Fn): The points with the n less frequent UT , with n ∈
[1, k].

• Minimum UT (mn): The minimum index value of uniform pattern,
that is, we select all points with pattern T if UT ≥ n with n ∈ [1, k].

• Number of pattern indexes (Nn): The n/2 with lowest index value
and the n/2 with highest index value, that is, we select all points
with pattern T if UT ≤ n/2 or UT ≥ k − n/2 with n ∈ [1, k].

• Number of points (Mm): We select the points with less frequent UT
while there are less than m points selected, with m > 0.
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Figure 5.2: Example of keypoints based on selection criteria. The light
color in the histogram represents the selected UT .

In Fig. 5.2 we show an example of keypoints detected using different
selection criteria.

5.1.4 Experiments

We use the evaluation benchmark proposed in [159] and introduced in
Sect. 2.1.3.2 to assess the performance of our proposals. This benchmark
consists of five different datasets (Retrieval, Random Views, Laser Scan-
ner, Space Time, and Kinect) where each dataset contains mesh files for
a set of models M = {M1, . . . ,MM} and scenes S = {S1, . . . ,SS} (each
scene is composed by a subset of the models). Additionally, each dataset
includes the ground-truth transformations (Tms) to overlap each model
Mm with its instance in the scene Ss.

It should also be remarked that both our proposal and the methods
selected for comparison are based exclusively on the local information
around the interest point. In 3D, the local neighborhood includes the
points in a sphere around the keypoint with radius R mesh resolution
(mr), where the mesh resolution is defined as the mean length of the
edges in the input object mesh. In the following, we will refer to the value
of R as scale (it represents a scale of the mesh resolution).

The source code for these experiments has been implemented using the
Point Cloud Library (PCL [157])1.

1Source code available at: http://simdresearch.com/supplements/sbp/
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5.1.4.1 Keypoint detector evaluation

To evaluate the performance of a keypoint detector, it is necessary to
measure its repeatability [160], that is, the same keypoints are selected in
different instances of the same object. Specifically, we use the repeatability
measures proposed in [159], that are defined as follows: given a keypoint
kim extracted from the model Mm, it is said to be repeatable if, after its
transformation based on the ground-truth information Tms, the euclidean
distance to its nearest neighbor kjs in the set of keypoints extracted from
the scene Ss is less than a threshold ε = 2 mr.

So, given the set RKms of repeatable keypoints for the model Mm in
the scene Ss, the absolute repeatability is defined as

rabs = |RKms| (5.7)

and the relative repeatability as

rrel = |RKms|
|V Kms|

(5.8)

where |V Kms| is the subset of keypoints from the model Mm that are
visible in the scene Ss. A keypoint is considered to be visible if, after
applying its ground-truth transformation to the model, there is a point in
the scene in a small local neighborhood (2 mr) around the transformed
object keypoint.

In Sect. 5.1.3.2 we proposed different methods to select the final key-
points based on the distribution of uniform patterns in the images. So,
first, we evaluate the performance of the different options proposed to
determine the best configuration, then, we compare that configuration
against state-of-the-art detectors.

Optimization for real-time applications

The keypoint detector presented so far is aimed for identifying relevant
basic shapes given an input image. However, it presents two major draw-
backs that need to be addressed:

1. The detection of uniform patterns entails the computation of the
local Reference Frame for each point. This stage is the most com-
putationally expensive step in the SBP generation. While this is an
assumable cost for generating rotation invariant descriptors, it is not
efficient enough for real-time detection. In Fig. 5.3, we can see the
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Figure 5.3: Time per point cloud size in SBP keypoint calculation.

Figure 5.4: Example of concentration of selected points with the same UT .

time employed to select keypoints calculating the SBP descriptor
for all the points in the input point cloud. As expected, these times
are excessively high for real-time applications and most of the time
is employed in calculating the RF and transforming the points to
determine their position in the pattern grid.

2. Given a point pc, the SBP descriptor uses a 3D grid to encode the
presence of points in its local neighborhood. This grid has a bin size
of l, which is determined by the radius R used to select the points
that belong to that local neighborhood. This means that points with
a distance less than l will probably be described with the same SBP
pattern and the same UT and, consequently, all these points will be
selected simultaneously, as the deciding factor to detect a keypoint
is the number of 1s in its SBP representation (see Fig. 5.4).

Our proposal addresses these issues by removing the calculation of
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Figure 5.5: Repeatability of SBP keypoint detector without calculation of
the local RF.

the local Reference Frame. If we skip this step we should still be able
to identify basic shapes, as they would have similar but rotated patterns.
Now, we directly discretize the whole input image by overlapping a 3D grid
of bin size l and computing the presence of points in each bin. Then, we
analyze the distribution of uniform patterns over this 3D grid of the input
point cloud, and select the interest UT based on our selection criteria.
Finally, to avoid the concentration of points belonging to the same UT , we
select as keypoint the closest point to the grid center of the pattern, as it
would be the most feasible point to present the selected UT .

We need to validate whether this change would affect the repeatabil-
ity of the SBP keypoint detector. To this end, we evaluate the relative
repeatability of both approaches for the SBP keypoint detector with the
same configuration. That is, given a keypoint kis extracted from the scene
Ss using the SBP keypoint detector with RF calculation, and the closest
keypoint k′js extracted from the same scene Ss using the same SBP key-
point detection method but without calculating the RF, we will consider
the keypoint kis repeatable if |kis − k′js | < 2 mr.

In Fig. 5.5, we can observe the relative repeatability of the keypoint
detector when optimized for real-time applications. This figure showcases
the high repeatability of keypoints without RF calculation at lower scales.
At higher scales, the repeatability diminishes due to the separation that we
intentionally include in the SBP keypoint detection to avoid concentration
of points with the same UT (see Fig. 5.4). In Sect. 5.1.4.1 we demonstrate
that these results are still competitive against state-of-the-art detectors.
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Keypoint selection criteria

Ideally, a keypoint detector should generate a small number of points that
can always be identified in different instances of an object. That is, a
good keypoint detector would present high relative repeatability without
selecting an excessive number of points. Thus, to compare the different
configurations of the SBP keypoint detector, we define the repeatability
score rscore as a weighted harmonic mean of the relative repeatability rrel
and the absolute repeatability rabs as follows:

rscore = 4
3

−n(rabs)+1 + 1
n(rrel)

(5.9)

where n(r) is the normalized value of the repeatability measure r. This
normalization is performed due to the different ranges of both rabs and
rrel.

In Fig. 5.6 we can observe the normalized rabs and rrel for all the possi-
ble configurations in each dataset, and the best configuration based on its
rscore. As expected, the selected configurations are those that maximize
rrel and minimize the rabs.
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Figure 5.6: Normalized absolute and relative repeatabilities by dataset
and selection method. The highlighted point represents the selected con-
figuration based on its score (rscore).

In Table 5.1 we show the best configuration for each dataset based on
its rscore. From these results, we can conclude that the best configuration
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Table 5.1: Best selection method and its score by dataset.

Dataset Best configuration rscore

Retrieval m38 0.906317
Random Views N30 0.804230
Laser Scanner N30 0.786823
Space Time N32 0.811766
Kinect m26 0.767785

is N30, as it obtains the best score with two of the datasets, Random
Views and Laser Scanner. Additionally, the best configuration for the
Space Time dataset is N32 which is remarkably similar to the previous
one, reinforcing the selection of the overall best configuration (N30) for
the following experiments.

State-of-the-art comparison

The best configuration of the SBP keypoint detector (N30) was compared
against well-known techniques implemented in the PCL library. Specif-
ically, we selected ISS and Harris 3D. Other techniques were discarded
because they require color/greyscale information (SIFT 3D), or because
they work with specific input images that are not available in the selected
datasets (for example, the NARF keypoint detector uses range images as
input).

The relative and absolute repeatabilities using the Random Views
dataset are shown in Fig. 5.7. Here, we can observe that the SBP keypoint
detector is better than the state-of-the-art methods ISS and Harris 3D,
as it offers a slightly better rrel without selecting too many points. These
results are consistently independent of the noise level and scale. Then, in
Fig. 5.8 we show the computation time per input point for different scales
and noise levels. It is remarkable how the SBP keypoint detector offers
a uniform detection time which is always lower than for the real-value
detectors.

The absolute and relative repeatabilities at different scales and noise
levels are shown in Fig. 5.9 for the Retrieval dataset. In this particular
instance, the repeatability of the SBP detector is lower than the state-of-
the-art proposals. This behavior is probably caused by the simplification
that removes the calculation of an invariant RF, which seems to be es-
sential for this specific dataset. However, with the other datasets (see
Fig. 5.10) the behavior of the detectors is similar to the one obtained with
the Random Views dataset, SBP has similar relative repeatability to ISS
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Figure 5.7: Absolute and relative repeatability on the Random Views
dataset, for different scales and noise levels.
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Figure 5.8: Time per point in the input cloud on the Random Views
dataset, for different scales and noise levels.
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Figure 5.9: Absolute and relative repeatabilities on the Retrieval dataset,
for different scales and noise levels.

and Harris 3D without the need to select a high number of keypoints.
Fig. 5.11 shows the mean time to detect keypoints per point in the

input cloud with the remaining datasets. In this case, the results are
similar to the ones obtained with the Random Views dataset. In view
of these results, we can state that SBP outperforms the state-of-the-art
detectors.

5.1.4.2 Descriptor evaluation

Descriptors evaluation is usually performed based on the 1 − precision
vs recall curve of the matches for each pair model-scene [111]. For each
keypoint kim from the model Mm and each keypoint kjs from the scene Ss,
we extract their corresponding descriptors, dim and djs, respectively. Later,
we perform an approximated nearest neighbors search [117, 118] between
the set of descriptors from the scene and the set of descriptors from the
model. For each keypoint kjs in the scene, we consider the ratio between
the descriptor distance to its closest keypoint kim in the model (‖djs−dim‖)
and its second closest keypoint ki′m (‖djs− di

′
m‖), to determine the matches

between both images. kjs and kim are considered a match if this ratio is
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Figure 5.10: Absolute and relative repeatabilities on the Laser Scanner,
Space Time, and Kinect datasets, for different scales.
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Figure 5.11: Time per point in the input cloud on the Retrieval, Laser
Scanner, Space Time, and Kinect datasets, for different scales.
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less than a threshold τ , that is:

‖djs − dim‖
‖djs − di′m‖

< τ (5.10)

Finally, and similarly to the keypoints evaluation, a match is considered as
correct if, after its transformation based on the ground-truth information
Tms, the euclidean distance between the model keypoint kim and the scene
keypoint kjs is less than a threshold ε = 2 mr.

In this matching scenario, the precision is the fraction of matches that
are correct, while the recall is the fraction of correct matches retrieved:

precision = # correct matches
# matches (5.11)

recall = # correct matches
# correspondences (5.12)

We perform this evaluation against the local descriptors SHOT, FPFH,
and Spin Images (SI) that are implemented in the PCL library. Other local
descriptors have been discarded for different reasons, for example, the use
of color information (CSHOT [181]), specific types of images (NARF uses
range images), or because there are newer but similar versions of these base
descriptors (PFH [155]). Finally, in order to avoid any bias caused by the
keypoint detection method, we randomly select 1000 feature points from
each scene and, then, calculate the corresponding points in the models
based on the ground truth transformations.

In Fig. 5.12, we show the precision-recall curve with the Random Views
dataset at different noise levels and scales. The best results are obtained
with SI, however, SBP outperforms FPFH and SHOT, which usually have
a low recall. From these results, we can conclude that SBP shows com-
petitive results against state-of-the-art descriptors. Then, in Fig. 5.13 we
show the computation time per input point for different scales and noise
levels. Again, it is remarkable the stable generation and matching com-
putational time of the SBP descriptor, which clearly improves real-value
descriptors.

The precision and recall at different noise levels are shown in Fig. 5.14
for the Retrieval dataset. For lower scales state-of-the-art descriptors out-
perform SBP. This is probably related to the grid representation in the
SBP descriptor, where lower scales result in bins too small to actually
encode the shape around the interest point. However, at high scales, SBP
improves considerably and even obtains better results than the real-value
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Figure 5.12: Matching precision-recall on the Random Views dataset, for
different scales and noise levels.
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Figure 5.13: Time per correspondence on the Random Views dataset, for
different scales and noise levels.
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Figure 5.14: Matching precision-recall on the Retrieval dataset, for differ-
ent scales and noise levels.

descriptors. When comparing with the other datasets (see Fig. 5.15), SBP
has a slightly worse behavior than state of the art descriptors, but com-
petitive enough depending on the application due to its fast computation
and small memory footprint.

Fig. 5.16 shows the mean time to generate the descriptors and perform
the matching per correspondence with the remaining datasets. In this
case, the results are similar to the ones obtained with the Random Views
dataset. SBP outperforms the state-of-the-art descriptors.

Finally, another requirement to consider is the memory footprint of the
different descriptors. Table 5.2 contains the length and size in bytes of the
different descriptors. The SBP descriptor is 16 times smaller than FPFH,
the smallest of the real-valued descriptors considered in the comparisons.

5.2 Proposal highlights and improvements

In this chapter, we have presented a novel binary descriptor and keypoint
detector for RGB-D images. To assess their performance, we have selected
a well-known evaluation benchmark that includes different datasets, and
we have compared our proposals against the state-of-the-art techniques
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Figure 5.15: Matching precision-recall on the Laser Scanner, Space Time,
and Kinect datasets, for different scales.
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Figure 5.16: Time per correspondence with the Retrieval, Laser Scanner,
Space Time, and Kinect datasets, for different scales.
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Table 5.2: Descriptors size. The size in bytes is calculated considering
that a boolean value is stored in 1 bit and a real value is stored in 4 bytes.

Descriptor Type Length Size (Bytes)

SBP Binary 64 8a

FPFH Real 33 132
SHOT Real 352 1408
SI Real 153 612
a Depending on the implementation, a boolean

might be stored in 1 byte; and, in that case,
the SBP descriptor size would be 64 bytes.

implemented in the PCL library. The results show that both the SBP
descriptor and the SBP keypoint detector have a similar performance
in terms of precision-recall and repeatability, respectively. However, the
methods here proposed are notoriously better in computation time and
memory footprint.

The proven efficiency of the SBP methods makes them the ideal choice
for real-time applications and systems with low computational require-
ments. For example, robot vision tasks that must be run in a robot with a
single processor might be greatly benefited from these efficient approaches
based on binary values.

Additionally, the work here presented could be extended to use color
information, for example, by encoding and binarizing the mean color of the
points in one bin of the 3D grid. This type of extension should provide
better descriptiveness, to improve the matching capabilities of the SBP
descriptor.
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Chapter 6
Speech understanding

Speech understanding is a fundamental feature of social robots, since spo-
ken language is the most natural mean of human-human communication.
Providing a robot with the ability to understand human language makes
it much more accessible to a wide range of users, especially for those who
are not experts in the field. Speech understanding is composed of two
sub-tasks. The first one is known as automatic speech recognition (ASR),
which is the process of translating or transcribing an audio signal into a
written text. The second one is natural language understanding (NLU)
itself, which consists in obtaining a semantic interpretation from the (pre-
viously) transcribed text [35].

In this chapter, we present the results obtained with our natural lan-
guage understanding system using the HuRIC v1.2 corpus. Our system
was a part of the URSUS team entry to the RoCKIn@Home [162] com-
petition, so it was evaluated within the modality of ”FBM3: Speech Un-
derstanding”. We were classified in first and second positions in the two
editions in which the competition took place, namely in 2014 and 2015.

6.1 RoCKIn@Home FBM3 functionality bench-
mark

The RoCKIn@Home competition proposed an evaluation benchmark to
assess the ability of the robot to understand spoken commands in do-

117
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mestic environments. In the competition, the teams had to record the
audio of spoken commands with an on-board microphone, and interpret
the corresponding utterance. The output was a command/argument rep-
resentation, referred to as Command Frame Representation (CFR) (e.g.
“go to the living room” corresponds to MOTION(goal:"living room")).

The CFR is a formalism based on Frame Semantics [45]. Each frame
corresponds to an action, and a set of arguments is defined for each frame.
These arguments specify parts of the command that play a particular role
in the action to be performed by the robot. For completeness, here we
include the set of frames defined for the competition [161]:

• MOTION. The robot itself moves from one place to another. It is
assumed that the starting point is the current position of the robot.

– goal. The final position at the end of the motion, e.g. “Go to
the kitchen”, “Go to the right of the sofa”.

– path. The trajectory to follow while moving towards the goal,
e.g. “Move along the wall”.

• SEARCHING. The robot must look around the environment to find a
specific entity.

– theme. The entity to be searched, e.g. “Search for the glass”.
– ground. A section of the space where to search for the entity,

e.g. “Find the glass in the living room”.

• TAKING. The robot grasps an entity. At the end of the action, the
entity is in robot possession.

– theme. The entity to be taken, e.g. “Take the cereal box”.
– source. The location of the entity before the action is per-

formed, e.g. “Grab the mayo on the table”, “Remove the
sheets from the bed”.

• PLACING. The robot places an entity, which is already in its posses-
sion.

– theme. The entity to be placed, e.g. “Drop the jar”.
– goal. The location where the entity should be placed, e.g. “Put

the can on the counter”.

• BRINGING. The robot changes the position of an entity.
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– theme. The entity to move, e.g. “Bring the garbage to the
kitchen”.

– goal. The final position where to carry the entity, e.g. “Bring
the garbage to the kitchen”.

– source. The original location of the entity, e.g. “Bring the
garbage from the dining room to the kitchen”.

– beneficiary. The person requesting the entity, e.g. “Bring
me the mobile phone”.

Each of these frames had to be formalized following the CFR repre-
sentation so it resembles the syntax of a programming language method:
the frame represents the method name, and the arguments the method
arguments. For example, the “bring the garbage from the dining room to
the kitchen” command expresses a BRINGING action, where “the garbage”
is the theme, “to the kitchen” is the goal, and “from the dining room” is
the source. The corresponding CFR would be:

BRINGING(theme:"the garbage", goal:"to the kitchen",
source:"from the dining room")

The functionality benchmark also allowed the composition of actions
for more complex behaviors. For instance, the pick and place action would
be represented by a sequence of a TAKING frame followed by a BRINGING
frame. An example of this could be “take the box and bring it to the
bedroom”, where the corresponding CFRs would be:

TAKING(theme:"the box") # BRINGING(theme:"it",
goal:"to the bedroom")

where the character # is used to concatenate CFRs into a sequence of
actions that should be executed in that order.

6.2 The URSUS team solution

In order to naturally interact with the users, the robot has been pro-
vided with speech recognition and understanding capabilities. This recog-
nition/understanding process is performed in two separate stages. First,
an online automatic continuous speech recognizer is employed to obtain a
transcription to the user speech. Once the transcription is available, the
next stage deals with the interpretation of the words uttered by the user
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to obtain a semantic representation of the transcribed sentence, that is
the CFR. The complete pipeline for the system is shown in Fig. 6.1.

As a result of the recognition and understanding tasks, a suitable rep-
resentation of the user requirement is obtained. This representation will
be used by other modules in the robotic system, such as vision, navigation
or planning module, among others.

Figure 6.1: Speech recognition procedure.

In order to address both problems, ASR and NLU, several techniques
have been proposed so far. In the next sections, brief revisions of these
techniques are provided along with the solution adopted in our proposal
for both problems.

6.2.1 Automatic speech recognition

Automatic speech recognition (ASR) is defined by [90] as ”the process and
the related technology for converting the speech signal into its correspond-
ing sequence of words or other linguistic entities by means of algorithms
implemented in a device, a computer or computer clusters”. Nowadays,
the majority of Information Technology providers also offer offline and
online ASR in the form of cloud service by means of RESTful API.
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Different solutions have been proposed to solve the ASR problem,
ranging from the ones based on formal grammars [14] to the more em-
pirical/statistical ones such as [25], or those based on Recurrent Neural
Networks [59] that set the current state-of-the-art in ASR.

For performing speech recognition in our system we rely on the use of
online speech-to-text APIs. More concretely, we have used the following
three APIs:

• Google Cloud Speech API (Google)1: Google Cloud Speech-to-Text
enables developers to convert audio to text by applying powerful
neural network models in an easy-to-use API. The API recognizes
120 languages and variants to support a global user base. It can
process real-time streaming or prerecorded audio, using Google’s
machine learning technology.

• Micosoft Bing Voice Recognition (Bing)2: Speech-to-text from Azure
Speech Services enables real-time transcription of audio streams into
text that any applications, tools, or devices can consume, display,
and take action on as command input. This service is powered by
the same recognition technology that Microsoft uses for Cortana and
Office products.

• IBM Speech To Text (IBM)3: The IBM Watson speech-to-text sys-
tem automatically transcribe audio from 7 languages in real-time. It
rapidly identifies and transcribes what is being discussed, even from
lower quality audio, across a variety of audio formats and program-
ming interfaces.

6.2.2 Natural language understanding

Natural-language understanding (NLU) is a subfield of natural language
processing (NLP) that deals with machine reading comprehension. More
specifically, NLU is the post-processing of text, after the use of NLP algo-
rithms (identifying parts-of-speech, name entity recognition, etc.), that
utilizes contextual information to extract semantic meaning from sen-
tences. Then, typically, the comprehension step should assign a set of

1https://cloud.google.com/speech-to-text/
2https://azure.microsoft.com/en-us/services/cognitive-services/speech-

to-text/
3https://www.ibm.com/watson/services/speech-to-text/
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semantic labels to any phrase (namely, a sequence of one or more con-
secutive words in the sentence) of the transcription provided by an ASR
system. In our context, the field of social robotics, this problem is typi-
cally used to execute actions in the robot given by voice commands from
the user.

In order to develop a NLU system, we can rely on grammatically-based
(lexical and syntactic features) systems [15, 28], or on data-driven meth-
ods [179, 7], where different machine learning techniques can be applied.

In our case, we opted for using a Semantic Role Labelling (SRL) sys-
tem to classify transcribed sentences into predefined semantic roles. A
semantic role is the relationship that a syntactic constituent has with a
predicate. Typical semantic arguments include Agent, Patient, Instru-
ment, etc. and also adjunctive arguments indicating locative, temporal,
manner, cause, etc. aspects. Recognizing and labeling semantic argu-
ments is a key task for answering “Who”, “When”, “What”, “Where”,
“Why”, or any questions in Information Extraction, Question Answering,
Summarization, and, in general, in all NLP tasks in which some kind of
semantic interpretation is needed. Then, SRL aims at giving a semantic
role to a syntactic constituent of a sentence. Following the PropBank [124]
formalism six different roles ARG0-ARG5 can be assigned to words that
are arguments of a verb. For example, the following sentence might be
tagged ”[Robot] ARG1 [go] VBP [to the kitchen] ARG4”, where “go” is
the predicate. The specific arguments depend on the verb frame and if
there are multiple verbs in a sentence some words might have multiple
tags. In addition to the ARG0-ARG5 tags, there are several modifier tags
such as ARGM-LOC (locational), ARGM-DIR (direction), ARGM-PNC
(purpose), ARGC-MNR (manner) and ARGM-TMP (temporal), which
are also used and operate in a similar way for all verbs.

Then, after the SRL phase, we used a rule-based approach to analyze
the labels assigned to every word in the sentence and, depending on the
verb, to obtain a semantic representation of the input utterance. This
representation must be a formalism suitable to be included in a robotic
cognitive architecture. More specifically, first, a parsing of the text tran-
scription is performed in order to obtain the semantic role labeling of the
sentence, using the SENNA [27] toolkit. Then, the output of SENNA is
processed following a rule-based approach to obtain a semantic represen-
tation of the transcribed sentence, that is, a CFR. This process is carried
out in two stages:

1. Classify the sentence into one of the possible predefined actions (see
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Section 6.1) according to the identified predicate/verb. If the iden-
tified verb does not exist in the possible actions (to improve results
we also make use of synonyms) the sentence is classified as not in-
terpretable.

2. Once the verb (or verbs) of the sentence are identified, we make
use of a rule-based system to classify every identified role into a
specific argument. The possible arguments are goal, path, theme,
ground, source, and beneficiary. If none of these arguments can
be identified no argument is assigned at all.

6.3 Experimental results

All the experiments have been carried out using the HuRIC (Human-
Robot Interaction Corpus) v1.2 [7] which consists of three separated sub-
corpora: RoboCup (RC), GrammarGenerated (GG) and S4R Experiment
(S4R). The specific details of how each subcorpora was created can be
found in [7], and their main statistics are shown in Table 6.1. The num-
ber of audio files used in the experiments was smaller than the original
one given at the RoCKIn@Home FBM3, which was limited to the possible
actions/frames presented in section 6.1. The number of different transcrip-
tions is also smaller than the number of audio files, given that for some
sentences there exists more than one utterance (under different conditions
and speakers) per sentence. The vocabulary size for the whole corpus is
271 different words.

The purpose of this experimentation is to compare our system (UR-
SUS) with the LU4R (adaptive spoken Language Understanding chain For
Robots tool) system [8], which is the one developed by the organizers of
the RoCKIn@Home competition and which was used as a Gold Standard
in the FBM3 Speech Understanding Functionality Benchmark during the
competition (see [162] for details). LU4R is based on the model proposed
in [8] and it is fully implemented in JAVA. The implementation is released
according to a Client/Server architecture, in order to decouple LU4R from
the specific robotic architecture using it. The Robotic Platform repre-
sents the Client and LU4R the Server. The communication between these
modules is carried out through a simple and dedicated protocol: LU4R
receives as input one or more transcriptions of a spoken command and,
then, produces an interpretation that is consistent with a linguistically-
justified semantic representation, coherent with the perceived environment
(i.e. FrameNet). In fact, the interpretation process is sensitive to different
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Table 6.1: Statistics of the three HuRIC v1.2 subcorpora used in the
experiments.

RC GG S4R

Audio files 285 137 140
Audio files used 210 95 133
Different Transcriptions 108 34 85

configurations of the environment (possibly synthesized through a Seman-
tic Map or different approaches) that collect all the information about the
entities populating the operating world.

Given the composite nature of the speech understanding task, it has
been necessary to measure the performance of the two aforementioned
sub-tasks. WER and SER have been used for the ASR task. In addition,
two factors have been used to evaluate the NLU task: the action recog-
nition (AcC), that is the ability to recognize the sole actions (without
arguments) expressed in a sentence, and the argument recognition (AgC),
which takes into account also the action arguments. Precision, Recall and
F-Measure have been evaluated for both AcC and AgC. We have used the
official evaluation script used in the RoCKIn@Home FBM3 competition
to evaluate our proposal. This script automatically evaluates all these
measures given the transcription and the associate CFR along with the
Gold Standard (reference transcription and CFR).

6.3.1 ASR results

The most commonly used metrics for evaluating ASR systems are the word
error rate (WER) [129], which measures the distance between a transcrip-
tion hypothesis and the correct transcription using the well-known Leven-
shtein distance, and the sentence error rate (SER), which computes exact
matching at sentence level.

Table 6.2 presents the WER and SER measures obtained for the three
HuRIC v1.2 subcorpora (RC, GG, S4R) tested using the three ASR sys-
tems (Google, IBM, and Bing).

As we can see in Table 6.2, Google outperforms the other ASR systems
by obtaining a WER of 15.7% for the RC corpus and below 10% in the
other two corpora. The Bing system follows closely, obtaining rates of
26.7% in RC and around 11% in GG and S4R. Meanwhile, the IBM system
yields significantly lower results, reaching a WER above 50% for RC and
around 20% for GG and S4R. With respect to the SER measure, we can
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Table 6.2: WER and SER results for the three ASR systems evaluated
and the three HuRIC corpora tested.

RC GG S4R

ASR WER SER WER SER WER SER

Google 15.6 57.7 8.4 53.7 7.9 38.1
IBM 53.0 88.9 17.5 77.9 20.6 58.7
Bing 26.7 71.4 10.7 69.5 11.0 46.0

see that the results follow the same trend as those of the WER, being
Google ASR the best of the three systems tested. Also, note that these
results are worse than those of WER because this metric is computed at
sentence level.

6.3.2 NLU results

A NLU task is often evaluated using metrics derived from the field of infor-
mation retrieval given the semantic annotations obtained. Then, for the
generated CFR, the performance of the system is evaluated against the
provided gold standard version of the CFR, which was manually created
and conveniently paired with the analyzed audio file and transcription.
Two different factors are evaluated: one measuring the ability of the sys-
tem in recognizing the main action, called Action Classification (AcC);
and one related to the classification of the action arguments, called Argu-
ment Classification (AgC). In both cases, the evaluations are carried out
in terms of Precision, Recall, and F-Measure. This process is inspired by
the Semantic Role Labeling evaluation scheme proposed in [31]. For AcC,
these measures are defined as follow:

• Precision: the percentage of correctly tagged frames among all the
frames tagged by the system;

• Recall: the percentage of correctly tagged frames with respect to all
the gold standard frames;

• F-Measure: the harmonic mean between Precision and Recall.

Similarly, for the AgC, Precision, Recall and F-Measure are evaluated,
given an action f , as:

• Precision: the percentage of correctly tagged arguments of f with
respect to all the arguments tagged by the system for f .
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• Recall: the percentage of correctly tagged arguments of f with re-
spect to all the gold standard arguments for f .

• F-Measure: the harmonic mean between Precision and Recall.

The AgC F-Measure is evaluated for each argument, and the final F-
Measure for the AgC is the sum of the single F-Measure of the single
arguments divided by the number of arguments. This final score has to
be considered as an equivalence class.

Table 6.3 presents the AcC and AgC values (in percentage) obtained
with the three ASR systems tested (Google, IBM, and Bing) for the three
HuRIC v1.2 subcorpora (RC, GG and S4R). The results are presented for
each of the three NLU systems compared: URSUS (our proposal), LU4R
and a LU4R-filtered, the last one being a filtered version of the output of
LU4R. This version was created removing or changing any action or argu-
ment classification returned by the LU4R system that, even correct, was
not contemplated in the FBM3 competition. These elements were being
misclassified as incorrect in the competition because they were not speci-
fied in the benchmark guidelines, so this filtered version aims at offering a
fairer comparison. The NLU results for the Gold Standard transcriptions
are also shown in order to set an upper bound for the performance of the
systems.

Paying attention to the results obtained with the Gold Standard tran-
scriptions, we can see that the NLU results obtained with our system
(URSUS) are almost perfect for AcC (Action Classification) and also
competitive for AgC (Argument Classification) obtaining in both cases
a performance 20% greater than LU4R. The results obtained with the
LU4R-filtered system are similar to the ones obtained with URSUS for
the AcC values, but lower for the AgC values. That means that both sys-
tems are able to detect almost perfectly the action required by the voice
commands, but URSUS more effective when recognizing the arguments
(details) of that actions.

In accordance with the results of the previous section regarding the
ASR performance, the best NLU results are obtained when using Google
as ASR system. But, unexpectedly, the NLU results obtained when us-
ing the transcriptions obtained by the IBM ASR system outperform the
ones obtained with the Bing ASR system, obtaining an improvement of
20% on average for all corpora and metrics tested. According to this,
we can assume that, despite the Bing system performing better regarding
transcription quality (syntactic correctness and readability of the tran-
scriptions), the IBM system is able to get the most important parts of
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Table 6.3: AcC and AgC results for the three ASR and NLU systems
evaluated.

RC GG S4R

ASR NLU system AcC AgC AcC AgC AcC AgC

URSUS 97.4 89.7 96.7 71.7 99.6 89.7
Gold LU4R-filtered 95.9 76.6 95.1 43.2 98.5 79.5

LU4R. 78.7 64.0 89.8 35.2 81.4 61.1
URSUS 81.8 48.8 85.0 41.9 89.6 65.6

Google LU4R-filtered 78.1 45.8 85.2 26.1 88.2 61.2
LU4R 63.1 35.8 79.0 24.0 69.5 42.9
URSUS 73.9 34.7 79.0 38.3 91.5 59.1

IBM LU4R-filtered 71.1 34.5 82.4 23.0 90.9 57.7
LU4R 55.9 26.1 75.6 21.8 73.1 43.5
URSUS 50.3 22.8 63.8 25.5 76.3 53.0

Bing LU4R-filtered 48.4 20.3 67.5 14.3 79.6 51.6
LU4R 37.4 17.3 60.3 12.3 62.2 41.5

the sentence correctly (verb, agents, complements, etc.). Consequently,
its use would be more suitable for a Speech Understanding task than, for
example, a Machine Translation task where the lexical and syntactical
correctness has much more importance.

6.4 Conclusions

In this chapter, we have introduced our speech understanding proposal,
which was validated in the RoCKIn@Home competition as part of the UR-
SUS team entry to the functionality benchmark for speech understanding.
In our proposal, we have compared different systems for the two main
tasks involved: automatic speech recognition and natural language under-
standing.

Among the different online services for ASR, Google offers the best
results in the metrics evaluated, so it is the preferable option when devel-
oping a speech system. Regarding NLU, we proposed a rule-based system
that analyzed the output of a semantic role labeler. The results presented
in this chapter show that this system is competitive against other state-
of-the-art proposals, namely, LU4R. In general, our system for speech
understanding can effectively deal with commands uttered by a person.
So it could be exploited in any service robot.
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Chapter 7
Welcoming visitors

In previous chapters ,we have proposed different methods to address the
aspects of HRI related to perceptual systems. Now, we must evaluate them
in real conditions to assess the suitability of these methods. To this end,
we have considered different use cases designed to evaluate the capabilities
of a robot in scenarios of assistance for people with dependence.

One of them is the Welcoming visitors task, where the robot must
identify a person in a known indoor place, and perform a different activity
based on who that person is. This use case is based on the Welcoming
visitors task of the RoCKIn@Home [161] competition and it involves user
detection and recognition, localization and mapping, as well as speech
recognition and synthesis. Namely, the robot has to actively identify those
users requiring interaction and then translate the user commands to robot
actions. These robot actions are expected to allow the user to locate and
meet other people in the environment, or to find some specific objects. In
this chapter, we present the integration of some of the systems developed
during this dissertation in order to carry out the aforementioned task in
a real robot.

7.1 Use case specification

The main goal in this use case is to successfully meet and interact with
people arriving at any kind of indoor environment by means of a mobile
robot. This development involves: detecting people requiring interaction,
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going towards candidates and then, interacting with them to solve a pre-
defined task. This task consists in taking the user to a specific place to
either meet someone or to reach an object.

Users should explicitly provide the robot with a spoken description
of the task to solve, similarly to the working scenario proposed in the
RoCKIn@Home challenge1. In order to improve the user experience, the
robot must be able to find and recognize people. This way, the robot
can distinguish between known people and visitors. Considering these
requirements, the general flow of the task should be:

1. A person enters the home, the robot must detect the person and
track their movement.

2. The robot approaches the person and greets them, saying their name
if they are known.

3. The person asks to a) meet someone already at home or to b) find
an object. However, the latter task is only allowed for known people
because, for safety reasons, unknown visitors should not be allowed
to enter home unaccompanied.

4. The robot indicates where the person/object is located and accom-
panies the user to that room.

7.2 System design

In the Welcoming visitors use case, we can identify four high-level tasks
that can be separated for a modular design: people detection and tracking,
face recognition, object detection, and speech recognition. Additionally,
we need a control module to plan the next stage in the use case and to
manage the interaction between the four functionality modules. Fig. 7.1
describes the overall scheme for the use case and the role of the different
modules.

7.2.1 People detection and tracking

People detection is one of the main research topics in computer vision and
robotics. This problem is related to scene segmentation and classification
in indoor environments.

1http://rockinrobotchallenge.eu/
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Figure 7.1: Flow chart of the Welcoming visitors use case.

In our scenario, the position of the different individuals in the envi-
ronment is crucial to determine the proper robot actions. Although our
working scenario is a small room that simulates a real home, the robot
should be deployable in wider indoor environments. The use of a 3D li-
dar to detect potential users allows the generalization of our experimental
results to real homes with larger space.

Consequently, our environment is equipped with a Velodyne VLP-16
Lidar, which has been deployed for covering the maximum area. This
sensor copes with the detection of potential users, in such a way that
the robot does not need to continuously move to discover new users. This
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allows, as well, new users to be detected even if the robot is still interacting
with other users. Furthermore, the robot can initially be in any position
in the environment (although it will usually be in the charging area).

We define the following pipeline to detect and track people using the
point clouds captured with the velodyne sensor:

1. Background extraction: We start by removing the structural ele-
ments from the point cloud of a single frame. Given some samples
of the environment without people and the robot, we map these
elements to a background representation to extract them. The re-
maining points, after removing outliers, should correspond to either
people in the environment or the robot, that is, the moving elements.

2. Clustering: The cloud obtained in the previous step is projected
to the ground to perform a clustering of the points in the ground
plane. This projection helps to avoid the detection of different clus-
ters based on the separation of the beams of the lidar. The clustering
relies on the euclidean distance between the points [156].

3. Tracking: We have considered a simple model based on the distance
between consecutive frames. For each cluster, we compare its cen-
troid to the previous pose of the tracked persons, if this distance is
lower than a threshold, we update the position of the tracked per-
son to compare in the next frame. This simple tracking algorithm
is effective only as long as we can process a reasonable amount of
frames per second, otherwise, we might need to compute the speed
and movement direction for the persons, and compare their detected
pose against their predicted pose.

This pipeline for people detection and tracking is illustrated in Fig.
7.2. It includes an example of the background (structural elements), the
clustering of the remaining points, and the tracking of people clusters.
Note that the robot cluster is not tracked because we can discard it as a
possible person just by comparing its cluster centroid with the robot pose.

In general, people detection and tracking algorithms can be evaluated
using datasets like PASCAL VOC [39], RGB-D People [171] or MOT-
2015 [83]. However, most of these evaluation benchmarks only provide 2D
images or dense point clouds captured with a short range sensor, but not
lidar sensors. In outdoor environments, there has been extensive research
in pedestrians detection [51] using both, visual cameras and 3D lidars.
Probably the more representative dataset in this case is KITTI [50], which
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Background Clustering Tracking

Figure 7.2: Pipeline for people detection and tracking.

was recorded driving around a middle-sized city. It contains grayscale and
color stereo sequences, as well as 3D Velodyne point clouds, besides camera
calibration and localization information.

However, none of these datasets addresses the need for a benchmark
oriented to human-robot interaction scenarios. In these cases, the robot
is usually placed indoors, and it needs to identify people to interact with
in large open spaces, where the range of view of dense depth cameras is
not enough. As the scope of our proposal for the Welcoming visitors task
requires this type of images, we acquired InLiDa [149], an Indoor Lidar
Dataset for people detection and tracking integrating data captured with
a Velodyne VLP-16 Lidar in an indoor location. This dataset allowed us
to evaluate the different aspects of our pipeline, selecting which steps and
which parameters were the most appropriate for our setup. In the following
section, we offer an overview of the InLiDa dataset specifications.

7.2.1.1 InLiDa dataset

The InLiDa dataset contains 3D lidar scans of indoor environments for
people detection and tracking in human-robot interaction scenarios. We
opt for a point cloud encoding of the 3D images, that is, each cloud has
been stored using the Point Cloud Data format (PCD V7). This fact
increases the usability of the dataset, as PCD is the preferred format in
one of the most common and useful libraries for 3D processing, the Point
Cloud Library [157], and it has been previously used for the generation of
different datasets [106].

In order to provide researchers with a challenging benchmark, the
dataset consists of six different sequences acquired in the main corridor of
an academic building, similar to most worldwide research institutes (see
Fig. 7.3), and in the hall of a University school building. During the ac-
quisition process, we placed a Velodyne VLP-16 Lidar in a fixed position
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Figure 7.3: Capture process for sequence 4 of the InLiDa dataset.

in the environment and recorded people while they moved along the corri-
dor/hall, or they interacted with a robot that was also located in the same
environment. The presence of the robot generates an increasing presence
of occlusions, as it is a very common issue in human-robot interaction
processes. The six sequences of the dataset were recorded in ascending
order of difficulty:

1. Corridor: People walking in simple paths.

2. Corridor: People walking in simple paths, with the robot present.

3. Corridor: People walking in complex paths, with the robot present.

4. Corridor: Groups of people walking at different speeds, standing,
and interacting with the robot.

5. Hall: People walking in simple paths, going up and down stairs, and
sitting.

6. Hall: Groups of people walking at different speeds, standing, and
interacting with the robot.

Every point cloud in the dataset is annotated with the position of
any agent (people or robot) perceived with the 3D lidar. We developed
a specific tool to manually annotate the dataset at point level. Fig. 7.4
represents the ground truth annotations for a specific frame of the dataset.
Each visible person in the sequence is also labeled using a unique identifier,
which allows tracking the same individual between different frames. As
there is only one robot in the environment, we use a special identifier to
denote the robot (ID 0). The centroid and bounding cube for each set of
points belonging to a human or the robot are also provided. The paths
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Figure 7.4: Exemplar point cloud with annotated information: people
(blue) and robot (green).

Table 7.1: Overall statistics of the InLiDa dataset.

Sequence # Images # People Robot Elapsed Avg. people Locationtime (s) per frame

1 787 5 No 82.41 1.19 Corridor
2 916 4 Yes 95.93 1.02 Corridor
3 781 5 Yes 85.97 1.09 Corridor
4 600 5 Yes 62.80 3.73 Corridor
5 658 5 No 68.88 2.15 Hall
6 1081 7 Yes 113.23 3.09 Hall

followed by the people and the robot during the acquisition process are
illustrated in Fig. 7.5.

In addition to the whole set of annotated clouds, each sequence is also
released with a 20 seconds sub-sequence of clouds without the presence
of any moving agent, and therefore suitable to identify static structural
elements. Finally, the raw data of the sequences are also available in rosbag
format.

We present in Table 7.1 some basic statistics for the dataset. We can
observe that the fourth, fifth and sixth sequences include an average num-
ber of people per frame notoriously higher than for the rest of sequences.
This is due to the fact that groups of people are present in the environ-
ment most of the time, which is also expected to increase the complexity
of these sequences.
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Figure 7.5: Overview of the InLiDa dataset. People and robot paths in
the sequences (left). Temporal flow of people and robot (right).
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7.2.2 Face recognition

When the robot first meets a person who has entered the environment,
it must determine whether it is a known person or a visitor. This is ac-
complished by comparing the face of the person with a database of images
from known people, which is a process known as face recognition. The
standard approach to solve this task consists of four steps: 1) detection,
2) alignment, 3) representation, and 4) classification. It resembles the
standard image classification pipeline, but including an alignment step
that, based on facial landmarks, transforms the image so the eyes, nose
and mouth of all images are in roughly the same position.

As in most computer vision tasks, CNNs are the state-of-the-art for
face recognition. In [177], FaceBook researchers proposed the DeepFace
model, which trained a siamese network to obtain descriptors that were
later compared using the euclidean distance. This resulted in a metric
learning, where the goal was to obtain a representation that minimized the
distance between faces that belong to the same person, while maximizing
the distance for faces from different people. Later, FaceNet [164] proposed
to use triplet training, that is, two images of the same person and one of a
different person were compared to obtain the loss. However, both results
were obtained by private companies with datasets not publicly available.

For the task at hand, we rely on the pretrained recognizer implemented
in dlib [75], a C++ library that contains different machine learning algo-
rithms. This toolkit includes a module for face recognition based on a
ResNet [64] network with 29 convolutional layers, and trained on a dataset
of about 3 million faces with 7485 different identities using triplet loss.
This model has an accuracy of 99.38% on the standard Labeled Faces in
the Wild (LFW [84]) benchmark, which is comparable to other state-of-
the-art models. This network allows us to compare two faces to determine
whether they belong to the same person or not. So, the robot needs only
to store a picture of each known person, then we can use the Python API2

for this toolkit to determine the identity of the visitors.

7.2.3 Object detection

In Chapter 4 we proposed different methods for detecting and locating
objects around the robot. For this task, we rely on the creation of a
semantic 3D map of the scenario, because we assume that, at most, there
will be an instance per object in each room. If the person were to ask for

2https://pypi.org/project/face\_recognition
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Figure 7.6: Initial semantic map for object detection. The red square in
the semantic map (left) marks a false positive prediction due to a router
that is misdetected as a water bottle (right).

an object that is present in multiple locations, the robot will select one of
the instances randomly.

The robot will analyze the captured images to determine which objects
are present at all time. So, this information will be acquired while the
robot moves around the environment in order to perform this, or any other,
task. For each RGB-D frame, the robot uses the YOLO [139] pretrained
CNN to detect the objects in the image and updates the corresponding 3D
semantic map bins. Additionally, to avoid errors in the map positions, we
use the bounding box dimensions to determine a radius update instead of
updating the points of the whole subcloud. With this procedure, we will
only update the bins around the centroid within a small radius.

Initially, we assume that the robot has already moved around the en-
vironment and has viewed all the objects. In our scenario, the robot will
only be aware of the following objects: water bottle, coffee mug, book,
and laptop. Fig. 7.6 shows the initial map, build with the robot moving
around. Note that there is an additional cluster of water bottle being de-
tected in the living room area, which corresponds to a false positive from
the detection algorithm. However, it will only be problematic if, during
the use case, the visitor asks for a water bottle and the robot selects this
instance. In the future, this situation could be avoided if the robot asked
the person to verbally confirm that the object is indeed located at the
expected position.

7.2.4 Natural language processing

In Chapter 6 we reviewed the different available options for speech recog-
nition and, after comparing the different services, we opt for Google Cloud
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Speech-to-text API3 for the Automatic Speech Recognition (ASR) of the
Welcoming visitors use case. The use of cloud services adds a small la-
tency to the robot response, but the accuracy of the transcript justifies
this delay. Otherwise, the robot might find difficulty in interpreting a low
quality transcription, and would need to frequently ask the user to repeat
the sentence.

In the RoCKIn@Home challenge, we relied on SENNA [27], a toolkit
to perform a semantic role labeling of the input sentences and generate its
CFR representation. In the competition, all the sentences were related to
household objects and were spoken in English. However, we are evaluating
our task with native Spanish speakers, so we have decided to perform the
task in Spanish for both comprehension and synthesis.

7.2.4.1 Speech recognition

There are two tasks the robot must be able to perform: meeting people
and locating objects. Following the guidelines of the RoCKIn@Home chal-
lenge, we have formalized these actions in accordance with the FrameNet
[5] database. More specifically, if the robot must accompany the visi-
tor to meet someone, the task is translated to the action frame MEETING
(MEET_WITH4 in FrameNet), where the attribute party_2 identifies the
name of the person to meet. Similarly, if the robot must find an object,
the task is associated with the LOCATING5 action frame, and the attribute
sought_entity identifies the object class.

At run time, the user will utter a sentence that will be transcripted
with the ASR service. Then, this transcription is analyzed to build the
corresponding CFR for each task. The Stanford CoreNLP [97] toolkit pro-
vides Spanish models for different natural language processing tasks, Part-
Of-Speech (POS) tagging and Named Entity Recognition (NER) among
others. The POS tagger allows us to identify the verbs in the sentence,
so we can establish a mapping between verbs and actions. Additionally,
this tagging outputs the nouns that can be used to identify the objects.
Finally, we can find proper nouns with NER to know the person to find
in the MEETING task.

Given all these considerations, we can build a simple rule-based sys-
tem to output the corresponding CFR. In Table 7.2 we can observe this
process for different sentences. The verb determines the action (MEETING

3https://cloud.google.com/speech-to-text/
4https://framenet2.icsi.berkeley.edu/fnReports/data/frame/Meet_with.xml
5https://framenet2.icsi.berkeley.edu/fnReports/data/frame/Locating.xml
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Table 7.2: Examples of natural language analysis to generate a CFR.
Sentence Token POS tag NER CFR

Vengo a ver a Juan

Vengo VERB O

MEETING(party 2=“Juan”)
a ADP O

ver VERB O
a ADP O

Juan PROPN PERSON

He quedado hoy con Maŕıa

He AUX O

MEETING(party 2=“Maŕıa”)
quedado VERB O

hoy NOUN DATE
con ADP O

Maŕıa PROPN PERSON

Quiero una taza de café

Quiero VERB O

LOCATING(sought entity=“coffee mug”)
una DET O
taza NOUN O
de ADP O

café NOUN O

Me apetece un poco de agua

Me PRON O

LOCATING(sought entity=“water bottle”)

apetece VERB O
un DET O

poco PRON O
de ADP O

agua NOUN O

or LOCATING) while the nouns or proper nouns determine the attributes
to fulfill the task.

7.2.4.2 Speech synthesis

The final element to complete the dialog system is a Text-to-speech (TTS)
module. In this case, we rely on Festival [178], a framework to build
speech synthesis systems. Festival already incorporates some modules for
different languages, but we have included additional Spanish voices that
have a better pronunciation of the language. These voices were developed
as part of the open source Guadalinex project by the Regional Government
of Andalućıa and are publicly available at:
https://github.com/guadalinex-archive/hispavoces.

7.3 Experiments

The welcoming visitors use case evaluates the capability of the robot to
react to different people, and to interact with them taking into account
the different perceived elements in the environment. This use case con-
templates several options for the robot to behave accordingly: known and
unknown people, two different tasks, the situation of the objects in the
environment, etc. We designed an interaction scenario that evaluates all
these possibilities with the expected behavior:
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1. A known person enters home→ The robot must approach the person
from whichever position it is. Then, the face recognition module
determines their name and the robot welcomes them.

2. The person asks for an object → The robot takes the person to the
room where the object is placed, says goodbye, and leaves.

3. An unknown person enters home → The robot, again, approaches
them. After determining that it is indeed an unknown visitor, the
robot greets them.

4. The visitor asks for an object → The robot refuses to let them in.

5. The visitor asks to meet a known person (in home) → The robot
accompanies the visitor to the room where the known person is, says
goodbye, and leaves.

We recorded several runs of the use case, highlighting the different
modules and their functioning in real-time6. In the following, we showcase
some key moments of these experiments to illustrate the proper function-
ing of the systems developed in this dissertation.

The use case starts when a visitor enters home and the people detection
and tracking module detects their arrival. The Velodyne VLP16 sensor is
able to produce up to 10 frames per second, and we are able to process
them in real-time. Consequently, the robot detects immediately the new
person in order to go to the hall area and welcome them.

Robot navigation and localization depend on the robot, in this case we
rely on the ARNL package from Adept MobileRobots. When the robot
arrives at the desired position, it needs to identify whether the visitor is a
known person or an unknown person. In Fig. 7.7 we can see an example
of the face recognition module for both a known person and an unknown
one.

Then the HRI module engages in a conversation with the visitor to
find out the task to perform. In Table 7.3 we can see some of the uttered
sentences, their transcription, and their CFR representation. It is worth
noting that the interpretation errors are usually caused by an incorrect
transcription, and that most of the time is spent in getting that transcrip-
tion from the cloud service (it takes around 1.5 s but in the first request,
that is considerably slower). With an acceptable transcription the robot
can successfully analyze the sentence to determine the task.

6Videos available at: https://cristina-romero.github.io/research/phdthesis.
html
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Figure 7.7: Face recognition for known (left) and unknown (right) visitors.

Table 7.3: Samples of speech understanding and processing times.
ASR NLP

Utterance Transcription Time (s) CFR Time (s)

Tráeme una botella de agua tráeme una botella de agua 6.57 LOCATING(sought_entity="water bottle") 0.06

Quiero el portátil quiero que cortar y 1.51 NO_INTERPRETATION 0.07
quiero el portátil 1.54 LOCATING(sought_entity="laptop") 0.06

Quiero ver a Ismael
quiero ver animal 1.21 NO_INTERPRETATION 0.06

quiero ver a Raphael 1.33 MEETING(party_2="Raphael") 0.06
quiero ver a Ismael 1.47 MEETING(party_2="Ismael") 0.06

We tested the use case with both the known and unknown visitors
asking for objects. The robot behaved as expected and only allowed the
known person to enter home to fetch the requested object. In Fig. 7.8, we
can see that, after asking for a water bottle, the robot was able to identify
the position of the different instances of the object (all the centroids in
the semantic map), and selected one of them randomly. We can also see
how the robot is able to identify the location of a known person with the
tracking module to accompany the unknown visitor to the correct room.

Find object Meet person

Figure 7.8: Example of object localization (map and centroids of one of
the objects) and people tracking for the find object and meet person tasks.
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7.4 Results analysis

We have presented the design and evaluation of a complete use case where
a social robot is able to welcome different visitors and adapt its behav-
ior accordingly. The use case comprises several HRI sub-tasks like people
detection and tracking, face recognition, object detection or speech under-
standing.

In our experiments, we have been able to adapt the speech system
developed for the RoCKIn@Home challenge to a specific task in another
language, which showcases its usability. Similarly, we have been able to
correctly exploit the semantic map generated by the robot in real time.
All these high level tasks have been successfully deployed in a real robot,
along with other complex systems like navigation or face recognition.

However, the perceptual system has proven to be too sensitive to er-
rors in the transcription of uttered sentences, as well as to false positive
detections in the CNN-based classifier. As these systems make use of ex-
ternal tools, it is expected that future improvements on those tools would
result in improvements on the perception capabilities of the robot.

In the future, it might be interesting to improve the dialog system, so
the robot can ask the person for clarification on certain aspects. This type
of conversation could be used, for example, to diminish the impact of false
positive predictions on the semantic map, or to ask for instructions when
the robot receives a partial transcription that cannot be translated to a
CFR frame.
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Chapter 8
Catering for Granny Annie’s
comfort

One of the most important tasks of any service robot that assists people
with dependence is to help them with their daily chores. Consequently,
we have designed a use case inspired by the Catering for Granny Annie’s
comfort task of the RoCKIn@Home [161] challenge. In the competition,
the robot had to perform several tasks for Granny Annie, like operate au-
tomated devices or fetch different objects. This task evaluated the ability
of the robot to understand natural language and to detect and manipulate
objects.

The original task at the RoCKIn@Home challenge involves several ac-
tions that assume robot to be placed in a smart home. Due to the lack of
automated devices in our experimental setup, we have adapted the task to
our bedtest. So, in this chapter, we evaluate our object detection and reg-
istration algorithms within a modified version of the Catering for Granny
Annie’s comfort use case.

8.1 Use case specification

In this use case, the robot must understand the different commands it
receives through speech, and associate those commands to the knowledge
of the environment it has gathered with its perceptual systems. Then,
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it must perform the task that the user demands using this information.
Consequently, this task involves tracking the position of the person in the
environment, speech understanding, object detection, and manipulation.

Given these considerations, the use case can be described as follows:
Granny Annie (a known person) is sitting in the living room couch and
needing assistance. She calls the attention of the robot and demands a
task regarding a known object: to fetch it. In robotics, this task is also
known as “Bring me”.

In general, the use case will follow these steps:

1. The robot receives a signal to approach a known person at home,
and it goes to their location.

2. The person asks the robot, using their own words, to bring them a
specific object.

3. In the case of a known object, the robot will look for it in the last po-
sition that it was seen. If the object were no longer in that location,
the robot will continue the search in other known locations.

4. When the robot finds the object, its exact 3D pose for manipulation
will be determined.

5. The robot will report back to the person with the result of the task,
even when the object was not known or was not found.

8.2 System design

To complete all the different steps of the task we propose a modular sys-
tem. Some of the modules are reused from the use case evaluated in
Chapter 7, like people tracking. Other modules have been added to man-
age the information received by the perceptual systems and to determine
the pose of the objects for manipulation.

Considering all these modules, we can observe the flow chart of the
use case in Fig. 8.1. Note that the task finishes with the robot finding
out the pose of the object, but without grasping it, because the robotic
platform in our experiments does not have a robotic arm to actually grab
the object (see Sect. 1.3.2).
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Figure 8.1: Flow chart of the Catering for Granny Annie’s comfort use
case.

8.2.1 Perceptual representation

The vision system has to answer the question: ‘Where I last saw that
object?’. In a real environment, there can be several instances of the same
object (for example, several water bottles), or objects can be moved by
people. Consequently, if the robot must bring an object, the most logical
choice would be to look for it at the last position where it was detected.

To address this situation, we rely on the probabilistic model proposed
in Sect. 4.3, where we managed a list of possible locations for each object
and their confidence values. We also proposed a methodology to maintain
the list up-to-date with the latest information perceived by the visual
system.

This approach to object detection would permit the robot to navigate
to the most probable location for the requested object and, in the case
that the object were not found in that position, the probabilities would
be updated and a new candidate location would be considered.
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8.2.2 Object manipulation

Perceptual systems must able to identify the different aspects involved in
manipulation with visual servoing. This approach relies on the correct
identification of the object and its pose through visual sensors in order to
calculate the inverse kinematics to actually grasp it. Due to the hardware
limitations of the robot used in the experimentation, the manipulation in
this use case can only be partially solved. We can address the requirement
of object localization through registration of its 3D model, but cannot use
a robotic arm to grasp it. So, we provide a solution for the first part of
visual servoing, and will assume that, given any robotic arm, the actual
grasping could be performed with the techniques studied and developed
by the research community [165].

In Sect. 5.1, we proposed the SBP keypoint detector and descriptor
in order to achieve an efficient matching in 3D object registration. In this
use case, we are going to test our proposal in a real scenario, matching
the full 3D model of an object that can be manipulated by a robotic arm
against a partial view of the same object. This matching should result in
an affine transformation that defines the pose of the object in the scene.

8.2.2.1 Acquisition of 3D models

We have already assessed the effectiveness of the SBP keypoint detector
and descriptor with a general benchmark in Sect. 5.1.4. However, object
manipulation is performed with the specific object instances available in
the testbed. These instances do not usually correspond to the instances
that can be found in general benchmarks.

In order to use our matching technique for object grasping, we need to
obtain the full 3D models of the objects, in this case, a coffee mug and a
water bottle. To this end, we designed a low-cost capturing device based
on Arduino1.

Components and architecture

The full 3D model of an object can be build using enough partial views
of the object from known viewpoints. The easiest way to achieve this is
to place the object on a rotating table and to capture a RGB-D image at
different angles. If the rotation of the table is controlled by a stepper and
a microcontroller, we can directly know the angle of the object for each

1https://www.arduino.cc/
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captured image and, consequently, we can merge those partials views in a
full 3D model.

Based on this idea of a rotating table, we built a low-cost device that
can automatically rotate an object in small known steps, and capture all
the needed partial views with a RGB-D camera. This device consists of
the following components:

• Rotating table (stepper + tray). We designed a circular tray
with a radius of 6.1 cm. The area of this surface should be enough for
most objects involved in robot manipulation. This tray is designed
to be installed on the output shaft of a stepper motor. In our case,
we installed a bipolar stepper with a step angle of 1.8 degrees, that
is, 200 steps per revolution.

• ASUS Xtion PRO LIVE. A RGB-D camera to capture the partial
view of the object. Given the range of view of this type of camera,
it must be installed close enough to have a good view of the object,
but far enough to allow the infrared sensor to detect the 3D position
of the pixels of the object.

• Arduino Uno. It is a microcontroller board with, among others, 14
digital input/output pins, 6 analog inputs, and a USB connection.
This microcontroller is widely used for small projects due to its low
price and easy programming. In our device, we used an Arduino
Uno board to spin the tray from the rotating table.

In Fig. 8.2 we show a picture of the whole setup. The center of the tray
has an ArUco marker [150] in order to estimate the pose of the camera
with respect to the marker. This estimation provides a translation and
rotation to identify the center of the tray, so we can transform and crop
only the object on the tray. Then, we define the number of partial views
to capture and, for each corresponding position, we perform three steps:

1. Capture one image and crop the object in it, using the translation
and rotation defined by the marker position.

2. Integrate the partial view of the object in a 3D model. This process
involves the rotation of the new sample, based on the current orien-
tation of the tray, and its concatenation with the previous captures.

3. Rotate the table to the next position.
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Figure 8.2: Rotating table for capturing of 3D models.

At the end of the process, we should have a 3D model with all the
partial views integrated. This model cannot be considered a full 3D model
because there might be parts of the object that are still occluded, but it
is indeed a complete 3D model of the external shape of the object, which
is the part that will be registered for object manipulation.

Object models

In Fig. 8.3 we present some of the models captured with the rotating
table. These models have been created with ten captures each, that is,
for each consecutive partial view the object was rotated 36 degrees. In
general, the generated models captured the external shape of the objects,
with the exception of the water bottle, which has some missing parts due
to its transparency.

We also performed a postprocessing step in all our models to reduce
the number of points in the final model. In our case, and considering the
expected distance from which the robot will register the 3D objects, we
selected points with a separation of 2mm. In Fig. 8.3 we can observe the
raw model and the reduced one.

8.2.2.2 Object registration

The proposed SBP descriptor is oriented to the registration and matching
of segmented objects. Thus, the robot needs to separate the objects of
interest from the other elements in its surrounding area. In general, the
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Partial views 3D model

Object 72o 180o 288o Raw Reduced

Figure 8.3: 3D models of different objects and three partial views used to
create the model.

objects that a robot can manipulate are placed on tables or similar sur-
faces. So, it is necessary to identify the table and the different objects on
it.

For this process, the first step is to detect the main horizontal plane in
the input point cloud, which should correspond to the surface where the
objects are placed. Once we have the coefficients of the plane, we remove
all the points below the plane or that are part of the plane itself. We
also crop the remaining points in a cube of 2.4x2.4x1.5m (width x height
x depth) to avoid external noise, for example, from points in the ceiling.
Then, we perform a euclidean clustering to separate the different objects.

Finally, we must identify the target object for registration. In this
case, we use the predicted position of the object from the object local-
ization module, to select the cluster (over the surface) that is closest to
the predicted position. We extract the SBP descriptors from this cluster
and compare them against those of the 3D model. We will consider the
matching correct if the average distance of the points in the partial view,
after applying the transformation defined by the matches, is smaller than
a given threshold.
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8.2.3 Speech understanding

The speech understanding module follows the same design as in Chapter
7. As we recognize and interpret utterances in Spanish, Google Speech-
to-text API is exploited to obtain the transcription and the Spanish POS
tagger from the Stanford CoreNLP [97] toolkit is used to identify the
actions/objects the user is requesting.

In this case, the main goal for the robot is to fetch an object for the
user, so this type of command corresponds to a BRINGING2 (from FrameNet
[5]) frame, where the attribute theme identifies the requested object. Note
that some additional attributes like beneficiary or source might also be
identified. However, in our experiments, we always assume that the source
is the last seen instance of the object, and that the beneficiary is the person
in the environment the robot is interacting with.

8.3 Experiments

The Catering for Granny Annie’s comfort use case is mainly oriented
to the evaluation of the speech understanding, object localization, and
object registration systems. The aim is to validate that the robot is able
to passively identify the objects in the environment passively and, when
a person asks about one of them, is able to look for it while keeping the
possible locations of the object updated. We also assess the use of SBP
descriptors to find the pose of known objects in real time. Consequently,
we have designed the following interaction scenario:

1. Initially, the robot is observing the environment and saving the lo-
cation of known objects: coffee mugs, water bottles, and laptops.

2. A person in the environment calls for the robot→ The people track-
ing module determines the position of the person and the robot ap-
proaches them.

3. The person asks the robot to bring an object (water bottle or coffee
mug) → The robot goes to the last seen instance of the object.

4. The object has been removed by someone else → The object regis-
tration fails and the robot updates the probability of that position
to zero. The rest of known locations for the object automatically
increase their probability correspondingly.

2https://framenet2.icsi.berkeley.edu/fnReports/data/frame/Bringing.xml
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Figure 8.4: The robot approaches a known person in the Catering for
Granny Annie’s comfort use case.

5. The object is in the next expected location → The robot is able to
register a partial view of the object against its 3D model to determine
the pose of the object.

6. The robot goes to the person to report the place where the object
was found.

We tested this use case several times and the behavior of the different
modules is depicted in the following.

The use case starts when a person, already in the environment, calls
for the robot. In Fig. 8.4, we can see that the person is in the living room
area, so the robot sees the objects in the following order: a coffee mug
and a water bottle in the kitchen, a coffee mug and a water bottle in the
dining room, and a water bottle in the living room.

Then the person asks for the robot to bring the object ’coffee mug’. The
speech understanding system has a similar performance to the Welcoming
visitors use case. That is, the system is able to identify the command and
the object of interest as long as the transcription provided by the cloud
service presents an adequate quality.

The last seen coffee mug was in the living room, so the robot moves
there to identify its pose. However, the object has been removed and
the object registration fails. In this case, the position is updated with a
probability of zero and the probability of the rest of positions is updated
accordingly. This process can be observed in Fig. 8.5, where the maps
before and after updating the object position are shown.

Then, the robot moves to the next predicted location for the object. In
this case, the coffee mug is still in the same place, so the robot proceeds to
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Figure 8.5: Probabilities of objects (coffee mug: red, water bottle: yellow,
laptop: green) location when the user asks for the coffee mug (left) and
after the robot finds out that one of the coffee mugs has been removed
(right). The opacity of the dots represents their probability.

Matching Registration

Figure 8.6: Matching of a partial view (yellow) against its 3D model (grey)
and registration of the models.

perform the object registration step with the SBP descriptor. The descrip-
tors for the 3D model are already preloaded, so we only need to segment
the object, generate the descriptors and match. Regarding time consump-
tion, the segmentation part is the most costly operation, with around 0.89
s, while both the extraction of descriptors and matching takes around 0.14
s. In Fig. 8.6 we show an example of matching and registration.

8.4 Results analysis

In this chapter, we have evaluated our lifelong object localization proposal
and the effectiveness of SBP for object registration and matching. As the
experiments show, our proposals can be deployed in a real robot and run
in real time. Regarding the speech understanding system, it is able to
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correctly identify the BRINGING command and its attributes.
The object localization system is able to update its long-term predic-

tions while observing the environment passively. In case that an object is
removed, it is also able to update the corresponding probabilities of the
rest of the instances in the environment accordingly.

The SBP descriptor can be used for registration in real time, however,
it heavily depends on a correct segmentation of the object to successfully
find correct matches. So, even if the detection of keypoints and generation
of the descriptor is fast enough for real time, it is slowed down by the
segmentation process. In consequence, it can be used for fast identification
of the pose of known objects, but we need to improve the segmentation
step to track the object in real time for visual servoing.

Finally, the Catering for Granny Annie’s comfort use case has been
simplified due to the hardware limitations. Thus, it would be interesting to
test our systems in a more modern robot capable of actually grabbing the
object with a robotic arm. Additionally, if the robot were to be deployed
in a smart house, our modular design would easily permit us to extend the
number of actions that the robot can perform to accommodate interactions
with the elements in the house, like the lights or the blinds.
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Chapter 9
Conclusions

At the beginning of this dissertation, we established the importance of
perceptual systems in HRI for social robotics. These systems must be
able to correctly interpret the images that a robot sees and the speech that
a robot hears to extract their semantic meaning, that is, to understand
them. Then, this knowledge is the base from which to build cognitive
systems and more complex interaction scenarios.

Over the different chapters, we have reviewed state-of-the-art systems
for multimodal semantic perception. We have assessed their suitability
for HRI and, when necessary, we have proposed modifications or novel
methods to deal with the shortcomings of well-known techniques in real-
time applications.

First, we explored how to integrate 3D features in indoor scene classifi-
cation. The proposed methods were able to both exploit the semantic and
spatial representation of the spatial pyramid and to extend their use to
3D local features. While CNNs offer higher accuracy in general scenarios,
our proposals can be exploited in low resources systems (like robots) and
in challenging scenarios like rooms with poor lighting conditions, that are
difficult to deal with when relying only on the use of CNNs.

We also studied the generation of 3D semantic maps to encode the
presence of objects in the environment. These maps can be updated con-
tinuously while the robot navigates the environment, so it is always up-to-
date with the latest visual perceptions. We also proposed a probabilistic
model to keep a set of possible positions for known objects. This approach
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is advisable when the robot is only concerned with a subset of the elements
in the environment.

Then, we proposed the Shape Binary Patterns (SBP), a novel 3D fea-
ture and keypoint detector to perform an efficient matching in object regis-
tration. This method has a similar performance to well-known 3D features
while being more efficient. Consequently, the use of SBP is recommended
for robotic systems that require a real-time performance without the re-
sources consumption of deep learning models. The SBP keypoint detection
and descriptor can be efficiently used to identify the 3D pose of known ob-
jects for object manipulation.

We also evaluated existing automatic speech recognition systems and
integrated them into a speech understanding module for robotic appli-
cations. Our results show that the designed system is able to correctly
identify the action commands spoken by a person.

Finally, the suitability of all these proposals has been validated in two
real use cases. These experiments have been designed in accordance with
the RoCKIn@Home challenge guidelines. The results show that our pro-
posed methods can be successfully deployed in real scenarios, and can be
run with limited resources along with additional modules for localization,
face recognition and people tracking among others.

9.1 Future work

Most of the solutions proposed in this dissertation have been designed
and developed to overcome the demands of resources of state-of-the-art
methods. However, the price reduction of hardware components makes
the development of robots with more computational capabilities possible.
The direct consequence is that most of the proposed methods will be able
to use more accurate data and, thus, offer more precise solutions. For
example, the 3D semantic maps proposed in Chapter 4 will become more
representative of the environment as segmentation methods improve with
deep learning solutions. Other techniques like the generation of global de-
scriptors from 3D images (3DSP) presented in Chapter 3 are independent
of the local features, so it can be easily extended to include novel features.
The dialogue system introduced in Chapter 6 would be more accurate with
the improvement of the transcriptions provided by cloud services, which
are usually based on deep learning techniques.

Along with more computational resources, robots will be expected to
offer a more natural behavior in their social interactions. This will heav-
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Figure 9.1: Prototype of social robot under construction. Initial design
(left) and current design (right).

ily depend on the base of knowledge that we are able to create and how
to integrate its use with existing perceptual systems. Throughout this
dissertation, we have designed different solutions to extract semantic in-
formation from both, visual perceptions and uttered sentences. The next
step is to integrate this knowledge into a single ontology, and to design the
systems to add and infer data. Also, considering that perceptual systems
are basically probabilistic machine learning models, this base of knowledge
must allow a probabilistic inference.

Another important research line for social robotics is the detection of
emotions from humans, so the speech and robot behavior can be adapted
to the situation. This is a higher level activity that offers additional infor-
mation to the cognitive system, and it requires the analysis of the gestures
and speech of the person in order to improve the HRI capabilities of the
robot.

Finally, the systems developed in this dissertation, as well as their
integration with a probabilistic base of knowledge, would need to be eval-
uated in a social robot. The Intelligent Systems and Data Mining research
group has a prototype of social robot (Loki, see Fig. 9.1). Currently, this
robot is being updated to reduce its size and weight and to add a modern
robotic arm for manipulation (Kinova Mico2). Due to these ongoing mod-
ifications, it has not been possible to use it for the evaluation of the use
cases in this dissertation. However, when finished, this robot will make
possible to test our proposals in more complex interaction scenarios.
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9.2 Publications

Some of the proposals presented in this dissertation, and some related
collaborations, have already been published in the following international
journals:

1. J. C. Rangel, M. Cazorla, I. Garćıa-Varea, C. Romero-González,
and J. Mart́ınez-Gómez. Automatic semantic maps generation from
lexical annotations. Autonomous Robots, 43(3):697–712, 2019.

– Impact factor (JCR 2018): 3.634 (Q1 in Computer Science,
Artificial Intelligence and Q2 in Robotics).

– This article presents a novel algorithm to build the semantic
map of an indoor location using the lexical labels from a CNN
classifier. In this work, the classification methods studied in
Chapter 4 are exploited.

2. J. C. Rangel, J. Mart́ınez-Gómez, C. Romero-González, I. Garćıa-
Varea, and M. Cazorla. Semi-supervised 3D object recognition through
CNN labeling. Applied Soft Computing, 65:603 – 613, 2018.

– Impact factor (JCR 2018): 4.873 (Q1 in Computer Science,
Artificial Intelligence).

– This article studies how to improve the classification of CNNs
under challenging conditions by training an additional model
that takes advantage of 3D features in a semi-supervised ap-
proach. This model relies on the descriptors study from Chap-
ter 3.

3. C. Romero-González, J. Mart́ınez-Gómez, I. Garćıa-Varea, and L. Ro-
dŕıguez-Ruiz. On robot indoor scene classification based on descrip-
tor quality and efficiency. Expert Systems with Applications, 79:181–
193, 2017.

– Impact factor (JCR 2017): 3.768 (Q1 in Computer Science,
Artificial Intelligence).

– This article presents the study of how the different parameters
affect the generation of global descriptors from Section 3.1.

4. C. Romero-González, J. Mart́ınez-Gómez, I. Garćıa-Varea, and L. Ro-
dŕıguez-Ruiz. 3d spatial pyramid: descriptors generation from point
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clouds for indoor scene classification. Machine Vision and Applica-
tions, 27(2):263–273, 2016.

– Impact factor (JCR 2016): 2.005 (Q2 in Computer Science,
Artificial Intelligence).

– This article proposes the 3D Spatial Pyramid from Section 3.2.

5. J. Mart́ınez-Gómez, A. Fernández-Caballero, I. Garćıa-Varea, L. Ro-
dŕıguez, and C. Romero-González. A taxonomy of vision systems for
ground mobile robots. International Journal of Advanced Robotic
Systems, 11(7):111, 2014.

– Impact factor (JCR 2014): 0.526 (Q4 in Robotics).
– This article presents an initial study of the related work (Chap-

ter 2) for this dissertation.

Additionally, some of the results have been presented at the following
international conferences:

6. C. Romero-González, J. Mart́ınez-Gómez, and I. Garćıa-Varea. A re-
view of segmentation methods for 3D semantic mapping. In ROBOT
2019: Fourth Iberian Robotics Conference, Porto, Portugal, 2019.
Accepted for publication.

– This paper includes the evaluation of segmentation methods
from Sections 4.1 and 4.2.

7. C. Romero-González, J. Mart́ınez-Gómez, and I. Garćıa-Varea. 3D
Semantic Maps for Scene Segmentation. In ROBOT 2017: Third
Iberian Robotics Conference, pages 603–612, Sevilla, Spain, 2018.

– This paper establishes the definition of semantic maps that can
be found in Section 4.2.

8. A. Bandera, J. P. Bandera, P. Bustos, F. Férnandez, A. Garćıa-
Olaya, J. Garćıa-Polo, I. Garćıa-Varea, L. J. Manso, R. Marfil, J. Mar-
t́ınez-Gómez, P. Núñez, J. M. Perez-Lorenzo, P. Reche-Lopez, C. Ro-
mero-González, and R. Viciana-Abad. LifeBots I: Building the Soft-
ware Infrastructure for Supporting Lifelong Technologies. In ROBOT
2017: Third Iberian Robotics Conference, pages 391–402, Sevilla,
Spain, 2018.
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– This paper describes the different developments from the LifeBots
national project. The speech understanding model designed in
Chapter 6 was the base of the conversational model for the
robot.

9. C. Romero-González, Á. Villena, D. González-Medina, J. Mart́ınez-
Gómez, L. Rodŕıguez-Ruiz, and I. Garćıa-Varea. InLiDa: A 3D lidar
dataset for people detection and tracking in indoor environments. In
12th International Joint Conference on Computer Vision, Imaging
and Computer Graphics Theory and Applications (VISIGRAPP),
volume 6: VISAPP, pages 484–491, Porto, Portugal, 2017.

– Indexed in CORE conference ranking. Class B.
– This paper presents the InLiDa dataset from Section 7.2.1.1

and a baseline evaluation to determine its usability.

10. C. Romero-González, J. Mart́ınez-Gómez, I. Garćıa-Varea, and L. Ro-
dŕıguez-Ruiz. Binary patterns for shape description in RGB-D object
registration. In IEEE Winter Conference on Applications of Com-
puter Vision (WACV), pages 1534–1543, Lake Placid, NY, USA,
2016.

– Indexed in the GII-GRIN-SCIE conference ranking. Class 2
(A).

– This paper proposes the SBP descriptor from Chapter 5 and
evaluates it over the RGB-D Objects dataset [81].

11. C. Romero-González, J. Mart́ınez-Gómez, I. Garćıa-Varea, and L. Ro-
dŕıguez-Ruiz. Keypoint detection in RGB-D images using binary
patterns. In Robot 2015: Second Iberian Robotics Conference: Ad-
vances in Robotics, Volume 2, pages 685–694, Lisbon, Portugal, 2016.

– This paper defines an unoptimized version of the SBP keypoint
detector from Chapter 5 based on a single selection criterion.

12. J. Mart́ınez-Gómez, M. Cazorla, I. Garćıa-Varea, and C. Romero-
González. Object categorization from RGB-D local features and
bag of words. In Robot 2015: Second Iberian Robotics Conference:
Advances in Robotics, Volume 2, pages 635–644, Lisbon, Portugal,
2016.

– This paper relies on the study from Chapter 3 to evaluate dif-
ferent descriptors for object classification.
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Finally, we have presented the following results in national (Spanish)
conferences:

13. D. González-Medina, C. Romero-González, and I. Garćıa-Varea. Com-
bination of semantic localization and conversational skills for as-
sistive robots. In 19th International Workshop of Physical Agents
(WAF 2018), pages 56–69, Madrid, Spain, 2019.

– This paper proposes a basic model to integrate perceptual in-
formation, it exploits the results from Chapters 4 and 6. The
system was evaluated with a simplified version of the Catering
for Granny Annie’s comfort use case from Chapter 8.

14. D. González-Medina, Á. Villena, C. Romero-González, J. Mart́ınez-
Gómez, L. Rodŕıguez-Ruiz, and I. Garćıa-Varea. The welcoming vis-
itors task in the APEDROS project. In XVII Workshop de Agentes
F́ısicos (WAF), pages 17–23, Málaga, Spain, 2016.

– This paper presents an initial evaluation of the Welcoming vis-
itors use case from Chapter 7.

15. Á. Villena, I. Garćıa-Varea, J. Mart́ınez-Gómez, L. Rodŕıguez-Ruiz,
and C. Romero-González. A study of semantic robot localization
based on multimodal hri. In Workshop en Robótica Social e In-
teracción Multimodal Humano-Robot, XVI Conferencia de la Aso-
ciación Española para la Inteligencia Artificial (CAEPIA), pages
1097–1106, Albacete, Spain, 2015.

– This paper presents an overall idea of the different topics stud-
ied in this dissertation and how they should interact in a HRI
system.

In summary, the different developments within this dissertation have
resulted in the publication of five articles in indexed international journals
(3 in Q1, 1 in Q2, and 1 in Q4), seven papers presented at international
conferences (two of them indexed as class A in GII-GRIN-SCIE and CORE
B, respectively), and three papers presented at national conferences.
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[103] J. Mart́ınez-Gómez, A. Fernández-Caballero, I. Garćıa-Varea, L. Ro-
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and J. Mart́ınez-Gómez. Automatic semantic maps generation from
lexical annotations. Autonomous Robots, 43(3):697–712, 2019.

[137] J. C. Rangel, J. Mart́ınez-Gómez, C. Romero-González, I. Garćıa-
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Gómez, L. Rodŕıguez-Ruiz, and I. Garćıa-Varea. InLiDa: A 3D lidar
dataset for people detection and tracking in indoor environments. In
12th International Joint Conference on Computer Vision, Imaging
and Computer Graphics Theory and Applications (VISIGRAPP),
volume 6: VISAPP, pages 484–491, Porto, Portugal, 2017.
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