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Abstract 
Data is becoming an increasingly important asset for organizations of all types 

and sizes. This importance derives from the information that can be extracted 

from it, information which allows daily activities to be performed and that 

improves decision-making by top management. That is why there is ongoing 

and continuous growth in the amount of data being managed. This data has 

different structures, and may need to be analyzed while it is being generated. 

To meet these needs, a new data analysis paradigm has emerged: Big Data. 

Every time a new technology emerges, it generates a set of opportunities that 

can be leveraged to enable advantage to be taken of it. It must also be 

acknowledged that each emerging technology may lead to the appearance of 

new security issues. Big Data ecosystems are no exception. In general, security 

issues related to Big Data are related to data privacy and confidentiality, and 

are due both to the complexity of these types of ecosystems and to the fact that 

they were not designed with security in mind. It is in an effort to address this 

problem that in this doctoral thesis we present a methodology for building 

secure Big Data ecosystems. 

This methodology is composed of two main artifacts: on the one hand, a 

security reference architecture (SRA) for Big Data ecosystems, which abstracts 

the main components of this type of environment, while  also integrating 

security concepts, and on the other hand, a general process that is based on 

the SRA and which aims to incorporate security in the main stages of the life 

cycle of a Big Data ecosystem by following the security-by-design approach. 

This process is composed of three sub-processes that address the analysis and 

design, implementation and operation stages. Our methodology is based on 

widely accepted industry standards and best practices, thereby improving its 

validity and applicability to any scenario. In addition, in this doctoral thesis we 

incorporated the creation of a set of security patterns specific to Big Data 

which can be applied during the process and that are based on the components 

defined in the SRA.  
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Finally, in order to check the feasibility and applicability of our proposal, 

we carried out a case study in a real Big Data scenario, a study which compares 

the approach of this already-implemented ecosystem with our methodology. 

This case study has allowed us not only to refine our proposal, but also to create 

a set of recommendations for the organization of the case study. 
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CHAPTER I 

 
1 Introduction 
 

This introductory chapter lays out the most general aspects related to the 

thesis. In the first place, we explain the motivation that is behind the creation 

of this doctoral thesis and that demonstrates its importance. We then go on to 

explain the different concepts that support our proposal. In this chapter, first 

of all an introduction to Big Data is presented, then the main aspects of security 

in Information Technologies (IT) are highlighted. Section 1.4 introduces the 

importance of reference architectures and security patterns. After that, the 

hypothesis and the research objectives to be achieved during the development 

of the thesis are presented in section 1.5. The following section presents an 

explanation of the context in which the thesis is developed, in relation to the 

research and development projects. Finally, the last section shows the general 

schema of the thesis. 

 

1.1 Motivation 

Data are part of our lives. From simple actions such as buying a product online, 

to complex actions such as predicting consumer trends−all of these generate 

data. But it is not only users that benefit from the use of data for our daily lives. 

At the present time, organizations consider data to be one of their main 

resources. These data are not only essential for them to be able to carry out out 

their daily activities, but are also necessary for conducting surveys, 

comparisons, or predictions that help the top management of the company to 

make the best decisions based on the information extracted from such data. 
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These decisions help senior management to achieve business objectives [1, 2]. 

This fact indicates a paradigm shift that is changing the way businesses 

operate, and reorienting the importance of the physical world to the digital 

world [3].     

It is obvious, from all that has been said above, that we are generating more 

and more data from a variety of data sources. Furthermore, as regards the 

origin of the data, there is another significant change: it is no longer only data 

stored in the databases of companies; these data can come from multiple and 

heterogeneous sources, such as social networks, multimedia data, or data 

generated by sensors of the Internet of Things (IoT) [4]. The use of different data 

sources usually means that there is variety in the format of the data to be 

processed. Most of them have an unstructured format, which complicates their 

analysis by means of traditional systems. In addition, there is increasing 

pressure on companies to analyze the data in near real-time to gain real-time 

insights [5]. This set of features leads to the emergence of the Big Data concept. 

Big Data can be defined as an analytical framework that makes it possible to 

process huge and heterogenous data in near real-time. The insights generated 

by this technology open the door to a new approach in understanding the 

world, and in making business decisions [6]. 

The use of technologies brings fresh opportunities and perspectives; these 

new technologies can, however, also create new problems, and Big Data 

ecosystems are no exception. Regarding the security of Big Data ecosystems, 

not only do they increase the size of the problems related to security and 

privacy, as faced in the traditional management of security; they also present 

new vulnerabilities and threats to face [7]. 

In addition, Big Data ecosystems are usually very complex, with different 

technologies and resources working together in their endeavor to obtain a 

useful insight for the company. To address their security problems, therefore, 

an all-embracing perspective can be used; one example of such a perspective 

is Reference Architectures (RA). An RA can be defined as an abstract definition 
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of the main components that make up an environment or framework. 

Moreover, when an RA adds security concepts such as vulnerabilities, risks or 

security patterns, it can be considered a Security Reference Architecture (SRA). 

An SRA can help the different stakeholders to have a better understanding of 

not only the system and its components, but also of security aspects that 

should be addressed during the development of the system. These tools can be 

applied to any environment, including Big Data. As Big Data are very complex 

ecosystems, therefore, and at the same time may face different security 

problems, an SRA can be used to make their implementation easier. To that 

end, we created an SRA for Big Data that considers that security patterns have 

a foremost role in facilitating the implementation of security mechanisms in 

a Big Data ecosystem. In addition, we have produced some security patterns 

that address specific security issues in Big Data ecosystems. However, SRAs 

indicate what a particular technology or ecosystem is composed of, but they 

do not explain how to implement it; that is why security methodologies are 

necessary. 

Traditionally, a security methodology has been defined as a structured 

approach whose main purpose is to implement secure systems in an 

organization. In order to do that, the methodology should define a set of steps 

or a process that includes security activities as part of the system 

development. It is important, moreover, that this process should be based on a 

conceptual model that serves as support for the different tasks that should be 

performed during the methodology [8–10]. For that reason, it is useful to have 

a process that integrates the security aspects into the development of a Big 

Data ecosystem, while at the same time considering its inherent 

characteristics. We have created a process that is supported by the Big Data 

components defined in the SRA. As with the SRA, this process must have the 

right level of abstraction for it to be able to be used in any scenario. To ensure 

this, our proposal is based on the industry’s best practices and standards. The 

process is composed of three different subprocesses that focus on the main 

stages of a Big Data ecosystem lifecycle: analysis and design, implementation 



Methodology for Building Secure Big Data Ecosystems 4 

and operation. The ultimate goal of this thesis is to create a security 

methodology that allows secure Big Data ecosystems to be produced. In the 

quest to achieve this goal, a set of artifacts was created. 

Figure 1.1. shows the main aspects that this doctoral thesis is composed of. 

The contribution of this thesis can be seen in the center of the figure, where 

there is a main element: a methodology for building secure Big Data 

ecosystems. This methodology is composed of two components: the SRA and 

the security process for Big Data. This security process can be divided into 

three different subprocesses. it should also be added that this methodology 

uses security patterns as a means of facilitating the implementation of the 

different security requirements and solutions. These elements are explained 

in depth at appropriate points in the doctoral thesis. 

 

Figure 1.1. Overview of this doctoral thesis 
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The upper part of the figure depicts the most relevant security standards, 

guidelines and concepts related to security in Big Data that we have used as a 

basis to create our proposal. If our proposal is aligned with the main standards 

of the industry, it will be easier for it to be adapted by any organization. Finally, 

the lower part of the figure shows the main technologies and techniques used 

to support our proposal, such as the Software & Systems Process Engineering 

Metamodel (SPEM 2.0), employed to properly specify our process, or Unified 

Modelling Language (UML) diagrams, used to define our SRA.   

In the following subsections, we will explain in greater detail the different 

major aspects our doctoral thesis is made up of: Big Data ecosystems, general 

security problems in IT environments (and more specifically, with respect to 

Big Data), as well as RAs and security patterns. 

 

1.2 Big Data 

A Big Data ecosystem can be defined as the set of different components that 

by using data with a set of characteristics that enables storage, processing, 

visualization and delivery of useful insights to target applications or end-users. 

Usually, Big Data is defined by means of three ‘V’s: the amount of data it can 

handle (volume), the rate of generation and transmission of data (velocity), and 

the heterogeneity of the types of structured and unstructured data (variety) [11]. 

These are the traditional characteristics of Big Data. This definition soon 

became obsolete, however, and different authors have added new ‘V’s, seeking 

to adapt the definition to the current state of affairs; for example, the veracity 

of the data that is being analyzed, the variability of the data, or the value 

obtained after performing the algorithms [12, 13]. Figure 1.2 displays the main 

‘V’s of Big Data ecosystems. 
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Figure 1.2 The V’s of Big Data 

The components that a Big Data environment is composed of are usually 

very complex, and they need to work together in order to obtain valuable 

information [14]. When we talk about a Big Data environment, we refer to a 

distributed environment with multiple nodes and servers whose main 

objective is to process large amounts and types of information. The current 

availability of huge amounts of data allows questions that were previously out 

of reach to be to answered; these include such the possibility of predicting a 

potential pandemic before it happens, or creating specific marketing 

campaigns for each customer [15]. In its endeavor to do carry out such tasks, 

Big Data follows a typical process, as displayed in Figure 1.3. 

 

Figure 1.3 Typical process in Big Data ecosystems 

First of all, data enters the Big Data environment through an ETL (Extract 

Transform Load) process. Thanks to this process, the data is transferred from 

the original data sources to a storage system from the Big Data ecosystem. This 
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data is also transformed in such a way as to make it useful and appropriate to 

other types of purposes and techniques, and is then collected in a storage 

system from the Big Data ecosystem. Data storage can be skipped in some 

scenarios where there are real-time analysis needs. Once the data is in the 

environment, it is possible to create specific analysis processes which, thanks 

to the use of different techniques, such as machine learning or business 

intelligence mechanisms, allow the Big Data ecosystem to obtain useful 

insights for the organization. Finally, these results must be interpreted by the 

company's top management to help them make decisions [16]. All these stages 

need to be supported by appropriate governance, management and security 

mechanisms. 

The most well-known implementation of Big Data is probably Apache 

Hadoop. Hadoop is an application that allows distributed processing of large 

computer cluster data sets using programming models. It is designed to be 

scalable from a single server to thousands of servers, each offering local 

computing and storage. Hadoop has its own Distributed File System (HDFS), 

which stores the data in different servers with different functions, such as the 

NameNode, which is used to store the metadata, or the DataNode, which stores 

the application data [17].  

One of the most important features of Hadoop is that it is an open source 

implementation of MapReduce [18]. MapReduce is a distributed programming 

model whose principal goal is to process and generate large data sets. The 

MapReduce paradigm fulfills this objective by using two different functions 

[19]: 

• The map function, which processes a key/value pair needed to 

create an intermediate set of key/value pairs. 

• The reduce function, which processes the generated intermediate 

values and joins them to generate a solution. 
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Apache Hadoop was considered a de facto industry standard, since it 

enjoyed wide acceptance as a way of implementing Big Data ecosystems [20]. 

However, it has gradually fallen into disuse in favor of other technologies and 

analysis engines, such as Apache Spark or the Big Data platforms offered by 

large companies, such as Microsoft's Azure or Amazon Web Services. 

As stated above, companies are increasingly aware of the importance of 

obtaining useful information derived from their data. Companies from all fields 

are therefore using, or planning to use, Big Data ecosystems in the near future. 

According to the 2018 Dresner Advisory Services report on the adoption of Big 

Data in companies [21], around 59% of large multinational enterprises use Big 

Data technologies. The industries that use Big Data analytics most are 

telecommunications, advertising and insurance; these industries also 

consider Big Data analytics to be their most important asset when setting out 

to perform their business intelligence initiatives. It should be added that most 

of the companies studied have considered implementing Big Data ecosystems 

in the near future.  

Figure 1.4 shows a chart with the adoption of Big Data ecosystems in 

different industrial sectors. Another interesting conclusion from the report is 

the fact that the most widely-used Big Data analytics technologies are Apache 

Spark MLib and Tensorflow. 

It can thus be concluded that the use of Big Data ecosystems by companies 

is not a passing hype, but rather that they are increasingly mature, and 

accepted by organizations in any field. As commented previously, however, Big 

Data ecosystems can also be threatened by different security problems. In the 

next subsection, we define the main security issues in IT environments, 

focusing more specifically on those that can affect Big Data. 
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Figure 1.4 Big Data adoption by industry. Modified from [21] 

 

1.3 Security Problems in IT Environments 

Information is one of the most important resources of any organization, not 

only of those organizations related to IT. Protecting this information has thus 

become essential for companies.  It is crucial to avoid a situation in which the 

data handled by organizations is accessible to unauthorized users, either from 

outside the organization or internally; in that kind of situation these users 

could also modify or erase the data. That possibility means that it is necessary 

to have mechanisms, processes and methodologies that guarantee the 

security of the information [22]. 

According to the family of standards ISO/IEC 27000, information security 

can be defined as the preservation of the confidentiality, integrity and 

availability of information, as well as of the systems involved in its handling, 

within an organization. The following three terms thus constitute the 

foundation on which all information security is based [23]:  
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• Confidentiality: Information must not be made available to, or disclosed 

to, unauthorized individuals, entities or processes. 

• Integrity: In order to be useful, it is crucial to maintain the accuracy and 

completeness of the information, as well as the processes that deal with 

it. 

• Availability: access to, and utilization of, the information and the 

systems used in its treatment on the part of individuals, entities or 

processes which are authorized, when so required. 

From these three terms other concepts such as privacy, non-repudiation, 

trustworthiness, or authenticity come into being. Although organizations are 

increasingly aware of the importance of security in their effort to protect their 

assets; for example, in their 2019 Cyber Risk Perception Survey [24], Microsoft 

highlights how most of the companies that were studied rank information 

security among the top 5 concerns for their business. It is also important to 

highlight the evolution of concern about security issues over the past few 

years. This Microsoft report indicates how people are increasingly aware of the 

importance of addressing IT security. Successive surveys show that the 

involvement is not as good as it should be, however, and that this concern must 

reach the organization's top management, since more than half of the 

executive leaders or board members spent no time at all,  or relatively little 

time, working on security issues (see Figure 1.5). 

This trend is confirmed in other studies, such as the 2019 Cost of 

Cybercrime report from Accenture [25], which highlights the economic impact 

that security breaches mean for companies. It thus shows how the money 

invested in cybersecurity depends on the particular sector of the company 

involved; this investment is probably related to the sensitivity of the data the 

sector handles. Banks, for instance, are the entities that spend most money on 

average in their quest to protect their assets. This report also indicates the cost 

of the most common types of attacks. The graph shows not only which attacks 

have the greatest economic impact, but also highlights the annual evolution of 
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these attacks in terms of occurrence; for example, the increase in malicious 

insider problems, which refers to authorized users of the system that perform 

a malicious action. This problem is often controlled by proper identity 

management mechanisms or methodologies [26] (see Figure 1.6). 

 

Figure 1.5 Security concern among companies. Adapted from [24] 

The difficulty in dealing with IT system security derives from the 

continuous need to keep up with, and stay informed about, the evolving cyber 

risk landscape. Every day a new threat or vulnerability arises that can affect 

one’s systems. It is the responsibility of the organizations to understand and 

know how to manage these risks if they are to face them in an appropriate way. 

In this respect, Big Data ecosystems are no exception, and the following 

subsection summarizes the main security issues that must be faced. 
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Figure 1.6 Economic impact of IT security. Adapted from [25] 

 

1.3.1 Security in Big Data 

According to the Cloud Security Alliance (CSA), there are ten main security 

problems that must be addressed when implementing Big Data ecosystems 

[27]. Those challenges are organized into four different categories: 

infrastructure security, data management, data privacy and integrity and 

reactive security. Figure 1.7 summarizes the main security challenges in Big 

Data ecosystems. 

 

Figure 1.7 Main security challenges in Big Data 

• Infrastructure security: this aspect focuses on how to protect the Big 

Data platform itself. It is important here to manage how the different 
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analysis algorithms communicate with each other and how to 

create and implement NoSQL databases by using known best 

practices from software development. 

• Data management: this topic highlights the importance of handling 

the data security while it is in the Big Data ecosystem. This includes 

how to assure the protection of information that is stored in the 

different databases, performing audit processes that provide an 

objective examination of the various attacks that may have been 

carried out on the Big Data ecosystem. In this kind of scenario, it is 

also important to be concerned about the source of the data, in the 

effort to guarantee its veracity. 

• Data privacy: usually Big Data ecosystems deal with personal data. 

Depending on the sensitivity of the data processed, controls to 

ensure privacy should be strict to a greater or lesser degree. Some 

ways to provide this privacy are by means of cryptography 

techniques, or by limiting who can access the data. It should be 

remembered, moreover, that due to the analysis capabilities of Big 

Data it is possible to infer sensitive data from data that did not 

originally pose a threat to the individual's privacy. 

• Integrity and reactive security: Big Data analytics are based on the 

data and its quality, so it is important to guarantee its integrity in 

order to be able to trust the insights generated. In addition, inherent 

characteristics of Big Data can be used to improve the security of 

other systems by monitoring them. 

Another way to approach the main security problems of Big Data 

ecosystems is through the study of how the different threats can affect the 

main ‘V’s of Big Data. NIST organization has created a set of Big Data reports 

that addresses this technology from different perspectives. Regarding the 

security aspect [28], they highlight how security issues can have an impact on 

the typical characteristics of Big Data. Hence, the size of the dataset (volume) 
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means that it must be stored in different storage, which can lead to security 

breaches when moving the data across the nodes: the real-time requirements 

of some Big Data ecosystems (velocity) need to use distributed programming 

frameworks; any malfunctioning of the computing nodes may leak 

confidential data, and the different kinds of data that a Big Data ecosystem 

handles (variety) can be used to infer identity from anonymized datasets by 

correlating apparently secure databases. 

In addition to the security problems for Big Data ecosystems, there are 

different proposals and tools that make use of the typical analysis power of this 

type of technology to create tools and environments that manage and monitor 

the security of other systems in real time. Instead of tackling security for Big 

Data, their focus is on using Big Data for security. This approach is beyond the 

scope of this PhD thesis. 

Based on this big picture, we can conclude that achieving secure Big Data 

ecosystems is a difficult task. Moreover, the lack of proper protection 

mechanisms can discourage the adoption of Big Data ecosystems by many 

companies [29]. These mechanisms can range from increasing the privacy of 

data stored and used by Big Data through the use of anonymization techniques 

[30], to checking the veracity of the data sources that feed the Big Data 

ecosystem [31]. However, these are specific mechanisms for solving a very 

specific security problem, and in many cases, it is closely linked to a specific 

technology. In addition, Big Data ecosystems are very complex, so in order to 

address their security, a global perspective should be adopted. A solution that 

approaches this abstraction level is the use of RAs. 

 

1.4 Reference Architectures and Security Patterns 

An RA can be defined as an abstract software architecture that is based on one 

or more domains and that does not contain implementation features [32]. In 
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addition, an RA should be expressed at a high level of abstraction, in order to 

be reusable, extendable, and configurable for any organization. According to 

NIST organization, the use of RA has the following advantages [33]. It: 

• Provides a common language for all stakeholders of the technology 

addressed. 

• Promotes the adoption of best-known practices from the industry and 

academia, including standards and specifications. 

• Provides consistent mechanisms and methods to implement the 

technology addressed. 

• Allows there to be a better understanding of the different components, 

processes and systems of the technology addressed, by means of a 

conceptual model. 

• Abstracts the technology addressed in such a way that it covers all the 

possible scenarios in which the technology can be implemented. 

RAs have proven to be valuable in guiding the implementation of different 

kinds of environments [34], such as, Cloud Computing [35], or the industrial 

Internet of Things [36]. Moreover, when security concepts such as policies, 

threats, or vulnerabilities are added to the RA, it becomes a Security Reference 

Architecture. An SRA is therefore a high-level architecture that incorporates a 

set of elements that not only provides an abstract view of the different 

components and elements of a technology; it also facilitates the definition of 

security requirements, and makes for a better understanding of security 

concepts.  

Both RAs and SRAs can make use of different patterns in their effort to 

facilitate the implementation of the system and improve the addition of non-

functional requirements [37]. As far as security issues are concerned, a security 

pattern is a solution to a recurring problem that describes how we can defend 

against a threat, or a set of threats, in a concise and reusable manner [38]. This 

solution needs to be defined in a given context, and be constrained by a set of 
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forces. Security patterns can also be expressed by using typical software 

engineer tools, such as UML class, activity, or sequence diagrams. Security 

patterns are not directly connected to a vulnerability, but to a threat; that 

specific threat can be the result of one or more vulnerabilities. It is important 

to highlight, however, that the pattern is not supposed to repair the 

vulnerability, but rather to try to stop or mitigate the threat [39]. 

Patterns have become a very useful tool when capturing experience on 

good or best practices in a way that is useful for any stakeholder, and are 

appreciated by the scientific community because they describe and reason 

about good design in a way that makes it easier for others to understand and 

use them. There is a large community of researchers who have gathered 

around the study of patterns, not only in security, but in other fields such as 

education or architecture1.  

In a nutshell, SRAs are a good, well-known way to express an abstract 

conceptual model of a concrete technology, doing so in a way that it is 

accessible to any user. On the other hand, security patterns are a good tool for 

helping the implementation of security solutions and requirements.   

 

1.5 Hypotheses and Research Goals 

In conclusion, Big Data ecosystems are very complex environments, which are 

not immune to both traditional and new security threats. This means that 

mechanisms, methodologies, and good practices are required in the endeavor 

to assist in the development of projects designed to create Big Data 

Ecosystems. From our perspective, all the security artifacts should be abstract 

 
 
 
 
1 https://www.europlop.net/content/introduction  
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enough for them to be applied to any type of scenario; this objective can be 

achieved by means of abstraction.  

The main aim of this thesis is to propose a methodological framework that 

defines, on the one hand, a conceptual model of the main components of Big 

Data, and on the other, a set of processes that cover the main phases of the 

lifecycle of this type of environment. It is important to highlight that different 

mechanisms will also be designed to secure this type of ecosystem more fully. 

The starting hypothesis is set out in summarized form below: 

 

 

 

Bearing in mind this hypothesis, the goal of our work can therefore be 

defined as: 

 

To achieve this main objective, a set of partial objectives are defined, to be 

reached during the development of this doctoral thesis: 

1. Produce a detailed analysis of security challenges and solutions in 

Big Data that helps to understand the specific problems regarding 

security in Big Data environments. 

2. Define a security reference architecture for Big Data, based on the 

recommendations given by the main certification entities and 

standards. 

Define a methodological framework to improve the 
security aspects of Big Data ecosystems during the main 

phases of their lifecycle 

It is possible to improve the security of Big Data 
Ecosystems, both during their building and during their 

operation, by using a methodological approach 
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3. Establish a process to guide the design, analysis, implementation 

and operation phases of secure Big Data ecosystems. This should 

include details about the possible technologies that can implement 

the different components. This process will be supported by the 

security reference architecture. 

4. Creation and adaptation of security patterns for Big Data 

ecosystems. The security patterns will enrich the methodology by 

addressing the solution of more specific security problems.   

5. Validation of the proposals made, by means of case studies and real 

applications in industry.  

 

1.6 Context of the Ph.D. 

In this section, we describe the context in which the Ph.D. thesis has been 

carried out. First, the research groups in which the author has developed his 

work are presented. After that, the R&D project that forms the context in which 

this thesis has been carried out is described. 

 

1.7 Research Groups 

This thesis has been done in collaboration with three research groups. Each of 

the co-directors of this doctoral thesis is a member of one of these groups, 

which makes for a broad perspective. The author of this doctoral thesis carried 

out his work as a member of the research group "Security and Audit Group" 

(GSyA). As can be deduced from its name, the main objective of the GSyA group 

is to investigate issues related to the security and audit of information systems, 

as well as to contribute to the improvement of the teaching of computer 

engineering and to provide solutions to the industry of the sector. Some of the 

topics investigated in recent years in the GSyA group are security in Big Data, 
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cyberphysical systems (CPS) and IoT, as well as risk analysis and management, 

and security architectures and patterns. The GSyA research group is led by 

Professor Eduardo Fernández-Medina (co-director of this PhD). The GSyA group 

is made up of professors and lecturers from the Department of Technologies 

and Information Systems of the University of Castilla-La Mancha. The group 

has two research laboratories, located in the "Escuela Superior de Informática" 

and in the "Institute of Technologies and Information Systems" in Ciudad Real 

(Spain).  

The main objective of the Alarcos Research Group is to conduct 

investigation about issues related to software engineering and information 

systems, paying special attention to quality, and focusing on a methodological 

approach to the construction of software and information systems. Manuel A. 

Serrano (co-director of this PhD) is a member of this research group, with a 

solid background in the topic of Big Data. The Alarcos research group is 

composed of professors and lecturers from the Department of Technologies 

and Information Systems of the University of Castilla-La Mancha. The group 

has two research laboratories, located in the "Escuela Superior de Informática" 

and in the "Institute of Technologies and Information Systems" in Ciudad Real 

(Spain). 

It is also important to highlight that the author of this doctoral thesis 

carried out a three-month research stay at Florida Atlantic University in Boca 

Raton (Florida, United States), during which he worked alongside the "Security 

Systems Research Group" led by Professor Eduardo B. Fernández (co-director 

of this doctoral thesis). This research group focuses mainly on ensuring 

security of systems of all kinds through the use of object-oriented patterns. The 

Security Systems Research group is made up of teaching staff from the 

Department of Computer & Electrical Engineering & Computer Science at the 

Florida Atlantic University.   
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1.8 R&D Projects 

This doctoral thesis has been developed under the umbrella of several research 

projects: SEQUOIA, ECLIPSE and GENESIS. An overview of these projects is 

shown in Table 1.1.  

Project Reference ID Sponsor Main Researcher Duration 

SEQUOIA TIN2015-63502-C3-1-R 
MINECO 
and 
FEDER 

Marcela Genero 
and Eduardo 
Fernández-Medina 

01/01/2016 
31/12/2018 

ECLIPSE RTI2018-094283-B-C31 
MINECO 
and 
FEDER 

Manuel A. Serrano 
and Eduardo 
Fernández-Medina 

01/01/2019 
31/12/2021 

GENESIS SBPLY-17-180501-000202 JCCM 
David G. Rosado 
and Eduardo 
Fernández-Medina 

01/09/2018 
31/08/2021 

Table 1.1 Projects that support this doctoral thesis 

• The main project which provides the framework for the PhD is the 

SEQUOIA project (Ministerio de Economía y Competitividad y el 

Fondo Europeo de Desarrollo Regional FEDER, TIN2015-63502-C3-1-

R). This project aims to define methods and tools that would 

improve quality and security in the context of Big Data. In the quest 

to achieve this objective, there is a team formed of people from 

different research groups at a national level. The objectives of this 

thesis are therefore aligned with one of the main goals of the 

research project.  

This doctoral thesis is in harmony with the main objectives of the 

SEQUOIA project, since it uses techniques and methodologies to 

guarantee security in Big Data ecosystems, while at the same time 

communicating the knowledge acquired. In similar vein, this Ph.D. 

Thesis has been made possible thanks to the grant for pre-doctoral 
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contracts for the training of doctors (reference BES-2016-077142), as 

set out in the framework of the State Plan for Scientific and 

Technical Research and Innovation 2013-2016. 

• The ECLIPSE project (RTI2018-094283-B-C31 funded by “Ministerio 

de Economía y Competitividad and the Fondo Europeo de Desarrollo 

Regional FEDER”),  whose main objective is to provide models, 

methods and techniques that allow organizations to successfully 

face projects in the new context of computing with CPS. It focuses 

primarily on four areas of improvement of CPS, which are: processes 

in the organization, business analytics, data quality and integration, 

and cyber security.   

This doctoral thesis is in line with several of the objectives of this 

project, since Big Data ecosystems are normally part of CPS 

systems. The definition of a security methodology for Big Data, 

therefore, also increases the security of CPS systems.  

• The GENESIS project (SBPLY-17-180501-000202 funded by 

“Consejería de Educación, Cultura y Deportes de la Dirección General 

de Universidades, Investigación e Innovación de la JCCM”) is 

focused on making scientific contributions to the area of the 

security government of Big Data and CPS systems. More 

specifically, this project deals with topics such as risk management, 

the definition of security metamodels, or access control techniques 

for this kind of systems. 

This doctoral thesis aligns with part of the objectives of these 

projects, since we have created some security patterns that address 

problems such as access control for NoSQL databases. In addition, 

as part of this project we have carried out research focusing on risk 

analysis for Big Data ecosystems. 
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1.9 Document Structure 

This doctoral thesis is structured in three parts, which are in turn divided into 

chapters: 

• Part 1 – Introductory concepts 

o Chapter I – Introduction: general aspects related to the thesis. 

From the motivation and background that justify the thesis to the 

objectives sought to be fulfilled. 

o Chapter II – Research Method: it presents the working method 

adopted for the achievement of the previously-defined 

objectives. 

o Chapter III – State of the Art: it explains the previous knowledge 

needed to achieve the objective of the thesis. To this end, an 

analysis of the state of the art in the knowledge areas related to 

this research is carried out. 

• Part 2 – Methodology for Building Secure Big Data Ecosystems 

o Chapter IV – Overview of the proposal:  this chapter summarizes 

the main features and the most noteworthy aspects of our 

proposal. 

o Chapter V – Security Reference Architecture (SRA) for Big Data 

Ecosystems: a formal model that includes the main components 

of this type of ecosystem is defined. To that end, the main 

recommendations given by the industry and the standardization 

organizations are followed. 

o Chapter VI – Process to Secure Big Data Ecosystems: In this 

chapter, a number of phases and tasks are described that 

promote increased security in Big Data ecosystems. These 
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phases guide the realization of the main phases of the lifecycle 

of a Big Data environment. 

o Chapter VII – Security Patterns for Big Data Ecosystem: there is 

a description of a set of security patterns, developed to reduce the 

impact or incidence of particular security problems.  

• Part 3 – Case Study and Conclusions 

o Chapter VIII – Case Study: this chapter presents the results of a 

case study conducted with a real company, in which its 

implementation of a Big Data ecosystem is compared with our 

proposal. 

o Chapter IX – Conclusions: The final conclusions reached after 

the completion of this doctoral thesis are presented, analyzing 

the established objectives. The publications achieved, along with 

the future lines of research on this topic, are also indicated. 

o References: List of bibliographical references used to support and 

guide this Ph.D. thesis. 

o Appendix A –Acronyms: This appendix defines the acronyms 

used in this thesis. 





 

CHAPTER II 

 
2 Research Method 
 

All research work must follow some kind of methodology that provides the 

necessary steps in an organized way, endowing them with rigor and scientific 

validity. In the case of this doctoral thesis, two methods have been used: on the 

one hand, Design Science Research (DSR) as a general framework on which to 

develop the thesis, and on the other, Systematic Mapping Studies (SMS) as a 

way of obtaining a big picture of the main security problems in Big Data 

ecosystems. Both methods were selected due to their wide acceptance, not only 

in the academic world, but also in the industry. This chapter summarizes these 

two methods, as well as their application in this doctoral thesis.  

 

2.1 Design Science Research  

The Design Science Research method (DSR) [40] is a scientific research 

methodology specially designed for the IT field. This methodology has come 

about because IT research normally uses methods from other disciplines such 

as economics or social sciences, so it was necessary to create a framework that 

reflects the particularities of the IT field. This methodology is based on the 

creation of different artifacts that allow the resolution of different problems, or 

the achievement of improvements or recommendations.   

While empirical research aims to describe, explain and predict the world, 

DSR seeks not only to achieve these goals; it also sets out to change the world 

which it investigates, by improving it or creating new perspectives. To do this, 

DSR does more than simply create new artifacts; it also creates knowledge 
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about them, as well as suggesting how to use them and what scenarios they 

will be useful in [41]. Wieringa [42] defines DSR as the sum of the object of study, 

defined as an artifact in its context, and two main activities: the design of the 

artifact,  and the investigation of that artifact, in the context in which it is 

useful. It is important to highlight that the design activity implies knowing the 

context of the artifact in terms of the stakeholders, project goals or even the 

budget. On the other hand, the research activity needs to know the knowledge 

context of the project, since the researcher will use this knowledge and also 

contribute to it. 

DSR has become a very useful methodology for guiding a doctoral thesis in 

time, assisting it to fulfill its objectives. It offers a systematized method that is 

articulated around a process that comprises three main activities. Figure 2.1 

depicts the main activities of the process and how they are connected to each 

other. The following subsection explains these activities in more detail. 

 

Figure 2.1 The DSR Process 

 

2.1.1 The DSR Process 

As shown in the previous figure, the DSR process is composed of three principal 

cycles, which are performed in an iterative manner throughout the process.   
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The first cycle focuses on the artifact; the main objective of design science 

is to generate an artifact that interacts with a problem in the effort to change 

the world. This is known as the design cycle, and it includes not only 

construction and design of the artifact, but also its evaluation. An artifact does 

not necessarily have to be only a software product; it can also be a more abstract 

artifact, such as a methodology, an ontology or a framework.   

The next cycle deals with the relevance of the artifact. It is not enough for 

the artefact to be built and evaluated; its creation must be guided by purpose. 

The relevance cycle focuses on indicating that the problem for which the 

artifact has been developed is important; it will be an improvement on what 

already exists.   

It is not enough to prove that the artifact created is relevant, however; it 

must also be shown that it addresses the problem that has been indicated, and 

this must be done rigorously. A researcher must combine originality and 

knowledge of the environment with rigor, and he or she needs to have a 

systematic approach when developing the artifact. In this rigorous cycle that 

researcher must derive a theory, an explanation of why the artifact developed 

does indeed address the problem posed.   

If any of these three activities is/are not performed or given sufficient 

consideration, it cannot be considered that the DSR method is truly being 

followed. However, depending on the project to be addressed, greater emphasis 

will be placed on some of the activities than on others. The following subsection 

explains how each of the activities has been addressed in this doctoral thesis. 

 

2.1.2 Application of DSR Process to this Doctoral Thesis 

The DSR method served as a framework on which to develop this doctoral 

thesis. To that end, the different cycles that composed it were completed. 



Methodology for Building Secure Big Data Ecosystems 28 

Figure 2.2 summarizes the application of the DSR process to this doctoral 

thesis. 

 

Figure 2.2 Application of DSR to this doctoral thesis 

To comply with the first cycle of relevance, therefore, an SMS on security 

was carried out in Big Data. The objective of this SMS was to investigate what 

the main security challenges facing a Big Data ecosystem were. The result of 

this SMS indicates what problem is to be solved with this doctoral thesis, also 

giving a rationale as to why it is considered important. As its name indicates, 

this cycle of relevance does not end with the SMS; it is an iterative work that 

will continue throughout the course of the doctoral thesis. The following 

subsection defines the SMS and points out how it has been instantiated in this 

case. 

The development cycle focuses on the one hand, on the construction and 

design of the artifact that solves the problem identified in the previous cycle, 

and on the other hand, on evaluating the utility of the artifact. In our case, the 

artifact developed is an SRA for Big Data ecosystems. This architecture is the 
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cornerstone of the rest of the doctoral thesis, since it is the theoretical 

framework on which to build the security methodology for Big Data. In addition, 

a case study in a real industrial environment was carried out for the evaluation, 

its aim being to demonstrate the feasibility of our proposal.  

Finally, the last cycle seeks rigor, consisting in establishing an abstract 

theory that can be applied to any scenario. In our case, as an output of this cycle, 

a security methodology for Big Data ecosystems is defined; this is an abstract 

process based on the main industry standards and good practices. We also 

follow a systematic approach to solve the proposed problem, thanks to the 

creation of a process for the secure development and operation of Big Data.     

 

2.2 Systematic Mapping Studies 

SMS [43] are studies whose main objective is to provide a global vision of a 

particular area of research, identifying the amount of results for each type of 

research, and the main results that exist on that topic. SMS are usually used as 

a basis for future research. These are secondary studies with a broader scope 

than the Systematic Literature Review (SLR). While the SLR seek to synthesize 

evidence, taking into account the quality of such evidence, the SMS set out to 

provide further structure with respect to all the information available on that 

area. Table 2.1 summarizes the main differences between SMS and SLR. 

SMS has become a widely-used tool as a starting point for an investigation. 

There are numerous SMS in the literature on any topic: from researching the 

different Green IT maturity models [44] to studying the impact of employing use 

cases in software development projects [45] or in research on the evolution of 

Cloud Computing architectures [46]. This wide acceptance proves its 

usefulness in identifying topics that require further research, or even in 

observing that an investigation may not have the desired impact due to lack of 

interest from the industry or academia.  
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Elements SMS SLR 

Goal 

Thematic classification and 
analysis of literature on a topic 
related to software 
engineering. 

Identify best practices with 
respect to specific procedures, 
technologies, methods or tools 
by aggregating information 
from comparative studies. 

Research 

Question 
Generic, related to research 
trends. 

Specific, related to results of 
empirical studies. 

Search Process Defined by the study area. 

Defined by the research 
question which identifies the 
specific technologies to 
investigate. 

Scope Wide. All papers related to an 
area of study are included. 

Narrow. Only empirical papers 
related to a specific research 
question are included. 

Requirements 

of the search 

strategy 

Less strict if looking only for 
the main trends in a research 
area. 

Very demanding; all relevant 
studies must be found. There 
are techniques to ensure these 
requirements among the 
members of the team. 

Quality 

evaluation 

Not essential. Furthermore, it 
is complicated, given the 
nature of the search. 

Highly important, to ensure 
that the results are based on 
the best-quality evidence. 

Outcome 

A set of papers related to an 
area of research, which are 
classified in a variety of 
dimensions and with the 
quantity registered. Useful for 
identifying trends. 

The results of the primary 
studies are aggregated, in 
order to answer each research 
question. 

Table 2.1 Differences between SMS and SLR [43] 

In the case of this doctoral thesis, the SMS method was used to carry out an 

initial investigation about the security issues at Big Data. This research aimed 

to identify the main threats and vulnerabilities of this type of ecosystem. The 

outcome of this SMS serves to justify the need for this thesis, and its results are 

shown in chapter III. There are different guidelines for carrying out a SMS. This 

thesis in particular followed the recommendations given by Petersen et al. [43], 

Kitchenham [47], and Budgen et al. [48]. In doing this a protocol was followed, 

an overview of which can be seen in Figure 2.3. The following subsections 

explain this process in detail. 
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Figure 2.3 SMS protocol 

 

2.2.1 Plan the review 

Planning the review is a key step, as decisions made during this activity will 

have an impact on the rest of the SMS process. The aim of this stage is to set 

the objectives and methods to be achieved through the so-called review 

protocol.  This activity is composed of four tasks: 

1. Identify the need for the review: This first task is to check whether it 

is really necessary to carry out an SMS on this subject. To do this, a 

search should be made for other literature reviews in the area of 

research. If they exist, they will have to be analyzed to determine 

whether it is necessary to carry out a new one. 

2. Formulate the research questions: This is probably the most 

important task of any systematic review of any kind, as these 

questions will guide the rest of the review process. These questions 

will help identify relevant research on the topic, as only those papers 

that assist in answering the research questions will be selected. In 
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addition, the mining process will be carried out, extracting only the 

data needed to answer these questions. Finally, the analysis of the 

data will also be influenced by the need to be aligned with the 

questions asked. 

3. Define the review protocol: The review protocol is a formal, concrete 

plan used to conduct the review. The aim of defining this protocol is 

to reduce the possibility of bias. A review protocol consists of the 

following elements: 

• Background: justification of the need to carry out the review. 

This information is extracted from the previous task "Identify 

the need for the review”. 

• Research questions: the research questions defined in the 

previous task. 

• Search strategy: the search strategy consists of the following 

elements: 

o Search string: text string that will be used to search in the 

different research sources. It must include the main terms 

of our search, as well as synonyms or alternative words. It 

is also important to use logical operators OR, or AND. 

o Search period: period of time relevant to our investigation. 

There may be several reasons for defining this. 

o Search Sources: places to look for literature relevant to our 

research. These can be digital libraries, grey literature 

(papers, books, etc. that are not in digital libraries and are 

provided by experts), journals, conferences, etc. 

• Paper Selection Criteria: These are the criteria that will be used 

to define that a paper is included or excluded from our research. 

It must be related to the research questions. These criteria can 

be refined as the review progresses. 

• Study selection procedure: the protocol should indicate 

whether the above criteria will be applied by taking into account 
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only the abstracts or the full article. The person responsible for 

applying these criteria should be indicated. 

• Checklist and procedure for quality of studies: Listing of the 

different characteristics that the studies must meet in order to 

be considered for research. This task seeks to ensure the quality 

of the results. 

• Data extraction strategy: form designed to obtain all relevant 

information to answer the research questions. 

• Synthesis of the data extracted: its aim is to provide answers to 

the research questions posed. There are several methods for 

this synthesis of data, such as a quantitative synthesis or a 

narrative synthesis. 

• Communication strategy: specify by means of which 

communication channels (technical reports, journals, 

conferences, etc.) the results obtained will be shared. 

• Project schedule: time planning table for each of the activities 

contemplated. It is difficult to estimate the time in these 

projects, given their complexity and the amount of studies to be 

reviewed. 

4. Validate the review protocol: As this is a critical element for the 

correct performance of the SMS, the review protocol should be 

evaluated by experts. It is recommended that these experts be 

external. 

 

2.2.2 Perform the SMS 

During the development of this activity, everything planned in the previous 

steps is put into practice, obtaining final results that will answer the research 

questions. 
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1. Identify and select the relevant research: After applying the search 

strategy defined in the previous activity, a set of publications is 

obtained that may be relevant for the answering of the research 

questions. During this task it might be necessary to make changes in 

the search chain, so as to adapt it to the restrictions of the different 

search sources. At the end of this stage, a final set of relevant studies 

that meet the selection criteria defined in the review protocol should 

be obtained. 

2. Extract relevant data: In this task, the data extraction form 

established in the review protocol will be filled in. It is recommended 

that this data extraction should be validated by another investigator, 

at least by performing a random sampling. 

3. Synthesize the extracted data: Once the data extraction form for each 

of the selected studies has been obtained from the previous step, the 

extracted data will be synthesized using the methods defined in the 

protocol. This synthesis can be accompanied by tables and graphs to 

illustrate the results. 

 

2.2.3 Report the SMS 

Finally, the last step to be taken is to write a final report that reflects the entire 

review process, considering the disclosure strategy selected in the review 

protocol. It is also necessary to add sections that include details on threats to 

validity, and lessons learned. 

1. Identify threats to validity: Section of the final report indicating the 

limitations that have existed when carrying out the SMS. Some 

examples of threats to the validity of the SMS could be bias in the 

selection of items, or inaccuracy in data extraction. 
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2. Define lessons learned: Section of the final report that tries to reflect 

the experiences of researchers in the process of the realization of the 

SMS; these can be useful for future researchers. 

As mentioned before, during this research an SMS on security in Big Data 

ecosystems was planned and executed following this process. The next section 

will explain how these activities were conducted. The results of this SMS are 

presented in Chapter III. 

 

2.2.4 Application of SMS Protocol to this Doctoral Thesis 

I) Identify the need for the review. 

The objective of this task is to provide a rationale for carrying out the SMS in 

the subject that concerns us; in this case in particular this is: security in Big 

Data.  

It is worth mentioning the fact that the main purpose of our SMS is to obtain 

a big picture of the existing problems in the field of security in Big Data, as well 

as to highlight some of the solutions proposed by the different authors in their 

efforts to solve these problems. To provide evidence of the importance of our 

study, we have searched for different SMS or SLR related to the subject in the 

main search sources such as Scopus or the IEEE Digital Library.  

This search obtained no artifact that has the same purpose as ours, or a 

similar purpose to ours; we therefore conclude that our SMS is justified, given 

the absence of other similar studies. 

II) Formulate the research questions. 

As explained above, the research questions will guide the rest of the review, 

since the answer to these is the final purpose of the SMS.  
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In our case, the questions include investigation of the main challenges and 

problems that can be encountered in the field of security of Big Data. There is 

also another question, whose objective is to discover the main security 

dimensions on which the researchers focus their efforts. Finally, we want to 

find out what different techniques, methodologies or models have already been 

developed in the quest to solve this problem. The questions that have been 

asked, and the rationale behind them, can be seen in Table 2.2. 

Research Questions Motivation 

RQ1. What are the main security 
challenges and issues for Big Data? 

Identify the main issues and 
challenges related to security in Big 
Data. 

RQ2. What are the main security 
dimensions on which researchers 
focus their efforts? 

Discover the main areas of interest 
for security researchers in Big Data 
ecosystems. 

RQ3. What techniques, 
methodologies and models exist to 
achieve security in Big Data? 

Explore the different techniques, 
methodologies or models to secure a 
Big Data system. 

Table 2.2 Research questions to perform the SMS 

III) Define the review protocol. 

In this task we will seek to create the review protocol that will guide the 

development of the SMS. The different elements that form this protocol are 

defined below.  

a) Background 

We live in the age of Big Data. This is a change from the traditional techniques 

of data analysis, mainly as regards the three characteristics that define it, 

known as the "3 Vs" of Big Data.  

This expansion of Big Data has brought about a change in how 

organizations manage their data. Traditionally, this data was stored in a 

structured format, such as a database, the objective being to make the process 
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of handling and understanding it easier. Today, there is a tendency to store data 

in an unstructured or semi-structured form. 

This is just one example of the change in mentality that the 

implementation of a Big Data system in a company entails. Another 

consequence is that the problems surrounding security when a change of these 

characteristics occurs also evolve, or change completely. This is the main 

reason why we conducted an SMS on the subject of security in Big Data. 

b) Research questions 

The research questions that the SMS seeks to answer can be found in Table 2.2 

of this same section. 

c) Search strategy 

In order to find the different articles, an automatic search will be carried out on 

the period from 2004 to 2015 (both included). The reason for using 2004 as a 

starting point is because this was when the MapReduce programming 

paradigm was published, marking the beginning of the "Big Data era". 2015 was 

the starting year for this doctoral thesis. This period does not end the cycle of 

relevance, since this is an iterative process in which new relevant proposals 

have been discovered throughout the development of the doctoral thesis. 

We should add that the search sources to be consulted will be the following: 

SCOPUS, ACM and IEEE Digital Library. Finally, the search string to be used will 

be defined from a series of main and alternative terms. This choice of terms 

can be seen in Table 2.3. 

Main concepts Alternative concepts 
Big Data BigData OR Hadoop 

Security 
Secur* OR Confidentiality OR 
Integrity OR Availability OR Privacy 

Table 2.3 Search strategy 
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In the first case, we search for papers related to Big Data or Hadoop, which 

can be considered a de facto standard when using Big Data because of its wide 

use. On the other hand, when searching for security related papers, it is also 

important to look for the main security dimensions. Finally, the resulting 

search string is as follows: 

 

 

d) Paper selection criteria 

Those papers published between 2004 and 2015, which are related in some way 

to the topic of Big Data and security, in indexed journals, conferences, 

congresses or workshops will be taken into account. On the other hand, any 

paper related to the physical security of the system or surveillance carried out 

by means of Big Data systems will be excluded. 

e) Study selection procedure 

For the selection of the different papers, the title of the paper, its keywords and 

summary will be observed in applying the inclusion/exclusion criteria. If there 

is still any doubt about their inclusion after this, the full paper should be read. 

f) Data extraction strategy 

An Excel template divided into three parts will be used as a strategy for 

extracting the data from the articles. On the one hand, the basic metadata of 

each study: title, main author and year. On the other hand, the main security 

dimensions are to be considered in order to classify them, as well as whether it 

is a paper where the security challenges in Big Data were expressed, and/or a 

proposal to solve those problems provided. 

("Big Data" OR BigData OR Hadoop) AND (Secur* OR Confidentiality OR 
Integrity OR Availability OR Privacy 
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In a second iteration on the results, we considered it appropriate to add a 

third part to this form, with more specific information on what type of solution 

was provided to solve the problem. 

g) Synthesis of data extracted 

On the one hand, a quantitative analysis of the results will be carried out, 

grouping them by tables and using graphs to improve understanding  and assist 

in the effort to answer each of the research questions.  

On the other hand, we will also look for a way to group the different 

problems found, seeking to explain in a clearer and more structured way the 

different problems and their possible solutions. 

h) Communication strategy 

It was decided to publish the report of this review in the journal "Future 

Internet”, and more specifically in its Special Issue on security in Cloud 

Computing and Big Data. 

i) Project schedule 

The realization of the SMS project was estimated at about 186 hours of work. 

Taking this into account, and estimating the start date of the SMS on 18 January 

2016, it was calculated that it should be completed by 12 March 2016. With a few 

days of difference with respect to the planned date, the report was produced 

and published.  Its results are shown in Chapter III. 

IV) Validate the review protocol. 

Once the protocol of the review was defined, the directors of the doctoral thesis, 

as participants of the SMS project, gave their approval to the protocol. An 

external expert was also asked to validate it before the review started. 

 





 

CHAPTER III 

 
3 State of the Art 
 

Having presented the problem that we want to address with the development 

of this doctoral thesis, and having described the working method followed to 

carry out our task, this chapter analyses the main proposals that are related to 

our objective. The aim of this study is to verify, on the one hand, that the 

problem has not been solved and, on the other hand, that it is relevant.   

This chapter is organized in two subsections: the first focuses on 

explaining the different approaches to improving the security of Big Data 

ecosystems; this section is the result of the SMS protocol explained in Chapter 

II. In Section 3.2, a study of the different proposals of RAs for Big Data is carried 

out. In addition, at the end of each section, a comparison of the different 

proposals is conducted. 

It is important to highlight the fact that although different approaches 

related to ensuring the development of information systems can be found in 

the literature, to our knowledge, none is specifically for Big Data ecosystems. 

However, some of these approaches contain interesting ideas that can be 

incorporated into our proposal. For example, Secure Tropos [49] is an extension 

of the Tropos methodology that focuses on security goals and security 

requirements elicitation. To achieve that goal, the authors define a set of 

security concepts, such as security goals; another example is ASE methodology 

[50], which is a pattern-driven security methodology designed specifically for 

general distributed systems. This methodology emphasizes the importance of 

the early lifecycle phases (analysis and design), since this is the time when the 

security countermeasures are planned. In addition, there are other approaches 
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that focus on how to model security properties using a UML-based language [51] 

[52]. These approaches can help the definition and implementation of security 

requirements to be conducted with greater ease. 

 

3.1 Approaches to Secure Big Data Ecosystems 

As stated in the introductory section, there are four main security problem 

categories in Big Data ecosystems: infrastructure security, data privacy, data 

management, and integrity and reactive security. In order to obtain a big picture 

of the main security problems in Big Data, we carried out an SMS, whose 

protocol was defined in Chapter II of this doctoral thesis. The results of this SMS 

allow us to gain a better understanding of what the main problems of Big Data 

are, and of how the scientific community is trying to address them by creating 

specific mechanisms and artifacts. The following subsections show the main 

results obtained from this study. 

 

3.1.1 Infrastructure Security 

When dealing with the issue of infrastructure security, it is necessary to 

highlight the main technologies and frameworks used to ensure a Big Data 

architecture. Many of the proposed solutions focus on Apache Hadoop, since it 

has long been considered a de facto industry standard. Figure 3.1 shows a chart 

with the main issues encountered and the number of publications that deal 

with each specific problem. 

The graph shows how the main topic discussed in relation to infrastructure 

security is that of ensuring the security of Apache Hadoop. As already 

mentioned, this is due to its widespread use in the industry. The security issues 

related to this issue are therefore truly cross-cutting in nature, since a whole 

variety of types of methods and mechanisms are proposed to improve the 
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security of Apache Hadoop. These security solutions range from authenticating 

users to protecting data confidentiality through cryptographic techniques. For 

example, there is a proposal for a security model for G-Hadoop (an extension of 

the MapReduce framework to run on multiple clusters) that simplifies user 

authentication and some security mechanisms in the endeavor to protect the 

system from traditional attacks [53]. A few proposals focus on protecting the 

data that is stored in the HDFS by putting forward a new schema [54], a secure 

access system [55], or even the creation of an encryption scheme [56]. 

 

Figure 3.1 Main topics as regards infrastructure security 

Another major concern for researchers is the availability of Big Data 

systems. One of the main characteristics of Big Data environments is the 

availability achieved through the use of hundreds of computers in which data 

is not only stored but also replicated along the cluster. This means that finding 

an architecture that ensures full system availability is a priority. For instance, 

in [57] the authors propose a solution with which to achieve high-level 

availability, by having multiple active Name Nodes at the same time. Other 

solutions are based on creating a new infrastructure of the storage system that 

can improve availability and fault tolerance [58, 59].  
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A different approach is to describe a new Big Data architecture, or to modify 

the typical one, seeking to improve the security of the environment. In [60]  the 

authors propose a novel architecture based on the Hadoop file system which, 

when combined with network encryption and multi-node reading, provides  

improved system security. Another solution focuses on secure group 

communications in large scale networks managed by Big Data systems; this is 

achieved by creating certain protocols and changing the infrastructure of the 

nodes [61]. 

It is normally the case that data stored in Big Data ecosystems has different 

levels of sensitivity, which means that special permissions are required to 

access it depending on the level of risk involved. To solve this problem, 

different proposals focus on user authentication prior to data access. For 

example, in [62] the authors suggest solving the problem of authentication by 

creating an identity-based signcryption scheme for Big Data. 

Security of communications between different parts of the large data 

ecosystem is an often-ignored topic, and therefore only a small number of 

papers address this problem. One of them tackles the issue by addressing the 

regular lifecycle of data in a Big Data system, following the different network 

protocols and applications through which the data passes. The authors also list 

the main security techniques in data transfer [63]. 

  

3.1.2 Data Privacy 

Data privacy is probably the issue that most concerns the general public, but it 

should also be one of the biggest concerns of organizations using Big Data 

techniques. A Big Data ecosystem often contains an enormous amount of 

personal information that organizations use to their advantage. But we should 

ask ourselves where the limit is in terms of the use of that data.  
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Organizations should not be free to use that information without our 

knowledge, but they also need to derive some benefit from the data. This 

conflict of interests underscores the need to find a balance between privacy 

and benefit, and several techniques and mechanisms have been developed for 

that very purpose, seeking to protect data privacy while continuing to process 

it. Figure 3.2 contains a graph showing the main ways in which this problem is 

addressed, along with the number of papers found for each specific issue.  

The most widely-used solution for ensuring data privacy in a Big Data 

ecosystem is cryptography. Cryptography has been used to protect data for a 

considerable time. This trend continues to be seen in the case of Big Data, but 

Big Data has a few inherent characteristics that make the direct application of 

traditional cryptography techniques more complicated than in other instances. 

An example of the use of cryptography can be found in [64], where the authors 

propose a bitmap encryption scheme that guarantees the privacy of users. 

Research by other authors focuses on how to process data that is already 

encrypted. For example, there is a proposal that explains a technique by which 

transformations can be analyzed and programmed with PigLatin in the case of 

encrypted data [65]. 

 

Figure 3.2 Main topics on data privacy 
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Access control is one of the basic traditional techniques used to achieve 

system security. Its main objective is to restrict the access of undesired users 

to the system. In the case of Big Data, the problem of access control is related 

to the fact that there are only basic forms of access control. To solve this 

problem, some authors propose a framework that supports the integration of 

access control features [66]. Other researchers focus on the MapReduce process 

itself, and suggest a framework for enforcing security policies at the key value 

level [67]. 

Although privacy is traditionally treated as a part of confidentiality, we 

decided to change the order, owing to the tremendous impact that privacy has 

on the general public’s perception of Big Data technology. The authors that 

approach this problem often propose new techniques such as CMD (Computing 

on Masked Data), which improves data confidentiality and integrity by allowing 

direct computations to be made on masked data [68], or new schemes, such as 

TSHC (Trusted Scheme for Hadoop Cluster) which creates a new architecture 

framework for Hadoop in an effort to improve the confidentiality and security 

of the data [69]. 

The main purpose of a Big Data system is to analyze the data in order to 

obtain valuable information. But we should never forget the privacy of that data 

while we are handling it. Some approaches pay attention to the problem of how 

to make queries whilst not violating the privacy of the data at the same time. 

One way in which this protection can be achieved is by encrypting the data, as 

discussed previously, but this adds a new problem: how do we analyze the 

encrypted data? Some authors propose that this problem can be solved by 

means of a secure keyword search mechanism on that encrypted data [70]. 

One of the most widespread ways used to protect data privacy is to 

anonymize it. This consists of applying some kind of technique or mechanism 

to the data, either to remove sensitive information from it, or to hide that 

information. In Big Data ecosystems this is more problematic, as the amount of 

data is usually greater. The authors of [71] propose a hybrid method that 
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combines the two most frequently-used anonymization schemes: Top-Down 

Specialization (TDS) and Bottom-Up Generalization (BUG). 

It must also be recognized that the popularity of social networks is huge at 

the present time, and almost everybody with access to the Internet has at least 

one account with them. People share a lot of personal information on these 

networks without actually being concerned about what the organization 

behind them will do with their information. This data, when combined with the 

strong analysis capability of Big Data, is a huge threat to our personal privacy. 

Addressing this problem is no easy task, and some authors suggest changes in 

the regulations that would increase the protection of data privacy [72]. Another 

perspective addresses this problem by increasing the control that users have 

over their own data in Social Networks [73]. 

Finally on this point, some proposals focus on differential privacy, which is 

a method designed to maximize the value of the analysis of a dataset, while 

minimizing the chances of the identities of the users being revealed. A few 

papers consider achieving privacy in Big Data by applying differential privacy 

techniques. For example, in [74] the authors attempt to distort the data by 

adding noise. 

 

3.1.3 Data Management 

This section focuses on what needs to be done once data is stored in the Big 

Data environment, as well as on how that data is shared between its different 

processes and components. We will also discuss the different policies and 

legislation the authors suggest for using Big Data techniques safely. Figure 3.3 

contains a graph showing the topics that will be discussed in this section, along 

with the number of articles found for each specific topic.  
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Figure 3.3 Main topics on data management 

As mentioned previously, Big Data usually implies handling a huge amount 

of data. That makes it important not only to find a means to protect data when 

it is stored in a Big Data environment, but also to have methods that ensure the 

security of the initial collection of data. In their attempt to tackle these issues, 

several authors propose a mechanism with which to protect the privacy of data 

users by creating a parameter to measure the acceptable level of privacy [75]. 

Another approach found in [76], suggests that security storage can be protected 

by dividing the data stored in the Big Data system into sequenced parts and 

storing them in different Cloud storage service providers. 

On the other hand, every disruptive technology brings new concerns with 

it, and Big Data is no exception. In some cases, these problems are related to 

legal limitations already present, or created by the extended use of such 

technology. The problems related to Big Data are related mainly to the 

increased use of this technique to obtain value from a large amount of data by 

using its powerful analysis features. This could involve a threat to people's 

privacy. To reduce this risk, many authors propose the creation of new laws and 

regulations that would address these new problems effectively.  
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In [77], for example, the authors propose a legal framework that aims to 

protect students’ privacy. The purpose of this subtopic was also to find some 

frameworks or initiatives that attempt to establish robust security governance 

in a Big Data system. Unfortunately, we could not find any paper that covers 

this problem in relation to the entire lifecycle of a Big Data environment. 

In order to obtain the maximum possible value from the data, it is necessary 

to share this data with the different nodes that make up the cluster in which 

Big Data is being executed, or to share the results obtained with other users. But 

again, we have the problem of how to ensure security and privacy when that 

sharing process is taking place. Some authors approach this problem by 

increasing the surveillance of the user that participates in the data sharing [78], 

while others propose securing the transmission itself by creating a new 

technique based on nested sparse sampling and coprime sampling [79]. 

 

3.1.4 Integrity and Reactive Security 

One of the foundations on which Big Data relies is its ability to receive data 

streams from many different sources and in many different formats, be it 

structural or non-structural data. This increases the importance of checking 

that the integrity of the data is good, so that it can be used correctly. This topic 

also covers the case of applying Big Data to monitor the security of other 

systems, in order to detect whether they are being attacked. Figure 3.4 contains 

a graph showing the main subtopics found during the SMS, along with the 

number of approaches for each specific topic. 

Integrity has traditionally been defined as the maintenance of the 

consistency, accuracy and reliability of data. It protects data from unauthorized 

alteration during its lifecycle. Integrity is considered one of the three basic 

dimensions of security (along with confidentiality and availability). Ensuring 

integrity is a critical issue in the Big Data environment, and the authors agree 
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that it is difficult to achieve adequate data integrity. In their attempt to suggest 

ways of tackling the issue, , they propose, for example, external integrity 

verification of the data [80] or a framework to ensure integrity  during a 

MapReduce process [81]. 

 

Figure 3.4 Main topics in relation to integrity and reactive security 

As happens with all systems, Big Data can be attacked by malicious users. 

Some authors therefore take advantage of the inherited characteristics of Big 

Data, and suggest certain indicators that may be a sign that the Big Data 

environment is under attack. For instance, in [82] the authors develop a 

computational system that captures the provenance data related to a 

MapReduce process. There are also researchers who propose an intrusion 

detection system especially intended for the specific characteristics of a Big 

Data environment [83]. 

With regard to recovery, the main objective of this topic is to create 

particular policies or controls to ensure that the system recovers as soon as 

possible when a disaster occurs. Many organizations currently store their data 

in Big Data systems, which means that if a disaster occurs the entire company 

could be at risk. We have found only a few papers that cover this problem. One 
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example found was [84], where there are some recommendations regarding 

what can be done to recover from a desperate situation. 

 

3.1.5 Analysis of Results 

The main objective we had when carrying out the SMS was to check what was 

the main problem addressed by the scientific community in terms of security 

in Big Data. As shown in Figure 3.5, the issues discussed most are those related 

to data privacy and securing the Big Data infrastructure. This is mainly due to 

the complexity that this type of environment usually has, with many 

technologies and data working at the same time. This complexity is in addition 

to the new privacy issues arising from the use of this type of environment, such 

as the capacity to infer sensitive information from data that at first glance 

seems harmless. It is also noteworthy that the other two topics are addressed 

less by the scientific community, although we believe that the issue of integrity 

is covered well. Another important conclusion is the fact that many security 

solutions are put forward with a particular technology in mind; in most cases 

this technology is Apache Hadoop. 

 

Figure 3.5 Results grouped by main categories 
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With respect to the quantity of studies found per year, we have detected 

how the number of papers written by the researchers had been increasing 

continuously until the year 2015. This may be a consequence of the maturity 

reached by Big Data technology, although the difference when compared to the 

previous year is not conclusive enough for that to be affirmed. Figure 3.6 

contains a graph which demonstrates the evolution in the quantity of papers 

found during the period considered. 

 

Figure 3.6 Quantity of papers per year 

Another important conclusion that can be obtained from our study is that 

most of the proposals compiled focus on the definition of a specific 

technological solution: they do not seek to secure the Big Data environment in 

general, but rather a very specific aspect. To secure a Big Data ecosystem as a 

whole, one must start from a holistic perspective, using abstraction, and at the 

same time, consider the inherent characteristics of this type of environment 

and the main security standards and good practices. This lack of proposals with 

a more general objective and a more methodological perspective provided the 

motivation for the creation of this doctoral thesis.    
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3.2 RAs for Big Data Ecosystems 

Generally speaking, Big Data ecosystems are very complex environments with 

multiple technologies, in terms of both hardware and software, collaborating 

with each other in the quest to obtain relevant information for the company. 

This complexity makes them difficult to understand, so it is also difficult to 

deploy this type of system. One way to address this problem is through the use 

of abstraction. RAs are thus very useful tools that allow the main components 

of a type of system to be abstracted, thereby improving understanding on the 

part of the different stakeholders.   

If we consider the relevant literature, we see that one of the main 

approaches to defining a Big Data ecosystem is by means of the RA defined by 

the National Institute of Standards and Technology (NIST). Apart from that 

approach, different authors from the scientific community have put forward 

their own proposals for RAs for Big Data ecosystems, based on different aspects. 

In the following subsections we will provide an overview of the NIST RA 

(section 3.2.1), which is used as a basis for the creation of our SRA, and we will 

also summarize the main proposals of the scientific community with regard to 

reference architectures (section 3.2.2). Finally, section 3.2.3 conducts a 

comparison of the proposals shown with our SRA. It is important to highlight 

that, as far as we know, there is no other SRA proposal for Big Data ecosystems. 

Although there are RAs for Big Data that consider security, they do not treat it 

as a key element of the architecture; they cannot therefore be classified as 

SRAs. 

 

3.2.1 NIST Reference Architecture 

Over the past several years, the NIST organization has defined an RA for Big 

Data ecosystems which has received the general consensus of the industry and 

scientific community [85]. With the release of the latest version in June 2018, 
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this architecture gathers together many different ideas and features for 

creating a Big Data ecosystem. This set of features was extracted from the 

proposals for a Big Data architecture made by the main companies of the sector, 

such as Oracle and IBM. As a result of this input, NIST produced the RA that can 

be seen in Figure 3.7. The proposed architecture is divided into five different 

components that interact with each other and which have different objectives. 

These components are: 

 

Figure 3.7 NIST proposal for a Big Data RA 

• Data Provider (DP): This component oversees the feeding of the Big 

Data ecosystem with new data. To accomplish that goal, the Data 

Provider has a collection of interfaces, or services, between the Big 

Data and the data sources. This set of interfaces acts as a gate 

between the outside world and the Big Data ecosystem. 

• Big Data Application Provider (BDAP): The BDAP component 

provides a specific set of services throughout the data lifecycle that 

is designed to meet the requirements established by the SO. It is 
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important to highlight that its main purpose is to encapsulate the 

business logic and functionality to be executed by the architecture. 

In a regular Big Data scenario, there are several applications 

executing on the same data.  

As data propagates through the ecosystem, it is processed and 

transformed in different ways to obtain valuable information from 

the data. In order to achieve this goal, the BDAP is composed of 

different services or activities that can be considered the Software 

as a Service (SaaS) layer of the Big Data ecosystem. These activities 

are the following: collection, preparation, analytics, visualization, 

and access. Activities can be implemented as independent 

functions, and deployed as stand-alone services. Furthermore, the 

activities can interact with the underlying Big Data Framework 

Provider, as well as with the Data Consumer, the DP, or even with 

each other. 

• Big Data Framework Provider (BDFP): The BDFP component can be 

considered to be the platform implementation of the Big Data logic. 

It supports the activities defined in the BDAP. In general, Big Data 

implementations are hybrids that combine multiple technologies. 

The BDFP has three main activities: infrastructure (virtual or 

physical), platform (how data is distributed or organized), and 

processing (how the data will be processed to support Big Data 

applications). The BDFP component also provides the support 

services for the system, such as communications or resource 

management. 

• Data Consumer (DC): It is similar to the DP component, but at the 

other edge of the architecture. It normally occurs that the user that 

interacts with this component is an end-user or another system. 

Similarly to the DP, it is composed of a set of interfaces between the 

end-user and the information. 
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In the effort to deal with security problems, this architecture involves a 

security and privacy fabric that responds to the needs and solutions on this 

specific topic. In fact, there is a specific volume on privacy and security in Big 

Data [28]. It highlights that the main security issues that a Big Data ecosystem 

can face are related to the following: (i) data confidentiality and privacy (this 

includes how to aggregate data without compromising its privacy), (ii) data 

provenance (how to ensure veracity and integrity of the data sources and the 

data already present in the Big Data ecosystem), (iii) monitoring of the Big Data 

ecosystem (to detect security breaches and incidents), and (iv) nefarious use of 

the environment by an internal attacker. 

However, the NIST proposal cannot be considered to be an SRA, because it 

does not address security as a primary requirement, but rather as an isolated 

feature that is kept in the background. Security concerns are in fact addressed 

from a holistic perspective, rather than by considering the security of every 

component of the Big Data ecosystem. From our point of view, this block-based 

representation is not sufficiently expressive. This type of specification has a 

considerably high level of abstraction, thereby placing little emphasis on the 

details of the sub-components and how they are connected. This approach may 

therefore not be expressive enough to assist Big Data engineers in the design 

and implementation of such ecosystems. Although the NIST proposal has these 

problems, it is a well-conceived and fairly comprehensive architecture; it was 

because of these positive aspects that we chose to use it as the basis for the 

creation of our SRA.   

It is important to highlight that this is not the only proposal from a 

standardization company. The ISO/IEC organization is also working on the 

creation of an RA for Big Data under the ISO/IEC 20547-3 standard [81]. Although 

it is still unpublished, it is expected that it will follow a similar approach to the 

NIST proposal. 
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3.2.2 Proposals from the Scientific Community 

Among the other proposals for RAs for Big Data, Demchenko et al. [14] put  

forward a Big Data framework architecture that establishes the data lifecycle of 

a Big Data ecosystem. Similarly to the NIST approach, they use a block diagram 

representation, but with more details in the relationships between the 

components of the architecture. Furthermore, and again in a way that is similar 

to the NIST proposal, they approach security as an isolated feature—not really 

connected to the other components. They nevertheless provide some 

interesting contributions in terms of explaining the main components of Big 

Data ecosystems, in which security should be emphasized. Figure 3.8 shows the 

main components of the proposed architecture and the defined lifecycle for Big 

Data. To validate their proposal, the authors illustrate it by means of an example 

of how a system using Big Data can be deployed for a university. 

 

Figure 3.8 Demchenko et al.’s [14] proposal for an RA for Big Data 
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Another research paper on this topic is [87], where the authors proposed a 

complete architecture in terms of the relationships between the components. 

In carrying out this work, they conducted a complete study of the different 

proposals in this field, and created their own RA based on the main components 

of a Big Data ecosystem. To validate their proposal, they compared their 

architecture to the Big Data ecosystem implementations of well-known 

companies, e.g., LinkedIn, Facebook. Although theirs is a very comprehensive 

and thorough proposal, they do not appear to consider security as a key aspect 

in the Big Data ecosystem, because they do not address it in their proposal. 

In [88], the authors propose a software RA for semantic-aware Big Data 

ecosystems. It follows the lambda architecture principles, to which the authors 

add a semantic layer. The main purpose of this semantic layer is to contain the 

metadata management system which is responsible for providing the other 

components with the information needed to describe and model raw data. 

Figure 3.9 shows a conceptual view of the author’s proposal. They validate it by 

adopting their architecture in three projects, and provide an interesting 

approach; however, their proposal focuses mostly on the data lifecycle in a Big 

Data ecosystem. They do not consider security issues to be an objective. The 

lambda architecture, i.e., λ-architecture, is based on dividing the Big Data 

ecosystem into different layers depending on how data are processed and 

managed: in real-time (speed layer), making queries on stored data (batch 

layer), and showing the results of the queries made (the serving layer) [89]. This 

type of architecture is widely-used in the implementation of Big Data systems 

[90, 91].  

Klein et al. [92] proposed a very specific RA for Big Data that focuses on 

addressing typical national defense requirements. Their architecture is quite 

similar to the one proposed by NIST. They include a tutorial demonstrating the 

use of their architecture to create specific Big Data solutions. As is the case of 

the NIST proposal, they have a dedicated security module to address privacy 

and security issues—they treat security as an isolated feature that does not 

follow the security-by-design perspective. This module does, nonetheless, 
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highlight some interesting features regarding the security aspects that should 

be considered in Big Data ecosystems, e.g., controlling user access to data, as 

well as intrusion detection and prevention. 

 

Figure 3.9 Nadal et al.’s [88] approach for a software RA for Big Data 

Mistrik et al. [93] proposed a software architecture for Big Data that covers 

the first phases of the lifecycle of a Big Data ecosystem—from design to 

implementation. However, as with other proposals, this idea sees security as a 

complement, and not as a crucial feature for successful implementation. 

However, the authors provide an interesting perspective in terms of creating an 

environment in which users are aware of the need to preserve data privacy. 

In [94], the authors propose a reference model for industrial Big Data that 

has components similar to the ones defined in the NIST proposal. They 

consider security—more specifically, cybersecurityꟷas an important aspect of 

such Big Data environments. However, they address it only as a set of steps 

during the development of a Big Data ecosystem, and not as an integral 

requirement while implementing a component. 

But it is not only the scientific community that has developed proposals of 

RAs for Big Data. Among the proposals coming from industry, the ones 

produced by the main companies comprise an architecture based on their own 
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technological stack, e.g., Microsoft, IBM, and Oracle. None of these proposals 

can be considered to be an SRA, because they do not highlight the importance 

of security. In addition, they focus more on describing their technology than on 

describing a general architecture that can be applied to every Big Data scenario. 

We do not therefore consider them when comparing the rest of the proposals. 

 

3.2.3 Comparison of Proposals 

In this section, we have carried out a study of the principal RAs for Big Data 

ecosystems. Although we have focused especially on the NIST proposal, since 

it is the basis on which we built our SRA, the other approaches are an 

interesting alternative, and should be taken into account; some of the concepts 

and elements of these proposals are included in our SRA. 

Having studied the main RAs in the domain of Big Data, we can conclude 

that most of them do not consider security to be a critical element when 

defining a Big Data ecosystem. This is something that is repeated time and time 

again in the literature, and it is due to the fact that Big Data was not conceived 

of as a secure environment, but rather as a data analysis paradigm that was not 

especially concerned with privacy or security. This is reflected in how most 

approaches treat security, seeing it as an isolated feature that does not 

permeate the whole architecture completely. Another important issue that we 

have found while performing this study is that in many cases the proposed RAs 

are not represented using a standardized modeling language such as UML, but 

instead use diagrams with the different blocks or elements that it is composed 

of. This lack of specificity when expressing how the different components are 

connected to each other can complicate the work of the developer. That 

problem is closely connected to the level of detail used to describe the 

components, the elements and the architecture itself. The level of abstraction 

expressed should be neither too high nor too low. 
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Table 3.1 summarizes the main features of the studies analyzed in this 

section. The last row shows the evaluation of our proposed SRA, which will be 

defined in Chapter V of this doctoral thesis. In order to make a comparison with 

the rest of the proposals, a series of criteria were selected, based on the typical 

characteristics of the RAs and security. The table cells can have three values: 

“High” indicates that the criterion is a chief concern for the proposal evaluated; 

“Medium” implies that the criterion is addressed by the proposal to a certain 

extent; and “Low” signifies that the criterion is barely taken into account, or not 

taken into account at all. Finally, the last criterion can have only two values: 

“Yes” or “No”. 
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NIST [85] High Low High No 

Demchenko et al. [14] Medium Medium Medium No 

Pääkkönen and Pakkala [87] Low High Medium No 

Nadal et al. [88] Low Medium Low No 

Klein et al. [92] Medium Medium Low No 

Mistrik et al. [93] Medium High Low No 

Zhan et al. [94] Medium Low High No 

Table 3.1 Comparison of RAs for Big Data 

The criteria used to compare the different RA proposals are therefore: 

Security Consideration, which indicates if the proposal sees security as an 

important and isolated feature, or if it is integrated in the approach; Connection 

between components, which refers to the level of detail in defining how the 

different elements and artifacts of the RA communicate with, and relate to, 

each other; Abstraction level indicates the degree of precision provided when 

defining the different elements that are the main components of the RA. A very 
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high degree of abstraction may cause difficulties when implementing the RA, 

while a very low degree may mean that it does not cover all possible Big Data 

ecosystem scenarios; Use of security patterns, which indicates whether the 

proposal considers the use of security patterns to be a way to facilitate the 

implementation of security solutions. Our proposal for SRA for Big Data 

ecosystems sets out to meet all these criteria. 

To sum up this chapter, this PhD thesis addresses the definition of a 

systematic development methodology for building a secure Big Data 

ecosystem. This methodology is supported by an SRA that defines the main 

components and elements of the Big Data ecosystem, along with the principal 

security mechanisms and artifacts. Furthermore, we have created some 

security patterns to address specific security problems in Big Data 

environments.
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CHAPTER IV 

 
4 Overview of the proposal 
 

Chapters V, VI and VII present the main results and contributions made in this 

doctoral thesis, which are summarized in Figure 4.1. All of these show that the 

main result of the thesis is the creation of a security methodology for Big Data 

ecosystems, which is formed of two artefacts: the SRA and the process of 

secure development and operation of Big Data. In addition to the main result, 

as a spin-off from this, we have created three security patterns for Big Data 

ecosystems.  

 

Figure 4.1 General overview of the results of this doctoral thesis 

The main objective of these artifacts is to create a secure Big Data 

ecosystem from its creation to its operation. The main audience for these 

results is any organization or stakeholder interested in implementing a Big 

Data ecosystem in a secure way. As this work has technical content, however, 

it is oriented more specifically towards Big Data developers. Ideally, our 
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proposal focuses on those scenarios in which the objective is to implement a 

Big Data ecosystem from the beginning, although it is possible to adapt our 

methodology to an already-implemented Big Data environment in the effort to 

improve its security. In that case, some of the phases described by the process 

would need to be carried out completely, since many components would 

already be implemented. It would nonetheless be necessary to emphasize the 

importance of analyzing the security of those components, aiming to discover 

new security needs. In fact, applying the methodology to an already-developed 

Big Data ecosystem will not only enhance its security, but also improve 

knowledge about it.  

In this chapter we provide an introduction to the methodology for building 

secure Big Data ecosystems, so that the reader can obtain a general perspective 

of it. This includes a broad description of the main components of the 

methodology (the SRA and the process), an explanation of the principles and 

characteristics of the proposal, a description of the roles that participate in the 

methodology, and an overview of the main components of the SRA, 

subprocesses, phases and tasks of the process and the connection between 

them. 

 

4.1 General Description 

As stated before, our proposal for a methodology to build secure Big Data 

ecosystems is composed of two main parts: the SRA and the process to secure 

Big Data ecosystems. The SRA can be considered a formal framework in which 

the main elements that a Big Data ecosystem is composed of are defined, and 

it also includes security aspects to improve the understanding of these 

components. It should also be highlighted that the process of secure 

development and operation for Big Data incorporates relevant security aspects 

for this type of environment from the first phases of analysis and design, where 

the security requirements and security solutions are defined with a high level 
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of abstraction, until they are implemented and monitored in the subsequent 

phases of the process. This process is characterized by its being based on the 

components previously defined in the SRA, as well as by the incorporation of 

security patterns that help to implement specific security solutions. 

Our SRA is based on NIST’s Reference Architecture for Big Data, which has 

received the general consensus of the industry and scientific community [95]. 

NIST’s proposal is too abstract, however, and does not place enough emphasis 

on how the elements are connected to each other. It is composed of five main 

components. The system orchestrator (SO) focuses primarily on the definition 

of the requirements and security solutions that will be implemented in the 

other components of the SRA. The next component is the Big Data Application 

Provider (BDAP), which is made up of the different services offered by Big Data 

(collection, preparation, analysis, visualization and access control). These 

services are implemented in the next component: the Big Data Framework 

Provider (BDFP), which can be considered the hardware layer of the big data 

ecosystem. The BDFP supports the functionalities of the BDAP. To do that, it 

usually comprises one or more clusters, which are in turn composed of nodes. 

In addition to providing the hardware infrastructure, this component also 

provides storage, processing, and other services such as communications or 

resource management. Finally, the last two components of the SRA are the Data 

Producer (DP) and the Data Consumer (DC), which have a similar function, but 

at opposite edges of the architecture. On the one hand, the DP is responsible for 

feeding data to the Big Data ecosystem, and is a connection point with data 

sources, which can be both structured and unstructured. The DC, for its part, is 

the component that consumes the information generated by the Big Data 

ecosystem, serving as a connection point with the end user of the data. 

As regards the process to secure Big Data ecosystems, this can be 

considered as a general process, composed of three different subprocesses that 

cover the complete lifecycle of a Big Data ecosystem. The general process 

follows the recommendations from the security-by-design approach [96] taking 
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security into consideration from the early stages of the process and including 

security aspects throughout the whole process. The first subprocess focuses on 

the analysis and design of the Big Data ecosystem; this subprocess is crucial, 

since in many Big Data projects it is not dealt with sufficiently. From this 

subprocess a set of security requirements and solution will be obtained. The 

second subprocess addresses the implementation of the Big Data ecosystem; 

this subprocess is closely connected to the SRA, since all its components are 

implemented during a phase or set of phases; in this subprocess, the security 

requirements and solutions, obtained in the previous subprocess, are 

implemented. Finally, the last subprocess considers what happens after the Big 

Data ecosystem is implemented once it is up and running. During that stage, 

security incidents can still occur to even the most secure systems; that is why 

we have defined a subprocess to ensure the operation of Big Data ecosystems. 

This subprocess is based on the best-known incident response methodologies. 

It should also be noted that our general process is an incremental one, since it 

has a cyclic nature in which tasks and phases can be repeated to understand 

the problem better by means of successive refinements. Moreover, the three 

subprocesses that make up the general process are connected in a way that 

allows feedback between them. 

The last noteworthy result of the doctoral thesis is the definition of 

different security patterns. As explained during the introductory chapter, 

security patterns are an abstract and well-known solution to a specific problem. 

The use of security standards thus facilitates the implementation of specific 

security solutions. In the case of this doctoral thesis, three security patterns 

focusing on Big Data ecosystems have been developed as a spin-off from the 

rest of the results. Each of these patterns addresses a specific problem of this 

type of ecosystem: how to authorize access control to NoSQL databases of key-

value type, how to implement the right to be forgotten in this type of 

environment, and how to improve the veracity and traceability of data stored 

in Big Data ecosystems by using Blockchain technologies. 
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4.2 Characteristics and Principles of the Proposed 

Methodology 

The methodology for building secure Big Data ecosystems can be divided into 

two main components: the conceptual framework (SRA), and the process to 

follow. The process defines an incremental method that ensures the fulfillment 

of security requirements; at the same time, it provides phases, tasks and 

guidelines to create and enhance the security of Big Data ecosystems. In 

general, the main characteristics of this process are: 

1. It covers the most important stages of the Big Data lifecycle: the 

methodology that we propose covers the main stages of a Big Data 

ecosystem, from its creation (analysis and design) right through to its 

operation, also addressing its implementation. All these stages are 

carried out following a security perspective. Our methodology can also 

be applied to an already-implemented Big Data ecosystem in order to 

enhance its security. 

2. It is based on the security-by-design approach: the security of an 

information system must indeed be considered from the very 

beginning of its development, but as a necessity that is integrated into 

the process, and not as an isolated aspect. In our case, security is 

considered a fundamental aspect, and is the main motivation of the 

methodology. All of its phases therefore include mechanisms, artifacts 

and guides to improve it. 

3. It is an incremental process: the methodology follows an incremental 

process in which the different phases that it is made up of create a new 

increment that defines or implements a part of the Big Data ecosystem. 

The different phases are, moreover, closely related to each other, 

making it possible to go back to previous phases in order to refine the 

resulting artifacts. 
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4. It is based on the main standards and best practices from the industry: 

our SRA is based on the NIST approach for a reference architecture for 

Big Data ecosystems. The process integrates traditional techniques and 

methods from the field of security software, such as UMLSec [51] or 

misuse cases [97]. In addition, our proposal considers international 

standards, such as the standard family of ISO/IEC 27000 about security 

in information systems. 

5. It is supported by a conceptual framework: Our proposal is supported 

by an SRA, which defines the main components of a Big Data 

ecosystem. As it is based on well-known standards developed in 

conjunction with the industry, it allows the application of our 

methodology to be carried out without any extra effort on the part of the 

organizations. 

6. It encourages the use of security patterns: our proposed methodology 

includes and encourages the use of security patterns as a way to 

facilitate the understanding and implementation of specific security 

solutions. These security patterns do not have to be specific for Big Data 

ecosystems, but can also be well-known and more general patterns, 

such as the Role-Based Access Control or the Security Logger/Auditor 

[39]. 

7. There is traceability and reusability of the process: the defined process 

must be abstract enough to make it possible to implement any type of 

Big Data ecosystem. These two principles are achieved, since the 

process is defined using the SPEM 2.0 metamodeling language for 

process engineering. The use of this language allows the process to be 

formally documented, published and managed. 
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4.3 Roles of the Methodology 

In this subsection, we will describe the different roles involved in the 

methodology. Since our methodology covers from the analysis and design of a 

Big Data ecosystem right through to its operation, the roles involved are very 

varied, and range from top management of the company−as the decisions 

taken can have important implications−down to the security engineer that 

implements the security solutions of the environment. The roles involved in 

the methodology are therefore the following: 

• The CEO (Chief Executive Officer) is the executive director, the manager, 

the highest position within the organization's organizational chart. He 

or she is ultimately responsible for the actions carried out within the 

company, as well as for its performance and efficiency. The CEO must 

be informed of the objectives of the Big Data ecosystem that is 

developed. 

• The CIO (Chief Information Officer) is the systems manager or director 

of information technology, and is mainly responsible for ensuring that 

the organization's strategies are aligned with information technology so 

that the planned objectives may be achieved. The role of the Big Data is 

crucial when defining the main objectives, since these must be aligned 

with the policies and business objectives of the organization. 

• The CSO (Chief Security Officer) is responsible for the security of the 

organization. The CSO is sometimes referred to as the Corporate 

Security Officer. It should be underlined that the implementation of a Big 

Data ecosystem can be a priority target for attackers. 

• The CISO (Chief Information Security Officer) is the director of 

information security. It is basically a role played at executive level, and 

its main function is to align information security with business 
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objectives. This ensures that the company's information is adequately 

protected at all times. The CISO reports to the CSO. 

• The CTO (Chief Technology Officer) is a technical director, and is 

responsible for the daily management of information technologies. They 

must be involved during the definition of the Big Data ecosystem. 

• The Big Data Architect aims to address specific Big Data problems and 

requirements. Big Data solutions architects are trained to describe the 

structure and behavior of a Big Data solution and how that Big Data 

solution can be delivered using Big Data technology such as Hadoop. 

They work closely with the client and other stakeholders in seeking to 

translate the organizational requirements into a Big Data solution. 

• A Security Architect is in charge of designing, building and supervising 

the implementation of the security of the different systems that an 

organization has. 

• Risk Managers work with companies to assess and identify potential 

risks that can have an impact on the reputation, security, and financial 

prosperity of their organization. 

• The Purchase Department is in charge of acquiring the assets that a 

project needs for it to be completed, including those of a Big Data 

ecosystem. 

• A Network Architect takes care of communication networks, such as 

local area networks (LANs), wide area networks (WANs), and intranets. 

They play a crucial role in creating, maintaining and modifying an IP 

network's hardware, software and virtualized components.  

• A Big Data Engineer is responsible for implementing, maintaining, 

evaluating and testing Big Data ecosystems. To do this, the person who 

has this role must have knowledge, not only about Big Data 



Chapter IV: Overview of the Proposal 
 
 

73 

infrastructure, but also about the available tools that can be used to 

implement a functionality. 

• The Cloud Engineer role is responsible for performing any activity 

related to cloud computing. This includes its design, planning, 

management, maintenance and operation. The person who performs 

this role must have a strong background in the different IaaS solutions. 

Big Data ecosystems normally use a cloud computing solution as a way 

to support their services; hence the importance of the role in this 

subprocess. 

• A Data Scientist role aims to extract valuable knowledge from the data 

so as to be able to answer questions asked by the company. To do so, 

they must explore and analyze data from multiple sources. It should be 

remembered that in this type of ecosystems, these data can have 

different formats. 

• A Security Engineer creates and maintains security solutions for any 

type of IT in the organization. This role develops the security solutions 

needed to manage the security requirements and the different 

vulnerabilities of the Big Data ecosystem. This role must be in direct 

contact with the security architects, to ensure that the security 

requirements are met correctly. 

• The Incident Response Team’s main function is to react in a timely 

fashion to intrusions, types of theft, denial of service attacks, and many 

other events against their company that have yet to be executed or 

considered [98]. The IRT will be responsible for investigating malicious 

insider activity, internet spam, human resource violations and copyright 

infringements, and will be in charge of reporting on all of these. 
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4.4 Global outline 

This subsection provides an overview of the complete methodology. First of all, 

Table 4.1 explains the purpose of all the components of the SRA, and lists all the 

subcomponents that they are comprised of.  

Component Description Subcomponents 

System 

Orchestrator 

(SO) 

The main objective of the 
system orchestrator (SO) is to 
define the requirements and 
security solutions that will be 
implemented in the other 
components of the SRA. This 
is the most abstract element 
of the architecture. 

Business goal Policy 
Big Data goal Security policy 
Requirements Sec. requirements 
Regulation Security metadata 
Asset Vulnerability 
Threat Security pattern 
Misuse pattern Context 

Security solution 

Data Provider 

(DP) 

The Data Provider (DP) is 
responsible for feeding data to 
the Big Data ecosystem, 
serving as a connection point 
with external data sources. 

DP Interfaces 

Big Data 

Application 

Provider 

(BDAP) 

The Big Data Application 
Provider (BDAP) offers the 
different services that are 
typical in a Big Data 
ecosystem. It can be 
considered the SaaS 
(Software as a Service) layer. 

Collector 

Preparator 

Analyzer 

Viewer 

Access Control 

BDAP Security solution 

Big Data 

Framework 

Provider 

(BDFP) 

The Big Data Framework 
Provider (BDFP) can be 
considered the physical part 
that supports the services 
from the BDAP. It is composed 
of clusters and nodes. In 
addition, it provides services 
such as storage, processing or 
support services. 

BDFP Cluster 
Node Container 

Virtual Machine 
Platform as a 
Service (PaaS) 

Data Lake Processing 
Orchestration Communication 
Resource 
Management 

BDFP Security 
solution 

Infrastructure as a Service (IaaS) 

Data 

Consumer 

(DC) 

The Data Consumer (DC) can 
be defined as the gate 
between the Big Data 
ecosystem and the end-user 
of the insights generated by 
the environment.  

DC Interfaces 

Table 4.1 Components and main subcomponents of the SRA 
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Table 4.2 summarizes the three sub-processes that make up the overall 

process for securing Big Data ecosystems. Each subprocess is formed of a set 

of phases, which in turn are divided into different tasks.  

General Process to Secure Big Data Ecosystems 
Analysis and Design Subprocess 

Phase 1: Requirements Definition 
A1.1 Define Big Data Goal 
A1.2 Define requirements 
A1.3 Select assets 
A1.4 Acquire assets 

Phase 2: Risk Assessment 
A2.1 Define vulnerabilities 
A2.2 Define threats 
A2.3 Risk assessment 

Phase 3: Security Solutions Definition 
A3.1 Find security solutions 
A3.2 Select security patterns 
A3.3 Find misuse patterns 

Implementation Subprocess 
Phase 4: Implement Interfaces DP 

I4.1 Identify data sources 
I4.2 Implement interfaces with data sources 

Phase 5: Implement Collector 
I5.1 Define the data lake 
I5.2 Implement the Collector component 
I5.3 Implement security solutions for the Collector  

Phase 6: Implement Preparator 
I6.1 Identify the important information from data 
I6.2 Define scripts to prepare the data 
I6.3 Implement security solutions for the Preparator  

Phase 7: Implement Analyzer 
I7.1 Design the algorithms for the data analysis 
I7.2 Implement the algorithms 
I7.3 Implement security solutions for the Analyzer  

Phase 8: Implement Viewer 
I8.1 Decide the best way to visualize the information 
I8.2 Implement the visualization techniques 
I8.3 Implement security solutions for the Viewer  

Phase 9: Implement Access Control 
I9.1 Define access control rules 
I9.2 Implement access control rules 

Phase 10A: Implement an ad-hoc Solution 
I10A.1 Deploy cluster and nodes 
I10A.2 Implement storage system 
I10A.3 Implement processing engine 
I10A.4 Implement communication platform 
I10A.5 Implement resource management 

Phase 10B: Configure Commercial Solution 
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I10B.1 Decide a commercial virtual solution 
I10B.2 Configure the commercial virtual solution 

Phase 11: Implement Interfaces DC 
I11.1 Identify data consumers 
I11.2 Implement interfaces with data consumers 

Operation Subprocess 
Phase 12: Preliminary Actions 

O12.1 Definition of basic concepts 
O12.2 Definition of roles 

Phase 13: Preliminary Actions 
O13.1 Preparing to handle incidents 
O13.2 Definition of indicators 

Phase 14: Identification and Analysis 
O14.1 Incident analysis 
O14.2 Incident prioritization 
O14.3 Incident communication 
O14.4 Evidence storage 

Phase 15: Containment, Eradication and Recovery 
O15.1 Short term containment 
O15.2 System check 
O15.3 Long term containment 
O15.4 Recovery 
O15.4 Visualization of the status of the Big Data ecosystem 

Phase 16: Lessons Learned 
O16.1 Write documentation 
O16.2 Continuous improvement 

Table 4.2 Outline of the process to secure Big Data ecosystems 

The relationships between the SRA components and different phases of the 

process are shown in Figure 4.2. As can be seen, the first subprocess focuses on 

describing the security requirements and solutions that will be implemented 

later. The second subprocess covers the implementation of all the components 

of the SRA, based on the artifacts obtained in the previous set of phases. The 

third subprocess is focused on monitoring the Big Data ecosystem during its 

operation (after it is implemented). 

Each of the components and subcomponents of the SRA will be described 

in depth in Chapter V, while the subprocesses, phases and tasks of the general 

process will be defined in Chapter VI. In addition, the security patterns that we 

have created during this doctoral thesis are defined in Chapter VII. 
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Figure 4.2 Relationships between SRA and the process  

 
 





 

CHAPTER V 

 
5 Security Reference Architecture 
 

This chapter focuses on defining the security reference architecture (SRA) of 

our proposal. In the security methodology, the SRA serves as a conceptual 

framework to support the process. As explained in the related working chapter, 

an SRA can be defined as an abstract framework that shows the main 

components of a system; at the same time, it emphasizes the understanding of 

security concepts. In our case, we have developed an SRA for Big Data 

Ecosystems, which is based on the main industry standards, and more 

specifically on the NIST proposal for a reference architecture. The correct 

understanding of this architecture is crucial for the rest of the thesis, since the 

components it defines are the cornerstone on which the rest of the artifacts 

that integrate this doctoral thesis are based. Figure 5.1 shows the main results 

of the thesis and how they relate to each other. 

 

Figure 5.1 Relationship of the SRA and the rest of the resulting artifacts  
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5.1 Security Reference Architecture for Big Data 

Ecosystems 

The term Big Data refers to an environment that allows the analysis and 

management of large amounts of data, which can be generated in almost real 

time and can come from different data sources with different formats; these are 

the main differences with respect to traditional data processing techniques 

[99]. In this type of environment, these traditional techniques are not capable of 

handling unstructured data or high volumes of real-time datasets properly, but 

they could be part of the Big Data ecosystem; for example, although both 

relational and non-relational databases do not provide analytical services they 

can be used as storage for different kinds of data.  

However, not all scenarios are suitable for using Big Data technologies; a 

deep understanding of the project requirements and the business context is 

needed if it is to be determined if Big Data is the most appropriate solution. This 

is crucial, since a Big Data ecosystem is usually a very complex system, and its 

implementation it is no easy task. It is necessary to use abstraction in any 

attempt to consider all the components of a Big Data ecosystem. This being so, 

we have developed an SRA for Big Data ecosystems. 

As stated in the chapter about the related work, there are different 

proposals that try to address the problem of creating reference architecture for 

Big Data. The most important one is that proposed by the NIST organization. 

Having looked at all those proposals, we consider that none of those we 

analyzed set out to implement a secure Big Data ecosystem. Consequently, we 

created an SRA based on the components proposed by the NIST, whose main 

objective is the improvement of security in this kind of systems.  

Our SRA is aligned with the RA proposed by NIST so that it can be easier to 

implement. Our architecture emphasizes the need for an understanding of 

security concepts if security issues are to be handled properly in Big Data 
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ecosystems. This SRA is described by means of UML diagrams that try to 

facilitate the implementation of secure Big Data. We decided to use UML 

diagrams because we found a lack of proposals in which the relationships 

between the different components and subcomponents were clearly displayed. 

It should also be said that thanks to this kind of diagram it is possible to apply 

different security patterns, which are usually described as UML models. Figure 

5.2 shows the main components that our SRA is made up of. As can be seen, 

there are five main components, which are described in-depth in the following 

subsections.   

 

Figure 5.2 Main components of the SRA for Big Data ecosystems 

These components are in turn composed of different subcomponents that 

are connected to each other, thereby forming the Big Data ecosystem. Figure 

5.3 gives an overview of all the elements that are part of a Big Data ecosystem, 

which will be explained in the following subsections. 
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Figure 5.3 General overview of the SRA 

 

5.1.1 System Orchestrator (SO) 

The main purpose of this component is the definition of the different 

requirements that the Big Data ecosystem must address. It also organizes how 

the requirements are connected to all the components of the architecture; since 
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this is an SRA, we will focus on the security requirements and the relationship 

between them and the different components. Figure 5.4 shows the structure of 

our SO proposal. Due to the characteristics of this component, the security 

activities related to it are in general focused on the requirements, as well as on 

how to implement and monitor them.  

 

Figure 5.4 Elements of the System Orchestrator component 

The definition of those requirements must be aligned with the business 

goals and policies of the company. Moreover, these requirements must fulfill 

the Big Data goals. A Big Data goal describes what the company expects to 

accomplish from the implementation of a Big Data ecosystem. As in the case of 

the requirements, the Big Data goal must be aligned with the business goals and 

policies. On most occasions, these goals are defined with a high abstraction 

level, since they represent a desire from the top management of the company; 

one example of a Big Data goal is “Increase the incomes of the company by 

predicting market opportunities using the Big Data ecosystem”. Carrying out a 

Big Data project is not a trivial decision, since it can affect different 

departments of the organization, and it implies the use of many resources and 

important economic expense. That makes it essential for top management to 

be involved in the definition of the Big Data goals. The requirements should be 
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monitored, in order to guarantee that they are being accomplished once the Big 

Data ecosystem is implemented. 

It is important to affirm that context is a fundamental characteristic when 

defining the security requirements of a Big Data ecosystem, since the 

sensitivity and importance of the data used in a Big Data of the healthcare 

sector is not the same as the Big Data used to predict consumption trends of a 

supermarket chain. Moreover, in order to define the requirements of any kind 

of ecosystem properly, it is important to know the specific characteristics of the 

organization in which it will be implemented, including the assets that can be 

used or affected by this environment. The security requirements must 

therefore comply with the regulations affecting each Big Data ecosystem 

context. These legal regulations will probably restrict the use of the data 

according to the respective sensitivity level of the data.  

There are many examples of security requirements that should be 

addressed in a Big Data context. Topics like data privacy and how to secure the 

Big Data architecture itself are those addressed most by researchers [100]. 

These problems can be tackled by using general mechanisms such as user 

authorization and authentication, fraud detection, risk control, auditing, 

encryption, network access control, intrusion detection, or guaranteeing the 

quality and security of the data when they come from different data sources 

[100–104]. These are general security mechanisms, but they must be modified 

or adapted in order to be applied to this specific type of system, based on 

possible threats. 

As is shown in the figure above, these security requirements can be 

satisfied by means of different security solutions that have to be aligned with 

the security policies of the company. An example of a security policy in a 

company could be the obligation to use secure communications; this policy can 

bring about a security requirement in the Big Data environment, one that 

specifies that the data transfer between components must be secure. At this 

level, the security solutions are still defined with a high-level of abstraction that 
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must be implemented specifically in the BDAP and BDFP components. The 

main objective of the security solutions is therefore that of addressing threats 

to control vulnerabilities.  

These solutions are not easy to implement, however; our model thus uses 

security patterns as guidance to carry out this action with greater ease. As 

stated in previous chapters, a security pattern is a solution to a recurrent 

problem; it indicates how to defend against a threat, or a set of threats, in a 

concise and reusable way [105]. Patterns are abstract solutions that must be 

tailored to where they are applied. We can also use misuse patterns [106] to 

understand each attack,  and to guide the application of the different security 

patterns that can be used to stop a threat. For example, one way to approach 

requirement is by using authentication methods; the implementation of this 

security solution can be helped by means of the “Role-based access control” 

security pattern. 

In addition, the security metadata can be used as a way of providing more 

information about the security requirements so that they are easier to 

understand when defining those security policies. Finally on this point, it is 

important to highlight that there are many other kinds of requirements that can 

address the needs of a Big Data ecosystem, such as performance, quality, or 

governance requirements. However, since this is an architecture whose main 

objective is to incorporate security into Big Data ecosystems, we focus only on 

the security requirements and the solutions that can address them. To 

summarize the content of this subsection, Table 5.1 contains all the elements 

of this component, along with their definitions and connections with other 

elements. 
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Element Definition Connected with 

Business Goal Primary purposes of the company. • Big Data goal 
• Requirements 

Policy 
Guidelines defined by the organization 
to govern its actions. 

• Big Data goal 
• Requirements 

Big Data Goal 
Main objective of the company 
regarding the implementation of the 
Big Data ecosystem. 

• Business goal 
• Policy 
• Requirements 

Security 
Policy 

It defines what it means for a system, or 
an organization, to be secure. 

• Policy 
• Regulation 
• Security solution 

Requirements 
A specification of the needs of a 
specific system. These requirements 
will be used to design and build it. 

• Business goal 
• Policy 
• Big Data Goal 
• Monitor 
• DP Interface 
• DC Interface 
• BDAP 
• BDFP 

Security 
Requirements 

A specification of a security feature 
required by a system in order to 
increase its trust. 

• Requirements 
• Regulation 
• Security Metadata 
• Security Solution 
• Threat 

Regulation 
A set of legal restrictions that can affect 
the implementation of the ecosystem. 

• Security Policy 
• Security Requirements 

Security 
Metadata 

Meta-information about the security 
requirements used to better understand 
them better. 

• Security Requirements 
• Security Solution 

Security 
Solution 

Abstract solution that proposes an 
initial approach to satisfying a security 
requirement. 

• Security Requirements 
• Security Metadata 
• Security Policy 
• Vulnerability 
• Security Pattern 

Vulnerability 
A flaw in the system that can leave it 
open to being attacked. 

• Security Solution 
• Threat 
• Asset 

Threat 
A possible danger that might exploit a 
vulnerability to breach security and 
cause harm. 

• Vulnerability 
• Misuse Pattern 
• Security Pattern 

Security 
Pattern 

Abstract solution that indicates how to 
defend against a threat. They ease the 
implementation of security solutions. 

• Security Solution 
• Misuse Pattern 
• Threat 

Misuse 
Pattern 

How an attack is performed from the 
point of view of the attacker. 

• Security Pattern 
• Threat 

Context 
Information about the environment 
where the system will be implemented. 

• Asset 

Asset 
A piece of software or hardware within 
an organization. 

• Context 

Table 5.1 Elements of the SO component 
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5.1.2 Data Provider (DP) 

The DP component creates an abstraction of the data sources by considering 

their security metadata, if they exist. These metadata allow the DP to identify 

the types of access and analysis permitted by the data source and its security 

requirements. As we explained in section 2, the DP has a set of interfaces. Those 

interfaces must consider the constraints of each data source, as well as the 

different security policies and requirements specified by the SO. In this 

element, there may exist conflicts between the security requirements of the 

data source and those of the Big Data system itself. These clashes must be 

addressed in a way that satisfies both sides. The security and privacy issues of 

this component are related mostly to the question of how to identify and 

validate the end point inputs properly. The DP interfaces must evaluate the 

provenance of the data source. Knowing how to validate that a data source is 

not malicious and how to filter out those which are, are critical challenges in 

the data collection process [107]. Figure 5.5 represents the DP component with 

its interfaces. 

 

Figure 5.5 Elements of the Data Provider component 

In our SRA, the interfaces are connected with the Collector service of the 

BDAP that will be described in the next subsection. In general, the elements that 

generally compose a data source include: the data itself, which can be 
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structured, semi-structured, or unstructured; security requirements of the data 

source; and security metadata of the data source. Those elements are not 

represented in the diagram, because we consider the data source to be an 

external agent of the Big Data system. It is still important to know these 

elements in order to apply their constraints. 

 

5.1.3 Big Data Application Provider (BDAP) 

The objective of the BDAP component is to meet the requirements, including its 

security and privacy requirements, established by the SO ,. To achieve that goal, 

the BDAP is composed of different services or activities that can be considered 

to be the SaaS (Software as a Service) layer of the Big Data ecosystem; in our 

case, we assume that, in general, Big Data is implemented on a Cloud platform, 

which will affect how the SRA is defined in the BDFP component. Figure 5.6 

shows the different services that constitute this component, along with the 

BDAP Security Solution that must map the SO security solutions to these 

elements; for example, an authorization mechanism can control which user is 

allowed to perform data analysis or read the results generated. 

 

Figure 5.6 Elements of the Big Data Application Provider component 

These activities can be considered the typical data lifecycle in this type of 

environments. As is represented in the diagram, not all the activities can 



Chapter V: Security Reference Architecture 
 
 

89 

communicate with each other; there is a sequential order of execution. This 

means that some of these activities are not mandatory in a Big Data ecosystem. 

Hence, there are five main activities that can be performed by a Big Data 

ecosystem:  

• The collection activity acts as an ETL (Extract, Transform, and Load) 

process and combines sets of data of similar structure, aiming to unify 

them. This activity is connected to the Data Provider component, as this 

component acts as the first gateway to the Big Data ecosystem. 

• The purpose of the preparation activity is to validate, clean and store the 

data, but in a real-time scenario where the data should be analyzed as 

soon as it gets into the system, this activity might be skipped. A very 

common technique in this preparation step is data wrangling, which is 

the process that transforms raw data into another format of data that is 

useful and appropriate to other types of purposes and techniques. 

• The analysis activity is probably the most important activity that is 

performed in a Big Data ecosystem, since the main purpose of this kind 

of environment is to obtain valuable knowledge from the analysis of 

data. In order to perform this service, there is a set of techniques that 

range from the typical MapReduce algorithms to the use of Machine 

Learning techniques. This activity is critical, and so both the definition 

of the algorithms or methods that it is composed of and the way to 

secure them is crucial for the proper functioning of the Big Data 

ecosystem. 

• The main purpose of the visualization activity is to represent the 

information obtained from the data analysis in a way that is 

understandable and useful for the end users of the Big Data ecosystem. 

This includes the use of reports, graphs, or visual tools that facilitate this 

visualization. As with the preparation activity, visualization may be 

optional in some scenarios; for example, if the data consumer is not a 
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human end-user but another system, such as a data warehouse or even 

another Big Data ecosystem, this activity may not be necessary.  

• The access control activity aims to communicate with the Data 

Consumer, acting as an interface between that component and the 

activities of visualization and analysis. In this activity, the rules for 

accessing the data are defined. These rules do not refer only to the 

reading of the resulting information generated after applying the 

analytical techniques, but also to which user roles can execute or create 

the Big Data algorithms. 

All these activities must be supported by the next component of the 

architecture: the BDFP. 

 

5.1.4 Big Data Framework Provider (BDFP) 

The BDFP component is related to the physical part of the Big Data ecosystem. 

The BDFP component in NIST is very abstract, with a lack of details in the 

subcomponents needed to perform its processes. Our proposal therefore places 

more emphasis on the different elements and how they are connected. Figure 

5.7 shows the different subcomponents of the BDFP. Our SRA highlights the 

idea of a Big Data ecosystem that has the possibility of implementing the 

system with a Cloud environment and visualization techniques. 

The core of the BDFP component is the cluster and the nodes that compose 

it. In a Big Data context, a cluster is usually defined as a group of nodes that 

have different functions that set out to achieve a main general goal: obtain 

valuable information from the data [4]. Due to this heterogeneity, it is 

sometimes advisable to use some sort of application or commercial platforms 

to manage the compute resources of the cluster properly. 

A cluster usually consists of different nodes that represent the underlying 

hardware. In Big Data environments, these nodes are usually virtualized using 
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technologies such as virtual machines (VM) or containers. In general, there are 

two different ways to approach the management of the virtual machines: on 

one hand, there are solutions that are based on the host Operating System (OS) 

of the machine, on the other hand, there are software solutions that are 

independent of the host OS. 

 

Figure 5.7 Elements of the Big Data Framework Provider component 

Another way to use the nodes in a Big Data environment is by employing 

containers. A container is basically an aggregation of different technologies 

that exist in the operating system and which allow you to run an application, 

usually a single process, inside an operating system. In general, the container 

is completely tied in with the lifecycle of its process. When you start the 

container, it starts the container process; when that process exits, the container 

ends. However, within the container you may have other processes running, 

such as threads or daemon processes. Typically, you have one lean process and 

then other things running, and this is the most significant difference between 

containers and virtual machines. A container comprises just the application 

and its dependencies. It runs as an isolated process in user space on the host 

operating system, sharing the kernel with other containers. It thus enjoys the 
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resource isolation and allocation benefits of VMs, but is much more portable 

and efficient [108]. The use of containers or VMs makes it possible to abstract 

the management of the underlying hardware resources. 

There is also another possibility that allows you to abstract the technology 

and the components of the cluster, by hiring an Infrastructure as a virtual 

Service (IaaS). These services can enable the implementation of the BDAP 

component to be performed with greater ease, by making it transparent to the 

user. That makes this is a good option if you do not need an ad-hoc solution to 

your system, or if you are a novice Big Data developer. However, with these 

solutions you can lose some variety in the range of applications that you can 

use: these suppliers often allow only the use of tools from their own stack.  

 Big Data ecosystems normally have a huge amount of data stored in 

different databases of many kinds; the sets of these stores are usually known 

as data lakes. A data lake is a storage repository that holds a huge amount of 

raw data as generated and before it is processed. In general, data lakes store 

unstructured data, but they can combine different kinds of data [109]. In general, 

there are three different ways to store data in Big Data ecosystems, depending 

on the format of the data and the requirements of the system: as structured, 

semi-structured, and non-structured. The structured storage can be considered 

the traditional relational databases; in this kind of stores, they typically use an 

SQL-like language to execute queries to the data. In contrast, the non-structured 

stores, usually known as NoSQL databases, are widely-used in Big Data 

ecosystems. In this kind of stores, there are four different subtypes that can be 

identified: graph based (typically used to represent data from social networks), 

column-oriented (in these stores each key is associated with one or more 

attributes, unlike in the relational databases. They are suitable for analytic 

applications where a lot of common operations are performed on the data), 

document stores (these databases stores the data with a document form; their 

main advantage is the scalability), and key-value stores (they are like hash 

tables where each key is associated with a set of values). 
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The other important functionality that a node can have is the processing 

layer. In a Big Data context, there are three different types of processing. Again, 

depending on the needs of your project, you should use the configuration that 

best suits your requirements. Batch processing is normally related to the 

MapReduce paradigm; it executes the different jobs in a sequential mode. It also 

writes on the disk to store the results between phases. On the other hand, the 

streaming processing processes the data in real time. This type of streaming is 

used in applications whose requirements indicate the need for analysis of data 

as it is being generated. In between these technologies is interactive 

processing; this is a possibility that is becoming more and more relevant in Big 

Data environments [85], and is a solution that makes it possible to perform 

queries on the data while it is still being retrieved. These mechanisms form the 

Platform as a Service (PaaS) of the architecture. 

There are still a few more functionalities that should be addressed at this 

level of the architecture; they are known as the support services. The 

communications functionality refers to how the different components or 

processes of the Big Data ecosystem communicate with each other. Another 

functionality is orchestration, whose purpose is to control and manage the use 

of different process or jobs, so that they are executed in a particular order. The 

last functionality that should be considered is about monitoring and controlling 

the resource management of the ecosystem.   

As far as security and privacy issues are concerned, in this component the 

tasks should focus on the encryption and key management of the data, as well 

as on the isolation and containerization of process execution, authorization, 

authentication, audit logging, and how to secure the storage and the network. 

Those security issues should be addressed by means of the security solutions 

defined in the SO, which can be implemented in this level as BDFP security 

solutions. The SO security solutions are now mapped to data protection, 

including application of cryptography and specialized authorization 

mechanisms [110, 111].  
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It is important to highlight the fact that the SRA presented in this doctoral 

thesis is not the original version of the same; after the case study was carried 

out, improvements were made, aiming to bring it more in line with what was 

used by the industry. These changes are explained in more detail in the lessons 

learned subsection of Chapter 7. Summarizing the content of this subsection, 

Table 5.2 contains the main elements of this component. 

Element Definition Connected with 

BDFP 
Abstraction of the implementation 
of this component based on the 
requirements defined in the SO. 

• SaaS from BDAP 
• BDFP Security 

Solution 
• Requirements from 

SO 

Cluster 
A group of nodes that acts as a single 
system to store and analyze huge 
amounts of data. 

• BDFP 
• Nodes 

Node 
A process running on a virtual or 
physical machine or in a container. 

• Cluster 
• Virtual Machine 

Manager 
• Container 

Container 

An aggregation of different 
technologies that exist in the 
operating system that allows to run 
an application, usually a single 
process, inside an operating system. 

• Node 
• PaaS 
• OS 
• Hardware 

Virtual Machine 

An emulation of a computer system. 
It runs an operating system and 
applications. It can be managed by a 
Virtual Machine Manager (VMM). 

• VMM 
• Hardware 
• IaaS Virtual 

Platform as a 
Service (PaaS) 

It provides a platform that allows 
users to develop, run and manage 
applications.  

• Big Data Framework 
Services 

• Node 

Data Lake 

A data lake is a storage repository 
that contains a large amount of data, 
and data is kept there until needed. 
In Big Data ecosystems different 
types of storage are often used 
depending on the data stored and 
the requirements. This data can 
have a structured, unstructured, or 
semi-structured format. 

• PaaS 

Processing 
This element covers how to process 
the data stored in the data lake. 
Generally speaking, in Big Data 

• PaaS 
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ecosystems there are three ways to 
process data: batch, interactive or 
streaming processing. 

Infrastructure as 
a Service (IaaS) 

A platform that offers a range of 
services for developers to manage 
virtual machines or containers in 
the cloud. It is the developers who 
choose the OS, as well as the 
memory capacity of each machine. 
The hardware is 100% transparent, 
so that each developer can manage 
it in the way that he believes is most 
suitable. 

• Big Data Framework 
Services 

Communication 
A Big Data service that allows the 
exchange of data throughout the 
different elements of the ecosystem.  

• Big Data Support 
Service 

Resource 
Management 

An element that monitors and 
manages the resources needed by 
each element of the ecosystem. 

• Big Data Support 
Service 

Orchestration 

A service that provides control over 
the order in which the different 
processes of the Big Data ecosystem 
should be performed. 

• Big Data Support 
Service 

BDFP Security 
Solution 

A specific solution that tackles a 
threat of the ecosystem. This 
element represents the 
implementation of the security 
solutions defined in the SO. 

• Security Solution 
from the SO 

Table 5.2 Elements of the BDFP component 

 

5.1.5 Data Consumer (DC) 

As in the case of the DP, the DC component is composed of a set of interfaces. 

The interaction could include interactive visualization, report creation, or data 

drilling using business intelligence techniques. It is important to highlight that 

these interfaces must address the authorization and authentication function if 

the DC is to match the metadata related to the end-user and the security 

requirements and policies of the information, which is the desired goal.  
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As stated before, this end-user or data consumer does not have to be a 

human; it can be another system that receives the information generated by 

the Big Data ecosystem, such as in a cyber-physical system in which the 

insights created can initiate an activity of the actuators. Figure 5.8 provides the 

diagram of the DC component. 

 

Figure 5.8 Elements of the Data Consumer component 

 



 

CHAPTER VI 

 
6 Process to Secure Big Data 

Ecosystems 
 

As stated in the introductory chapter, a security methodology can be defined 

by means of two main components: a conceptual framework that covers the 

main elements and components of the system, and a process to define the 

steps to be taken to develop the system. In this chapter, as depicted in Figure 

6.1, we describe the process for building secure Big Data ecosystems.  

 

Figure 6.1 Relationship of the process and the rest of the resulting artifacts  

The creation of a secure Big Data ecosystem is usually a very complex task 

that should be supported by guidance and methodologies that will ensure its 

success. That is why we have defined a process that integrates security aspects 

into the development of a Big Data ecosystem; at the same time, it considers 

the inherent characteristics of that kind of system. The process follows the 

recommendations from the security-by-design approach [112], by taking 
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security into consideration from the early stages of the process and by 

including security aspects throughout the whole process. As a result, this 

process can be considered a guide for good practices that will improve the 

security of a Big Data ecosystem. 

Our proposal is composed of three main subprocesses that cover the 

lifecycle of a Big Data ecosystem. Those subprocesses are: the analysis and 

design, the implementation, and the operation of the system. All these 

subprocesses concentrate mainly on how to incorporate security concepts and 

mechanisms in Big Data ecosystems. At the same time, each subprocess 

comprises a set of phases which in turn can be divided into different tasks. 

Figure 6.2 summarizes the three subprocesses and the phases that form them. 

 

Figure 6.2. Complete process and its phases 

It should be remembered that our process is intended to be performed 

iteratively, so the three sets of phases are closely related to each other. The 

analysis and design subprocess focuses primarily on the definition of 
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requirements, security solutions and risks which will guide the 

implementation of the Big Data ecosystem in the second subprocess. These two 

subprocesses are closely related to each other, since when the analysis and 

design are completed for the first time, that does not mean that the artifacts 

obtained are definitive. In fact, our process contemplates the possibility of new 

requirements emerging during the implementation. It will therefore be 

necessary to go back to define those new requirements, the security solutions 

and the risks that are related to them. When the process goes back, it does not 

mean that the whole process needs to be restarted; for example, if during the 

implementation of the Analyzer component a security requirement is 

discovered regarding how to guarantee the privacy of the sensitive data, then 

the first three phases must be performed again, but the changes made may not 

necessarily affect the rest of the components; in contrast, if the changes do 

indeed affect the other components, a new iteration of the implementation 

phase must be performed.  

Once the implementation subprocess is completed, it is time for the system 

to enter the operation stage. This operation must continue to guarantee and 

increase the security of Big Data. To do this, the Big Data ecosystem needs to be 

monitored by an external system that allows the collection and analysis of the 

events that occur in the system. To that end, we have defined a third secure 

operation subprocess for Big Data, one which follows an approach based on 

incident response processes. This subprocess is also closely connected with 

the other two subprocesses of the methodology, since the mechanisms 

implemented in the previous phase are those that will be monitored in this 

subprocess. In addition, when performing an analysis of the events and 

incidents that occur in the Big Data system, this may imply the discovery of 

new security requirements that were not foreseen at first, and that need to be 

defined. Figure 6.3 shows the main outcomes of each subprocess, and how they 

are connected with each other. 
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Figure 6.3 Subprocesses and their outcomes 

We might add that we have used the SPEM 2.0 standard to describe our 

proposed process in detail. SPEM notation [113] is a specification employed to 

define different system processes and their components; it provides the 

concepts needed for the management and implementation of the system, and 

was developed by the OMG organization. The use of this kind of modeling 

makes it possible to create a homogenous and standardized representation of 

the process, one which can be used and managed through automatized 

electronic repositories. The result of the application of the use of SPEM is 

published on a web site 2. 

In the following subsections, the different subprocesses will be described, 

including their phases and tasks, as well as the roles that should perform, or be 

informed of the progress of the process. 

  

 

 
 
 
 
2 https://gsya.esi.uclm.es/securitybigData/  
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6.1 Analysis and Design Subprocess 

It is important to highlight that this kind of systems is normally implemented 

in companies where the time-to-market and the need to adapt to different 

changes is crucial. Many of those organizations [114] are, moreover, immersed 

in an internal cultural evolution such as the DevOps movement, seeking to be 

more agile and innovative. Consequently, due to this pressure and the 

misunderstanding and misuse of agile methodologies, the development of Big 

Data ecosystems does not usually place enough emphasis on the analysis and 

design steps, thereby incrementing the technological debt. That fact led us to 

develop a specific subprocess that approaches this important stage when 

building a system of any kind.  

This subprocess is composed of three distinct phases that focus on 

requirement definition, risk assessment, and security solutions which address 

the security requirements. Figure 6.4 summarizes the phases that comprise 

this subprocess. It also includes the input and output artifacts; however, there 

are other artifacts generated by these phases that are employed only in this 

subprocess, such as the threats and vulnerabilities used in the risk assessment 

phase.  

 

Figure 6.4 Phases of the analysis and design subprocess 
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In the following subsections, we will first describe each of the phases, 

including the tasks that they are composed of, along with the inputs and 

outputs of each. After that description, we include a subsection that explains 

the roles involved in the subprocess, and how they relate to each of the tasks in 

the subprocess. 

 

6.1.1 Phase 1: Requirements Definition 

The main goal of this phase is to obtain a complete specification of the 

requirements of the Big Data ecosystem, and more specifically, of the security 

requirements. To that end, this phase is composed of four different tasks, with 

inputs and outputs, which are shown in the SPEM diagram of Figure 6.5.  

 

Figure 6.5 Phase 1: requirements definition in SPEM 2.0 

The first task in this phase is the definition of Big Data goals; this is referred 

to as the main purpose of the Big Data ecosystem that will be implemented. 

Indeed, to have a useful and valuable system, these goals must be aligned with 

the policies and the business goals of the company. There are a few approaches 

that deal with the problem of representing and obtaining goals; for example, 

GORE (Goal-Oriented Requirement Engineering), i*, or KAOS (Knowledge 

Acquisition in autOmated Specification). None of these methodologies is 
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specific to Big Data ecosystems; they can, however, be used to achieve this 

purpose [115–119]. Furthermore, the goals obtained can in turn be divided into 

more specific sub-goals, which can be represented by means of an AND-OR 

graph; this will make for a better understanding of the Big Data implementation. 

The second task focuses on the definition of the requirements, and more 

specifically on the security requirements of the desired Big Data ecosystem. In 

order to carry out this definition, not only the goals and sub-goals obtained in 

the previous task should be considered; the context of the company must also 

be taken into account. The context of a company is a set of characteristics that 

can change the requirements of a Big Data; for example, the security 

requirements of a Big Data ecosystem implemented in a hospital should be 

especially strong in terms of privacy. The context of the system also includes 

the different legal regulations that can affect it, and consequently also affect its 

requirements. There are several methods that can be used when seeking to 

specify the security requirements properly; for example, UMLSec [51] is a UML 

extension that focuses on specifying security requirements , in particular those 

to do with confidentiality and integrity, and the availability to develop secure 

systems, or security use cases [97] which represent scenarios focusing on 

security issues. Based on the problem-frame approach, we can highlight the 

abuse-frames proposal [120], which introduces the concept of anti-requirement. 

An anti-requirement expresses the intentions of a malicious user; this can help 

with the definition of system threats. A more in-depth analysis of different 

security requirements definition methods can be found in [121]. 

Finally, the third and fourth tasks are dedicated to the selection and 

acquisition of the assets that can be appropriate for the requirements defined 

in the previous tasks. In general, there are six different types of assets that can 

be identified in a Big Data ecosystem: the hardware infrastructure, the services 

and applications, the data and metadata, the analytical resources, the security 

and privacy techniques, and the individuals and roles [95]. It is important to 

carry out a rigorous study of the different possibilities when deciding which is 
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the option that fits your Big Data requirements best. The selection of assets will 

greatly influence the implementation of the Big Data, so the compatibility 

between the different elements must be checked before acquiring them. In 

some cases, the assets are already part of the company, so there is no need to 

acquire them. A widely-used solution for this type of problem is decision-

making trees; they make it possible to compare the advantages and 

disadvantages of different possibilities. 

At the end of this phase, a list of requirements and assets will be obtained. 

However, these are still tentative lists, because they can be updated when new 

requirements emerge as the different phases of the process progress. It is 

obvious that in addition to security requirements, there are other types of 

requirements that are also crucial for the implementation of the Big Data 

ecosystem, and that are used following the common methods. Figure 6.6 

summarizes the main elements of this phase, using SPEM 2.0 notation. 

 

Phase {kind = Iteration}: First Requirements Definition 
 
TaskUse: A1.1 Define Big Data Goal 
 ProcessPerformer {kind: primary} 

 RoleUse: CIO {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: CEO {kind: in} 
 RoleUse: CISO {kind: in} 

RoleUse: CSO {kind: in} 
RoleUse: CTO {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Repository with the business goals 
  WorkProductUse: Repository with the business policies 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Big Data goals 
 Guidance 
  Guidance {kind: Guideline}: Representing and obtaining goals 

TaskUse: A1.2 Define Requirements 
 ProcessPerformer {kind: primary} 

 RoleUse: Big Data Architect {kind: in} 
 RoleUse: Network Architect {kind: in} 
 RoleUse: Security and Privacy Architect {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: CISO {kind: in} 

RoleUse: CTO {kind: in} 
 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data goals 
  WorkProductUse: Regulations 
  WorkProductUse: Repository with the security policies 
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Figure 6.6 Detailed description of Phase 1 using SPEM 2.0 

 
6.1.2 Phase 2: Risk Assessment 

The main goal of this phase is to define the risks that can affect the Big Data 

ecosystem. This phase is composed of three different tasks, which are 

summarized in Figure 6.7. 

When we refer to risk, we follow the traditional definition: risk is where a 

potential harmful event has a probability of happening, and a potential severity 

over the elements involved [122]. The first task is therefore the definition of the 

vulnerabilities that can affect the assets. The assets chosen will probably have 

a set of vulnerabilities that are already identified by the community. These 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Requirements 
  WorkProductUse: Security Requirements 
 Guidance 
  Guidance {kind: Guideline}: Specifying security requirements 
 

TaskUse: A1.3 Select assets 
 ProcessPerformer {kind: primary} 

 RoleUse: Big Data Architect {kind: in} 
 RoleUse: Network Architect {kind: in} 
 RoleUse: Security and Privacy Architect {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Context of the company 
  WorkProductUse: Requirements 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Big Data assets 
 Guidance 
  Guidance {kind: Guideline}: Types of assets 

 
TaskUse: A1.4 Acquire assets 
 ProcessPerformer {kind: primary} 

 RoleUse: Purchase Department {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Big Data Architect {kind: in} 

RoleUse: Network Architect {kind: in} 
RoleUse: Security and Privacy Architect {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Context of the company 
  WorkProductUse: Requirements 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Big Data assets 
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vulnerabilities can be exploited by threats. There are more threats that should 

be considered, however; for example, the ENISA (European Union Agency for 

Network and Information Security) organization has created a list of the main 

threats that can be found in Big Data [123]. Another option is to consider the 

NIST Vulnerability and CVE database, which contains a huge repository of 

threats and vulnerabilities (not only for Big Data environments). There are also 

different techniques that make it easier to discover threats; these include 

attack trees, misuse cases, or misuse activities. 

 

Figure 6.7 Phase 2: risk assessment in SPEM 2.0 

Once all the risks of the Big Data ecosystem have been identified, the risk 

assessment task will focus on conducting a quantitative and qualitative 

analysis of the risks. Based on that analysis a prioritized list of risks will be 

obtained.  This list will allow stakeholders to decide how to deal with the risks; 

for instance, some risks are major and need to be prevented, but on the other 

hand, there are others that are not as important and which are accepted by the 

organization. The decision about this classification will also depend on the risk 

appetite of the company. There is no specific method for dealing with Big Data 

risks. There are, nevertheless, many proposals for IT risk assessment in general 

that can be used; for example, MAGERIT [124], OCTAVE [125], CRAMM [126], 

CORAS [127], or ISO 31000 [122]. 

As occurred with the requirements, the discovery of new vulnerabilities, 

threats and risks is an on-going phase that can evolve throughout the process 

of implementing the Big Data ecosystem. This is more important during the 
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third subprocess of the methodology on the monitoring of security incidents 

during the operation of the Big Data ecosystem. In this case, security incidents 

indicate that a system risk has materialized, creating an impact on system 

assets. There are two possible scenarios in this situation: that the risk was 

already contemplated as a result of this phase, which may imply recalculating 

the probabilities of its occurrence or the controls applied to prevent it, or on the 

other hand, that it is a new risk that was not foreseen at the beginning, which 

implies redoing this phase, not only to add this new risk, but to try to discover 

new threats and vulnerabilities.  

 

Phase {kind = Iteration}: First Risk Assessment 
TaskUse: A2.1 Define vulnerabilities 
 ProcessPerformer {kind: primary} 

 RoleUse: Big Data Architect {kind: in} 
 RoleUse: Security and Privacy Architect {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Risk Manager {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Vulnerabilities 
 Guidance 
  Guidance {kind: Guideline}: Definition of vulnerabilities 
 

TaskUse: A2.2 Define threats 
 ProcessPerformer {kind: primary} 

 RoleUse: Big Data Architect {kind: in} 
 RoleUse: Security and Privacy Architect {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Risk Manager {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Vulnerabilities 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Threats 
 Guidance 
  Guidance {kind: Whitepaper}: Big Data main threats 
 

TaskUse: A2.3 Risk assessment 
 ProcessPerformer {kind: primary} 

 RoleUse: Risk Manager {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Big Data Architect {kind: in} 
 RoleUse: Security and Privacy Architect {kind: in} 
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Figure 6.8 Detailed description of Phase 2 using SPEM 2.0 

 

6.1.3 Phase 3: Security Solutions Definition 

This phase is made up of three tasks, which are summarized in Figure 6.9. Their 

main purpose is to define the security solutions that will tackle the threats and 

risks established in the previous phase. 

 

Figure 6.9 Phase 3: security solutions definition in SPEM 2.0 

The definition of these security solutions can lead to the creation of 

security metadata that can help in the implementation. However, the security 

solutions defined at this phase are still at a very abstract level, so they must be 

implemented in the lower levels of the architecture, where the threats can 

actually affect the assets. There are methods for choosing the most appropriate 

WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Requirements 
  WorkProductUse: Threats 
  WorkProductUse: Vulnerabilities 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Big Data risks 
 Guidance 

Guidance {kind: Guideline}: Risk assessment in Big Data 
ecosystems 
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security solutions; for example, in [128] the authors propose a mechanism that 

supports decision-making, seeking to define the best set of security controls 

according to the family of standards in ISO/IEC 27000. 

The second task in this phase is the selection of security patterns; as stated 

before, security patterns are artifacts that realize security solutions. There are 

some methodologies proposed by the community to address the problem of 

applying security patterns in the implementation of an IT system [50, 105, 129]. 

In general, these methodologies propose a process to cover the security aspects 

which is similar to our approach, so they can be used together. However, it is 

possible that there may be no particular security pattern that mitigates a 

specific threat or vulnerability; in that case, the security solution should be 

created from scratch. Another possibility is that of adapting security patterns 

from other fields. 

Finally, the third task can be considered as a way to improve the security 

aspects of the ecosystem, since its main purpose is the identification of threats 

and vulnerabilities that were not considered before. The use of misuse patterns 

is therefore an interesting practice from the point of view of security. It is based 

on the goals of the attacker with regard to the assets of the system, so it gives a 

new perspective. A misuse pattern defines an unauthorized use of an asset and 

how this attack is performed. It also describes the countermeasures that can be 

used to reduce that risk [130]. To our knowledge, there are no specific misuse 

patterns for Big Data scenarios; it is nonetheless possible to adapt the existing 

ones to this kind of environments, or even to create them [106]. Figure 6.10 

summarizes the main elements of this phase using SPEM 2.0 notation. 

 

Phase {kind = Iteration}: First Security Solutions Definition 
 
TaskUse: A3.1 Find security solutions 
 ProcessPerformer {kind: primary} 

 RoleUse: Big Data Architect {kind: in} 
 RoleUse: Security and Privacy Architect {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: CISO {kind: in} 
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Figure 6.10 Detailed description of Phase 3 using SPEM 2.0 

 

6.1.4 Roles in the Analysis and Design Subprocess 

In this subsection, we will set out the different roles involved in the different 

phases of the subprocess that have been described. In this subprocess we 

define mainly the security requirements and solutions that will guide the 

implementation of the Big Data ecosystem; many of the roles involved are 

connected with the top management of the company, (as the decisions taken 

WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data risks 
  WorkProductUse: Threats 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Security metadata 
  WorkProductUse: Security solutions 
 Guidance 
  Guidance {kind: Guideline}: Selection of security solutions 

 
TaskUse: A3.2 Select security patterns 
 ProcessPerformer {kind: primary} 

 RoleUse: Big Data Architect {kind: in} 
 RoleUse: Security and Privacy Architect {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: CISO {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Security solutions 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Security patterns 

 
TaskUse: A3.3 Find misuse patterns 
 ProcessPerformer {kind: primary} 

 RoleUse: Big Data Architect {kind: in} 
 RoleUse: Security and Privacy Architect {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: CISO {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Security patterns 
  WorkProductUse: Threats 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Threats 
  WorkProductUse: Vulnerabilities 
 Guidance 
  Guidance {kind: Concept}: Misuse pattern 
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can have important implications), as well as with roles related to security, such 

as the risk manager. The participant roles were defined in Section 4.3. 

  In Table 6.1 we show the involvement of each role in each task. To do that, 

we consider the SPEM guide, which sees two levels of relationship between a 

task and a role: primary performs (P) and additionally performs (A). The first 

category refers to the roles that are actually involved with the performance of 

the task. On the other hand, the second category defines the roles that must be 

informed of, or which are in some way interested in, the carrying out of the task.  

Phase 
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1 

Requirements 

Definition 

A1.1 Define Big 
Data Goal 

A P A A A      

A1.2 Define 
Requirements 

  A  A P P   P 

A1.3 Select 
Assets 

     P P   P 

A1.4 Acquire 
Assets 

     A A  P A 

2                     

Risk 

Assessment 

A2.1 Define 
Vulnerabilities      P P A   

A2.2 Define 
Threats 

     P P A   

A2.3 Risk 
Assessment 

      A P   

3                     

Security 

Solutions 

Definition 

A3.1 Find 
Security 
Solutions 

  A   P P    

A3.2 Select 
Security 
Patterns 

  A   P P    

A3.3 Find 
Misuse 
Patterns 

  A   P P    

Table 6.1 Roles and responsibilities in the analysis & design subprocess 
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6.2 Implementation Subprocess 

The initial phases focus primarily on the definition of requirements, security 

solutions and risks, all of which will guide the implementation of the Big Data 

ecosystem on the second set of phases. This second set of phases is composed 

of eight different phases. Each of these phases addresses the implementation 

of a fundamental component for the functioning of a Big Data ecosystem. These 

components are those defined in the SRA. These phases and the involved input 

and output artifacts are shown in Figure 6.11. 

 

Figure 6.11 Phases of the implementation subprocess 

When implementing a Big Data ecosystem there are normally a lot of 

possibilities for each component of the system, and there are multiple software 

solutions for each problem. In this case, the implementation subprocess must 

have an acceptable level of abstraction for it to be complete enough to cover all 

the typical needs of Big Data projects, and at the same time not be tied to any 

particular technology.  

This becomes evident in phase 10 of the implementation of the BDFP 

component. This phase can be done in two different ways: by purchasing and 

configuring a commercial Cloud solution that saves time while losing 

flexibility, or by implementing an ad-hoc solution that addresses the specific 
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needs of the Big Data project. In the following subsections, we will describe all 

the phases that make up this subprocess, along with the different roles that 

participate in each phase. 

 

6.2.1 Phase 4: Implement Interfaces DP 

From this phase onwards, the implementation of Big Data begins. The tasks 

forming this phase are summarized in Figure 6.12. The main goal of this phase 

is the description of the data sources that will feed the Big Data ecosystem, and 

of  the restrictions that must be applied due to the security requirements of the 

Big Data ecosystem and the data sources themselves. 

The first step is therefore the definition of the different data sources that 

will be used to meet the requirements defined. Usually a Big Data ecosystem 

will employ different data sources to perform its analysis. A good practice is 

therefore the creation of a metamodel of the different data sources that 

demonstrates how data is connected, and which data will be used. This 

metamodel will be used later on during the implementation of the Collector 

component.  

 

Figure 6.12 Phase 4: implement interfaces DP in SPEM 2.0 
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Once the metamodel is completed, the access restrictions to the data must 

be implemented by using interfaces. These interfaces are software 

implementations of the security requirements of the Big Data ecosystem and 

the policies that the data sources may have. This phase is closely connected to 

the implementation of the Collector; it is therefore sometimes possible to 

perform these at the same time. This approach allows there to be a better 

alignment between these two components. Figure 6.13 summarizes the main 

elements of this phase, using SPEM 2.0 notation. 

 

Figure 6.13 Detailed description of Phase 4 using SPEM 2.0 

 

6.2.2 Phase 5: Implement Collector 

This phase starts the implementation of the BDAP component. As we have 

stated before, this component can be considered to be the SaaS layer of the 

architecture. The tasks that make up this phase are summarized in Figure 6.14.  

Phase {kind = Iteration}: First Implement Interfaces DP 
 
TaskUse: I4.1 Identify data sources 
 ProcessPerformer {kind: primary} 

 RoleUse: Data Scientist {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Big Data Architect {kind: in} 
 RoleUse: Big Data Engineer {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Requirements 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Data source metamodel 
 

TaskUse: I4.2 Implement interfaces with data sources 
 ProcessPerformer {kind: primary} 

 RoleUse: Big Data Engineer {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Data Scientist {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Data source metamodel 
  WorkProductUse: Requirements 
  WorkProductUse: Security requirements 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: DP interfaces 
  WorkProductUse: Registry of software 
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Figure 6.14 Phase 5: implement Collector in SPEM 2.0 

Although the main purpose of phase 5 is to implement the collection 

service, the first task to perform is the definition of the data lake. The data lake 

is part of the Collector component, as it stores the raw data received from the 

data sources. That is why it is important for it to be aligned with the defined 

requirements. Indeed, this data lake can be managed better if we use metadata 

to try to tackle the problem of having a huge amount of disorganized data. If the 

data lake is not designed correctly it may become an inoperable and worthless 

data swamp for the organization [131]. There are approaches to defining data 

lakes, such as using Data Vault modeling, that are based on the methods used 

to define data warehouses. This method is applied to model large amounts of 

data from multiple data sources, and more specifically those containing 

historical data [132]. However, this method must be modified so that it can meet 

the inherent characteristics of a data lake; this can be done, for example, by 

defining a structure for unstructured data sources, or by allowing more complex 

operations than can be performed by a data warehouse [133].   

The second task focuses on implementing the collection service, whose 

main goal is that of obtaining data from different data sources. Depending on 

the kind of data source that it is needed, you may need to use different 

applications. For example, if the data is stored in a relational database, it can be 
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exported to the Big Data storage by means of Apache Sqoop. Collector also 

considers the data that must be analyzed in real-time; this happens, for 

instance, in a scenario where a log file has to be processed and we need to store 

its changes. All this data will be stored in the data lake.  

Finally, the third task is about applying the security solutions that were 

defined previously. In some cases, it will be possible to apply security patterns 

to make this subprocess easier; otherwise, security solutions must be 

implemented ad-hoc. The security of the data at this level is critical, and there 

are many issues to consider; for example, how to guarantee the confidentiality 

of the data, or how to measure the acceptable level of privacy for a particular 

record. Figure 6.15 summarizes the main elements of this phase using SPEM 2.0 

notation. 

 

Phase {kind = Iteration}: First Implement Collector 
 
TaskUse: I5.1 Define the data lake 
 ProcessPerformer {kind: primary} 

 RoleUse: Big Data Engineer {kind: in} 
 RoleUse: Data Scientist {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Big Data Architect {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Requirements 
  WorkProductUse: Data source metamodel 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Data Lake 
 

TaskUse: I5.2 Implement the Collector component 
 ProcessPerformer {kind: primary} 

 RoleUse: Big Data Engineer {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Data Scientist {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Data Lake 
  WorkProductUse: Requirements 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Data Lake 
  WorkProductUse: Registry of software 
 Guidance 
  Guidance {kind: Guideline}: Collector implementation 
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Figure 6.15 Detailed description of Phase 5 using SPEM 2.0 

 

6.2.3 Phase 6: Implement Preparator 

It is during this phase that the preparation service will be implemented. In these 

scenarios usually only a small part of the data is truly useful for the objective, 

so in order to analyze the data properly this phase is highly advisable. This 

service is also closely related to one of the “V’s of Big Data: Value. This phase is 

composed of three different tasks, which are shown in Figure 6.16. 

The identification of the data needed is the first task in this phase. In order 

to identify that data, it is important to consider what goal is sought by the 

analysis. The requirements are therefore one of the inputs of this task. As 

output, a repository of tagged data will be generated, where the data that will be 

used in the analysis phase is marked. This phase can be very important in some 

scenarios in which the transformation of raw data into information (data 

wrangling) is crucial for performing the analysis. 

 

TaskUse: I5.3 Implement security solutions for the Collector 
 ProcessPerformer {kind: primary} 

 RoleUse: Security Engineer {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Big Data Engineer {kind: in} 
 RoleUse: Security and Privacy Architect {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Data Lake 
  WorkProductUse: Security Pattern 
  WorkProductUse: Security solution 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Big Data assets 
 Guidance 
  Guidance {kind: Example}: Hints to secure Collector component 
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Figure 6.16 Phase 6: implement Preparator in SPEM 2.0 

After that, it is time to implement the different scripts that will transform 

the data to make it easier to analyze. Some techniques that can be used to 

prepare the data include the detection of missing values, and to discover 

outliers that can complicate the analysis of the data. There are also many 

commercial applications that focus on facilitating this data preparation. Finally 

on this point, as in the previous task, the security solutions must be applied to 

this component. In this case, as preparation scripts can have access to personal 

data, it is important to control how they are implemented, in an effort to 

guarantee that they are working as they should. Figure 6.17 summarizes the 

main elements of this phase, using SPEM 2.0 notation. 

 

Phase {kind = Iteration}: First Implement Preparator 
 

TaskUse: I6.1 Identify the important information from data 
 ProcessPerformer {kind: primary} 

 RoleUse: Data Scientist {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Big Data Engineer {kind: in} 
 RoleUse: Big Data Architect {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Data Lake 
  WorkProductUse: Requirements 
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Figure 6.17 Detailed description of Phase 6 using SPEM 2.0 

 

6.2.4 Phase 7: Implement Analyzer 

Implementation of the analysis service is the main objective of Phase 7. In 

general, this service is the most important one in a Big Data ecosystem. This 

phase has three tasks, which are summarized in Figure 6.18. 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Repository of tagged data 

 
TaskUse: I6.2 Define scripts to prepare the data 
 ProcessPerformer {kind: primary} 

 RoleUse: Data Scientist {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Big Data Engineer {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Data Lake 
  WorkProductUse: Requirements 
  WorkProductUse: Repository of tagged data 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Registry of software 
  WorkProductUse: Scripts for data preparation 
 Guidance 
  Guidance {kind: Guideline}: Preparator implementation 
 

TaskUse: I6.3 Implement security solutions for the preparator 
 ProcessPerformer {kind: primary} 

 RoleUse: Security Engineer {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Big Data Engineer {kind: in} 

RoleUse: Security and Privacy Architect {kind: in} 
 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Scripts for data preparation 
  WorkProductUse: Security Pattern 
  WorkProductUse: Security solution 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Big Data assets 
 Guidance 

Guidance {kind: Example}: Hints to secure Preparator 
component 
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Figure 6.18 Phase 7: Implement Analyzer in SPEM 2.0 

First of all, and based on the requirements and the assets already defined, 

it is important to determine how the desired insights will be produced. In other 

words, the algorithms and the technology to implement them have to be 

described. There are different ways to obtain value from the data, so the 

algorithms to use will be determined by the requirements about how to analyze 

it and, what the value that needs to be obtained is. For example, it is possible to 

use an approach based on machine or deep learning techniques, without 

forgetting the most well-known way to perform analysis in Big Data: 

MapReduce (although this is slowly falling into disuse nowadays) [134]. The 

choice of the method of analysis, and therefore of the technology to implement 

it, depends fundamentally on three factors: the sources of data available, the 

final result to be obtained, and the way in which the data are processed (if there 

are restrictions as to whether the data have to be analyzed in real time). 

In terms of security problems, since a lot of environmental and human 

behavior is used by Big Data to obtain valuable insights, the main problem is 

about how to protect privacy. It is often difficult to find a balance between 

obtaining useful information while still guaranteeing the privacy of the users 
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[135]. Another typical problem to consider in Big Data ecosystems is the 

information inferred from the data. In Big Data, it is possible to obtain sensitive 

information from data that did not have a special level of sensitivity. These 

scenarios must therefore be considered when approaching security problems 

at this level. Another security problem that may arise in this component has to 

do with who can define and modify the analysis algorithms of the system. A 

modification of an algorithm by an unauthorized user, or by an insider within 

the organization, may cause the analysis algorithms to be compromised and 

become malicious algorithms beyond the control of the organization. This can 

cause data accessed by the algorithm to be compromised, or may even cause  

insights obtained from performing the algorithm to be false, leading the 

organization to make wrong decisions [136].  Figure 6.19 summarizes the main 

elements of this phase, using SPEM 2.0 notation. 

 

Phase {kind = Iteration}: First Implement Analyzer 
 
TaskUse: I7.1 Design the algorithms for the data analysis 
 ProcessPerformer {kind: primary} 

 RoleUse: Data Scientist {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Big Data Architect {kind: in} 
 RoleUse: Big Data Engineer {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Requirements 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Big Data algorithms 
 

TaskUse: I7.2 Implement the algorithms 
 ProcessPerformer {kind: primary} 

 RoleUse: Big Data Engineer {kind: in} 
 RoleUse: Data Scientist {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data algorithms 
  WorkProductUse: Repository of tagged data 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Big Data algorithms 
  WorkProductUse: Registry of software 
  WorkProductUse: Registry of expected information 
 Guidance 
  Guidance {kind: Guideline}: Analysis algorithms 
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Figure 6.19 Detailed description of Phase 7 using SPEM 2.0 

 

6.2.5 Phase 8: Implement Viewer 

This phase sets out to implement the Viewer component. The visualization 

service provides representation of the information obtained. This phase has 

three tasks, as may be observed in Figure 6.20. This service is not compulsory 

for all cases; for example, if the information is consumed by another system the 

visualization component is not required. 

 

Figure 6.20 Phase 8: Implement Viewer in SPEM 2.0 

TaskUse: I7.3 Implement security solutions for the Analyzer 
 ProcessPerformer {kind: primary} 

 RoleUse: Security Engineer {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Security and Privacy Architect {kind: in} 
 RoleUse: Big Data Engineer {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Security Requirements 
  WorkProductUse: Requirements 
  WorkProductUse: Data Lake 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Big Data assets 

Guidance 
Guidance {kind: Example}: Hints to secure Analyzer component 

 
 
 



Chapter VI: Process to Secure Big Data Ecosystems 
 
 

123 

The first task focuses on deciding which visualization technique is the 

most appropriate. In order to perform this task, it is important to have a robust 

knowledge of the stakeholders that will use the information as they seek to 

meet their requirements. In general, visualization techniques can be divided 

into two categories: on one hand, the data can be visualized as a graph or a chart 

of any kind; on the other hand, data can also be represented by means of a 

dashboard; in this latter case, the information represented is more relevant for 

the top management of an organization, since it represents only the most 

important indicators. A proper and correct visualization of the results can be 

crucial when making decisions that may affect the future of the organization. 

In terms of security solutions, at this level it is important to be concerned 

about what information the stakeholders may be looking for. This issue will be 

considered at length in the next phase, although there are still some details to 

be covered. For example, it is possible that because of the representation of 

information, a data scientist may infer personal information that needs to be 

protected. In this case, an additional layer of protection is needed to prevent 

this from happening. Figure 6.21 summarizes the main elements of this phase, 

using SPEM 2.0 notation. 

 

 

Phase {kind = Iteration}: First Implement Viewer 
 

TaskUse: I8.1 Decide the best way to visualize the information 
 ProcessPerformer {kind: primary} 

 RoleUse: Data Scientist {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Big Data Engineer {kind: in} 
 RoleUse: Big Data Architect {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Registry of expected information 
  WorkProductUse: Requirements 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Rules for visualization 

Guidance 
Guidance {kind: Guideline}: Visualization techniques 
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Figure 6.21 Detailed description of Phase 8 using SPEM 2.0 

 

6.2.6 Phase 9: Implement Access Control 

Finally, at the end of this phase the BDAP component can be considered to have 

been completed. This phase concentrates on defining and implementing the 

access control rules, and it is composed of two tasks, summarized in Figure 

6.22. 

Access control is a service whose main goal is to restrict read access to the 

information. In Big Data environments there are usually different stakeholders 

that must access only a part of the information. Indeed, this phase depends for 

its success on how well the requirements of the stakeholders were defined. 

Based on those requirements and the information obtained in the analysis 

service, the access control rules should be well-defined, and then implemented.  

 

TaskUse: I8.2 Implement visualization techniques 
 ProcessPerformer {kind: primary} 

 RoleUse: Data Scientist {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Big Data Engineer {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Registry of expected information 
  WorkProductUse: Rules for visualization 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Registry of software 
  WorkProductUse: Visualization techniques 
 

TaskUse: I8.3 Implement security solutions for the Viewer 
 ProcessPerformer {kind: primary} 

 RoleUse: Security Engineer {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Big Data Engineer {kind: in} 

RoleUse: Security and Privacy Architect {kind: in} 
 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Security Pattern 
  WorkProductUse: Security solution 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Big Data assets 
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Figure 6.22 Phase 9: implement Access Control in SPEM 2.0 

This implementation is highly influenced by the technology that is being 

used, because each has a different way of providing access control. For 

example, Apache Spark uses Kerberos to perform the authentication. However, 

there are general and well-known techniques that can be adapted to meet the 

inherent characteristics of a Big Data ecosystem, such as role-based access 

control to assign rights in accordance with the functions or tasks that the users 

can perform, or the establishment of an access control list that allows 

controlled access to specific objects by indicating which users can access 

them. Actually, these access control rules are the implementation of security 

solutions that were defined previously in the SO component (with a higher level 

of abstraction); this is why there is not a specific task for that purpose in this 

phase. This implementation can in fact also be helped by the use of security 

patterns. In this phase, it is important to identify the different users and roles 

that will interact with the Big Data ecosystem, as this can also influence the 

definition and implementation of access control rules. Figure 6.23 summarizes 

the main elements of this phase, using SPEM 2.0 notation. 
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Figure 6.23 Detailed description of Phase 9 using SPEM 2.0 

 

6.2.7 Phase 10: Implement BDFP 

The focus of this phase is on implementation of the BDFP component. The 

BDFP component can be regarded as the layer that supports the services from 

the BDAP; this includes the underlying hardware and the different software 

applications that manage it. There are thus two main ways to approach this: by 

implementing an ad-hoc solution that meets the Big Data requirements better, 

Phase {kind = Iteration}: First Implement Access Control 
 

TaskUse: I9.1 Define access control rules 
 ProcessPerformer {kind: primary} 

 RoleUse: Security Engineer {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Big Data Engineer {kind: in} 
 RoleUse: Big Data Architect {kind: in} 
 RoleUse: Data Scientist {kind: in} 
 RoleUse: Security and Privacy Architect {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Registry of expected information 
  WorkProductUse: Requirements 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Access control rules 

Guidance 
Guidance {kind: Guideline}: Definition of access control rules 

 
TaskUse: I9.2 Implement access control rules 
 ProcessPerformer {kind: primary} 

 RoleUse: Security Engineer {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Big Data Engineer {kind: in} 
 RoleUse: Data Scientist {kind: in} 
 RoleUse: Security and Privacy Architect {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Access control rules 
  WorkProductUse: Registry of expected information 
  WorkProductUse: Security Pattern 
  WorkProductUse: Security Solution 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Access control rules 
  WorkProductUse: Registry of software 

Guidance 
Guidance {kind: Example}: Hints to implement access control 
rules 
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or by using a commercial solution. Phase 10 can hence be divided into these 

two possibilities, which will be explained in the following subsections. 

 

6.2.7.1 Phase 10A: Implement an ad-hoc solution 

The objective of this phase is to implement from scratch the hardware and 

software architecture needed to perform the typical services from a Big Data 

ecosystem. This option is not advisable for those developers who do not have 

an in-depth understanding of a Big Data ecosystem and a cloud computing 

environment. In order to achieve its objective, this phase consists of five tasks 

that focus on different parts of the BDFP component; these tasks are 

summarized in Figure 6.24.  

 

Figure 6.24 Phase 10A: implement an ad-hoc solution in SPEM 2.0 

The first task consists of deploying the clusters and nodes that make up the 

Big Data ecosystem. The cluster and the nodes that it is composed of are the 

core of a Big Data ecosystem. These clusters can have many different servers. 

Due to this heterogeneity, it is sometimes recommended that some sort of 

application (like Apache Mesos) or commercial platforms (like Openshift by 

Red Hat) be used to manage the compute resources of the cluster properly. 
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There are two node configurations that can be employed, depending on the 

needs of one’s project: on the one hand, whether each node has a specific 

function, on the other hand, whether all nodes will have a standard 

configuration that fits the requirements. These nodes are usually virtualized 

using technologies such as virtual machines or containers. Nonetheless, these 

technologies have the purpose of performing high-level management of the 

underlying hardware.  

In general, there are two different ways to approach the management of 

virtual machines: there are on the one hand solutions that are based on the host 

Operating System of the machine (for example, Hyper-V for Windows, or KVM 

and Xen for Linux distributions), and then there are software solutions that are 

independent of the host Operating System (for example, VMware or 

VirtualBox). As for containers, probably the best-known framework for 

container use is Docker, but there are still some alternatives, such as 

Kubernetes or rkt, which are also well regarded. There are other topics that 

should be addressed when deploying a cluster and its nodes. For instance, the 

network can be either virtual or physical. There are also different perspectives 

for approaching the storage system; these include NAS or SAN. In this topic, it 

is important to highlight that in Big Data ecosystem the data stored is usually 

replicated and distributed along the cluster in order to improve the availability. 

The second task takes on the implementation of the storage service of the 

Big Data ecosystem. As stated in the previous chapter, there are different types 

of data that can be stored in this kind of environments: structured, semi-

structured, and non-structured. Thus, depending on the requirements of the 

ecosystem, the Big Data engineer can choose between using a relational 

database, such as SQL, PostgreSQL or MariaDB; or implementing a NoSQL 

storage service. There are different kinds of non-structured databases: graph 

based (neo4j or ArangoDB), column-oriented (HBase, Cassandra, or Big Table), 

document stores (MongoDB or CouchDB), and key-value stores (Accumulo, 

Riak, or DynamoDB).  
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It should also be said that in this functionality it is important to highlight 

the possibility of having a file system that supports the files needed to provide 

the different services of the Big Data system; in this context, the HDFS can 

usually be considered as a de facto standard, although there are other 

possibilities, such as GFS (Google File System), which is advisable if you are 

using Google IaaS. With respect to the databases, there exists a set of tools 

whose main purpose is to make the queries that can be performed on the data 

stored easier; for example, Apache Hive, which allows us to make similar SQL 

queries on the data of the HDFS, or Apache Drill, enable there to be more 

flexibility, by providing the possibility of querying on almost every kind of 

NoSQL database,  or even HDFS and Cloud Storage. 

The task following on from the one above is all to do with implementing 

the processing layer. This processing layer is crucial in guaranteeing the 

correct performance of a Big Data ecosystem, since its main goal is to analyze 

data, seeking to obtain valuable information. There are three main ways to 

analyze data in Big Data; these depend on the processing velocity requirements 

of the system to be implemented. Batch processing is one of the possibilities, 

and is usually done using an implementation of the MapReduce paradigm 

typical of Apache Hadoop. It is also possible to carry out an analysis of the data 

as it is ingested in the system, by means of streaming processing, which is 

supported by Apache Spark and Apache Flink. The last kind of processing is 

interactive processing, in which queries can be performed on the data as it is 

being processed; an example of technology that allows this type of processing 

is Cloudera Impala. 

The objective of the last two tasks of this phase is to implement the support 

services of the Big Data ecosystem: communications and resource 

management. As has been seen during the rest of the tasks of this phase, the 

implementation of a Big Data Ecosystem is no trivial matter; on the contrary, it 

is a complex process, with many elements and components. That means it is 

necessary to have some application which fulfills the task of communicating 
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these elements among themselves. Beats is one such application; it makes it 

possible to manage and monitor the use of resources by the Big Data 

components (like Apache Zookeeper or X-Pack) and deals with orchestrating 

the processes (like Apache Kafka)that are going to be performed in the Big Data 

ecosystem. Figure 6.25 summarizes the main elements of this phase, using 

SPEM 2.0 notation. 

 

Phase {kind = Iteration}: First Implement an ad-hoc solution 
 

TaskUse: I10A.1 Deploy cluster and nodes 
 ProcessPerformer {kind: primary} 

 RoleUse: Big Data Engineer {kind: in} 
 RoleUse: Cloud Engineer {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Big Data Architect {kind: in} 
 RoleUse: Security and Privacy Architect {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Access control rules 
  WorkProductUse: Big Data algorithms 
  WorkProductUse: Data Lake 
  WorkProductUse: Registry of software 
  WorkProductUse: Requirements 
  WorkProductUse: Scripts for data preparation 
  WorkProductUse: Visualization techniques 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Registry of hardware resources 

Guidance 
Guidance {kind: Concepts}: Container 
Guidance {kind: Guidelines}: Nodes configuration 

 
TaskUse: I10A.2 Implement storage system 
 ProcessPerformer {kind: primary} 

 RoleUse: Big Data Engineer {kind: in} 
 RoleUse: Cloud Engineer {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Big Data Architect {kind: in} 
 RoleUse: Security and Privacy Architect {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Data Lake 
  WorkProductUse: Registry of software 
  WorkProductUse: Requirements 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Storage system 

Guidance 
Guidance {kind: Example}: Types of storage systems 
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Figure 6.25 Detailed description of Phase 10A using SPEM 2.0 

TaskUse: I10A.3 Implement processing engine 
 ProcessPerformer {kind: primary} 

 RoleUse: Big Data Engineer {kind: in} 
 RoleUse: Cloud Engineer {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Big Data Architect {kind: in} 
 RoleUse: Security and Privacy Architect {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Big Data algorithms 
  WorkProductUse: Registry of software 
  WorkProductUse: Requirements 
  WorkProductUse: Scripts for data preparation 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Processing engine implementation 

Guidance 
Guidance {kind: Concepts}: Lambda architecture 
Guidance {kind: Guidelines}: Types of processing engines 

TaskUse: I10A.4 Implement communication platform 
 ProcessPerformer {kind: primary} 

 RoleUse: Big Data Engineer {kind: in} 
 RoleUse: Cloud Engineer {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Big Data Architect {kind: in} 
 RoleUse: Security and Privacy Architect {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Registry of hardware resources 
  WorkProductUse: Registry of software 
  WorkProductUse: Requirements 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Communication platform 

Guidance 
Guidance {kind: Example}: How to implement communication 
feature 

TaskUse: I10A.5 Implement resource management 
 ProcessPerformer {kind: primary} 

 RoleUse: Big Data Engineer {kind: in} 
 RoleUse: Cloud Engineer {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Big Data Architect {kind: in} 
 RoleUse: Security and Privacy Architect {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Registry of hardware resources 
  WorkProductUse: Registry of software 
  WorkProductUse: Requirements 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Resource management 

Guidance 
Guidance {kind: Example}: How to implement management 
feature 
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6.2.7.2 Phase 10B: Configure commercial solution 

There is, however, another interesting possibility. The technology and 

components of the Big Data ecosystem may be extracted by using a cloud IaaS, 

which can facilitate the implementation of the BDFP component. This is 

therefore is a good option if you need to perform only the typical Big Data 

functions, or if your Big Data team is not mature enough. The use of these 

solutions can, however, cause the loss of flexibility of the Big Data ecosystem 

developed, since on many occasions it allows the use of the tools from its own 

technological stack only. In addition, control over the data, including its 

processing and location, can be lost. There is therefore a real need to make a 

study of the pros and cons of both solutions before choosing which possibility 

suits the project better. This phase has two tasks, as seen in Figure 6.26.  

 

Figure 6.26 Phase 10B: configure commercial solution in SPEM 2.0 

It should be said first of all that there are many different vendors that could 

be considered. To choose the one that best suits the needs of the Big Data 

ecosystem, not only must the requirements be considered; the technologies 

that have been selected to implement the BDAP services must be taken into 

account too. There are also other criteria to take into consideration; economic 

or reputational attributes of the provider, for example. Some examples of well-
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known IaaS providers are Amazon Web Services or Microsoft Azure. There are 

general techniques that can help in this decision: e.g. decision tree diagrams.  

Once the provider has been selected, there is another task to be performed: 

configuring the IaaS. Depending on the provider chosen, the configuration 

possibilities change. This task should cover all the features needed to support 

the BDAP, including the type of storage and the streaming engine. Typically, 

this type of IaaS includes a dashboard that makes it possible for all system 

components to be monitored, allowing flexible hardware configuration. This 

configuration phase can follow a task flow similar to that described in phase 

10A. Figure 6.27 provides a summary of the main elements of this phase, using 

SPEM 2.0 notation. 

 

Phase {kind = Iteration}: First Configure commercial solution 
 

TaskUse: I10B.1 Decide a commercial virtual solution 
 ProcessPerformer {kind: primary} 

 RoleUse: Cloud Engineer {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Big Data Architect {kind: in} 
 RoleUse: Big Data Engineer {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Access control rules 
  WorkProductUse: Big Data algorithms 
  WorkProductUse: Data Lake 
  WorkProductUse: Registry of software 
  WorkProductUse: Requirements 
  WorkProductUse: Scripts for data preparation 
  WorkProductUse: Visualization techniques 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Registry of hardware resources 
  WorkProductUse: Big Data assets 

Guidance 
Guidance {kind: Guidelines}: How to select IaaS provider 
 

TaskUse: I10B.2 Configure the commercial virtual solution 
 ProcessPerformer {kind: primary} 

 RoleUse: Cloud Engineer {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Big Data Architect {kind: in} 
 RoleUse: Big Data Engineer {kind: in} 
 RoleUse: Security Engineer {kind: in} 
 RoleUse: Security and Privacy Architect {kind: in} 
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Figure 6.27 Detailed description of Phase 10B using SPEM 2.0 

 

6.2.8 Phase 11: Implement Interfaces DC 

This is the last phase in the implementation of the Big Data ecosystem. The 

tasks included in this phase are set out in Figure 6.28. The main goal of this 

phase is the description of the data consumers that will use the information 

produced by the Big Data ecosystem, as well as the definition of the restrictions 

that must be applied due to the security requirements of the Big Data 

ecosystem. This task can be seen to mirror the implementation of the DP 

component almost exactly. 

 

Figure 6.28 Phase 11: implement interfaces DC in SPEM 2.0 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Access control rules 
  WorkProductUse: Big Data algorithms 
  WorkProductUse: Data Lake 
  WorkProductUse: Registry of software 
  WorkProductUse: Requirements 
  WorkProductUse: Scripts for data preparation 
  WorkProductUse: Visualization techniques 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Registry of software 
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Consequently, the first step is the definition of the different data 

consumers and the access constraints to the information. A Big Data 

ecosystem normally has different stakeholders interested in accessing the 

information; however, depending on their roles they will have different 

restrictions. As happened in the case of the DP consumer, the use of different 

diagrams, for example, UML sequence diagrams, can help in the 

implementation of this component. Once this is completed, the access 

restrictions to the information must be implemented by using interfaces. These 

interfaces are the gates that protect the access to the insights generated in the 

Big Data ecosystem and can be regarded as an implementation of the security 

solutions and requirements that were specified in the SO component. Figure 

6.29 shows a summary of the main elements of this phase, using SPEM 2.0 

notation. 

 

Figure 6.29 Detailed description of Phase 11 using SPEM 2.0 

 

Phase {kind = Iteration}: First Implement interfaces DC 
 

TaskUse: I11.1 Identify data consumers 
 ProcessPerformer {kind: primary} 

 RoleUse: Big Data Engineer {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Big Data Architect {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Requirements 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Data consumers 

Guidance 
Guidance {kind: Guidelines}: Identification of data consumers 

TaskUse: I11.1 Implement interfaces with data consumers 
 ProcessPerformer {kind: primary} 

 RoleUse: Big Data Engineer {kind: in} 
 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Access control rules 
  WorkProductUse: Data source metamodel 
  WorkProductUse: Registry of expected information 
  WorkProductUse: Requirements 
  WorkProductUse: Security Patterns 
  WorkProductUse: Security Requirements 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: DC interfaces 
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6.2.9 Roles in the Implementation Subprocess 

The roles needed to implement the Big Data Ecosystem are different from those 

defined during the analysis and design subprocess. In this case, they are much 

closer to the technology, and far from the management and governance of the 

company. However, the roles of Big Data architect and security and privacy 

architect should also be involved in some tasks, as there is a connection 

between the implementation that is being undertaken and the requirements 

defined in the previous subprocess. The participant roles were defined in 

Section 4.3. 

Moreover, and as we did with the previous subprocess, in Table 6.2 we show 

the involvement of each role in each task, using the SPEM levels of relationship. 
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4     

Implement 

Interfaces DP 

I4.1 Identify data sources A  A  P  

I4.2 Implement interfaces with data 

sources 
  P  A  

5                     

Implement 

Collector 

I5.1 Define the data lake A  P  P  
I5.2 Implement the Collector 

component 
  P  A  

I5.3 Implement security solutions 

for the Collector 
 A A   P 

6                     

Implement 

Preparator 

I6.1 Identify the important 

information from data 
A  A  P  

I6.2 Define scripts to prepare the 

data 
  A  P  

I6.3 Implement security solutions 

for the Preparator 
 A A   P 

I7.1 Design the algorithms for the 

data analytics 
A  A  P  

I7.2 Implement the algorithms   P  P  
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7                    

Implement 

Analyzer 

I7.3 Implement security solutions 

for the Analyzer 
 A A   P 

8                     

Implement 

Viewer 

I8.1 Decide the best way to visualize 

the information 
A  A  P  

I8.2 Implement visualization 

techniques 
  A  P  

I8.3 Implement security solutions 

for the Viewer 
 A A   P 

9                     

Implement 

Access 

Control 

I9.1 Define access control rules A A A  A P 

I9.2 Implement access control rules  A A  A P 

10A                     

Implement    

an ad-hoc 

solution 

I10A.1 Deploy cluster and nodes A A P P   

I10A.2 Implement storage system A A P P   

I10A.3 Implement processing engine A A P P   
I10A.4 Implement communication 

platform 
A A P P   

I10A.5 Implement resource 

management 
A A P P   

10B                     

Configure 

commercial 

solution 

I10B.1 Decide a commercial virtual 

solution 
A  A P   

I10B.2 Configure the commercial 

virtual solution 
A A A P  A 

11                     

Implement 

interfaces DC 

I11.1 Identify data consumers A  P    

I11.2 Implement interfaces with data 

consumers 
  P    

Table 6.2 Roles and responsibilities in the implementation subprocess 

 

6.3 Operation Subprocess 

The objective of this last set of phases is to cover the lifecycle of a Big Data 

ecosystem, from its conception to its operation. The main objective of this 

subprocess is to define a monitoring method to evaluate the operation of Big 
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Data ecosystems. This operation subprocess is composed of five phases, which 

in turn are made up of different tasks. Figure 6.30 displays the phases that make 

up this subprocess. The inputs of the tasks may come from the previously-

defined analysis, design and implementation subprocesses; the outputs shown 

are the most relevant results of this subprocess. In the following subsections, 

each phase will be described.  

This subprocess follows the recommendations of the main international 

standards of Incident Response (NIST and SANS). This subprocess establishes 

the need to store all the events and incidents that occur in the system for later 

analysis. These events collected and detected will be used to carry out the 

maintenance and continuous improvement of the system. 

 

Figure 6.30 Phases of the operation subprocess 

 

6.3.1 Phase 12: Preliminary Actions 

The main goal of this preliminary phase is to establish the objectives of the 

incident response plan, as well as to determine its scope. In order to carry out 

this subprocess, an auxiliary system that monitors the Big Data ecosystem 

must be implemented. This system can be part of the Big Data (which can mean 

that the performance of the system is affected), or an external system (which 
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can imply a higher cost due to the development of a new system). To that end, 

there are two tasks, which are summarized in Figure 6.31. 

 

Figure 6.31 Phase 12: preliminary actions in SPEM 2.0 

The first of these tasks aims to define what each organization considers to 

be an event, and what it considers an incident: i.e., to clarify the differences 

between them. In any IT system an event is normally any occurrence within 

normal behavior and anticipated in the requirements; for example, in a Big Data 

ecosystem an event would be any action carried out on the data, including its 

analysis, access or visualization. But it also includes the system errors that do 

not result in the operation’s being halted. On the other hand, an incident can be 

defined as any malicious attack that has a nefarious purpose and which is 

against the security policies of the organization. For example, an illegal reading 

would be an event at first, but it is actually an incident. Obviously, incidents 

must be stored in a storage system, so that they can be used as audit evidence 

in a legal process, or to carry out an investigation into the causes of the 

incidents. Moreover, events should be stored too, since they can be useful later 

to gain a better understanding of what led to the incident; it may even occur 

that a “normal” event was not correctly tagged in the first place. Events are 

important in recovery from errors. 
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The purpose of the second task is to define the different roles that will act 

in the incident response process. There are some typical roles in this type of 

task, such as the incident response team, which aims to perform the tasks 

needed when carrying out this task, including collecting evidence, studying 

incidents and reporting when certain types of incidents occur. Depending on 

the size of the organization, there will be one or more incident response teams, 

with their own respective focus on different parts of the ecosystem. There are, 

moreover, other types of common security roles that should play an important 

part in this subprocess, such as the CISO, and the CSO, who should be involved 

in the high-level decisions that are made, especially when the incident is 

severe. In addition, the rest of the stakeholders that interact with the Big Data 

ecosystem need to be involved in the incident response process, since they can 

be the first to detect that something is going wrong with the system. Figure 6.32 

summarizes the main elements of this phase, using SPEM 2.0 notation. 

 

Phase {kind = Iteration}: First Preliminary actions 
 

TaskUse: I12.1 Definition of basic concepts 
 ProcessPerformer {kind: primary} 

 RoleUse: Security and Privacy Architect {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Big Data Architect {kind: in} 
 RoleUse: CISO {kind: in} 
 RoleUse: CSO {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Regulations 
  WorkProductUse: Repository with the security policies 
  WorkProductUse: Security Requirements 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Event description 
  WorkProductUse: Incident description 

Guidance 
Guidance {kind: Concept}: Event 
Guidance {kind: Concept}: Incident 
 

TaskUse: I12.2 Definition of roles 
 ProcessPerformer {kind: primary} 

 RoleUse: Security and Privacy Architect {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Big Data Architect {kind: in} 
 RoleUse: CISO {kind: in} 
 RoleUse: CSO {kind: in} 
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Figure 6.32 Detailed description of Phase 12 using SPEM 2.0 

 

6.3.2 Phase 13: Preparation 

This second phase focuses on defining the concepts that are necessary for the 

preparation and prevention of incidents. To this end, two tasks are carried out, 

as summarized in Figure 6.33. This phase will determine how prepared the 

team is to respond to an incident. The main standards for incident response 

normally define two tasks in this phase, one of which is related to ensuring 

ecosystem security controls. In our case, however, the security mechanisms 

are implemented at the same time as the Big Data ecosystem. In addition, we 

added a new task whose focus is to define the different indicators that should 

be considered when storing the events. 

 

Figure 6.33 Phase 13: preparation in SPEM 2.0 

WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Event description 
  WorkProductUse: Incident description 
  WorkProductUse: Repository with the business policies 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Incident stakeholders 

Guidance 
Guidance {kind: Guideline}: Roles identification 
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The first task of this phase sets out to define a set of actions and guidelines 

that must be taken when an incident happens. This task is crucial in ensuring 

the effective implementation of the incident response plan, as it includes the 

steps needed to respond to each type of incident and asset type. When we talk 

about a Big Data ecosystem, we have to take into account the types of assets 

specific to these environments. According to the NIST organization, the main 

types of Big Data assets are: the hardware infrastructure that supports Big Data 

functions, the services and applications provided by the ecosystem, the 

analytical resources, such as MapReduce algorithms, the data used to perform 

the analyses, the insights obtained, and the security mechanisms to protect the 

privacy of the data, as well as the individuals and their roles that interact with 

the system [95]. There at least three artefacts that should be generated as a 

result of this task: the communication plan, which must include the contact 

information for all the team members, along with the protocol for establishing 

the connection in case of an incident, an RACI matrix (responsible, accountable, 

consulted and informed) for each of the kinds of incident, in order to 

understand the functions of each of the roles better, and finally, a list of the 

different analytic resources (hardware and software) that can be used in this 

kind of situation. 

The second task, for its part, tries to define all the indicators that can give 

information on the causes of the incident. For it do so, all the assets of the Big 

Data ecosystem must be studied, including their communications and the data 

they use and generate. The resulting list of indicators will be used in the next 

phase to study and detect unusual incidents or situations. A good selection of 

indicators can facilitate significantly the task of responding to incidents. 

Figure 6.34 summarizes the main elements of this phase, using SPEM 2.0 

notation. 
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Figure 6.34 Detailed description of Phase 13 using SPEM 2.0 

 

6.3.3 Phase 14: Identification and Analysis 

This is the longest phase, since it is developed throughout the entire operation 

phase of the Big Data environment. This phase pursues the detection and later 

analysis of the different incidents that occur in the ecosystem. All these tasks 

are carried out sequentially, except for the fourth task on the storage of events 

and incidents, which is performed in parallel throughout this phase, the tasks 

of which are summarized in Figure 6.35. 

Phase {kind = Iteration}: First Preparation 
TaskUse: O13.1 Preparing to handle incidents 
 ProcessPerformer {kind: primary} 

 RoleUse: Incident Response Team {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: CTO {kind: in} 
 RoleUse: CISO {kind: in} 
 RoleUse: CSO {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Event description 
  WorkProductUse: Incident description 
  WorkProductUse: Incident stakeholders 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Communication plan 
  WorkProductUse: List of incident analysis resources 
  WorkProductUse: RACI matrix for incidents 

Guidance 
Guidance {kind: Guideline}: Types of assets 

TaskUse: O13.2 Definition of indicators 
 ProcessPerformer {kind: primary} 

 RoleUse: Incident Response Team {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: CTO {kind: in} 
 RoleUse: CISO {kind: in} 
 RoleUse: CSO {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Big Data assets 
  WorkProductUse: Big Data risks 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: List of sources for indicators 
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Figure 6.35 Phase 14: Identification and analysis in SPEM 2.0 

The first task is fundamental throughout the incident response process, 

since it is a matter of analyzing incidents to determine whether they have 

actually occurred, i.e., this is about detecting them. To carry out this task, an 

analysis must be made of the indicators defined in the previous phase. This 

study needs to be conducted by the incident response team, since there may be 

false positives, in which an event is labeled as an incident, when it is really a 

simple system error. To avoid these false positives, previous cases can be used 

to understand the behavior of the Big Data ecosystem better. In this type of 

environment, it is especially critical to emphasize the analysis of the typical 

functions that are performed during the operation, i.e., the preparation, analysis 

and visualization of the data. An intelligence system can be implemented with 

a view to carrying out that task. This system can use the Big Data ecosystem 

itself as an engine to perform the machine learning techniques, or it can 

employ another isolated system. The use of Big Data analytics can help the 

incident response team to identify patterns and threats in a more effective way. 

As an output of this task, the incidents that have definitely been identified as 

such will be obtained. 

The second task consists of categorizing the incident according to its 

severity. It is therefore not a good policy to treat incidents on a first-come, first-



Chapter VI: Process to Secure Big Data Ecosystems 
 
 

145 

served basis. Apart from the impact made by the incident, another factor to take 

into account is the recoverability of the components affected. This task is 

closely connected to the phase of risk assessment in the analysis and design 

subprocess (see phase 2 in section 6.1.2), since this incident should be the 

materialization of a threat. However, it is possible that the threat was not 

anticipated previously; this implies the need to update the list of risks. Once the 

incident has been analyzed and prioritized, and based on the communications 

plan defined during the preparation phase, the third task informs the 

responsible stakeholders so that they can carry out the necessary actions. 

The last task of this phase deals with the storing of the event and incident 

data in a storage system. Our proposal has two storage systems running in 

parallel. One of them is in charge of storing the data generated by the defined 

indicators (event store). This database is thus connected to the main 

components of the Big Data ecosystem: the Big Data application provider 

(BDAP) and the Big Data framework provider (BDFP). This first storage system 

should store all the data related to the actions performed on the data, i.e., the 

typical Big Data services: collection, preparation, analysis, visualization and 

access control to the data. Each record of this system should have a similar 

structure: ID, user ID (the user that performed the operation), role of the user, 

timestamp, type of operation performed, and the data affected by the operation. 

Each operation has its own characteristics that must be taken into account, 

however; for example, the collection can also store the information about the 

data source from which the data is being stored in the Big Data, or the 

visualization should consider that it is possible to infer sensitive information 

from anonymized data by performing a large number of queries on the same 

dataset.  

In parallel, a second storage system stores all the data related to the 

incidents already identified (incident store), and in order to do that, this 

database is connected to a component that monitors the compliance of the 

requirements of the Big Data ecosystem. This means that when an incident 
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occurs it is detected and stored in the incident blockchain, but it is necessary 

to store more incident data that could help in the recovery of the system. To 

that end, when an incident is identified, all event data that may be related to it 

will be copied to this second system by using a proxy between both storage 

systems. Once all the data are collected in the storage systems, it is time to 

carry out the analysis of them. This implies the need to implement an 

intelligent system that employs machine learning techniques to obtain value 

from these data, to identify the reasons why the incident happened, for 

example, or to try to predict the occurrence of a new incident by analyzing the 

events that happen in real time. Moreover, all this data should be visualized by 

means of a dashboard that is checked by the incident response team. Figure 

6.36 summarizes the main elements of this phase, using SPEM 2.0 notation. 

 

Phase {kind = Iteration}: First Identification and analysis 
 

TaskUse: O14.1 Incident analysis 
 ProcessPerformer {kind: primary} 

 RoleUse: Data Scientist {kind: in} 
 RoleUse: Incident Response Team {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Event information 
  WorkProductUse: Incident information 
  WorkProductUse: Lessons learned 
  WorkProductUse: List of sources for indicators 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Incident information 
 

TaskUse: O14.2 Incident priorization 
 ProcessPerformer {kind: primary} 

 RoleUse: Incident Response Team {kind: in} 
ProcessPerformer {kind: additional} 
 RoleUse: Risk manager {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Incident information 
  WorkProductUse: Lessons learned 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Incident information 

Guidance 
Guidance {kind: Guideline}: Analysis of incidents 
 

TaskUse: O14.3 Incident communication 
 ProcessPerformer {kind: primary} 

 RoleUse: Incident Response Team {kind: in} 
ProcessPerformer {kind: additional} 

  RoleUse: Risk manager {kind: in} 
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Figure 6.36 Detailed description of Phase 14 using SPEM 2.0 

 

6.3.4 Phase 15: Containment, Eradication and Recovery 

This phase covers tasks aimed at returning the Big Data ecosystem to a normal 

state. These tasks range from the first actions taken to try to limit the damage 

caused by the incident, right through until the system is considered to have 

recovered fully. Figure 6.37 contains all the tasks, inputs, and outputs of this 

phase. 

The first task is short-term containment, which aims to limit the impact 

caused by the incident and prevent further damage to the system. It tries to 

apply simple but effective actions that can be applied at that moment in time. 

Examples of this type of action are those involving disconnecting servers, or 

totally restricting access to sensitive data that might be affected. The next task 

then consists of carrying out a check on the environmental assets that may 

have been affected by the incident. In the case of a Big Data ecosystem, this 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Communication plan 
  WorkProductUse: Incident information 
  WorkProductUse: RACI matrix for incidents 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Communication plan 
 

TaskUse: O14.4 Evidence storage 
 ProcessPerformer {kind: primary} 

 RoleUse: Incident Response Team {kind: in} 
 RoleUse: Security and Privacy Architect {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Event information  
  WorkProductUse: Incident information 
  WorkProductUse: List of sources for indicators 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: List of events 
  WorkProductUse: List of incidents 

Guidance 
Guidance {kind: Example}: Evidence store using Blockchain 
technologies 
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includes checking the system nodes, the analysis and preparation algorithms, 

the security mechanisms already implemented, and the data. 

 

Figure 6.37 Phase 15: containment, eradication and recovery in SPEM 2.0 

The task that takes place next focuses on implementing actions to prevent 

the incident from happening again. This requires an in-depth investigation of 

the causes of the incident: What controls have failed? How long did it take to 

respond to the incident? Could it have been avoided? This research will be 

conducted using the evidence stored. As in the incident analysis phase, Big 

Data’s analytical capabilities can be used to assist in the study of the data. In 

the quest to do just that, Big Data can perform diagnostic analytics based on the 

event and incident data stored in the blockchain systems. The types of actions 

that can be applied range from installing security patches on software that had 

some vulnerability to implementing new security mechanisms, or even 

expelling malicious users. While this task is being performed, the system 

should be operating normally. 

The fourth task focuses on checking that, after applying the necessary 

actions to recover from the incident, the system works as it was designed to. 

Greater emphasis needs to be placed on those components of the Big Data 

ecosystem that were affected by the incident. The final task can be considered 

an auxiliary task to the previous one, since it consists of making a real-time 

visualization of the behavior of the affected components. A dashboard can be 
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produced for that purpose, to show the data stored by the indicators defined in 

the second phase of this subprocess. Figure 6.38 provides a summary of the 

main elements of this phase using SPEM 2.0 notation. 

 

Phase {kind = Iteration}: First Containment, eradication and recovery 
 

TaskUse: O15.1 Short term containment 
 ProcessPerformer {kind: primary} 

 RoleUse: Big Data Engineer {kind: in} 
 RoleUse: Incident Response Team {kind: in} 
 RoleUse: Security Engineer {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: List of events 
  WorkProductUse: List of incidents 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: List of primary actions taken 
 

TaskUse: O15.2 System check 
 ProcessPerformer {kind: primary} 

 RoleUse: Big Data Engineer {kind: in} 
 RoleUse: Security Engineer {kind: in} 
ProcessPerformer {kind: additional} 

  RoleUse: Incident Response Team {kind: in} 
 WorkDefinitionParameter {kind: in} 
  WorkProductUse: List of events 
  WorkProductUse: List of incidents 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Status of the Big Data ecosystem 
 

TaskUse: O15.3 Long term containment 
 ProcessPerformer {kind: primary} 

 RoleUse: Big Data Engineer {kind: in} 
  RoleUse: Incident Response Team {kind: in} 

 RoleUse: Security Engineer {kind: in} 
 WorkDefinitionParameter {kind: in} 
  WorkProductUse: List of events 
  WorkProductUse: List of incidents 
  WorkProductUse: List of primary actions taken 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: List of actions taken 
 

TaskUse: O15.4 Recovery 
 ProcessPerformer {kind: primary} 

 RoleUse: Big Data Engineer {kind: in} 
 RoleUse: Incident Response Team {kind: in} 

ProcessPerformer {kind: additional} 
 RoleUse: Security Engineer {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: List of actions taken 
  WorkProductUse: List of events 
  WorkProductUse: List of incidents 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Status of the Big Data ecosystem 
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Figure 6.38 Detailed description of Phase 15 using SPEM 2.0 

 

6.3.5 Phase 16: Lessons learned 

Finally, the last phase is about documenting the incident, writing up the lessons 

learned; the objective is to obtain benefits from the incident. That is not the only 

goal, since at this point it is possible that new security requirements will be 

discovered that were not considered at first and that must be implemented in 

the system. If this scenario occurs, the analysis, design, and implementation 

subprocesses defined previously must be performed again. This phase is 

composed of two tasks, summarized in Figure 6.39. 

 

Figure 6.39 Phase 16: lessons learned in SPEM 2.0 

TaskUse: O15.5 Visualization of the status of the Big Data ecosystem 
 ProcessPerformer {kind: primary} 
  RoleUse: Incident Response Team {kind: in} 

ProcessPerformer {kind: additional} 
 RoleUse: Big Data Engineer {kind: in} 
 RoleUse: Security Engineer {kind: in} 

 WorkDefinitionParameter {kind: in} 
  WorkProductUse: List of events 
  WorkProductUse: List of incidents 
  WorkProductUse: List of sources for indicators 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Status of the Big Data ecosystem 
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The first task of this last phase consists of writing all the documentation 

that has not already been written up during the incident. This phase should not 

be taken lightly, since a good writing-up of the lessons learned can be very 

beneficial, helping to avoid the repetition of this type of incidents. Other new 

incidents could even be discovered, ones which may have taken advantage of 

a hole in the security of the system. When carrying out this task it is advisable 

to hold a meeting between all the stakeholders who have been involved in one 

way or another during the incident. Furthermore, it is also desirable to use the 

incident data stored to obtain a greater understanding of the incident itself. 

The second task consists of using the lessons learned to try to improve the 

security of the system. In many cases, new threats or vulnerabilities may be 

discovered which must lead to the definition of new security requirements that 

should be implemented in the system; to do that, it will be necessary to go back 

to the beginning of the cycle, as is shown in Figure 6.3. Figure 6.40 summarizes 

the main elements of this phase, using SPEM 2.0 notation. 

 

Figure 6.40 Detailed description of Phase 16 using SPEM 2.0 

Phase {kind = Iteration}: First Lessons learned 
 

TaskUse: O16.1 Write documentation 
 ProcessPerformer {kind: primary} 

 RoleUse: Incident Response Team {kind: in} 
 WorkDefinitionParameter {kind: in} 
  WorkProductUse: List of events 
  WorkProductUse: List of incidents 
  WorkProductUse: List of actions taken 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Lessons learned 
 

TaskUse: O16.2 Continuous improvement 
 ProcessPerformer {kind: primary} 

 RoleUse: Big Data Architect {kind: in} 
 RoleUse: Security and Privacy Architect {kind: in} 

  RoleUse: Incident Response Team {kind: in} 
 WorkDefinitionParameter {kind: in} 
  WorkProductUse: Lessons learned 

WorkDefinitionParameter {kind: out} 
  WorkProductUse: Security requirements 
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6.3.6 Roles in the Operation Subprocess 

Performing the operation subprocess requires the creation of a new role within 

the company: the incident response team. This role will carry out most of the 

tasks in this subprocess. However, not only this role must be involved; many of 

the roles defined in the previous subprocesses must also take part. For example, 

to perform the continuous improvement task, a series of improvements to the 

system must be identified; this task should not be carried out by the incident 

response team alone; the Big Data and security and privacy architect should 

also be involved, since the task implies the design of new artifacts or security 

mechanisms for the Big Data ecosystem. The participant roles were defined in 

Section 4.3. 

In addition, and as with the previous subprocesses, in Table 6.3 we show 

the implication of each role in each task, using the SPEM relationship levels. 
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12 

Preliminary 

actions 

O12.1 Definition 

of basic concepts 
 A    P  A  A 

O12.2 Definition 

of roles 
 A    P  A  A 

13                     

Preparation 

O13.1 Preparing to 

handle incidents 
P       A A A 

O13.2 Definition 

of indicators 
P       A A A 

14                     

Identification 

and analysis 

O14.1 Incident 

analysis 
P   P       

O14.2 Incident 

prioritization 
P    A      

O14.3 Incident 

communication 
P    A      

O14.4 Evidence 

storage 
P     P     
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15 

Containment, 

eradication 

and recovery 

O15.1 Short term 

containment 
P  P    P    

O15.2 System 

check 
A  P    P    

O15.3 Long term 

containment 
P  P    P    

O15.4 Recovery P P    A     

O15.5 

Visualization of 

the status of the 

Big Data 

P A    A     

16        

Lessons 

learned 

O16.1 Write 

documentation 
P          

O16.2 Continuous 

improvement 
P     P     

Table 6.3 Roles and responsibilities in the operation subprocess 

This is the last subprocess of our proposed methodology. The set of three 

subprocesses that we have defined in this chapter covers the most important 

phases of the lifecycle of a Big Data ecosystem. The next step would be the 

secure disposal of the environment, which is beyond the scope of this doctoral 

thesis, although it is considered future work. The complete process to build 

secure Big Data ecosystems is supported by the SRA described in chapter IV of 

this doctoral thesis.  

 

 





 

CHAPTER VII 

 
7 Security Patterns for Big Data 

Ecosystems 
 

The last chapter of the results part focuses on the definition of specific security 

patterns for Big Data ecosystems. As explained in the introductory chapter, in 

this context we understand a pattern as an abstract solution to a recurring 

problem.  In our case, the security patterns were developed as a spin off from 

the rest of the thesis, as a way of improving the security of Big Data ecosystems. 

If necessary, these patterns can be used in the context of the environment to be 

developed when applying the methodology. Figure 7.1 shows the connection of 

the patterns with the rest of the artifacts of the doctoral thesis.  

 

Figure 7.1 Connection of security patterns and the rest of the artifacts  

A pattern should be based on different specific solutions to a problem, in 

order to extract the essential characteristics that allow the solution to be reused 

as many times as necessary. Patterns were born within the architecture sector, 
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but their flexibility has made them suitable for any field. A good pattern must 

have an appropriate structure, with different sections that address the problem 

to be solved in a systematic way. A pattern should be defined by using a specific 

organization. In our case, we followed this structure [137]:  

1. Intent: summary of the solution. What problem is solved by the 

pattern, and who the intended audience for it is. 

2. Context: the general situation in which the pattern can be applied. 

This includes the technology to be used, as well as some topics that 

can affect the use or understanding of the pattern. 

3. Problem: the description of the problem that the pattern tries to 

solve. This definition is usually short, to make it simpler to 

understand.  

4. Forces: the issues or concerns to consider when solving the 

problem. It indicates why the problem is difficult to solve. 

5. Solution: the recommended way to solve the problem in the given 

context. This section should explain in detail how to apply the 

proposed solution. 

6. Implementation: some hints given to have a better understanding 

of how to implement the pattern. 

7. Known uses: a pattern is a generic solution based on a more specific 

solution. In this section, at least two or three uses in real systems 

must be explained. 

8. Consequences: this section demonstrates what happens when you 

apply the proposed solution, clarifying what the advantages and 

disadvantages of using the pattern are. 

9. Related patterns: patterns that solve a similar problem or are 

complementary to the pattern that is being defined. 
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During the development of this doctoral thesis, three security patterns have 

been defined. These patterns address specific security problems that are 

typical in Big Data ecosystems. Of course, there are more possible patterns for 

securing Big Data ecosystems. The pattern diagram of Figure 7.2 shows how 

the patterns we have written to control security and privacy in Big Data 

systems relate to the SRA.   

 

Figure 7.2 Pattern diagram relating our Big Data patterns 

This diagram shows the relationship of the security patterns with the Big 

Data SRA and the security process for building secure Big Data ecosystems. The 

patterns are connected to the SRA, since they are based on its elements and 

components. As can be seen, each of them enhances security in a different way. 

Thus, the Right to be Forgotten pattern adds a privacy control to the Big Data 

RA. The NoSQL DB Authorization pattern describes access control to key-value 

databases. The BlockBD pattern adds trust in the veracity of the data in the Big 

Data system. The security process (explained in Chapter V) uses these security 

patterns as a way to assist the implementation of security solutions. The 

selection of the security patterns that can be useful is done in task A3.2 

(subsection 6.1.3), while these patterns can help during the implementation in 

the following tasks: I5.3 (subsection 6.2.2), I6.3 (subsection 6.2.3), I7.3 (subsection 

6.2.4), I8.3 (subsection 6.2.5) and I9.2 (subsection 6.2.6). This chapter outlines all 

these patterns.  
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7.1 Key-Value NoSQL Database Authorization 

A key-value database is a data storage paradigm designed for storing, 

retrieving, and managing associative arrays; these databases contain a 

collection of objects, or records, which may in turn may have many different 

data fields within them [138]. Like all databases which handle sensitive 

information, NoSQL databases need fine-grained authorization; however, the 

authorization models used in relational databases do not work for them.  

Numerous authorization models have been proposed for relational 

databases, usually enforced using views, where a view is a window that makes 

it possible to see the current state of some portion of the database defined by 

an SQL query [139]. On the other hand, several NoSQL databases for Big Data 

applications use new authorization models appropriate to their structure, 

speed, and huge amount of data; these include key-value, wide column, and 

document-oriented authorization [140]. These records are stored and retrieved 

using a key that uniquely identifies the record and is used to find the data 

quickly within the database. A key-value authorization model protects 

individual cells by labeling them with authorization rights, following a Role-

Based Access Control (RBAC) model or similar. All the known examples of this 

approach are derived from the security model of Apache Accumulo. We present 

here a pattern to describe this model as it exists in several Big Data systems. 

NoSQL systems have been increasing in popularity in recent years; a web 

site dedicated to them lists more than 225 products3. There are several security 

issues that can affect them, however. The main problems in NoSQL databases 

are related to the lack of encryption support for the data, weak authentication 

between the servers and the client, simple authorization without support for 

RBAC or fine-grained authorization, and lack of protection for injection and 

 
 
 
 
3 http://nosql-database.org/  
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Denial of Service attacks [141]. For example, MongoDB, one of the most popular 

of NoSQL databases, uses an RBAC model that protects collections of 

documents, which are heterogeneous, hierarchical records composed of sets of 

key-value pairs.  Some NoSQL databases are even coarser; they provide only file 

access control, which gives a user all-or-nothing access to a whole file. That 

approach does not make it possible to combine sensitive and non-sensitive 

data in one file [107, 140].  

As indicated above, the Apache Accumulo is used increasingly by industry, 

and as such it can be the basis for defining a pattern for authorization in key-

value databases; however, it is not the only proposal that provides content-

dependent access to key-value databases [142, 143]. Our intended audience 

includes application developers who need to use key-value databases in their 

software and security administrators of Big Data centers. 

 

7.1.1 Intent 

The purpose of this security pattern is to describe who can access the values of 

specific data cells in a key-value database system. 

 

7.1.2 Context 

The context is a NoSQL database where data is stored using key-value pairs and 

where sensitive data may be mixed with non-sensitive information. This 

sensitive data must be protected. 
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7.1.3 Problem 

Relational databases usually protect data items by using views that restrict the 

access by the users or by roles. This mechanism is not possible for NoSQL 

databases where there is no concept of view; this has resulted in coarser access 

control models which allow only read, write, or execute access to whole files or 

collections of documents. If we could control access to specific key-value pairs, 

we could have a variety of content-dependent access controls. 

 

7.1.4 Forces 

The solution is constrained by the following forces: 

• Granularity of access control. We want to be able to have a fine grained, 

content-dependent access control.  

• Flexibility. Different types of users may require different authorization 

models; e.g. military environments may want mandatory multilevel 

access control [144]. 

• Speed. One of the main reasons for NoSQL databases is speed. Checking 

authorization must be fast. 

 

7.1.5 Solution 

Our solution is based on labeling each data cell (row) with authorization 

information. One possible way to do this is by using the Apache Accumulo 

approach. Figure 7.3 shows a typical cell which complies with the Accumulo 

model, considered the standard for authorization to cells [145].  

In the Accumulo model, data is stored in a distributed sorted map, where 

the keys are logically divided into different parts. The row ID is a unique 



Chapter VII: Security Patterns for Big Data Ecosystems 
 
 

161 

identifier for the row. A column can be divided into three parts: the family is the 

logical grouping of the key, the qualifier is used to indicate a more specific 

attribute of the key, and the visibility tag stores a logical combination of 

security labels that must be satisfied at query time in order for the key and value 

to be returned as part of a user request. This allows data of varying security 

requirements to be stored in the same table, and enables users to see only those 

keys and values for which they are authorized. Finally, the timestamp is 

generated automatically, and used for versioning. 

 

Figure 7.3 Structure of a data cell 

The structure of our solution is shown in Figure 7.4 where the Subject 

represents an active entity (user or system), who is authenticated by the Web 

Server using an Authenticator. Once authenticated, the subject provides a set 

of desired data ranges using a Client Query. These ranges are authorized by an 

Authorizer (Authorizer, Authenticator, and Security Logger are standard 

security patterns [105]), which returns rights to access portions of the Database. 

Access indicates an access transaction that must be logged using a Security 

Logger. 

Seeking to help the reader to understand how our pattern works, we 

describe the normal flow below. To do this, we use the sequence diagram in 

Figure 7.5, which has the following steps: 

1. Subject requests the web server for authentication to. 

2. The Web Server authenticates the subject in the system.  

3. Subject enters their ID and the ranges of values in the Client Query. 
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4. The Web Server passes the subject ID, proof of authentication, and 

ranges to the Authorizer. 

5. The Authorizer provides rights for the access requested. 

6. The Client Query asks the NoSQL databases for the authorized ranges 

of data. 

7. The Web Server retrieves the requested range of key-value pairs. 

8. The Web Server returns the requested values to the user. 

 

 

Figure 7.4 Class model of the NoSQL Database Authorizer 

 

Figure 7.5 Sequence diagram for the use case “Access a data item” 
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7.1.6 Implementation 

A possible implementation is shown in Figure 7.6. In this class diagram, there 

is a Web Server whose purpose is to give access to the data of a NoSQL database. 

A Client Query is needed to delegate the authorization of each user to each 

range of data. Then the Authorization Service class indicates to the Client 

Query which range of pairs key-value can be returned to the user, and based on 

this authorization a query to the NoSQL database will be performed. Finally, the 

allowed range of data will be returned to the user. Implementation details of 

database products can be found in [145, 146]; more implementation details of 

NoSQL databases using Hadoop can be found in [142]. 

 

Figure 7.6 Class diagram for the implementation 

One way to improve the security of this pattern is by using logging and 

auditing techniques. Due to the possible sensitivity of data, all accesses to data 

must be logged and later audited, in order to be able to verify compliance with 

regulations and prevent misuse.  

 

7.1.7 Known Uses 

There are some known cases that attempt to address this problem by 

implementing a specific solution: 
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• Apache Accumulo [147] is a key-value store based on the design of 

Google's Big Table. Accumulo stores its data in Apache Hadoop’s 

HDFS and uses Apache Zookeeper for consensus. Every Accumulo 

key-value pair has its own security label which is used to retrieve 

query results based on the user authorization rights. Apache 

Accumulo extends the Google Big Table data model, adding a new 

element to the key called Column Visibility. This element stores a 

logical combination of security labels that must be satisfied at query 

time in order for the key and value to be returned as part of a user 

request. That enables data of varying security requirements to be 

stored in the same table, and allows users to see only those keys and 

values for which they are authorized. 

• Koverse [145] implements the Apache Accumulo security model. 

Koverse is comprised of two software components, called Koverse 

Webapp and Koverse Server, which run on top of Hadoop. The 

Koverse Webapp communicates with the Koverse Server to service 

requests for data.  

• SQRRL [146] also implements the Accumulo security model, but the 

cell control deviates from Figure 7.3; in its case it also includes a 

field to indicate cryptographic protection.  

 

7.1.8 Consequences 

This pattern has the following advantages: 

• Granularity of access control. It is possible to control access to each 

data cell (key-value pair). This is a form of content-dependent 

access control.  

• Flexibility. The labels may define rules for access matrix, RBAC, or 

multilevel models. 
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• Speed. Checking authorization requires a simple matching 

operation, and can be very fast. 

• Logging and Auditing.  The labels can be used to control how much 

information to log in each access. 

It also has some liabilities derived from its use, which include:  

• Application developers or security administrators must attach 

appropriate labels to cells to protect the corresponding data.  

• Authentication and authorization may incur in some overheads 

which, as indicated above, are rather small. 

 

7.1.9 Related Patterns 

Authenticator [105]. When an active entity like a user or system (subject) 

identifies itself to the system, how do we verify that the subject intending to 

access the system is who it says it is? The answer is to present some 

information that is recognized by the system as identifying this subject. After 

being recognized, the requestor is given some proof that they have been 

authenticated.  

Authorizer [105]. In an environment in which we have resources whose access 

needs to be controlled; it describes who is authorized to access specific 

resources in a system. It indicates which resources the authorized user can 

access, and what they can do with those resources for each active entity. 

Reference Monitor [105]. It enforces authorizations when a subject request a 

protection object, and provides the subject with a decision. In a computational 

environment in which users or processes make requests for data or resources, 

this pattern enforces declared access restrictions when an active entity 

requests some resources.  
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Content-Dependent Access Control [148]. How can we restrict subjects (users, 

systems, parties) to access (read, write) only data with specific values? The 

answer is to filter the values obtained from applying authorization rules to the 

data according to a predicate (condition) that selects specific values. This 

pattern is needed in order to establish the rights that the different subjects have 

over the data. 

Security Logger/Auditor [105]. How can we keep track of user’s actions in order 

to determine who did what and when? One possible answer is to log all 

security-sensitive actions performed by users and provide controlled access to 

records for Audit purposes. All the activities that include operation over 

sensitive data should be registered in a log file.  

The Vigiles MapReduce system provides fine-grained access control for read 

operations [149]. It works by filtering data according to the users’ rights. This 

approach defines a generic mechanism and could be the basis for another 

pattern. 
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7.2 Neuralyzer 

In Big Data systems, the context can significantly affect how the environment 

will be implemented. One of the things that you must take into consideration is 

the different regulations that can constrain the data that will be processed and 

the results that will be obtained. One regulation that has become a buzz topic 

lately, along with privacy laws in general (specifically with the GDPR driven by 

the European Union), is: the Right to be Forgotten (RTBF) [150]. The RTBF claims 

that any user can request that their data be deleted from all your systems. Of 

course, there are some cases where the data must remain in the system; for 

example, if the purpose of the data collected is still not reached and the user 

gave permission for the use of that data. There are also some scenarios where 

the data must remain in the system for legal reasons. 

The problem is that regulators tend to think about a computer as if it were  

a human memory, but  in a highly distributed scenario where the data is stored, 

and replicated, in different nodes, even from different clusters and with 

different storage systems, it is very difficult to delete all the personal data from 

a specific user properly. There are some general techniques, such as 

anonymization or pseudo-anonymization, that try to solve this problem, 

although none of them has proven itself efficient enough for the performance 

of the Big Data system not to be affected. We have defined a pattern to tackle 

this problem. The pattern has been given the name “Neuralyzer”, called after the 

device used to make people forget about “inappropriate” events in the movie 

“Men in black”.  

Our intended audience is the Chief Data Officer (CDO) of the company, who 

is in charge of creating the strategy for managing the data and the information 

of the system, including its governance, control and development of different 

politics and controls designed to take advantage of the data properly. The 

implementation decisions should therefore be taken by considering the 

requirements and context of the Big Data ecosystem. 
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7.2.1 Intent 

The aim is to describe how to manage the right to be forgotten in Big Data 

environments. Usually this right is asked for by the data subject, which is the 

person who wants the system to “forget” his data. There are some scenarios, 

however, where this action should be done automatically by the system. 

 

7.2.2 Context 

Generally speaking, Big Data ecosystems have a huge amount of personal and 

sensitive data stored in different databases and storage systems, supported by 

a variety of utility software. 

 

7.2.3 Problem 

The right to be forgotten, also known as the right to erasure, is a feature that 

suggests that a way to effectively delete data from storage systems must be 

found. Erasing an individual’s data implies finding and deleting all his data; 

possibly scattered in several places. This functionality gets even more 

complicated in Big Data contexts, where it is not only personal data that is 

stored; information inferred from it, thanks to the use of analysis techniques 

like business intelligence or machine learning, is stored there too .  

 

7.2.4 Forces 

The solution is constrained by the following forces: 
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• The gap between regulators and technology. There is a huge gap 

between the good intentions of the regulators and the complexity of real 

Big Data environments. Our pattern must satisfy both requirements. 

• Flexibility. Big Data ecosystems can be used in different scenarios, from 

a hospital to a factory. Different kinds of contexts require different 

solutions.  

• Value. One of the main characteristics of a Big Data system is, 

undoubtedly, the value that can be obtained from this data. Due to the 

application of the RTBF, this characteristic can be compromised; erasing 

records may very well affect the value obtained from the analytics. 

• Access Control. Due to the importance of the operation, any erasure or 

anonymization must be performed by order of the CDO, who will manage 

all the requests made by the data subjects, and who is the only role 

authorized to perform the data changes. 

 

7.2.5 Solution 

Our solution focuses on an architecture pattern. Hence, it defines an 

architecture where the data subject demands the deletion of their data from all 

the databases of the ecosystem. It is important to highlight that the deletion of 

the data must be authorized by the data officer. In that case, an entity called 

Neuralyzer will delete all the data that is related to the data subject, and to do 

that, it will use different techniques; for example, by data masking of the data. 

These decisions must be taken by considering the context of the system and 

how it can affect the performance of the analytics. Different scenarios and 

organizations need different solutions, so the decision about which data can be 

deleted from the system is a complex process in which the CDO, together with 

the top management of the company, must consider all possibilities and 

thereby make a decision. Figure 7.7 illustrates the class model for this pattern. 
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Figure 7.7 Class model of the Neuralyzer security pattern 

The Subject and the Chief Data Officer represent two interfaces where 

active entities are authenticated by the Server using an Authenticator Service. 

Once they are authenticated, they have different objectives. On one hand, the 

subject makes a request to delete all his personal data from the system. On the 

other hand, the data officer receives the notification from the server and starts 

the process to comply with the RTBF. The Neuralyzer is the main class in this 

pattern; its main goal is to decide which technique should be used, depending 

on the context and the data stored from the user. There are three main 

categories of techniques represented by three different sub-classes: 

Anonymization, Pseudo-anonymization, and Deletion. Once the Storage is 

properly modified to comply with the regulation, the system should notify the 

subject that the erasure has been completed. All the operations performed on 

the data must be recorded in a log file using a Security Logger/Auditor. We 

describe the flow of the use case “Forget a user” below, and in Figure 7.8: 

1. Requester requests to be forgotten from the system. 

2. Requester is asked for authentication. 

3. Requester authenticates in the system.  
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4. Server receives proof of authentication. 

5. Server initiates the Forgetter. 

6. Forgetter queries the Storage systems to receive all the data from the 

requester. 

7. Forgetter receives the data related to the requester. 

8. Forgetter decides which technique will be used, depending on the data 

retrieved and the rules created by the Chief Data Officer. 

9. In this case, an anonymization technique is used to forget the data from 

the user. 

10. The anonymization technique is used in the Storage systems. 

11. The server notifies the users involved.   

 

Figure 7.8 Sequence diagram for the use case “Forget a user” 

This scenario can be considered as the “ideal case” in which the data is 

easily found, and in which the forgetting rules are perfectly designed. Although 

this pattern is supposed to work automatically without human interaction, in 

some cases the CDO will be asked to introduce new rules that meet these 

characteristics. Those new rules will be added to the system, so that they can 

be reused in the future. This scenario is shown in Figure 7.9. 
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Figure 7.9 Alternative sequence diagram for the Neuralyzer pattern 

 

7.2.6 Implementation 

A possible implementation of this pattern is shown in Figure 7.10. In this object 

diagram, we have a scenario with the two roles involved: the requester (who 

initiates the request to delete their data), and the CDO (who is the person in 

charge of managing the deletion of the data). We have also added the role of 

data scientist, which is normally present in this type of system, to show that in 

this particular case this role does not have any kind of right over the data. 

Furthermore, in this scenario, we have a Big Data system that has a storage 

system based on HDFS. 
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Figure 7.10 Example of use of the Neuralyzer pattern 

This is also is a scenario where there is no need to fully eliminate all the 

data; instead of doing that, it is enough to apply anonymization (for example, k-

anonymization) or pseudo-anonymization (for example, data masking) 

techniques on the data. This example attempts to highlight that the pattern 

depends on the context and regulations that can affect the Big Data 

environment. It is also affected by the implementation features of the system; 

for example, by the use of HDFS. 

 

 



Methodology for Building Secure Big Data Ecosystems 174 

7.2.7 Known uses 

There are some known cases that attempt to address this problem by 

implementing a specific solution: 

• In [150] the authors explain the main approaches for dealing with the 

right to be forgotten in Artificial Intelligence environments. These 

solutions can be classified in three categories: anonymization, 

pseudo-anonymization, and deletion of the data. They also conclude 

that all these solutions have a relevant impact on the quality of the 

analysis. Furthermore, in [151] the author also highlights that the 

best way to comply with the right to be forgotten is the 

anonymization of the data, and shows some examples related to the 

GDPR regulation to support his case. We created an entity named 

“Neuralyzer”, which generalizes the main kinds of solutions used to 

comply with the right to be forgotten. 

• BankingHub4. A specific scenario is described, where the right to be 

forgotten is applied in a bank context. In this case, BankingHub tags 

the different types of data stored and depending on that the 

respective type, they assign a retention period for the data; for 

example, the probability of the subject migrating, and their hobbies, 

must be deleted immediately, while the account transactions must 

remain in the system 10 years after the account becomes inactive. 

This is an example of how the data cannot necessarily be deleted 

simply on demand; their deletion or not depends on the particular 

requirements of the context where the Big Data system performs its 

operations. 

 

 
 
 
 
4 https://www.bankinghub.eu/banking/finance-risk/gdpr-deep-dive-implement-right-forgotten  
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7.2.8 Consequences 

Advantages derived from the use of this pattern include the following: 

• As regards the gap between regulators and technology. The appropriate 

use of different techniques can reduce this gap. However, it is still 

important to improve training on these topics for regulators and IT 

people.  

• Flexibility. The pattern includes three ways to face the problem of the 

right to be forgotten. It can thus be adapted to different contexts.  

• Access Control. We can use RBAC to control actions on the databases 

and restrict access to the CDO role alone. 

The implementation of this pattern can have some liabilities, however:  

• Value. Each time any record of the data being analyzed is deleted, it is 

highly likely that the results will be affected, and vary from the previous 

time. 

 

7.2.9 Related Patterns 

Authenticator and Security Logger/Auditor [105], which were defined in 

subsection 7.1.9. 

Role-Based Access Control Pattern  [105]. It describes how to assign rights based 

on the functions or tasks of users in an environment in which control of access 

to computing resources is required. The RBAC pattern is needed to establish the 

rights that the different roles have over the data.   
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7.3 BlockBD 

According to the Cloud Security Alliance (CSA), one of the main security 

problems in Big Data environments is how to control the different transactions 

that are performed on the data [27]. Big Data ecosystems use this data as a way 

to feed their analysis algorithms. This large amount of data makes it possible 

to obtain useful insights for the company, but the company cannot have 

confidence in these results if the data is not trusted. One possible solution to 

this problem is the use of Blockchain technologies; Blockchain can assure that 

the Big Data network works normally in the presence of any malicious or failed 

nodes [152]. 

Usually Blockchain technologies are defined according to the purpose they 

perform. The most common functions include cryptocurrencies, smart 

contracts, and distributed ledger systems between businesses. This can in fact 

be considered a technology that is truly in vogue. This means that new 

solutions based on Blockchain are being announced every day, which implies 

that the landscape is in continuous evolution [153]. To tackle the security 

challenges mentioned before, we present the pattern BlockBD. This pattern will 

use Blockchain as a distributed ledger to keep every action performed on the 

data stored in Big Data. 

Big Data ecosystems are usually implemented on clusters of servers that 

are composed of different nodes. This typical architecture of nodes can be 

reused to incorporate Blockchain. The inherent characteristics of Blockchain 

technology can improve the security of Big Data ecosystems by ensuring the 

integrity and traceability of the data. These enhanced features will increase the 

confidence and trust in the data; that will eventually increase the value of the 

insights obtained by the analysis algorithms. For example, in [154] the authors 

propose a Blockchain infrastructure to secure and audit the logging of an 

environment. The intended audience of this pattern is CSOs and Big Data 

architects who are willing to improve the security of their ecosystems.  
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7.3.1 Intent 

The aim is to describe how to implement Blockchain technologies in the typical 

nodes that are part of a Big Data ecosystem. The implementation of Blockchain 

technologies in Big Data can imply an improvement of the security facets such 

as the traceability and veracity of the stored data. This change will, moreover, 

improve the quality of the results obtained after executing the typical analytics 

algorithms of Big Data. 

 

7.3.2 Context 

As shown in Chapter IV, one of the most important elements of a Big Data 

ecosystem is the data lake. This data lake can get out of control easily, due to 

the large amount of data that it handles. 

 

7.3.3 Problem 

Data lakes tend to be chaotic; they are a store where all the data of a company 

is accumulated, without any kind of structure or rules regarding its use. This 

being so, some people have started to call them data swamps [155]. This problem 

of lack of organization can lead to a decrease in the value of the data. The 

Blockchain security pattern for Big Data Ecosystems sets out to improve the 

traceability and integrity of the data stored in this kind of systems.  

In a nutshell, this security pattern will help in the implementation of a 

security solution designed to tackle a vulnerability of a Big Data ecosystem: a 

huge amount of data can lead to a loss of control of the data, and of the 

operations that are performed on them; this can cause a loss of confidence in 

them.  
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7.3.4 Forces 

The solution is constrained by the following forces: 

• Speed: In some Big Data scenarios, the velocity with which the desired 

insights are obtained is critical; depending on the particular context, 

even real-time analysis can be required. Any security solution in a Big 

Data ecosystem must try to ensure that its implementation will not 

significantly affect the processing velocity of the ecosystem. 

• Efficiency: The power consumption of the cluster of servers used by Big 

Data is relevant enough for it to have to be considered. This force is even 

more important if the organization implements their Big Data as an ad-

hoc solution. As happened with the speed, the energy consumption can 

be greatly affected by the inclusion of the Blockchain layer. 

• New security problems: The implementation of new technologies in Big 

Data ecosystem can imply the appearance of new security challenges 

that must be tackled. These challenges depend on the choice of the 

solution. 

 

7.3.5 Solution 

The solution is based on the incorporation of a Blockchain layer that uses the 

same nodes as those utilized by the Big Data ecosystems. This layer will act as 

a distributed ledger system that registers all the operations performed over the 

data stored. In the following subsection, our solution is explained in more detail. 

The Blockchain security pattern for Big Data ecosystems uses the elements of 

the SRA as a way of making it easier to put into practice in a real scenario. More 

specifically, this pattern attempts to improve the security of the Collector (in 

the BDAP component) which is implemented by the elements of the BDFP 

component.  
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The main idea of this pattern is to leverage the typical Big Data structure of 

the nodes in order to deploy a Blockchain network. As a result, the structure 

represented in Figure 7.11 will be obtained. This image represents the normal 

use of data in a Big Data ecosystem. First, data from different data sources are 

collected in the Data Lake; in some cases, a preparation of data is then needed 

for best results. After this, the analysis algorithms are performed on the data. 

The results obtained after both phases are stored again in the data lake, where 

they are accessed through a visualization service. All these operations are 

registered in the Blockchain ledger, so it is possible to guarantee the traceability 

and immutability of the data.   

 

Figure 7.11 Structure of the BlockBD pattern 

In an effort to assist the reader to understand how our pattern works, we 

describe the normal flow of the use case “Analyze data” (Figure 7.12), in which 

an authorized User performs a MapReduce analysis on a specific dataset: 

1. User issues a request for an analysis to the BDAP (this component 

works as an interface of the services provided by the Big Data 

ecosystem). 
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2. BDAP communicates the service asked for to the Nodes (BDFP 

component). 

3. Nodes request the data from the Data Lake. 

4. Data is being accessed for analysis, hence the Blockchain is notified.  

5. Blockchain registers a new Block with the operation performed on the 

data and the ID of the User who requested it. 

6. Blockchain validates that the chain is correct. If not, a resolve conflict 

method must be used. It is important to highlight that the purpose of 

this Blockchain is to store all the operations performed on the data, as 

audit evidence, so it will not affect the regular behavior of the Big Data 

ecosystem. 

7. Data Lake sends the data requested to the Nodes. 

8. Nodes perform a MapReduce algorithm on the data. 

9. The results are stored in the Data Lake. 

10. New data is being stored in the Data Lake, so Blockchain is notified 

again. 

11. Blockchain creates a new Block, but this time the operation registered 

is “store”. 

12. Blockchain validates the chain. 

 

Figure 7.12 Sequence diagram for the use case “Analyze data” in BlockBD 
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7.3.6 Implementation 

In this subsection, we explain how to implement the pattern. To do this, Figure 

7.13 shows a UML class diagram with the main components and methods 

involved in our pattern. The User can access the different operations provided 

by the BDAP interface which is implemented in the Cluster. The Cluster is 

composed of a set of different Nodes that implement the different Big Data 

Services, as well as the Blockchain. Moreover, those Big Data Services have a 

direct connection with the Data Lake, so that the different operations 

performed on the data can be done. These operations executed on the data are 

stored in the Blockchain. This Blockchain is also implemented in the Nodes of 

the Big Data ecosystem. The Blockchain has tables for storing the transactions, 

the nodes, and the chain itself. It should be highlighted that the Blockchain is 

not a fixed structure, since it allows the addition of new nodes. 

 

 

Figure 7.13 Class diagram for the implementation of the BlockBD pattern 
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Each time an operation is done, a new Block is created and added to the 

chain, and each Block contains the information about the modified data, the 

user, and the type of Operation performed. Where there is any conflict, the 

Blockchain class has a method of resolving them. There are different types of 

consensus models for resolving conflicts in Blockchain; for example, there is 

the Proof of Work (PoW) or the Proof of Stake (PoS). Depending on the 

requirements of the project, the Big Data architect must decide which solution 

best fits their needs.  

 

7.3.7 Known uses 

There are some known use cases of Blockchain implementation in Big Data 

environments to improve trust in the data. Most of them focus on healthcare or 

banking environments, in which the privacy of the data they handle is critical: 

• In [156], the authors describe how the use of Blockchain technology 

is revolutionizing banking, and even encouraging the use of Big Data 

for better market analysis. They go on to highlight the main 

advantages derived from the use of these two technologies in 

conjunction in this field; for example, in data traceability, improved 

data integrity, data accuracy, data encryption, or possible real-time 

analysis. 

• In [157] and [158], the authors explain how Blockchain can be applied 

in a healthcare scenario. Both studies highlight the dramatic change 

that the use of these technologies can bring about in this field, 

ranging from improved analysis capabilities to an increase in the 

security and privacy problems that can be solved. These issues are 

particularly crucial in healthcare, because it works with medical 

records, which are especially sensitive. 

• In [159] the authors describe how Big Data ecosystems can benefit 

from the use of Blockchain technologies, mainly in terms of 
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security. In addition, they discuss how that relationship and the 

necessary components can be implemented.  

• Omnilytics5 is a startup whose main objective is to combine Big Data 

and Blockchain technologies. Its purpose is to unite the analytical 

power of Big Data and the advantages of the scalability and 

traceability of Blockchain. As a result, it offers a platform designed 

to perform market analysis with good levels of confidence and 

transparency. 

 

7.3.8 Consequences 

Advantages derived from the use of the Blockchain security pattern for Big Data 

Ecosystems include the following: 

• An increase in the quality and value of the analytics: the use of 

Blockchain means that there is better control of the stored data. The 

traceability and veracity of the data is thereby guaranteed, so the 

data is more reliable and the results are therefore also better. 

• Integrity: as the operations performed on the data are stored in the 

Blockchain ledger, it is possible to go back from a wrong operation 

and restore the dataset. 

• Logging and auditing: the information stored in the Blockchain can 

be used to control the access to the data lakes and to check who 

performed specific transactions, and when.  

However, the implementation of this pattern can have some liabilities: 

 
 
 
 
5 https://platform.omnilytics.co  
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• Storage space: The implementation of a Blockchain infrastructure 

throughout the Big Data ecosystem can imply an increase in the 

storage space needed for the entire system. 

• Performance overhead: The Blockchain consensus takes up a large 

amount of computation. 

 

7.3.9 Related Patterns 

Authorization for Key-Value NoSQL Databases [160]. Described in Section 7.1. 

Role-Based Access Control Pattern [39]. Defined in Section 7.2.9. The RBAC 

pattern is needed to establish the rights that the different roles have over the 

data.   

Security Logger/Auditor [39]. Defined in Section 7.1.9. Our pattern can be 

considered as an extension of this pattern, as it can also be used to log all the 

actions done in a Big Data ecosystem. 

A Reference Model for Blockchain technology is presented in [161]. The authors 

state the main components of this kind of system: Actors and roles, Services 

and processes for Network Discovery, Transactions, Consensus and Block 

generation. To complete the model, they define the different processes that are 

usually involved in a Blockchain solution. This reference model can be used to 

make it easier to implement the Blockchain part of the pattern. 
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8 Case Study 
 

This chapter begins the final part of this doctoral thesis. It explains the case 

study carried out to apply our security methodology for Big Data ecosystems, 

as also providing the conclusions drawn in this doctoral thesis, and the future 

work planned.  

The case study we present in this chapter aims to check the usefulness and 

applicability of our proposal by simulating the application of the security 

methodology in a real scenario. In the quest to achieve that goal, collaboration 

was established with the company everis, which has rolled out a Big Data 

ecosystem for an important bank client. This implemented environment, and 

how everis built it, are the subjects in this case study. At the end of it, a series 

of lessons learned should be obtained that will allow us to improve and refine 

not only our proposal, but also the security of the Big Data ecosystem from 

everis. In a nutshell, this chapter presents a case study that simulates the 

application of our methodology, which was explained in chapters IV, V and VI 

of this Ph.D. thesis.  

To this end, this chapter is divided into several sections. First, the context 

of the case study and the protocol followed to conduct the case study are 

explained. Section 8.2 starts the simulation of our methodology, comparing it 

with the approach that everis followed in implementing the banking 

environment. This section therefore explains how our proposed process can be 

applied to the case study, and how the results can fit their implementation of 

the Big Data ecosystem. Section 8.3 then compares the banking Big Data 

ecosystem with our proposal of SRA for Big Data, from its architecture to the 
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software tools chosen to implement it. Finally, the last section develops the 

lessons learned, both as regards how to refine our proposal and on how to 

enhance the security of the Big Data ecosystem under study. 

 

8.1 Context and Research Method 

everis, an NTT DATA Company, is a multinational consulting firm that offers 

business solutions, strategy, digital transformation, development and 

maintenance of technological applications, as well as outsourcing. It operates 

in 15 countries, and employs a total of 17,000 professionals. It has a turnover of 

816 million euros. Moreover, NTT DATA is the 10th largest ICT services company 

in the world, and is a part of the NTT Group.  

One of the projects everis has carried out is related to the implementation 

of a Big Data ecosystem for a banking client. This is a significant project for the 

interests of the company, and involved the use of multiple resources for its 

realization. The main need of the bank client is to exploit the amount of data 

available in their systems in such a way as to obtain relevant information that 

enables them to earn more profits from the sale of different products. At the 

time of writing the thesis, the Big Data environment was in a limited release 

phase, with all functionalities rolled out, but accessible to only a group of users.  

The complexity of the implemented Big Data ecosystem, as well as the 

sensitivity of the data managed in a banking context, makes this environment 

a very valuable subject of study as we seek to simulate the application of our 

security methodology in the effort to check its usefulness and applicability in a 

real environment. Owing to the confidentiality agreement everis had with the 

bank, certain specific details of the implementation cannot be disclosed. This 

case study is an enriching experience for both sides, since for us it is an 

opportunity to put our proposal into practice by comparing it with a real Big 

Data ecosystem. On the other hand, the environment implemented can be 
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analyzed, seeking to identify possible security failures or to receive a set of good 

practices that are useful, not only for this ecosystem, but also to improve its 

development processes. 

In short, the realization of this case study is a win-win situation in which 

both parties benefit from the application of our methodology. Figure 8.1 

illustrates the roles involved in this case study, as well as how they relate to 

each other. To collect data about the case study, a number of interviews were 

conducted with the everis developers and architects of the Big Data ecosystem 

that had been rolled out. We followed a set of different steps to conduct the case 

study:  

 

Figure 8.1. Process used to carry out the case study 

• In the first step, which was planning, the subjects of the study are 

defined, and the method to conduct the case study is decided. In our 

case, the subjects of study comprised the Big Data banking 

ecosystem implemented, and the security methodology. It was 

decided to conduct the case study by comparing these.  

• We next go on to simulate the different phases of our process with 

the method followed by everis in implementing the environment, 



Methodology for Building Secure Big Data Ecosystems 190 

and then we carry out a mapping of the different components of 

their banking Big Data system and our SRA proposal. 

• In the subsequent step, the results are observed and documented by 

the research team. In our case, the results are presented in sections 

8.2 and 8.3.  

• Finally, in the last step, the results are analyzed, in the endeavor to 

obtain useful insights for both parties. In our case, a series of lessons 

were learned. These lessons would make it possible to enhance our 

methodology, and also improve the Big Data banking ecosystem. 

 

8.2 Application of the Security Process  

In this subsection, we present the application of our process that improves the 

security of Big Data ecosystems during their life cycle. It is important to 

highlight the fact that the banking system that is the subject of the case study 

was already implemented when we started the case study. Hence, everis did 

not put it in operation by following our methodology. In fact, they did not follow 

a specific method to build the banking Big Data ecosystem, but rather used an 

approach based on their experience. That is why the case study focuses on 

simulating how our security methodology could have been used to create the 

Big Data banking ecosystem, and on how the application of our methodology 

could have improved it. To that end, in this subsection we explain how each of 

the phases that make up our process could have been used to implement the 

everis Big Data banking ecosystem.  

 

8.2.1 Application of the Analysis and Design Subprocess 

At this point we will explain the application of the analysis and design 

subprocess to the Big Data banking ecosystem. It is important to notice that this 
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sub-process usually has a high degree of involvement on the part of the client 

(the bank, in this instance), who usually defines the requirements needed for 

their Big Data ecosystem. In our case, we have not interacted with the client but 

rather with the company that developed it (everis). 

 

8.2.1.1  Application of Phase 1: Requirements Definition 

The main objective of this first phase is the definition of the requirements, 

specifically of those concerning security, which the resulting Big Data 

ecosystem must meet. To do this, the first task is to define the global objective 

to be achieved by the environment.   

The main goal of the Big Data ecosystem developed is the generation of 

reports that help management in decision-making, such as discovering 

measures to optimize the sales of banking products. In addition, profiling 

operations are conducted on the bank customers, in an effort to reduce the risks 

to the bank. To achieve these objectives, a variety of input data sources can be 

used, such as navigation events generated in the web application, customer 

information (from know-your-client processes and client databases from the 

company), anti-money laundering (AML) processes, and other systems of the 

bank. 

The next task takes on the definition of an initial approach towards 

establishing the requirements, based on the goal and sub-goals defined. These 

requirements may indicate needs in any domain, but in our case, we will focus 

only on those related to ecosystem security. There are different ways to carry 

out this security requirement elicitation. In this case study the requirements 

that were provided by the client are contained in the list that is shown in Table 

8.1.  

Finally, this phase creates an initial idea of the architecture that will be 

implemented, as well as of the assets that can be used to implement the Big 
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Data ecosystem (tasks A1.3 and A1.4). In this case, a lambda architecture with 

two layers was chosen. The speed layer processes and analyzes the streaming 

data with characteristics that are close to real-time. The batch layer stores the 

data needed for on-demand analysis to generate reports or views for the bank’s 

top management. Figure 8.2 presents the system architecture, together with the 

components that comprise it. 

Security Requirements 
RQ1. Data at rest must be encrypted 
RQ2. Data in transit must be encrypted 
RQ3. Allow users to bring their own key (BYOK) 
RQ4. Geographic allocation of the resources must be controlled 
RQ5. Protect Personally Identifiable Information (PII) 
RQ6. Control the management of rights (privileges) 
RQ7. Vulnerability management 
RQ8. Patch management 
RQ9. Provide activity log control 
RQ10. Provide Identity and Access Management (IAM) in all accounts 
RQ11. Authenticate all connections 
RQ12. Use Multifactor Authentication (MFA) 

Table 8.1 List of security requirements of the Big Data banking ecosystem 

 

 

Figure 8.2. Architecture of the case study 
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In the speed layer, the data are entered as input into the ecosystem through 

a messaging broker that has an interface for each data source and functionality 

of the data received. Subsequently, the processing layer reads and processes 

the data according to the requirements defined, to generate useful information 

for consumption. Here, micro-batch processing that simulates an analysis of 

the data in real-time is employed. The results are stored in a NoSQL storage 

(Real Time Views in Figure 8.2). This storage is modeled for the ease of 

understanding for consumption and use of queries. Consequently, the access 

to information is optimized so as to reduce access latency. Finally, data 

consumption happens through the use of query services or tools. 

In the batch layer, data input is from two sources: (i) data processed by the 

speed layer and (ii) data obtained from different databases or bank systems. 

These data are processed using four layers that are organized according to the 

status of the data or its subsequent use. These layers can be considered to be 

the lifecycle of the data in the ecosystem, and they are explained as follows. 

• Landing area: This is a temporary space in which raw unprocessed 

data are received for the purpose of applying procedures related to 

the regulations affecting the system, e.g., anonymization or pseudo-

anonymization of data. This layer comprises three steps: (i) data are 

entered as input on a massive scale without performing quality 

controls, (ii) security and data protection regulatory requirements 

such as GDPR are applied (depending on the sensitivity of the data, 

different controls will be applied), and (iii) processes are applied to 

evaluate and establish rules on the metadata of the data received, 

e.g., the file format or the compression applied. Data in this layer is 

raw, and not anonymous; therefore, only technical and very specific 

users have access to it. To improve protection of the data in this 

layer, it is kept separate from the remaining data. 

• Raw layer: This is a massive data storage space in which structured, 

semi-structured, and non-structured data are stored after applying 
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the regulatory processes of the previous phase. These data are 

considered to be raw because no mechanism is applied to prepare 

them for further analysis. The data in this layer are used for 

operational functions, advanced analytics, and successive 

processing of the remaining layers. This layer includes metadata on 

the origin, functionality, and entity of the data source. 

• Common layer: This layer is dedicated to the construction of 

business entities such as customers, contracts, and products. These 

entities aim to provide a unique and centralized functional vision. 

This layer can be considered the data preparation phase. It 

comprises three steps: (i) cleaning and normalization of the data to 

establish a single standard of coding and rules, (ii) transformation 

of the data with the application of business logic, and (iii) generation 

of master data based on requirements. The master data is used to 

employ advanced analytical techniques, and for the generation of 

artifacts that will be used in the service layer. 

• Service layer: This layer is dedicated to handling business needs. It 

hosts the entities needed for the monitoring and decision-making 

of the company. It is divided into different departmental functions, 

thereby allowing analysis by department or as a global vision of the 

business. This layer prepares the data entities to generate reports 

and information consumption mechanisms.   

For the implementation of the proposed architecture, a number of different 

technologies were selected, and these are shown in Figure 8.3. During the 

implementation subprocess, we will explain them in more detail.  

 

8.2.1.2 Application of Phase 2: Risk Assessment 

The second phase focuses on defining the risks that may threaten both the 

system and the process of implementation. To achieve that goal, we have three 
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tasks in our phase that first define the vulnerabilities and threats to the assets, 

and then proceed with the risk assessment task. 

 

Figure 8.3. Technological instantiation of banking Big Data ecosystem 

In the case study, they based their definition of risks on previous 

knowledge (know-how) of the developers derived from other Big Data 

implementation projects, so they did not carry out the previous tasks of 

defining vulnerabilities and threats. The result of this risk assessment based on 

their knowledge and the potential impact on the ecosystem is summarized in 

Table 8.2. 

 

8.2.1.3  Application of Phase 3: Security Solution Definition 

This third phase sets out to establish the different security solutions that 

implement the security requirements and risks that were defined previously. 

These security solutions have a high level of abstraction, since they will be 

instantiated in the implementation sub-process. Our process proposes the use 
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of security and misuse patterns for this phase, to facilitate the definition of 

these security solutions.  

Risk Risk Level 

Risk 1: Sensitive data leakage High 
Risk 2: Inadequate data protection High 
Risk 3: Insecure APIs communication Medium 
Risk 4: Software vulnerabilities Medium 
Risk 5: Credential theft Medium 
Risk 6: Physical threats Low 
Risk 7: Data lost Medium 
Risk 8: DDoS attacks High 
Risk 9: Unwarranted access to sensitive data High 
Risk 10: Sensitive data that cannot be stored (GDPR regulation) Low 

Table 8.2 Risk assessment and possible security mechanisms 

However, while the use of design patterns is a widely-used mechanism in 

the industry, security and misuse patterns are not as widespread, which was 

why no security or misuse patterns were used in the implementation of this Big 

Data banking ecosystem. In their effort to simplify the implementation of 

security solutions, everis took the security requirements into account when 

selecting the assets that would make up the Big Data ecosystem. To satisfy 

these requirements, a table of correspondence was created between the 

security requirements and the technologies used.  

The objective of this table is to focus on the cases in which the technology 

has certain configuration options with which to address each security 

requirement or to identify if there is a requirement that must be implemented 

in another way (through software solutions or delegated to other components). 

Table 8.3 lists the security requirements and how they are implemented in 

different technologies. 

As shown in the table, the majority of the security requirements are 

relatively easy to apply because the technology supports them. However, there 

are cases in which the tool does not support the requirement, but instead 
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delegates its compliance to another related tool e.g., Delta Lake is deployed as 

a layer above the Azure Data Lake; it therefore delegates most of the security 

needs to Azure Data Lake (“DL” in Table 8.3), Apache Spark uses Databricks 

workspace and its security (“DB” in Table 8.3).  
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RQ1. Data at rest must be 
encrypted  DL N/A  DL DL  DL   N/A 

RQ2. Data in transit must 
be encrypted   DL  DL   DL   N/A 

RQ3. Allow users to bring 
their own key (BYOK)  DL N/A  DL DL  DL  N/A N/A 

RQ4. Geographic 
allocation of the 
resources must be 
controlled 

    DL DB     N/A 

RQ5. Protect Personally 
Identifiable Information 
(PII) 

L N/A N/A N/A L L  L  N/A N/A 

RQ6. Control the 
management of rights 
(privileges) 

    DL DB     N/A 

RQ7. Vulnerability 
management     DL DB      

RQ8. Patch management     DL DB      

RQ9. Provide activity log 
control     DL       

RQ10. Provide Identity 
and Access Management 
(IAM) in all accounts 

    DL DB     N/A 

RQ11. Authenticate all 
connections     DL DB     N/A 

RQ12. Use Multifactor 
Authentication (MFA)   N/A  DL DB N/A    N/A 

Table 8.3 Security requirements of the system and how they are 

addressed  
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Some requirements do not apply in a number of cases because they do not 

affect the technology, e.g., Active Directory does not store any type of data at 

rest. Finally, in the case of managing the use of highly sensitive data that 

neither should be stored nor accessed by all users is delegated to the landing 

layer (“L” in Table 8.3). As explained above, this layer excludes data that should 

not be added owing to their high sensitivity, or it encrypts some data, whose 

content is accessible only to certain users using pseudo-anonymization 

techniques. 

  

8.2.2 Application of the Implementation Subprocess 

Once the different requirements and security solutions are defined, it is time to 

implement the Big Data banking ecosystem. In order to do that, a set of different 

phases must be carried out. 

 

8.2.2.1  Application of Phase 4: Implement Interfaces DP 

This phase consists of two tasks, whose objective is to identify the data sources 

outside the system, as well as to check that the data outside the system is 

secure and will not compromise the work of the Big Data banking ecosystem. 

In this case study, the data sources external to the Big Data environment 

are the bank's own systems; this guarantees the veracity and traceability of the 

data. This data comes from the events carried out by the clients in the different 

banking applications, as well as from the movements made in the bank's 

operational databases and other auxiliary systems. Azure Data Factory 

technology is used to connect these data sources. This connection can be seen 

as the gateway to the Big Data environment. 
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8.2.2.2  Application of Phase 5: Implement Collector 

Implementing the Collection service of the Big Data environment is the main 

focus of this phase. In this case study, this component is composed of two 

technologies: on one hand, the Azure Data Lake Storage of the Second-

Generation acts as the data lake that contains all the data of the Big Data 

ecosystem. On the other hand, this data lake is managed by the use of 

Databricks. It is important to highlight that this component incorporates the 

landing area, which, as stated before, is a temporary layer that contains data 

that must not be accessed by anyone, since it needs to be secured in order to be 

usable. Then, those data are moved to the Raw layer, which can be considered 

as the data lake of the environment.  

This phase is performed mainly by a Big Data engineer who must follow the 

previously-defined architecture in order to meet the different requirements of 

the environment. Figure 8.4 depicts the main data stored in the data lake. As 

can be seen, it stores data not only on customers, but also on security (including 

risks, information on late payments, or money laundering associated with each 

customer) or other indicators of rival companies.  

 

Figure 8.4 Data stored in the Data Lake of the Collector component 
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8.2.2.3  Application of Phase 6: Implement Preparator 

The data Preparation service is implemented in this phase. This service aims 

to modify the data so that they are easier to use by the other services. In this 

case study, these transformations are performed using the different libraries 

compatible with Apache Spark, such as for example, Pandas or Numpy.  

The main functions that this component includes are cleaning and 

normalization of the data, seeking to establish a single standard of coding and 

rules, transformation of the data with the application of business logic, and 

generation of master data based on requirements. It is important to highlight 

that these scripts should be created by a data scientist. Apache Spark provides 

an optimal development environment to perform these types of actions. In the 

Big Data ecosystem that was implemented, this component is known as 

Common Layer. Figure 8.5 shows the main elements of this component, and 

how they relate to other important components of the environment. 

 

Figure 8.5 Preparator component in the case study 

 

8.2.2.4  Application of Phase 7: Implement Analyzer 

The main objective of this phase is to implement the Analysis service. In this 

kind of environments this service is usually the most important one, since the 

main goal of Big Data ecosystems is to obtain valuable insights from the data 

collected.  
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The case of the banking Big Data ecosystem is no exception. In this case, 

the analysis algorithms that are implemented can be divided into two main 

groups: on one hand, the real-time analysis of streaming data is performed by 

using Apache Spark algorithms, on the other hand, the data stored in the 

ecosystem is analyzed with machine learning techniques that are executed 

using ML Studio. It is important to highlight that in the case of the streaming 

data, Apache Kafka is used as tool to ingest the data into the environment. 

These are well-known tools that are widely used by the industry. Figure 8.6 

depicts the different elements of the Analyzer component. Hence, most of the 

security requirements can be addressed by their configuration options. All the 

algorithms are designed and rolled out by the company's data scientists, who 

are usually assisted by Big Data engineers who know the characteristics and 

limitations of the environment in detail. 

 

Figure 8.6 Analyzer component in the case study 

 

8.2.2.5  Application of Phase 8: Implement Viewer 

The insights generated by the Big Data ecosystem are normally not easily 

interpreted by the end user, which makes it advisable to have a service that 

allows the visualization of the data in a way that is useful. In some cases, this 

service is optional, since the user who will employ the insights generated is 

another external system. In the case of the Big Data banking ecosystem, the 
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end users are data scientists and top management who use the outputs of the 

environment to make business decisions.  

It is to meet that objective that the Power BI tool is implemented; it 

represents the data by means of different graphs and statistics. Figure 8.7 

shows a current dashboard of the banking Big Data ecosystem. Some of the 

values have been blurred, in compliance with the confidentiality agreement. 

This figure does, nevertheless, show some important KPI for the company, such 

as the average time spent using the app, or the number of registered failures of 

the system. Access to this data must be limited by the following service. 

 

Figure 8.7 Dashboard of the banking Big Data ecosystem 

 

8.2.2.6  Application of Phase 9: Implement Access Control 

This phase takes on the task of establishing different controls to access not 

only the output data, but also the reading, modifying or deleting of the 

preparation or analysis algorithms. To control the access to the system and the 

authentication of the roles and users, the following tools provided by Azure 

were used: Key Vault, to protect the keys and secrets used by the Big Data 

applications and Active Directory, to manage the identities of the users of the 

system. Figure 8.8 shows how this service is implemented in the case study. 
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The Big Data application registers in the Azure Active Directory in order to 

obtain tokens and certificates. These tokens and certificates are later submitted 

to Key Vault to authenticate the application. 

In addition, the authentication of the users is delegated on the Azure 

platform, and it can be done in three different ways: by using username and 

password, identity certificates, or virtual machine IP. In all three cases, the 

access privileges to each Big Data application can be restricted by an 

administration role. 

 

Figure 8.8 How the access control service works 

 

8.2.2.7  Application of Phase 10: Implement BDFP Component 

In this phase, our subprocess defines two different possibilities: on one hand, 

the BDFP component can be implemented ad-hoc by implementing its own 

cluster and selecting the needed technologies, or, on the other hand, a 

commercial solution can be hired so that its implementation can take place 
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with greater ease. In this case study, the company decided to use Azure’s cloud 

solution. 

Azure's cloud solution, more specifically, the second-generation Azure 

Data Lake Storage solution, was chosen to simplify the development, and to 

make the necessary hardware management transparent. . Snowflake was used 

to facilitate the use of the data lake, by adding a layer so that it could be 

employed as a data warehouse. Apache Spark was used as the main engine for 

data analysis. The analytical capabilities are not limited to Spark—other 

technologies complement its features, e.g., Delta Lake, to provide transactional 

support between the data, Azure Databricks, to generate a workspace use of 

Spark in a more intuitive manner, and Azure Machine Learning Studio, to create 

and deploy predictive analytics solutions easily. 

The relationship between all these technologies is not simple. To solve this 

problem, Azure Data Factory was used to integrate and orchestrate the different 

processes of the Big Data ecosystem, and Apache Kafka was given the task of 

facilitating the communication between the applications. In addition, everis 

has a specific team whose job it is to manage the configuration of the cloud; 

this is highly advisable, because although the use of cloud computing has been 

simplified and is more user-friendly, it is still a complex environment, with 

multiple configuration options. This instantiation can be observed more clearly 

in Figure 8.3. 

 

8.2.2.8  Application of Phase 11: Implement Interfaces DC  

This component defines how the Big Data Ecosystem communicates with the 

outside world; this communication can be either to an end user or to an external 

system. In this case study, the consumers of the data are both end users with 

data access roles, and other banking systems that use the information 

generated by the Big Data ecosystem to carry out their own processes. To make 
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this connection, a file sharing system (S-FTP) has been implemented. This 

phase ends the implementation of the Big Data environment. 

 

8.2.3 Application of the Operation Subprocess 

The third sub-process of our methodology aims to improve the security of the 

implemented Big Data ecosystem, by establishing an incident response 

process. It thus improves security during the operation of the environment. 

Since the Big Data ecosystem created in the case study is going to be used by 

the bank client, the secure operation of the ecosystem should be carried out by 

the client. Some of the phases of our sub-process will not be applicable in this 

case study. 

 

8.2.3.1  Application of Phase 12: Preliminary Actions 

This phase aims to specify and define the common concepts that will be used 

in the rest of the sub-process. The concepts of event and incident must thus be 

defined within the organization. In the case study, no emphasis is placed on 

these details, since they were not part of the client's requirements. It should be 

highlighted that this phase also includes the definition of the roles that are 

involved with the response to incidents. In that case, the team should be 

composed of the client's personnel which means that defining it is outside the 

scope of this case study. 

 

8.2.3.2  Application of Phase 13: Preparation 

This phase includes tasks to be performed by the Big Data ecosystem client, 

such as the definition of a communication plan, or an RACI matrix with the 

responsibilities of each of the incident response team members. On the other 
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hand, it also includes the establishment of the different indicators that detect 

incidents that occur in the system. The case study does actually put a tool in 

place to perform this monitoring of the Big Data ecosystem; the Azure Monitor 

tool, to be specific, is implemented, which allows the use of the different 

resources in the environment to be managed in the form of a dashboard. 

 

8.2.3.3  Application of Phase 14: Identification and Analysis 

This phase focuses on the analysis of stored evidence that may indicate that a 

security incident has occurred. Machine Learning techniques can be used for 

this purpose. The environment has been launched in recent times as a “family 

and friends” version. At this stage, the environment can be accessed only by a 

reduced set of users, with the aim of finding bugs and issues, before being 

launched to general users, with final release scheduled for August 2020. As this 

phase must be performed once the system is in operation stage, it cannot yet 

be analyzed, although it is true that one of tasks in this phase describes the use 

of an evidence storage system that can be implemented before that stage. 

Nonetheless, everis did not take this possibility into account when 

implementing the Big Data banking ecosystem. 

 

8.2.3.4  Application of Phase 15: Containment, Eradication 
and Recovery 

The main objective of this phase is to carry out the actions needed to mitigate 

the incidents detected in the system, including the recovery of the Big Data 

ecosystem. As with the previous phase, the case study is not at a stage 

completely open to the public as yet, so no real security incidents have been 

detected. It is worth noting, however, that for the case study a guide has been 

defined for data recovery should data loss or a disaster occur, as indicated in 

Table 8.2, since this was a potential risk, but due to the terms of the 
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confidentiality agreement, the details of their recovery plan cannot be 

disclosed. 

 

8.2.3.5  Application of Phase 16: Lessons Learned 

Finally, the last phase of our methodology focuses on creating the lessons 

learned and that can be used to improve the security of the Big Data 

environment or for future projects. These lessons learned, obtained during the 

operation phase, can lead to the creation of new security requirements that 

were not conceived of at the beginning. This phase could not be checked in the 

case study.  

As the secure operation process was not implemented in the current 

banking Big Data ecosystem, in subsection 8.4.2 we propose the application of 

this process and its phases as an enhancement for the environment. At this 

point we will explain the details of a comparison of the components of the Big 

Data banking ecosystem and our SRA. 

 

8.3 Mapping between SRA and Big Data Banking 

Ecosystem 

This section presents an in-depth discussion of the differences and similarities 

between our SRA proposal and the case study explained in the previous section. 

Component-wise mapping is carried out for our architecture to t hat end,   and 

it is also made clear how each element is implemented in the Big Data banking 

project. It is important to highlight that some elements of our architecture can 

be optional in the Big Data ecosystem, due to the fact that our architecture aims 

to cover all scenarios; some elements may therefore not be necessary in a 

number of cases, depending on the requirements of the system to be developed. 



Methodology for Building Secure Big Data Ecosystems 208 

We focus first on the BDFP component of our architecture. As already 

mentioned, the main objective of this component is to support the services 

offered by the Big Data ecosystem, as well as to provide support functions for 

these services. The case study reveals that everis decided to implement the Big 

Data ecosystem on an Azure cloud solution, specifically on a second-

generation data lake storage. Our SRA covers this scenario, because the 

outsourcing of hardware resources greatly facilitates its management. It is 

interesting to understand how this storage system is managed, because in the 

case study, it was divided into several layers, depending on the state of the data 

and who can make use of it. In our SRA, we did not perform storage 

segmentation; we did, however, cover its functionality through the application 

of access controls for the roles in the company. 

Furthermore, our architecture does not make an obvious distinction 

between the different forms of processing (batch and streaming in the case 

study) but takes into account the different forms of processing that are typical 

of Big Data ecosystems. Table 8.4 lists the elements of BDFP, and the technology 

used for their implementation in the case study. Overall, it can be concluded 

that our SRA covers all the artifacts implemented by the case study 

appropriately and completely, with the exception of the support service for 

orchestration that is implemented in the case study using Apache Kafka.   

The next component, BDAP, integrates the different services that a Big Data 

ecosystem offers—it can be considered the Software as a Service layer. In this 

case, the Big Data ecosystem puts into operation all the services planned by the 

SRA. The case of the data collection is interesting, because the Big Data bank 

project implements a first auxiliary and temporary layer (landing area) that is 

separate from the main data lake. This layer contains data that are inaccessible, 

and they are kept in temporary storage until security policies are applied in 

order to transform them to be usable. No specific technology, therefore, but 

rather the landing and raw areas (implemented using second-generation Azure 

Data Lake Storage and managed using Databricks) that ingest data into the Big 

Data ecosystem are used to implement this element of the SRA.  
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SRA (BDFP) Big Data Banking Ecosystem 

Cluster 
Azure Data Lake Storage (Second 
Generation) 

Big Data Framework Services  
PaaS Databricks 
Storage Delta Lake and Snowflake 
Processing Apache Spark 

IaaS 
Azure Data Lake Storage (Second 
Generation) 

Support Services  
Communication Apache Kafka 
Resource Management Azure Monitor 

BDFP Security Solutions 
Implemented in each tool (see 
Table 8.3) 

Table 8.4. Mapping between the BDFP elements and the case study 

No specific tool was used for data preparation; however, the role of the data 

scientist can implement scripts in Apache Spark in an effort to improve the 

quality of data prior to analysis. This analysis can be performed by 

implementing algorithms in Apache Spark using Python, Java, and Scala; 

alternatively, the software MLStudio can be used for this. During data 

visualization, the PowerBI tool is used to generate reports and track KPIs to 

create dashboards. The last service considered by the SRA is access control to 

the remaining Big Data ecosystem services; in the case study, this service was 

undertaken using the tools provided by Azure: Active Directory and Key Vault. 

Table 8.5 lists the elements of the BDAP component, as well as the technology 

used for their implementation in the case study. 

In our architecture, the DP component serves as a gateway to the Big Data 

ecosystem through a series of interfaces, the aim being to apply the security 

policies both of the Big Data and the original data sources. In the case study, 

this function has been blurred, and is included within the landing area that is a 

part of the Big Data ecosystem. This difference is important, because our 

architecture recommends that these verifications be conducted before, and 
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outside the ecosystem in the endeavor to improve data security and privacy. 

However, the case study does consider how to connect the data sources with 

the Big Data ecosystem via the extract, transform, load process; more 

specifically, by using the Azure Data Factory. The DC component at the end of 

the Big Data ecosystem aims to connect the system to end users. In the case 

study, this connection is realized through two different methods: by means of 

access control to the visualization of the generated reports and dashboards, and 

by file sharing using the SFTP protocol.  

SRA (BDAP) Big Data Banking Ecosystem 

Collector 
Landing area and Raw layer (Azure Data 
Lake Storage 2º Generation and Databricks) 

Preparator Apache Spark scripts 
Analyzer Apache Spark scripts and ML Studio 
Viewer PowerBI 
Access Agent Azure Active Directory and Key Vault 
BDAP Security Solutions Implemented in each tool (see Table 8.3) 

Table 8.5. Mapping between the BDAP elements and the case study 

Finally on this point, SO, the last component of our architecture is defined 

during the first phases of the development of the Big Data ecosystem. As stated 

earlier, the objective of this component is the realization of different security 

requirements and the security solutions that satisfy them. The present case 

study is a Big Data system that has already been put into operation; the first 

phases of development are therefore reduced to a set of security requirements 

and the main objective of the Big Data banking system. Elicitation of these 

security requirements was performed by the client, by which this individual 

considered the main legal regulations that could affect the system and the 

bank's security policies.  

In this case, a considerable difference exists between our SO component 

and the everis approach, because in our SRA, while defining the security 

requirements, we considered the different vulnerabilities and threats of the 
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ecosystem to be developed. Moreover, in our architecture, the security and the 

misuse patterns have an important role, as they facilitate the implementation 

of security solutions. It should be added that the SRA has a specific element: 

this is the monitor, which observes the behavior of the system, seeking to check 

that it remains aligned with its requirements. Table 8.6 summarizes the main 

elements of the three components mentioned previously, showing how they 

relate to the case study.   

SRA 
Component 

SRA Element Big Data Banking Ecosystem 

DP DP Interfaces Landing area and Azure Data 
Factory  

DC DC Interfaces Access control to the 
ecosystem and SFTP 

SO Security Policy Defined by the client 
SO Policy Defined by the client 
SO Business Goal Defined by the client 
SO Big Data Goal “To obtain benefits from the 

bank available data sources”  
SO Requirements Defined by the client 
SO Security Requirements See Table 8.3 
SO Regulation Defined by the client 
SO Monitor Not used in the case study 
SO Security Metadata Not present in the case study 
SO Security Solution See Table 8.3 
SO Vulnerability Not present in the case study 
SO Threat Not present in the case study 
SO Security Pattern Not used in the case study 
SO Misuse Pattern Not used in the case study 
SO Context Defined by the client 
SO Assets See Figure 8.2 and Figure 8.3 

Table 8.6. Mapping between the DP, DC and SO and the case study 

Figure 8.9 provides a summary of the relationship of the technologies put 

into operation in the banking Big Data ecosystem for each component of our 

architecture. It can be seen from this figure that the SO component does not 

contain any element that can be highlighted. This is owing to the fact that the 
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requirements usually defined and monitored in this component were defined 

by the bank client, so everis was not required to define these artifacts; it did, 

however, have to define how to fulfill these requirements. Furthermore, BDFP 

may seem like a reduced version compared to our architecture. This is because 

our SRA considers all possible scenarios of implementation of a Big Data 

ecosystem, whereas in a normal scenario, it is not necessary to use all the 

elements. In this case study, the Azure platform was used; it reduced the 

complexity of the ecosystem developed.  

 

Figure 8.9. Summary of SRA elements and technologies of the case study 

It is important to reiterate that one of the main objectives of SRA is to cover 

any type of Big Data ecosystem, regardless of its context or requirements. This 

means that it is possible to map our SRA to any scenario in which a Big Data 

ecosystem is implemented, because all the elements of such an ecosystem are 

present in our SRA proposal. In this case study the object of study is a banking 
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Big Data ecosystem, but our SRA should fit any other scenario, such as a 

hospital Big Data environment, or an industrial ecosystem. 

Once the mapping between the case study and the SRA was completed, a 

series of lessons were learned, and conclusions were obtained that were 

valuable both for the bank and us. These are presented in the following section. 

 

8.4 Lessons Learned 

After comparing the elements of the methodology and those from a real-world 

case study, we obtained a set of conclusions that can be used to improve both 

our methodology and the case study. We also obtained a series of general 

conclusions that can be useful in the effort involved in the implementation of 

any type of project for the rolling out of a Big Data ecosystem.  

During the experiment, we realized how much effort was involved in the 

implementation of a complex Big Data ecosystem, in which multiple 

technologies connected to each other work concurrently. To mitigate this 

complexity problem, considerable effort needs to be applied in the planning 

phases, both in the analysis and the design of the Big Data project. Some classic 

security requirements are complicated to implement in such a type of 

ecosystems, moreover; e.g., treatment of the granularity of the data for access 

control, which becomes increasingly complex owing to the amount of data that 

needs to be handled. Another problem encountered in the project was the 

difficulty of implementing legacy data in distributed environments 

appropriately, with multiple nodes having different configurations, and tools 

executing different tasks. 
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8.4.1 Improvements of the Methodology 

To explain the enhancements that can be applied to our methodology after the 

case study, we will look at the improvements that can be incorporated into the 

process, and those related to the SRA. 

On the one hand, the overall process has proven to be broad enough to cover 

the Big Data project covered in this case study. It should be added that our 

process is sufficiently comprehensive for some phases not to have to be 

performed in the case study. This does not mean that those phases are not 

necessary, but rather that the implementation of a Big Data ecosystem can be 

done in many different ways. This means that a generic process which covers 

the life cycle of a Big Data ecosystem must be instantiated to any scenario. We 

have also observed how the analysis and design subprocess is not addressed 

with due importance; this can lead to increased technical debt later on. In 

addition, as this case study has shown, the operation stage is not tackled with 

sufficient concern by organizations. As for the improvements applied to the 

process after the case study, they can be considered minor, since they are based 

on the addition of new inputs to different tasks, such as the registry of hardware 

and information resources during the implementation subprocess, which were 

not foreseen at first. 

On the other hand, practically all elements of our SRA were represented in 

the case study; this proves the validity of SRA in terms of adapting to any type 

of Big Data scenario. However, we identified certain details that could improve 

our proposal; all of them belong to the BDFP component. This offered us an 

improved understanding of how a Big Data ecosystem can be put into operation 

in a real-world scenario. What is more, this knowledge enables us to refine our 

SRA, to ensure that it covers all possible scenarios. Another important 

discovery was that our architecture did not offer evident service support for the 

Big Data process orchestration. This type of service is widely used in such 

ecosystems; we therefore added it to the SRA. In the case study, this 

functionality is performed by the Azure Data Factory.  
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The storage system in a Big Data ecosystem is defined as the area where 

all the data that will be used later by the services of the system are stored. This 

definition includes raw data, the data prepared for future analysis, and the 

information resulting from analytical algorithms. In other words, several types 

of data coexist in the same storage. Consequently, such storage in Big Data 

environments is usually referred to as a data lake; we followed the same 

convention in our architecture. Figure 8.10 illustrates the BDFP component, and 

highlights in blue the changes made. 

 

Figure 8.10 Change made to the BDFP component 

In conclusion, we can affirm that our SRA covers most of the elements 

present in the case study. It does so with small enhancements, thereby 

improving the case implementation of the study. This is not surprising, because 

the SRA is based on standards that are very close to those of the industry. This 

relatedness to real-world environments renders our proposal beneficial to any 

user who wants to develop a Big Data system. Additional factors contributing 

to its usefulness are: the fact that it provides a global perspective of the system 

components, and that it incorporates the main security artifacts to be 

considered.  
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8.4.2 Proposals for Improvement of the Case Study 

In the course of this project, a series of meetings were held between the 

research team and the team that had put into operation the Big Data ecosystem 

of the case study. During these meetings, we compared our methodology with 

their implementation; including the mapping between the elements of the SRA 

and those implemented by the project. In addition, we discovered some security 

weaknesses of the Big Data ecosystem that had been implemented. One of the 

problems identified was related to the management of permissions to 

Databricks through access tokens; these tokens grant temporary permissions 

to the users who normally cannot access the stored data. The problem arises 

because the generated tokens allow not only access to the data, but also the 

creation of new tokens with different temporary restrictions. 

Another problem that was identified is related to the landing area. The 

landing area layer of the system is used to store data temporarily before the 

application of security policies. This data must be accessible to highly technical 

profiles only, whose roles are not intended to analyze the data. We believe that 

although the provision of the landing area is a good idea, it can actually be a 

gateway for malicious attacks. This is because highly sensitive data is stored 

here, albeit temporarily, and it must be protected before it enters the system, in 

order to avoid any threats to the system. A data leak in this layer could bring 

about a disastrous impact on the company, including fines for disclosure of 

confidential data. We recommend that the data stored in the Big Data 

ecosystem must be already processed so that it can comply with the 

regulations and security requirements. In other words, this processing should 

be done initially, as indicated in the SRA DP component. 

We consider that the security requirements in Table 8.3 are extremely 

simple, and that they lack sufficient detail for an ecosystem as complex as the 

one implemented. This is a recurrent problem in Big Data ecosystems, where 

little emphasis is placed on the analysis and design phases of the system. It is 

advisable to use an approach based on security-by-design, in which security is 
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considered from the early stages of project development [96]. There is an 

absence of a systematic process that helps stakeholders not only to develop the 

requirements and policies (the security ones, in particular), but also to guide the 

development of the components of Big Data ,so that implementing them is 

aligned with the requirements and context of the environment. In order to solve 

this problem, we encourage everis to support their future Big Data projects by 

using our proposed process. 

Furthermore, to aid in the implementation of the requirements, we 

recommend the use of security patterns. Table 8.7 presents the security 

requirements of the case study, and relates them to the security patterns that 

can be applied in the effort to solve them.  

Security Requirement Security Patterns 

RQ1. Data at rest must be encrypted Symmetric encryption 
RQ2. Data in transit must be encrypted Secure channel 
RQ3. Allow users to bring their own key 
(BYOK)  

Undeveloped pattern 

RQ4. Geographic allocation of the 
resources must be controlled 

Undeveloped pattern 

RQ5. Protect Personally Identifiable 
Information (PII) 

Multilevel security, Role-based 
access control, Security 
Logger/Auditor, Access Matrix 

RQ6. Control the management of rights 
(privileges) 

Role-based access control, 
Authenticator 

RQ7. Vulnerability management Undeveloped pattern 
RQ8. Patch management Undeveloped pattern 
RQ9. Provide activity log control Security Logger/Auditor 
RQ10. Provide Identity and Access 
Management (IAM) in all accounts 

Credential, Role-based access 
control 

RQ11. Authenticate all connections Distributed systems authenticator 
RQ12. Allow Multifactor Authentication 
(MFA) 

Authenticator 

Table 8.7. Patterns to assist in the fulfillment of security requirements 
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As seen in Table 8.7, not all security requirements have an existing specific 

security pattern; e.g., we are not aware of a pattern that manages the patches of 

a tool (RQ8), or that helps in the implementation of the BYOK policy (RQ3). In 

such cases, a specific security artifact is put in place without the guidance of a 

pattern. However, there are patterns for most of the security requirements 

identified in the system; for instance, we discuss how the requirement on the 

management of system privileges (RQ6) can be implemented with due account 

taken of the different roles in the Big Data ecosystem (see Figure 8.11). Two 

patterns—role-based access control and an authenticator—can be used to 

implement this requirement. 

 

Figure 8.11. Application of security pattern to RQ6 
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As seen in Figure 8.11, there are four roles, with different access privileges 

to the system components. The technician only has the right to read data in the 

landing area, whereas the data scientist has the right to read, modify, and delete 

data in the raw, common, and service layers—this is because these roles are in 

charge of conducting analyses on the respective data. The reporter, on the other 

hand, has the task of formatting the information resulting from these analyses 

so that it can be understood by top management; this role therefore has access 

only to the service layer.  

Finally, the top management, which is the consumer of the data, only has 

the privilege of reading the resulting information (mainly reports and 

dashboards). All these roles must be authenticated prior to conducting any 

operation on the data. To this end, the roles must have an authentication proof 

that is created by an authentication service, using authentication information. 

The users or roles must have previously-assigned proofs of identity. 

Although some of the duties related to the incident response process are 

the responsibility of the Big Data Ecosystem client, it is possible to establish an 

event and incident monitoring system. We give some guidelines for its 

implementation in the following paragraphs.  

In order to monitor the environment properly, any action that occurs in the 

Big Data ecosystem is stored as an event in a storage system. This includes all 

actions, ranging from those performed by the different users to the operations 

performed on the data set. Once you have a collection of events, a machine 

learning process is applied, consisting of the following phases: first, there is a 

detection of outliers, using the PCA anomaly detection algorithm; the incident 

response team then tags the results from the previous step, indicating whether 

it is an incident or not. This outcome is subsequently used as a way to train a 

neural network, so that after a series of iterations, it is able to identify when an 

incident has occurred automatically, and without human intervention. The 

choice of a neural network is because of its fault tolerance, since in this type of 

scenario it is common to label a security incident incorrectly; it is also chosen 
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for its ability to work in real time, which makes it a good tool for incident 

detection during the operational phase. These algorithms are performed using 

the TensorFlow tool.  

Regarding the technologies used to implement the Blockchain systems, a 

summary scheme is shown in Figure 8.12. It is important to highlight the fact 

that the implementation of the Blockchain System should not place an extra 

computational burden on the Big Data ecosystem, since it is separate from it. 

On the other hand, when executing the machine learning algorithms there are 

two possibilities: that they are executed within the same Big Data ecosystem, 

or that they are executed in a new system.   

 

Figure 8.12 Example of monitoring system for the operation subprocess 

The lessons learned in this exercise served to improve the security of the 

Big Data ecosystem and the implementation processes of such ecosystems, by 

adding security patterns as a good practice.  

In conclusion, implementing a Big Data ecosystem is no easy task. These 

are usually very complex systems, with many software and hardware 
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technologies working together. In the quest to tackle this issue, our security 

methodology establishes a complete process that addresses the most 

important phases of the Big Data lifecycle, while at the same time abstracting 

the main characteristics of this kind of environment by means of an SRA. In 

this chapter, we have presented a case study based on a real implementation of 

a Big Data ecosystem in a banking environment by the everis company.  

 





 

CHAPTER IX 

 
9 Conclusions  
 

This chapter lays out the conclusions obtained after carrying out the work 

presented in this doctoral thesis. 

This chapter is organized as follows: First we provide a detailed analysis of 

the achievement of the objectives set at the beginning of the doctoral thesis, 

after which we describe the main contributions of this doctoral thesis. The 

results of our research are shown in the paragraphs that follow. Finally, Section 

9.4 addresses the future lines of research. 

 

9.1 Analysis of Research Goals 

This doctoral thesis proposes a methodology that enables secure Big Data 

ecosystems to be built in a systematic way. To this end, it proposes the 

incorporation of security from the earliest stages of development. This 

methodology consists mainly of two artifacts. On the one hand, we have an 

incremental process that addresses the main phases of the lifecycle of a Big 

Data ecosystem in a secure way, from its conception through to its operation. 

We also clarify that this process is supported by a conceptual model that 

gathers the main characteristics and components of a Big Data ecosystem, 

while at the same time incorporating the main security concepts. In addition, a 

set of security patterns has been developed that is designed to address specific 

security problems in Big Data. 
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Objective 1. Produce a detailed analysis of security challenges and 

solutions in Big Data that helps to understand the specific problems 

regarding security in Big Data environments 

 In the introductory chapter, the hypothesis and the main goal of this 

doctoral thesis were presented. The main goal was therefore defined as: 

 

In order to achieve this main goal, a set of partial objectives was defined, to 

be reached during the development of this doctoral thesis. These partial 

objectives and their achievement are reviewed below. 

 

 

 

In Chapter III, a meticulous study of the state of the art of security in Big 

Data was presented; a SMS process was conducted to that end. As a result of 

this study, we found that the majority of the proposals made by the scientific 

community focus on defining mechanisms to tackle specific security 

problems.  

There is therefore an obvious lack of proposals that address security in a 

holistic way. In addition, we found that there are only a few approaches that 

address security from a methodological approach, including security from the 

early stages of the development of a Big Data ecosystem.   

We therefore consider that this first objective has been achieved, since the 

analysis showed us how we can contribute to the community by providing a 

systematic development methodology for building secure Big Data 

ecosystems. 

It is possible to improve the security of Big Data 
Ecosystems, both during their building and their 
operation, by using a methodological approach 
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Objective 2. Define a security reference architecture for Big Data based on 

the recommendations given by the main certification entities and 

standards. 

Objective 3. Establish a process to guide the design, analysis, 

implementation and operation phases of secure Big Data ecosystems. 

Including details about the possible technologies that can implement the 

different components. This process should be supported by the security 

reference architecture. 

 

 

Chapter V defines our proposal for a conceptual model that includes the 

main kind of elements and components of a Big Data ecosystem. In addition, 

this architecture includes the main concepts of security and how they are 

connected with this kind of environments, so it can be regarded as an SRA. 

This SRA is, moreover, based on the NIST RA proposal for Big Data, which is 

founded on the main standards and recommendations from the industry.  

All of the above facts lead us to believe that this objective has been 

achieved, since we have created an SRA for Big Data ecosystems that abstracts 

the main components of a Big Data ecosystem and which, at the same time, 

considers security as a key feature. 

 

 

 

 

Chapter VI defines a set of phases and tasks that guides the creation of a 

secure Big Data ecosystem. This process covers the main phases of a Big Data 

lifecycle from its analysis and design right through to its operation. Our 

proposal has a conceptual model as a basis (SRA), so it can be considered to be 

a methodology for building Big Data ecosystems.  

We thus consider that with the definition of the methodology for building 

secure Big Data ecosystems, this objective has been accomplished. In addition, 

our process is based on the main standards and best practices from software 

engineering, and includes hints about specific technologies that can be used 

to implement the different components of the SRA. 
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Objective 4. Creation and adaptation of security patterns for Big Data 

ecosystems. The security patterns will allow the enrichment of the 

methodology by addressing the solution of more specific security 

problems. 

Objective 5. Validation of the proposals made through case studies and 

real applications in the industry. 

 

 

 

Chapter VII contains the definition of three security patterns that cover 

specific security problems related to Big Data ecosystems. These patterns can 

be used in conjunction with our proposed methodology. Moreover, they must 

be able to be instantiated in any context, thanks to their abstraction. 

We therefore believe that with the creation of these three security patterns 

this objective is achieved.  

 

 

Chapter VIII of this doctoral thesis contains the case study conducted to 

verify the applicability of the SRA in a real environment.  

In this case study we simulate the application of our methodology to a real 

case scenario, allowing us to verify the applicability and usefulness of our 

proposal; we thus believe that this fifth objective was achieved. In addition, this 

case study is even more valuable, because it was conducted by studying a real 

banking Big Data ecosystem. 

In conclusion, considering that all the partial objectives have been fulfilled, 

it is possible to state that the principal goal, which was specified as: “Define a 

methodological framework to improve the security aspects of Big Data 

ecosystems during the main phases of their lifecycle” has been achieved. 

Consequently, it can also be stated that the initial hypothesis of this doctoral 

thesis, which was defined as “It is possible to improve the security of Big Data 
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Ecosystems, both during their building and their operation, by using a 

methodological approach” is affirmative, and that it has been demonstrated.  

 

9.2 Main Contributions 

The principal contributions of this doctoral thesis are listed as follows: 

• A state of the art that focused on Big Data ecosystems. In addition, this 

analysis contains a SMS process to identify the main security problems 

in Big Data ecosystems; a study of the principal proposals for RAs for Big 

Data environments was also conducted. The result of these analyses is 

provided in Chapter III. 

• The SRA for Big Data ecosystems has been defined in Chapter V. This 

architecture integrates the main elements and characteristics of a Big 

Data ecosystem, thereby facilitating its understanding and 

implementation. This SRA was defined using UML language.  

• The methodology for building secure Big Data ecosystems that uses the 

SRA as a conceptual model to establish a set of subprocesses which 

incorporates security into the main stages of a Big Data lifecycle. This 

methodology is composed of three main subprocesses: 

o The analysis and design subprocess. 

o The implementation subprocess. 

o The operation subprocess. 

Each of these subprocesses is made up of a set of phases, each of which 

in turn is composed of a set of tasks. Each of these tasks has a number 

of inputs and outputs, and roles that perform them. This methodology is 

defined in-depth in Chapter VI. 
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• The creation of security patterns to address specific security problems 

of Big Data ecosystems. The use of security patterns throughout our 

methodology is encouraged, in an endeavor to implement security 

solutions with greater ease. During the development  of this doctoral 

thesis we have created three different security patterns, which are 

explained in Chapter VII: 

o Key-Value NoSQL Database Authorization. 

o Neuralyzer. 

o BlockBD. 

• A validation of the proposal, which is presented in Chapter VIII, during 

which the viability of its use in a real banking environment was 

validated. After this study was conducted, we obtained a series of 

enhancements both for the company and for our proposal. 

 

9.3 Support for Results 

The different contributions and proposals created during this doctoral thesis 

have been presented in several scientific forums. The debate, revision and 

improvement of each part of the research by the scientific community provide 

additional quality to the work. A summary of the publications obtained, 

classified by type of publication, is shown in Table 9.1. The publications still 

under review at the present time have been indicated with a “+”. 

Each of these publications focused on a different aspect of the 

contributions made during this doctoral thesis. A classification of these 

publications according to the different artifacts created is shown in Table 9.2. 

It is important to note that during the development of this doctoral thesis, there 

are lines of research related to the main theme of this doctoral thesis which 

were addressed, but which do not correspond to a specific artifact of this thesis. 
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These publications are considered future lines of research, and will be 

explained in more detail in section 9.4.   

Type of Publication Quantity 

Papers in International Journals (JCR) 3+2 

Papers in International Journals 1 

International Conferences 9 

National Conferences 8 

Book Chapters 1 

Total 22+2 

Table 9.1 Summary of the publications obtained during this PhD thesis 

Contribution Publications 

State of the art 
FI 2016 

IET 2018 

SRA for Big Data ecosystems 
CIBSI 2015 

DOLAP 2018 
RECSI 2018 

Methodology to build secure 
Big Data ecosystems 

IEEE-A 2019 
JNIC 2019 
AS 2020 

Security patterns 

EuroPloP 2018 
PloP 2018 

JISBD 2018 
EuroPloP 2019 

JISBD 2019 

Validation SPE 2020 

Other research lines 

ICIQ 2016 
RECSI 2016 
JISBD 2017 
JNIC 2018 
EuroPloP2 

2018 

CIBSE 2018 
RECSI2 2018 

C&S 2020 
TST 2020 

CIBSI 2020 

Table 9.2 Publications classified by contributions of the thesis 
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Each publication has been identified with a code, consisting of the initials 

of the conference or journal where the work was published and the year of 

publication. Each of these publications will be described in more detail in the 

following subsections. 

 

9.3.1 International Journals 

During the production of this doctoral thesis a total of four publications were 

published in international journals. Table 9.3 shows these publications, along 

with two more that are currently under review. 

Code Publication 
JCR 

Impact 
Factor 

FI 2016 
Moreno, J., Serrano, M. A., & Fernández-Medina, E. (2016). Main 
issues in big data security. Future Internet, 8(3), 44. Special Issue 
"Security in Cloud Computing and Big Data".  
 

- 

IEEE-
A 2019 

Moreno, J., Fernández, E. B., Serrano, M. A., & Fernández-Medina, 
E. (2019). Secure Development of Big Data Ecosystems. IEEE 
Access, 7, 96604-96619. 

4.098, Q1 

AS 
2020 

Moreno, J., Serrano, M. A., Fernández, E. B., & Fernández-Medina, 
E. (2020). Improving Incident Response in Big Data Ecosystems 
by Using Blockchain Technologies. Applied Sciences, 10(2), 724. 
Special Issue “Machine Learning for Cybersecurity Threats, 
Challenges, and Opportunities”.  

2.217, Q3 

SPE 
2020 

Moreno, J., Gómez, J., Serrano, M. A., Fernández, E. B., & 
Fernández-Medina, E. (2020). Application of Security Reference 
Architecture to Big Data Ecosystems in an Industrial Scenario. 
Software: Practice and Experience. (Accepted).  

1.931, Q2 

C&S 
2020 

Rosado, D. G., Moreno, J., Sánchez, L. E., Santos-Olmo, A., Serrano, 
M. A., & Fernández-Medina, E. (2020) MARISMA-BiDa Pattern: 
Integrated Risk Analysis for Big Data. Computers & Security. 
(Under review).  

3.062, Q2 

TST 
2020 

Ortega, M. I., Moreno, J., Serrano, M. A., & Fernández-Medina, E. 
(2020). Security in Blockchain: A Systematic Mapping Study. 
Tsinghua Science and Technology. (Under review). 

1.696, Q2 

Table 9.3 Publications in international journals 
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9.3.2 International Conferences 

In addition to the international journals, we presented our work in relevant 

international conferences. These conferences enable there to be 

communication and discussion of the results with the scientific community. 

Table 9.4 lists these publications, along with the Core score of the conference.  

Code Publication Core 

CIBSI 
2015 

Moreno, J., Rosado, D. G., Caballero, I., Serrano, M. A., & 
Fernández-Medina, E. Towards a Security Model for Big 
Data. VIII Congreso Iberoamericano de Seguridad Informática 
(CIBSI). 2015, Sangolquí (Ecuador) 
 

- 

ICIQ 
2016 

Moreno, J., Serrano, M. A., & Fernández-Medina, E. Securing 
Databases Using Big Data Technology. International Conference 
on Information Quality (ICIQ). 2016, Ciudad Real (Spain) 

- 

DOLAP 
2018 

Moreno, J., Serrano, M. A., Fernández-Medina, E, & Fernandez, E. 
B. Towards a Security Reference Architecture for Big Data. 20th 
Int. Workshop On Design, Optimization, Languages and 
Analytical Processing of Big Data (DOLAP) collocated with 
EDBT/ICDT. 2018, Vienna (Austria) 

A- 

Euro 
PloP 
2018 

Moreno, J., Fernandez, E. B., Fernández-Medina, E. & Serrano, M. 
A. A Security Pattern for Key-Value NoSQL Database 
Authorization. 23rd European Conference on Pattern Languages 
of Programs (EuroPloP). 2018, Irsee (Germany)  

B 

Euro 
PloP2 
2018 

Syed, M. H., Fernandez, E. B. & Moreno, J. A Misuse Pattern for 
DDoS in the IoT. 23rd European Conference on Pattern 
Languages of Programs (EuroPloP). 2018, Irsee (Germany).  

B 

CIBSE 
2018 

Moreno, J., Serrano, M. A., & Fernández-Medina, E. Hacía un 
marco de definición de requisitos para Big Data. Conferencia 
Iberoamericana de Software Engineering (CIBSE). 2018, Bogotá 
(Colombia) 

- 

PloP 
2018 

Moreno, J., Fernandez, E. B., Fernández-Medina, E. & Serrano, M. 
A. Neuralyzer: A Security Pattern for the Right to be Forgotten in 
Big Data. 25th Pattern Languages of Programs Conference (PloP). 
2018, Portland, Oregon (USA) 

B 

Euro 
PloP 
2019 

Moreno, J., Fernandez, E. B., Fernández-Medina, E. & Serrano, M. 
A. BlockBD: A Security Pattern to Incorporate Blockchain in Big 
Data Ecosystems. 24th European Conference on Pattern 
Languages of Programs (EuroPloP). 2019, Irsee (Germany) 

B 
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CIBSI 
2020 

Sanchez Crespo, L. E., Santos-Olmo, A., Moreno, J., Serrano, M. A., 
Rosado, D. G., & Fernandez-Medina, E. Definiendo Métricas para 
la Gestión Dinámica del riesgo mediante la metodología 
MARISMA. X Congreso Iberoamericano de Seguridad 
Informática (CIBSI). 2020, Bogotá (Colombia) 

- 

Table 9.4 Publications in international conferences 

 

9.3.3 National Conferences 

Apart from attending and publishing for international conferences, it is 

important to have contact with the national scientific community, in order to 

communicate the results and establish future collaborative efforts. Table 9.5 

sets out the publications for these national conferences. 

Code Publication 

RECSI 
2016 

Moreno, J., Serrano, M. A., & Fernández-Medina, E. Uso de técnicas Big Data 
para evaluar Big Data. XIV Reunión Española sobre Criptología y Seguridad de 
la Información (RECSI). 2016, Menorca (Spain) 
 

JISBD 
2017 

Moreno, J., Serrano, M. A., & Fernández-Medina, E. Propuesta de marco para el 
gobierno de la seguridad en entornos Big Data. XXII Jornadas de Ingeniería del 
Software y Bases de Datos (JISBD). 2017, La Laguna (Spain) 

JNIC 
2018 

Moreno, J., Rosado, D. G., Sánchez, L. E.., Santos-Olmo, A., Serrano, M. A., & 
Fernández-Medina, E. MARISMA-BiDa: Entorno integrado de análisis y gestion 
de riesgos en Big Data. IV Jornadas Nacionales de Investigación en 
Ciberseguridad (JNIC). 2018, San Sebastián (Spain). Best paper award of the 
conference. 

RECSI 
2018 

Moreno, J., Serrano, M. A., Fernández-Medina, E, & Fernandez, E. B. Hacia una 
arquitectura de referencia segura para Big Data. XV Reunión Española sobre 
Criptología y Seguridad de la Información (RECSI). 2018, Granada (Spain) 

RECSI2 
2018 

Rosado, D. G., Moreno, J., Sánchez, L. E.., Santos-Olmo, A., Serrano, M. A., & 
Fernández-Medina, E. MARISMA-CPS: Una aproximación al análisis y gestión 
de riesgos para sistemas ciberfísicos. XV Reunión Española sobre Criptología 
y Seguridad de la Información (RECSI). 2018, Granada (Spain) 

JISBD 
2018 

Moreno, J., Fernandez, E. B., Fernández-Medina, E. & Serrano, M. A. Patrón de 
seguridad para la autorización de bases de datos NoSQL (par clave-valor). XXIII 
Jornadas de Ingeniería del Software y Bases de Datos (JISBD). 2018, Sevilla 
(Spain) 
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JNIC 
2019 

Moreno, J., Serrano, M. A., Fernández-Medina, E. & Fernandez, E. B. Proceso 
para la implementación de un ecosistema Big Data seguro. V Jornadas 
Nacionales de Investigación en Ciberseguridad (JNIC). 2019, Cáceres (Spain) 

JISBD 
2019 

Moreno, J., Fernandez, E. B., Serrano, M. A. & Fernández-Medina, E. 
Neuralizador: Patrón de seguridad para el derecho al olvido en ecosistemas Big 
Data. XXIV Jornadas de Ingeniería del Software y Bases de Datos (JISBD). 2019, 
Cáceres (Spain) 

Table 9.5 Publications in national conferences 

 

9.3.4 Book Chapters 

Furthermore, we have written a book chapter about the main security problems 

of the Big Data ecosystem, as shown in Table 9.6. 

Code Publication 

IET 2018 

Moreno, J., Serrano, M. A., & Fernández-Medina, E. Recent Security Issues 
in Big Data: From Past to the Future of Information Systems. Information 
Security: Foundations, technologies and applications. pp. 149 - 173. IET, 
2018. ISBN 978-1-84919-974-2 

 

Table 9.6 Book chapter publications 

 

9.3.5 Obtained Citations 

During this doctoral thesis, our publications obtained a number of citations 

from different authors. Table 9.7 shows the total number of citations of each 

paper, according to Google Scholar. 
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Publication Code Number of citations 

FI 2016 40 

DOLAP 2018 5 

EuroPloP2 2018 4 

EuroPloP 2018 2 

IEEE-A 2019 1 

Table 9.7 List of citations of our publications 

 

9.4 Future Lines of Research 

In addition to satisfying the initial goals established for this doctoral thesis, the 

research work undertaken has also opened up other lines of work, on which we 

will continue working.  

These new lines of research are related not only to Big Data, but are 

expanding towards new emerging technologies whose priority functionality is 

the analysis of data obtained by different methods. Hence, the main future 

lines of research are the following: 

a) Methodology for building secure Big Data ecosystems: 

i. Incorporate the risk management framework MARISMA-BiDa to 

our methodology. This framework incorporates a support tool 

that can be useful to carry out monitoring during the operation 

step. 

ii. Study new proposals for security, seeking to define new security 

patterns that address specific security issues in Big Data 

environments. 

iii. Carry out new case studies to improve the details of the 

methodology in different real scenarios.  
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iv. Develop support tools for the methodology that improve the 

understanding of the process. These tools can automatize and 

guide the carrying out of some tasks in the process. 

b) New approaches for Big Data security: 

i. Continue with the development of a security requirements 

definition method for Big Data (CIBSE 2018). 

ii. Improve and complete our proposed governance framework for 

security for Big Data ecosystems (JISBD 2017). This framework 

will form the upper part of our SRA, since it helps to define and 

control the Big Data goals. 

iii. Improvement of the framework for integrated risk assessment 

for Big Data (JNIC 2018 and C&S 2020) by means of its application 

in different case studies.  

c) Security in other emerging technologies: 

i. Improving the security of cyberphysical systems (CPS). These 

systems usually have a Big Data environment that analyzes the 

actions to be performed. To improve their security, a specific SRA 

can be built, in the endeavor to abstract its main components. 

ii. Improving the security of Blockchain systems. Development of 

mechanisms and techniques to solve security problems in this 

type of environment. 
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11 Appendix A – Acronyms 
 

AmI Ambient Intelligence 

AML Anti-Money Laundering 

AOM Aspect-Oriented Modeling 

AORDD Aspect-Oriented Risk-Driven Development 

BDAP Big Data Application Provider 

BDFP Big Data Framework Provider 

BYOK Bring Your Own Key 

CDO Chief Data Officer 

CEO Chief Executive Officer 

CIO Chief Information Officer 

CISO Chief Information Security Officer 

CMD Computing on Masked Data 

CPS Cyber-physical Systems 

CSA Cloud Security Alliance 

CSO Chief Security Officer 

CTO Chief Technology Officer 

DC Data Consumer 

DP Data Provider 

DSR Design Science Research  

ENISA European Union Agency for Network and Information 

Security 

ETL Extract, Transform, Load 

GDPR General Data Protection Regulation 

GFS Google File System 

GORE Goal-Oriented Requirement Engineering 

GSyA Grupo de Seguridad y Auditoría 

HDFS Hadoop Distributed File System 

HIPAA Health Insurance Portability and Accountability Act) 

IaaS Infrastructure as a Service 
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IAM Identity and Access Management 

IoT Internet of Things 

IT Information Technologies 

KAOS Knowledge Acquisition in autOmated Specification 

LAN Local Area Network 

MFA Multifactor Authentication 

NIST National Institute of Standards and Technology 

PaaS Platform as a Service 

PII Personal Identifiable Information 

PoS Proof of Stake 

PoW Proof of Work 

RA Reference Architecture 

RACI Responsible, Accountable, Consulted and Informed 

RBAC Role-Based Access Control 

RDD Risk-Driven Development 

RTBF Right to be Forgotten 

RUP Rational Unified Process 

SaaS Software as a Service 

SECaaS Security as a Service 

SLR Systematic Literature Review 

SMS Systematic Mapping Studies 

SO System Orchestrator 

SOA Service-Oriented Architecture 

SPEM Software & Systems Process Engineering Metamodel 

SRA Security Reference Architecture 

UML Unified Modeling Language  

VM Virtual Machine 

VMM Virtual Machine Manager 

WAN Wide Area Network 

 


