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Abstract

The task of identifying the semantic localization of a robot has commonly
been treated as a classification problem, where images are taken as input and
a set of predefined labels is the output. While traditional approaches have
focused on the performance of the image features extracted from computer
vision techniques, the contextual information that can come with the images
has not been taken into account. In this work, we present an approach for
integrating this information in a scene classification pipeline where we opt for
Bayesian network classifiers in addition to standard support vector machine
ones. The approach is evaluated in two scenarios, one in which the contextual
information is directly provided with the images, and the other where it must
be inferred in an additional stage. The evaluation was performed using two
families of classifiers over two datasets, and the results obtained show how
the scene classification problem can benefit from the integration of contextual
information.
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1. Introduction

Localization is one of the main focuses in the field of robotics, as any
robot must understand its current localization in order to make appropri-
ate decisions. The robot localization problem has evolved enormously by
integrating novel sensors and computer vision techniques, but also by us-
ing different representations. In addition to the metric representation of the
environment, where a robot’s location is defined by its (x, y, z, θ) pose, we
can adopt a semantic representation of the environment, which is commonly
known as semantic localization [1].

Semantic localization defines the location of a robot by means of semantic
categories that describe the surrounding scene [2]. The semantic categories
or labels describe the environment as a human does, and “office”, “corridor”
or “kitchen” are common options when dealing with indoor locations. The
use of this semantic representation improves the human-robot interaction
process, as humans can tell the robot to move to the “dining room” instead
of using metric locations as navigation goals.

Given that cameras are the main robot sensor [3], semantic localization
is usually addressed as a classification problem in which input images must
be categorized using a prior set of semantic labels. In this process, we can
identify two main tasks: extracting the appropriate features from the input
images, and selecting the optimal classification model to be fed with these
features. Regarding the image features, state-of-the-art techniques such as
HOG [4], SIFT [5] or SURF [6] extract continuous descriptors that have
proven to work well, especially when combined, with support vector machine
(SVM) classifiers [7].

In addition to the information that is self-encoded in the images, these can
be annotated with contextual information related to miscellaneous aspects
such as the overall quality of the image, a list of keywords describing it, or
the type of image from a set of pre-defined options such as social, animals,
sports or landscape. These annotations should be inferred when dealing
with images acquired via the robot, but they may be available when working
with some of the existing image databases1. As opposed to the descriptors
extracted with computer vision techniques, the contextual annotations are
encoded with discrete values.

In this article, we propose the use of Bayesian network classifiers (BNCs)

1http://homepages.inf.ed.ac.uk/rbf/CVonline/Imagedbase.htm
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to properly integrate the contextual information with the descriptors ex-
tracted from the images. In a recently published work [8], BNCs have
produced promising results when used to predict scene classification labels.
Futhermore, the capabilities of this paradigm seem to provide a favourable
environment for interpretability and for the natural integration of distinct
sources of “input information”.

We evaluate this approach by selecting two datasets in which images ac-
quired with a robot are annotated both with the semantic category of the
scene and some additional contextual information. Over these datasets, we
evaluate three scenarios using state-of-the-art image descriptors, and incor-
porating SVMs in the comparison: 1) a complete lack of contextual infor-
mation; 2) access to this contextual information assuming that it is fully
available; and 3) the contextual information is inferred by using estimators
trained from data. Scenario 1 corresponds to the classical scene classification
problem in which no annotations are available. Scenario 2 represents a non-
realistic (ideal) situation where input images have contextual annotations,
and it is used to show the maximum improvements that can be achieved
by the integration of this information. Finally, Scenario 3 proposes a realis-
tic benchmark where the effective integration of the contextual information
is evaluated. A complete scheme for our proposal can be seen in Fig. 1,
where green represents our contribution and red corresponds to traditional
approaches. The last step represents the validation of the experimentation,
which shows the effectiveness of our proposal.

The rest of the paper is organized as follows. In Section 2 we intro-
duce the semantic localization problem, and describe both the descriptor
extraction procedure and the classification models of two families: SVMs
and BNCs. The methodology to infer the contextual information and its
subsequent integration is explained in Section 3. Section 4 presents the ex-
perimental procedure and the datasets proposed for the experimentation.
Finally, in Section 5 and Section 6, respectively, the experimental results
and conclusions are presented.

2. Related Work

2.1. Semantic Localization

The generic problem of localization in robotics consists of answering the
question “where am I?” [9]. In this task, robots acquire data through their
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Figure 1: Flow chart showing the proposal presented in this work. Our contributions are
marked in green, while traditional approaches are in red.

sensors (e.g. cameras) and estimate their location by interpreting such in-
formation. Semantic localization is a specific type of localization in which
the robot provides semantic information about the surrounding environment
by means of natural language. There are different types of semantic infor-
mation but recent efforts have focused on the acquisition of semantic maps.
Recent literature [10] considers contextual information and scene classifica-
tion as fundamental aspects of semantic localization. As there are some
deficiencies in the overall management of these tasks, this work represents
an initial approach in the use of different contextual information to increase
the performance of scene classifiers.

The most common interpretation of scene classification is by means of
semantic annotations describing the robot’s surroundings [11]. In this case,
the representation of the environment is provided by a set of predefined
labels. Several ways of defining the environment by means of labels exist but
the use of scene categories is the most widely accepted one [12]. Based on
this approach, the location of the robot can be given by using terms such as
“office”, “toilet” or “basement”.
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Scene classification is a supervised classification problem formulated as
follows. Let I be an input image, g(I) = x a function that generates an
image descriptor x from I, and M a classification model that provides the
class posterior probability PM(c|x), where c is a class label from a predefined
set of semantic locations C. Thus, without loss of generality, the problem is
to find the optimal label ĉ according to the following equation:

ĉ = arg max
c∈C

PM(c|g(I)) (1)

Using state-of-the-art functions for generating descriptors from images,
g(I), the problem consists of selecting the most appropriate classification
model, M . In addition to this selection, the image descriptor (x) may require
a pre-processing stage to meet the requirements of the selected model. For
instance, we may face this scenario when using continuous image descriptors
in conjunction with discrete classification models.

2.1.1. Descriptors

The descriptor generation process is commonly carried out in two stages:
extraction of local features in the overall image, and then the obtaining of a
fixed-dimensionality global descriptor from them. Local features encode in-
formation such as color, shape or gradients. While each local feature presents
a fixed-dimensionality (e.g. SIFT is encoded with 128 elements), the num-
ber of extracted features depends on both the keypoint detection algorithm
– e.g. canny edge detector [13] or uniform sampling – and the size of the
input image. This leads to descriptors of which the dimensionality is not
constant. Most common classification models, such as support vector ma-
chines or Bayesian networks, do not support this kind of features, a fact
which encourages the generation of fixed-dimensionality descriptors using
the extracted local features as input.

Some techniques extract global descriptors that can be used directly in
the classification task, such as GIST [14], Centrist [15] and HOG [4], which
have proven their value in a wide range of applications. On the other hand,
local features such as SIFT [5], SURF [6] and ORB [16] need a posterior
step to obtain a fixed-dimensionality descriptor. In the literature, the most
frequently used technique for obtaining a global descriptor from local fea-
tures is the Bag-of-Words process [17]. This procedure is based on a prior
clustering stage using the extracted local features as input. Each cluster rep-
resents a “word”, and the complete set of n words defines the codebook or
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dictionary. This dictionary makes it possible to represent any input image
as a bag of words by mapping the extracted local features to words. Finally,
a histogram based on the word frequencies is computed and used as a global
image descriptor.

2.1.2. Classification

Traditionally, classification in semantic localization tasks is performed by
means of support vector machines (SVMs). These are a set of supervised
learning methods that have been widely applied in many problems. Here, we
provide a very brief introduction to them. For a comprehensive introduction
to the subject, please refer to [18] or [19]. Assume {xi, yi}li=1, with xi ∈ Rm

and yi ∈ {−1, 1}, is a set of samples and labels drawn from an unknown
probability distribution; we wish to find a function f(x) such that sign(f(x))
best determines the category of any future sample x. In the most general
setting,

f(x) =
l∑

i=1

αiyiK(x,xi) + b (2)

where b ∈ R and αi are Lagrangian coefficients. In practice, most of the αi
are found to be zero after training; the vectors with an associated αi different
from zero are called support vectors. The function K(x1,x2) represents the
type of kernel and it should be selected according to the input data and
the problem. With this brief introduction, the selection of the most suitable
classifier has been dealt with as the search for the best kernel for a specific
problem.

Most classification models can handle multi-label classes but the models
(SVMs) we have described above can only deal with binary ones. To address
this limitation, multi-label SVM classifiers can be created from binary ones
by using one-versus-one or one-versus-all strategies [20].

2.2. Contextual Information

Descriptions of the semantic localization of a robot usually consist of
annotations about the environment. These annotations are labels that de-
termine aspects such as the lighting conditions, presence/absence of objects,
applied aesthetic filters and so on. This set of tags, known as contextual
information, permits a better human comprehension of the localization. As
can be seen, scene classification can be understood as a kind of contextual
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information, and these labels for localization are very closely related to other
types of contextual information.

Research into labelling contextual information has evolved enormously
recently, and several methods exist for inferring semantic information from
images. Traditionally, contextual information was manually labelled, and
there are several databases encoding such information [21]. As the variety of
these tags can be limited, we can opt to use APIs capable of providing lexical
labels describing any input image. For instance, we can find the Google Cloud
Vision2 (GCV) API that relies on large scale datasets to automatically gen-
erate these labels, or Amazon Mechanical Turk3 (AMT), in which labelling
is performed by human agents known as “Turkers”. However, the labels pro-
vided by GCV are too generalist or heterogeneous to solve specific problems.
Moreover, different problems have appeared in the AMT platform, some of
them related to cultural factors and others related to the misunderstanding
of the specified requirements [22].

2.3. Bayesian network classifiers

Bayesian network classifiers (BNCs) have never had a significant impact
on scene classification due to the poor interpretability of the descriptors.
A competitive solution was proposed in [23], which uses probabilities and
the naive Bayes theorem to solve the classification problem. Nevertheless,
our approach implies the use of contextual information in the models, and
now the interpretability of this information provides a substantial benefit for
probabilistic models. For this reason we provide a brief introduction to BNCs
below.

A Bayesian network (BN) [24] consists of two components: a) a directed
acyclic graph (DAG) of which the nodes represent the random variables X
in the problem, and where the set of directed edges connect pairs of vertices
representing the direct dependencies between variables; b) the numerical part
of the BN corresponds to the relationship between variables quantified by
conditional probabilities, usually in the form of tables (CPTs).

Bayesian network classifiers (BNCs) are Bayesian networks in which one
of the variables represents the class C, and each possible label of the class is a
state of this variable. In all BNCs the main task is to compute the posterior

2https://cloud.google.com/vision/
3https://www.mturk.com/mturk/welcome
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maximum probability of the class variable conditioned to the input values of
a new object ~x, i.e., under the maximum a posteriori hypothesis (MAP) we
assign the label with maximum probability:

cMAP = argmaxcl P (cl|~x)

where P (cl|~x) is computed based on the BN yielding the different BNC mod-
els.

2.3.1. Naive Bayes

The naive Bayes (NB) classifier is the simplest BNC, and has a fixed
structure (see Fig. 2). This simple structure codifies that any pair of pre-
dictive variables Xi and Xj are conditionally independent given the class
variable C. This assumption is hard to hold with real data but it makes this
model extremely efficient.

. . . 

C

X1 X2 Xn
. . . 

C

X1 X2 XnX3 Xn-1Xn-2 . . . 

C

X1 X2 Xn

Xi

Xi-1. . . Xi+1

Figure 2: BNC structures for n features + class: NB (left), TAN (middle), and SPODE
(right).

Despite its simplicity, NB has shown very good results in real applications
such as computing, marketing and medicine [25].

2.3.2. Semi-naive models

Several techniques have been proposed in order to improve the accuracy
of NB by relaxing the attribute interdependence assumption. We can refer to
them as semi-naive classifiers, a term introduced by Kononenko in [26]. All
this family of techniques shares the fact that the variable C is the parent of
all variables Xi. In this paper, we focus on two well-known models, namely
TAN (tree augmented naive Bayes) and AODE (averaged one-dependence
estimator). We selected these models due to the good performance shown
in previous works, and the fact that they still maintain a very good tradeoff
between complexity and effectiveness.

The TAN model [27] relaxes the conditional independence restriction,
allowing only one arc between variables Xi (see Fig. 2), without a large
increase in the complexity of computation.
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Learning TAN models is divided into two phases: a) the structural learn-
ing, a connected tree with variables Xi, and b) the parameter estimation of
the conditional distribution P (Xi|Xj, C) and P (C).

AODE [28] avoids the structural learning phase, as does the NB model,
by using an ensemble of 1-dependence classifiers but with a structure that
is previously fixed for each model of the ensemble. AODE selects a limited
ensemble of 1-dependence classifiers and aggregates the predictions in order
to obtain the class. Each of the models in the ensemble is named SPODE
(super parent one dependence estimator). The structure for each SPODE
can be seen in Fig. 2. Similarly to the NB model, all the variables Xj have
the class variable C as parent but in this case another variable Xi is also
parent of the remaining variables Xj, i.e. we have a super-parent with the
Cartesian product of the variable Xi and the class variable C in an NB model.
Therefore, if we have n variables and the class, we have n SPODE classifiers.

3. Integration of Contextual Information

The main objective of the current article is to integrate contextual in-
formation into the semantic localization problem, which is seen as a scene
classification task. We try to solve Eq. 1, where the contextual information is
included. However, the contextual information can be present in many ways,
e.g. the lighting conditions when the image was taken, the aesthetic tech-
niques applied to the image, the presence/absence of objects, and so on. This
contextual information is usually discrete, and for instance a common label
for lighting is “sunny” instead of the brightness level, which is a continuous
value.

Labels can be transformed into discrete variables in different ways, and it
depends on whether the information is exclusive, i.e. if the lighting conditions
are “sunny” it cannot be “night”, or not, i.e. more than two objects can
be in the same image. If the contextual information is exclusive, we can
take two approaches: 1) create a new variable with as many values as the
contextual information can be labelled with, and 2) create a binary variable
for each value the contextual information can take. On the other hand, if the
information is not exclusive, the most common option is to create as many
binary variables as the contextual information we have. Fig. 3 shows two
kinds of contextual information in different images and the possible variables
that we can create.

10
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Figure 3: Variable generation from contextual information. Extraction of binary variables
from non-exclusive information (left). Two possible options for exclusive information
(right): binary or multivalue variables.

Suppose that L represents a set of n variables obtained from contextual
information where L = {l1, ..., ln}. If we modify Eq. 1 to take into account
the contextual information, the result we obtain is Eq. 3:

ĉ = arg max
c∈C

PM(c|g(I), L) (3)

In this equation we have continuous variables corresponding to g(I) and
discrete ones from L. Now, our problem has an input of continuous and
discrete values, which implies that the use of different models (PM) is not
trivial. Another alternative consists in preprocessing continuous data to dis-
crete values. However, some descriptors from the image cannot be directly
transformed into discrete values.

In addition to the representation of the contextual information, we evalu-
ate two scenarios in this proposal. The first one assumes that the contextual
information is directly provided with the input images, while the second
scenario involves an additional stage in which such information must be in-
ferred. The first scenario represents an ideal situation, and allows us to
evaluate the integration capabilities of the proposal. On the other hand,
the second scenario represents the realistic end application of the semantic
localization system, in which we may face errors in the inference of the con-
textual information. The inference of the contextual information is managed
as a preliminary stage, which consists of a set of classifiers using the im-
age descriptor as input. Each classification model from this stage separately
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handles a variable from the contextual information. A scheme for these two
propositions can be seen in Fig. 4.

HOG / HoVW

Descriptor Labels
4 

fo
ld

s 
/ t

ra
in

in
g

1 
fo

ld
 / 

te
st

C
ro

ss
 V

al
id

a
tio

n

Learning

Labels

PredictionStatistics

Contextual

Classifiers

Information

Room

Descriptor Prediction

Contextual
Information

Realistic Situation

Descriptor
Contextual
Information

Room

Room

Room

Descriptor Labels
Contextual
Information

Room

Classifiers

Contextual
Information

Ideal Situation

Figure 4: Experimentation pipeline where contextual information is assumed as available
(ideal situation) or inferred from the images (realistic situation).

4. Experimental Procedure

4.1. Datasets

We selected two datasets for the evaluation of the proposal: KTH-IDOL2 [29],
and the ViDRILO dataset [30]. These datasets were obtained within indoor
environments using a mobile robot. Each image in the dataset is annotated
with the semantic category of the scene in which it was acquired. More
details are provided below.

4.1.1. KTH-IDOL2

The KTH Image Database for rObot Localization (IDOL2) [29] consists
of 24 image sequences acquired with two mobile robot platforms: a PeopleBot
(Minnie) and a PowerBot (Dumbo). These sequences were generated within
an indoor environment, which consists of five rooms of different functionality
(one-person office, two-person office, corridor, kitchen, and printer area), and
under three lighting conditions (cloudy weather, sunny weather, and night).
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Each image is annotated with the semantic category of the scene in which it
was acquired. We select the subset of images acquired with the PeopleBot
since the position of its camera is more similar to most current robots. Fig. 5
shows exemplar images for each semantic category in the dataset. In addition,
Fig. 6 presents the same scene acquired under three lighting conditions. The
class distribution and the lighting conditions can be seen in Table 1.

Printer Area Corridor Two-Person Office

One-Person Office Kitchen

Figure 5: Semantic categories used in the KTH-IDOL2 dataset.

Cloudy Night Sunny

Figure 6: Lighting conditions of the images from the KTH-IDOL2 dataset.

Table 1: Semantic categories and lighting conditions distribution in the KTH-IDOL2
dataset.

Scene Printer Area Corridor 1-Person Office 2-Person Office Kitchen All
Cloudy 488 1632 458 518 656 3752
Sunny 482 1582 468 518 556 3606
Night 534 1704 522 633 611 4004
All 1504 4918 1669 1448 1823 11362
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4.1.2. ViDRILO

ViDRILO [30] is a dataset containing 5 sequences of annotated RGB-D
images acquired with a mobile robot, in two office buildings under chal-
lenging lighting conditions. Sequences in the dataset are annotated with 10
semantic categories (e.g. corridor, kitchen, or office) within an indoor office
environment. An example of these images can be seen in Fig. 7. In addition,
the presence or lack of 15 objects (e.g. fridge, chair or computer) is also
included in the ground truth of the dataset. Fig. 8 shows an example of
each object, and the distribution of the categories and objects is presented in
Table 2 and 3, respectively. In order to extract the same descriptors from the
two selected datasets, the depth information encoded in the RGB-D images
from ViDRILO is not considered. This allows us to focus the study on the
classification models.

Secretary Visio Conference Professor Office Student Office Toilet

Corridor Hall Warehouse Technical Room Elevator Area

Figure 7: Semantic categories used in the ViDRILO dataset.

Table 2: Distributions of the annotations in the ViDRILO dataset for semantic categories
Scene CR EA HA PO SE SO TO TR VC WH
#Images 10273 1269 1181 1722 1284 2166 993 1341 1320 905

Table 3: Distributions of the annotations in the ViDRILO dataset for objects
Object Exting. Urinal Computer Screen Chair Trash Printer Fridge
#Images 4723 421 3308 568 5937 5796 1684 395
Object Table Board Bookshelf Sink HD Phone Bench -
#Images 6214 6312 4299 190 1461 395 2914 -
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Extinguisher Computer Chair Screen Trash

Urinal Fridge Printer Hand-Drier Phone

Sink Bench Board Bookshelf Table

Figure 8: Examples of each annotated object in the ViDRILO dataset.

4.2. Descriptors and Classifiers

Using the images included in the KTH-IDOL2 and ViDRILO
datasets as input, we first extract the two descriptors presented in Section 2.
The first one is the Histogram of Oriented Gradients (HOG), which extracts
a global histogram from the image. In this work, the HOG implementation
corresponds to [31], where just level 0 is used (whole image) and we are able
to select the size n of the resulting histogram. The second descriptor is the
combination of SIFT local features with the Bag-of-Words (BoW) process.
The whole process is known as the Histogram of Visual Words (HoVW), and
we are also able to select the size n of the BoW clustering, which corresponds
to the size of the descriptor.

Taking into account that both descriptors are encoded as a sequence of
continuous values, we need to perform a discretization step to use them as
input in any discrete classification model. For this purpose we use Fayyad &
Irani’s MDL method [32], which selects the best intervals for the continuous
data by employing mutual information. Furthermore, we evaluate different
descriptor dimensionalities by: a) merging adjacent angles in the HOG com-
putation; and b) selecting different numbers of visual words, n, during the
HoVW computation. Specifically, we opt for four dimensionalities that are
shared by the two descriptors: 50, 100, 200 and 300. The combination of the
discretization and dimensionality reduction stages results in different sets of
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discrete predicting attributes.
With respect to classification, four models are evaluated: SVMs, NB,

TAN and AODE. The first one corresponds to the implementation of the
LIBSVM toolbox [33] with all its default parameters, i.e. the strategy to
deal with the multi-nominal problems is one-versus-one. With respect to the
kernels, two of them are assessed:

• linear kernel (SVMlin): it is one of the most common kernel functions,
and is given by the inner product plus an additional coefficient: x1 ·
x2 + coef0.

• χ2 kernel (SVMχ2): this kernel comes from the χ2 distribution and
is the best of those studied for feature vectors based on histograms:

1−
∑n

i=1
(x1−x2)2

1
2
(x1+x2)

With regards to NB, just the discrete version of the classifier is consid-
ered. Traditional implementations of TAN and AODE can only use discrete
variables. BN implementations correspond to Weka4 and its default param-
eters. This results in two classifiers (SVMlin and SVMχ2) that can cope with
continuous data, and three classifiers (NB, TAN and AODE) that need to
carry out the discretization step to use the descriptor information as input.

Each classification model is evaluated by means of a 5-fold cross validation
(CV) using the accuracy as measure, as is widely accepted in the evaluation
of the performance of classifiers. In order to maintain the class distribution
in the evaluation, we perform a stratified fold selection. Futhermore, the
same fold selection is maintained during the evaluation of different classifiers
and descriptors to avoid the effect of randomness.

4.3. Contextual Information

In this work, the contextual information refers to the annotations that are
integrated in the two selected datasets, namely KTH-IDOL2 and ViDRILO.
Specifically, this information corresponds to the lighting conditions (cloudy,
night or sunny) during the image acquisition in KTH-IDOL2, as well as the
presence or lack of 15 objects in the scene in ViDRILO. The integration is
performed by adding binary variables to the image descriptor extracted. In
particular, 3 binary variables are added to either HOG or HoVW when using

4http://www.cs.waikato.ac.nz/ml/weka/
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the KTH-IDOL2 dataset, and 15 variables when ViDRILO is considered.
With respect to the objects, the contextual information is not exclusive, as
a binary variable is made for each object. Despite lighting conditions being
exclusive, we select the binary representation in order to have more variables
for experimentation.

In Section 3 we discuss two scenarios with respect to the contextual in-
formation: ideal and realistic situations. The first one assumes that the
contextual data is known, and this assumption is made to understand the
behaviour of classification models when these variables are included. In this
way, we can appreciate whether their contribution improves the model’s be-
haviour, which is what one would expect since the input information is richer.
The second way to obtain contextual information is by means of learning a
classification model. To do so, we create a classifier for each binary variable,
where the input is the information extracted by the descriptors. Therefore,
some of the attributes we will use in our scene classifier (lighting conditions
and presence of objects) will be predicted by an ”inner” classifier. In this
case, we expect to observe how the error produced by these classification
models that predict the contextual information is propagated to those mod-
els in charge of the localization. It may also be that the predictions are quite
good. The point is that this would be a more realistic test because we can-
not obtain these values from an image automatically unless it is externally
annotated.

5. Results

Three experiments were carried out to evaluate the proposal. The first
experiment aims to perform an initial selection of the classification model. It
is based on the baseline experimentation, in which scene classification solely
relies on the descriptor extracted from the images. The second experiment
focuses on the inference of the contextual information, which is integrated in
the semantic localization system in the third experiment. The last experi-
ment also evaluates the integration of the contextual information when it is
directly provided and not inferred. All the experimentation was performed
using two datasets, namely KTH-IDOL2 and ViDRILO, and the results ob-
tained are analysed and discussed.
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5.1. Scene classification from image descriptors

Five classification models were evaluated in the first experiment. The first
two classifiers are support vector machines that differ in the type of kernels:
linear (SVMlin) and χ2 (SVMχ2). These two classifiers can cope with con-
tinuous data, while the other classification models (NBd, TAN and AODE)
needed a Fayyad-Irani pre-processing stage to discretize the input data. In
addition to the five classification models and two datasets, we evaluated two
image descriptors as input, namely HOG and HoVW, using four dimension-
alities: 50, 100, 200, and 300. For all these parameters, we computed the
accuracy for scene classification using 5-fold cross validation. Fig. 9 shows
the results obtained, and it can be observed how AODE and SVMχ2 outper-
formed the other classifiers. HoVW obtained higher accuracy values than
HOG, and both descriptors benefited from larger dimension values for most
of the classifiers. This tendency, however, was not maintained for TAN and
SVMlin, which displayed unexpected behaviour.

5.2. Contextual information inference from image descriptors

The second experiment focuses on the inference of contextual information
using the image descriptor as input. We tested several classification models
in the same way as in the previous section but here for predicting contex-
tual information in both datasets from the descriptors. In this experiment,
we considered 3 binary variables representing the lighting conditions in the
KTH-IDOL2 dataset, and 15 representing the presence or lack of each object
annotated in the ViDRILO dataset. An independent classifier was trained
from each one of these variables using as input the different histograms from
the HOG and HoVW descriptors.

We performed a more detailed study of the five classifiers to obtain a thor-
ough prediction of the contextual information. This study revealed AODE
and SVMχ2 , in conjunction with HoVW300, to be the two combinations of
classification model and descriptor with the best performance. Taking into
account that our study focuses on the subsequent integration of such con-
textual information, we finally selected AODE. We made this choice because
AODE classifications are provided with the probability encoding the confi-
dence of the decision, which can be exploited for different purposes.

As we wish to evaluate binary classifiers in contrast to multilabel ones, we
selected the AUC (Area Under the Curve) metric instead of accuracy. The
results obtained with the combination of AODE and HoVW300 are shown in
Tables 4 and 5 for the KTH-IDOL2 and ViDRILO datasets, respectively.

18



HOG − KTH−IDOL2
SVMχ

2

NB

AODE TAN

SVMlin

0.4 0.6 0.8 1

HOG − ViDRILO
SVMχ

2

NB

AODE TAN

SVMlin

0.4 0.6 0.8 1

Descriptor Size

50
100
200
300

HoVW − KTH−IDOL2
SVMχ

2

NB

AODE TAN

SVMlin

0.4 0.6 0.8 1

HoVW − ViDRILO
SVMχ

2

NB

AODE TAN

SVMlin

0.4 0.6 0.8 1

Figure 9: Accuracy for the five classifiers with different n values in each descriptor, HOG
(top) and HoVW (bottom), and for each dataset, KTH-IDOL2 (left) and ViDRILO (right).

Table 4: AODE classifier’s AUC for inferring the lighting conditions in KTH-IDOL2.
Cloudy Night Sunny

AUC 0.742 0.843 0.856

Table 5: AODE classifier’s AUC for inferring object presence in ViDRILO
Object Exting. Urinal Computer Screen Chair Trash Printer Fridge
AUC 0.881 0.983 0.935 0.964 0.924 0.8388 0.914 0.970
Object Table Board Bookshelf Sink HD Phone Bench -
AUC 0.942 0.876 0.927 0.990 0.985 0.936 0.954 -

We can first conclude that both lighting conditions and object pres-
ence/absence can be well inferred using the proposed classifiers. However,
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AODE is more suitable for identifying the objects than for inferring the light-
ing conditions.

5.3. Scene classification from image descriptors and contextual information

The third experiment evaluates the scene classification when contextual
information is integrated in conjunction with the image descriptors. There-
fore, we combined the image descriptor (either HOG or HoVW) with the
contextual information annotated in each dataset (lighting conditions or ob-
ject presence) to generate a new input for the classification pipeline. Two
new scenarios were evaluated in this experiment but they only differ in the
classification stage, as mentioned above. The ideal scenario assumed the
availability of contextual information, and we directly used the annotations
included in the dataset. On the other hand, the realistic scenario inferred
the contextual information using the systems developed in the previous ex-
periment. Both scenarios were compared with the baseline one, in which the
scene is classified using only the descriptor extracted from the image.

The experimentation included the three most promising classification
models (SVMχ2 , TAN and AODE), two datasets (KTH-IDOL2 and ViDRILO)
and two descriptors, namely HoVW and HOG. Regarding the descriptor di-
mension, we considered four options (50, 100, 200, and 300) in order to
discover the relationship between the descriptor dimension and the improve-
ments obtained. Using 5-fold cross validation, we computed the accuracy of
scene classification and obtained the results that are shown in Fig. 10.

The integration of the contextual information in the ideal scenario always
improved the accuracy of the baseline classifier, as we see in the differences
between the red and green bars. In Fig. 10, the bottom graphs from the
ViDRILO dataset show substantial gains for the ideal scenario. This increase
is considerably greater in comparison with KTH-IDOL2 because contextual
annotations (presence of objects in the scene) provide more discriminative
capabilities. With respect to the image descriptor, the room for improve-
ment is greater for those with the lowest baseline accuracy. In other words,
the highest accuracy increases were obtained when using low-dimensionality
descriptors, especially for HOG. This could be expected as the weight of the
contextual variables in the classification directly depends on the initial size
of the descriptor. In the above graphs, low-size descriptors (such as those
with 50 bins) have a big impact on classification where contextual informa-
tion is known. Regarding the classification model, SVMχ2 performed a more
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Figure 10: Scene classification accuracy when the contextual information is not integrated
(red), assumed as available (green), and inferred in an additional stage (blue).

suitable integration than AODE and TAN in the ideal scenario. This can be
seen in more detail when analyzing Fig. 11.

The results obtained were substantially different for the realistic scenario.
The SVMχ2 classifier was negatively affected when integrating contextual
information that had been inferred previously. In fact, the accuracy of the
scene classifier was lower than the baseline result in most of the combinations
of dataset and descriptor. In Fig 10, we see only two cases in which the
SVMχ2 baseline results (red) are surpassed by the realistic ones (blue). On
the other hand, AODE and TAN properly integrated the inferred contextual
information and obtained accuracies that are closer to the ideal scenario
than the baseline. The blue bars in AODE and TAN are closer to the green
ones than to the red. Again, the highest accuracy increases centred on the
low-dimensionality HOG descriptor.

The improvement or degradation in accuracy is graphically shown in more
detail in Fig. 11. From this figure, we can draw the following conclusions.
First, KTH-IDOL2 is not suitable for improving in the current proposal as
the contextual information included in it is not valuable. Indeed, lighting
conditions do not provide information about the scene in which the robot
is situated. On the other hand, the presence or lack of certain objects can
contribute to determining the location of the robot. Second, there is a rela-
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Figure 11: Accuracy variation of ideal (solid) and realistic (dashed) situation for SVM
(red), AODE (blue) and TAN (green) classifiers.

tionship between the descriptor’s dimension and the potential accuracy in-
crease. Low-dimensional descriptors are more suitable for a further increase
in scene classification accuracy when integrating contextual information. In
this specific problem, a stable solution is reached with 300 variables, while
larger-sized descriptors obtain similar or worse results. We select 300 bins to
maximize the contribution of the contextual information. Finally, even when
the ideal accuracy increase for TAN and AODE is not as high as for SVMχ2 ,
the realistic scenario obtained results that are closer to this increase. This
means that SVMχ2 is more sensitive to incorrect classifications of contextual
instances, while TAN and AODE are more robust against the propagated
errors of contextual information classifiers.

6. General conclusions and further work

We have presented and evaluated the integration of contextual informa-
tion in combination with image descriptors for the problem of scene classi-
fication. The integration has been carried out using two scenarios in which
the information was assumed as available, or inferred in a preliminary stage.
The proposal was evaluated by using two datasets (KTH-IDOL2, ViDRILO)
and two image descriptors (HOG, HoVW), as well as classification models
belonging to the SVM or BNC families. On the basis of the results obtained,
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we can conclude that contextual annotations are a valuable source of infor-
mation for robot scene classification. However, the proper integration of such
information depends on the classification model and the combination of de-
scriptor and dataset used for the experimentation. SVMs were shown to be
the optimal classification model when the contextual information is directly
provided, but their performance was severely impaired when such informa-
tion is inferred, which can result in misinferences. On the other hand, the
TAN and AODE classifiers carried out a promising integration of inferred
contextual information.

Our interest in using BNCs in the integration of contextual information is
due to the fact that BNCs can handle this process in a natural way through
their related (in)dependences, and they can deal with probabilities through
the inference. In the experimentation, the output probability from the con-
textual information inference was not exploited. We plan to investigate how
these probabilities could be used for generating more robust models. We
also have the extension of this proposal with richer contextual information
in mind. This information can be provided by other tools such as the Google
Cloud Vision API, or even automatically generated by services such as Ama-
zon Mechanical Turk.
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