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Abstract

Cloud computing offers users on-demand resources over the Internet without the
need to manage the infrastructure themselves. That presents cloud providers with the
challenge of managing huge, heterogeneous and busy physical resource infrastructures
in realtime. It is not an easy task to analyse the performance of these systems and the
pricing schemes of the services offered, partly because of the considerable effort and
cost of conducting experiments on real distributed systems.

Therefore, the main goal of this thesis is to facilitate the analysis of the performance
and profitability of cloud systems. Modelling is a proven and well-accepted engineering
technique for representing and visualizing a given system, and we have defined a UML
profile to model a cloud environment, including the underlying physical infrastructure,
the services offered together with their pricing scheme, and the interaction of users
with the system when requesting resources. Another useful tool is simulation, which
is a powerful technique for the design and operation of complex processes and systems
which enables the study, analysis and evaluation of scenarios that would not otherwise
be possible. There are simulation tools, such as Simcan2Cloud, for the simulation of
cloud environments.

A framework has also been developed that integrates modelling and simulation tech-
niques. This framework makes it possible to automatically generate, through model
transformation techniques, the configuration files for the Simcan2Cloud simulator from
a previous cloud environment modelled with the UML profile. This allows us to analyse
the models while observing the results of their performance and to propose improve-
ments in their management. The framework has been deployed as a plug-in for the
Eclipse platform that consists of the definition of the profile together with the necessary
restrictions for its validation, the customisation of the graphic editor to facilitate the
modelling, an example model that can be used as a base system, and the transformation
that finally generates the files necessary for its simulation.

An extension of the Simcan2Cloud simulator has also been developed to add the
behaviour defined in the profile to the simulator. This extension adds the management
of SLAs and price schemes, the differentiation of behaviour and resource allocation
between two types of users according to their priority, flexibility in the generation of
users through distributions, refactoring of the configuration parser, and improvements
in the CPU architecture, among other functionalities.

Finally, several experimental studies have been implemented to analyse the im-
pact on performance and the cloud provider income of changes in the infrastructure,
management strategies, pricing schemes and workloads.



Resumen

La computación en la nube ofrece a los usuarios recursos bajo demanda a través de
Internet sin necesidad de gestionar ellos mismos la infraestructura. Esto plantea a los
proveedores de servicios en la nube el reto de gestionar en tiempo real infraestructuras
de recursos físicos de gran escala, heterogéneas y con mucha carga de trabajo. Analizar
el rendimiento de estos sistemas y los esquemas de precios de los servicios ofrecidos no
es una tarea fácil, en parte por el considerable esfuerzo y coste que supone realizar
experimentos en sistemas distribuidos reales.

Por ello, el objetivo principal de esta tesis es facilitar el análisis del rendimiento y
la rentabilidad de los sistemas en la nube. El modelado es una técnica de ingeniería
probada y bien aceptada para representar y visualizar un sistema determinado. Por
ello, hemos definido un perfil UML para modelar un entorno en la nube, incluyendo
la infraestructura física subyacente, los servicios ofrecidos junto con su esquema de
precios, y la interacción de los usuarios con el sistema al solicitar recursos. Otra
herramienta útil es la simulación, que es una técnica para el diseño y manejo de procesos
y sistemas complejos que permite estudiar, analizar y evaluar escenarios que de otra
manera no sería posible. Existen herramientas de simulación, como Simcan2Cloud,
para la simulación de entornos en la nube.

También se ha desarrollado un framework que integra técnicas de modelado y simu-
lación. Este framework permite generar automáticamente, mediante técnicas de trans-
formación de modelos, los archivos de configuración del simulador Simcan2Cloud a
partir de un entorno en la nube previamente modelado con el perfil UML. Esto permite
analizar los modelos observando los resultados de su rendimiento y proponer mejoras
en su gestión. El framework se ha desplegado como un plug-in para la plataforma
Eclipse que consiste en la definición del perfil junto con las restricciones necesarias
para su validación, la personalización del editor gráfico para facilitar el modelado, un
modelo de ejemplo que puede ser utilizado como sistema base, y la transformación que
finalmente genera los ficheros necesarios para su simulación.

También se ha desarrollado una extensión del simulador Simcan2Cloud para añadir
el comportamiento definido en el perfil. Esta extensión añade la gestión de SLAs y
esquemas de precios, la diferenciación del comportamiento y la asignación de recursos
entre dos tipos de usuarios en función de su prioridad, la flexibilidad en la generación
de usuarios mediante distribuciones, la refactorización del parser de configuración y las
mejoras en la arquitectura de la CPU, entre otras funcionalidades.

Por último, se han implementado varios estudios experimentales para analizar el
impacto en el rendimiento y los ingresos del proveedor de la nube de los cambios en
la infraestructura, las estrategias de gestión, los esquemas de precios y las cargas de
trabajo.
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Chapter 1

Introduction

This chapter introduces the main objectives and contributions of this thesis. Sec-
tion 1.1 presents the motivation and how the main challenges were tackled in order
to accomplish the pursued objectives, and Section 1.2 presents the objectives of this
thesis. The methodology and work plan used to carry out the work involved in this
thesis are presented in Section 1.3. Section 1.4 describes the main contributions, which
are grouped to scientific contributions and technical contributions. The research visit
undertaken during the realisation of this thesis is outlined in Section 1.5. Finally, the
structure of this document is shown in Section 1.6.

1.1 Justification and motivation

The importance of cloud systems has grown significantly over the last ten years. This
fact is, in part, due to the huge amounts of data produced every day by companies,
governments, and public administrations, and which includes conventional documents
and files, as well as data automatically generated by machines, such as weather stations,
camera surveillance, and all types of sensors. These data have to be stored, processed,
analysed, and shared across organizations, and this represents a great challenge that
is being met by cloud systems.

The Synergy Research Group [109] reported that in Q2 2021, enterprise spending
on cloud infrastructure services was just over $42 billion, up by $2.7 billion from the
previous quarter and up by 33% from Q2 2020. It has taken the market just nine
quarters to double in size. While Amazon and Microsoft continue to account for more
than half of the global market, Microsoft again gained ground on its biggest rival and
reached the milestone of achieving a 20% global market share.

Although cloud computing is an excellent way of deploying and managing Informa-
tion Technology (IT) ecosystems, cloud providers have to deal with several factors to
provide the cloud with its basic features, such as high availability, broad network ac-
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CHAPTER 1. INTRODUCTION

cess, and on-demand self-service. These factors reduce opportunities for new entrants
to the market and new business models because it is not easy for cloud environment
managers to analyse users’ behaviour, and draw conclusions about resource utilisation
to improve performance and income. Moreover, physical resources must be prepared for
periods of peak and valley resource demand. In those cases where the underlying cloud
architecture is not properly dimensioned, the cloud might suffer over-provisioning or
under-utilisation scenarios —when the infrastructure significantly exceeds the required
resources— or under-provisioning or saturation —when the infrastructure does not
have enough resources to satisfy the users’ demands.

The cloud provider can increase their profits by configuring the number of active
physical resources according to customer needs, trying not to leave users unattended,
and complying with Service Level Agreements (SLAs) [5], which set out the terms on
which services are provided. Therefore, the decision to determine the optimal amount
of physical resources is key to managing the balance between hardware costs and the
revenues obtained through pricing schemes, while also keeping the time users wait
for resources within an acceptable range. Cost estimation in cloud environments is
not an easy task either. It is therefore essential that cloud providers have the ability
to manage their resources more effectively to become more competitive. With this
objective in mind, the modelling and analysis of cloud systems can be a powerful tool
for cloud providers to manage their resources and increase their profits. As regards
the modelling, the Unified Modelling Language (UML) [98] is one of the most widely
recognised and used modelling languages in this field. UML also provides profiles [54],
a generic extension mechanism for customising UML models for particular domains
and platforms. Furthermore, the Object Constraint Language (OCL) [94] helps us to
describe rules to ensure the correctness of the models when UML and profiles cannot
check certain features by themselves. The use of UML, as the basis for the models,
is compatible with the Model-Driven Architecture (MDA) [101], an approach that
provides us with a set of standards for the elaboration of these models and which
makes it possible to transform them automatically. Thus, MDA makes the models
more useful and reusable, e.g. by building code from the models.

However, some factors still make the design and development of the cloud a com-
plex task. Firstly, it is difficult to evaluate how resource provisioning policies, workload
processing, and resource performance models affect the overall cloud performance when
different configurations are used [23]. The main difficulty of this task lies in accessing
the infrastructure information in public cloud environments, as well as the high risk and
cost of performing such experiments on production-ready infrastructures. Secondly,
there is great difficulty in conducting repeatable experiments in cloud environments
for the following reasons: 1) cloud environments have varying demands, provisioning
models, system sizes, and resources; 2) users have heterogeneous, dynamic and compet-
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CHAPTER 1. INTRODUCTION

ing requirements; and 3) applications have varying performance, workload, and scaling
requirements.

The main objective of this thesis is to design techniques that allow the representa-
tion and evaluation —from the cloud provider’s perspective— of both the behaviour
of the users accessing the cloud and the underlying cloud infrastructure, in order to
optimise its performance and profitability. The first part of this objective deals with
modelling the cloud and representing the behaviour of the users accessing the offered
resources. The idea is to provide mechanisms that allow the modelling of a widespec-
trum of cloud configurations, which must be flexible in the sense that the different parts
of the cloud must be independently modelled, including resource allocation policies, the
configuration of the physical machines that provide the hardware resources, and the
topology of the data centre supporting the cloud, among others. The second part
deals with representing the behaviour of the modelled cloud scenarios using simulation
techniques. For this, it is necessary to evaluate the overall income and performance
of cloud infrastructures designed for processing a large number of users, who may be
concurrently accessing the cloud and requesting resources.

1.2 Hypothesis and objectives

This thesis is based on the hypothesis that properly representing the behaviour of cloud
scenarios, allows us to improve the architectural configuration of the cloud (i.e. resource
allocation policies and data centre configurations) in order to optimise —from the cloud
provider’s perspective— the overall performance and their income. In line with this
hypothesis, and in order to accomplish the main objective, it is necessary to model
the behaviour of cloud systems, their functionality, resource management, as well as
user interactions, and the services deployed on them. In essence, these models must
provide the capability to represent all these characteristics in order to carry out an
exhaustive analysis of the behaviour of these systems under different conditions and
workload configurations.

Modelling is a proven and well-accepted engineering technique for representing and
visualizing a given system [123]. The definition of a UML profile allows the modelling
of the main characteristics of a cloud system while maintaining a balance between the
level of abstraction and the fidelity of the representation. In addition, simulation tools
allow us to check the functionality, performance, and expected income of a cloud system
before its implementation. Furthermore, the use of MDA techniques makes it possible
to automatically provide the necessary files to configure simulation tools, without the
need to write code, and thus making the models more reusable and useful.

The main objective can be divided into the following secondary objectives:

3



CHAPTER 1. INTRODUCTION

OBJ1. Extraction and representation of the main characteristics of a cloud system using
well-known modelling techniques. The main idea is to provide a UML profile for
modelling the infrastructure of the system and to define different OCL rules for
validating the models of the cloud infrastructure.

OBJ2. Modelling of the behaviour of the users accessing the cloud. Each user must be
modelled by accurately representing the quantity and quality of the requested
resources, and the instant when the user arrives at the cloud. The terms, includ-
ing the price, on which the services are provided, represented by SLAs, must also
be reflected in the model. To this end, the UML profile is extended to model
the behaviour of different types of users, representing how they interact with the
cloud system and the cloud provider’s response to these interactions.

OBJ3. Transformation of the modelled cloud scenarios into the input for cloud simulation
tools. The goal is to design a model transformation, from the UML profile to the
simulator input files, using M2T transformation techniques.

OBJ4. Analysis of the behaviour of different cloud scenarios for processing specific work-
loads. Thus, both the infrastructure of the cloud and the users accessing the
system can be modelled using the proposed UML profile to be simulated on a
cloud simulator. To this end, it is necessary to implement —on the simulator—
the user interactions defined in the proposed UML profile, which should reflect,
among other properties, the costs of the services offered and the SLAs. Then,
after a careful analysis of the results obtained from the simulation, useful and
valuable information can be extracted in order to propose potential optimisations
in the infrastructure and pricing schemes, with a view to improving the cloud.

1.3 Methodology and work plan

The methodology and the work plan of this thesis are focused on the achievement of
the objectives defined in Section 1.2. The methodology used to carry out the work
involved in this thesis consists of the following phases:

1. Background study and documentation. During this phase, the technologies, tech-
niques, and tools required for the completion of the Thesis will be studied, anal-
ysed, and documented. The points to be taken into account are summarised as
follows:

• Modelling languages and how to redefine them for this thesis.
• Model-driven initiatives.
• Model validation languages, methodologies, and techniques.
• Model transformation languages, methodologies, and techniques.
• Tools to support the modelling and transformation process.

4



CHAPTER 1. INTRODUCTION

• Cloud system simulators.

2. Identification of scenarios and development of UML profiles. In this phase, we
study the main characteristics of cloud systems and their categorisation for mod-
elling and analysis. We obtain precise knowledge of the architecture of cloud sys-
tems, detailing the main roles and elements involved in their operations. Then,
the main characteristics of the cloud systems to be modelled and simulated, and
the potential scenarios representing the interactions between customers and sup-
pliers, are identified. Finally, the profile is defined, as well as the appropriate
rules that allow the validation of the models.

3. Model transformation. In this phase, model transformation techniques are ap-
plied to create the models required to represent the cloud under study in simu-
lated environments. To this end, we define several rules to transform the model of
a cloud scenario to the corresponding input files of the Simcan2Cloud simulator.
The validation rules corresponding to these transformations are also defined.

4. Development, integration, and documentation of the framework. During this
phase, the framework is implemented and deployed on the Eclipse Platform [36].
This phase includes the implementation and deployment of the previously defined
profile, the model validation rules, the transformation rules and the validation
rules of the transformation. Furthermore, the functionality of the simulator is
extended to fulfil the behaviour defined in the profile.

5. Simulation and analysis. Once the models are defined, we proceed to carry out
the simulations of different cloud scenarios. For this purpose, we use the existing
computational infrastructure of the Instituto de Investigación en Informática de
Albacete, that is, the Galgo cluster. Galgo consists of 105 nodes and 1168 CPU
cores for computing, which allow us to execute a significant number of simulations
in parallel, obtaining the results in a reasonable time. We use the previously
implemented extension of the Simcan2Cloud simulator to run the experiments.
The results obtained are used to analyse the behaviour of modelled systems and
draw conclusions about their performance and income.

6. Dissemination of results. Once the research results have been obtained, relevant
conclusions are drawn, and the corresponding publications are prepared for their
dissemination, both in specialised journals (with relevant impact in the Journal
Citation Reports index (JCR)), and in national and international conferences.

7. Writing and presentation of the doctoral thesis. This is the last phase of this the-
sis, which culminates in the doctoral thesis report, and reflects the work carried
out in accordance with the phases mentioned above.
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CHAPTER 1. INTRODUCTION

The time schedule for this doctoral thesis is planned for a period of 3 years, and is
structured as shown in Table 1.1.

Year 1st 2nd 3rd

Trimester T1 T2 T3 T4 T1 T2 T3 T4 T1 T2 T3 T4
Phase 1
Phase 2
Phase 3
Phase 4
Phase 5
Phase 6
Phase 7

Table 1.1: Temporal planning.

1.4 Contributions

The main research contributions made in the course of the work on the Thesis are pre-
sented in this section. In particular, scientific contributions are shown in Section 1.4.1
and technical contributions are described in Section 1.4.2.

1.4.1 Scientific contributions

The scientific contributions made in the course of this thesis are as follows:

1. Design of a UML profile —with OCL constraints— to model and validate the
designed cloud systems. The proposed UML profile consists of a UML component
and sequence diagrams that model the relationships and associations between the
cloud system components and the sequence of the interactions between the roles
of the system, respectively. The profile allows the modelling of the underlying
infrastructure of a cloud system, as well as the services offered by the cloud
provider, considering the cost-per-use of the services and the SLAs. It also allows
us to model two different user behaviours when accessing the cloud, called regular
and high-priority users. Regular users do not require a continuous service, so they
can wait to be attended to, while high-priority users pay for a continuous service,
so they need an immediate answer to their requests. The modelled physical
resources can be reserved for high-priority users in order to ensure the provision
of their service. The OCL rules allow us to check whether the model fulfils the
pre-defined constraints. This work has been presented in [12, 24, 34].

6



CHAPTER 1. INTRODUCTION

2. Design of a model transformation to translate the modelled cloud scenarios to the
configuration files of the Simcan2Cloud1 simulator [11]. We analyse the structure
of the configuration files of the simulator and align them with the profile elements
to design the transformation rules. Then, the MOFM2T [92] standard from the
OMG is used to express the transformation from the previously designed UML
profile to several text files with the configuration structure of the Simcan2Cloud
simulator. This work has been presented in [11].

3. Performance of a thorough study involving the modelling and simulation of dif-
ferent cloud scenarios in five empirical studies. The first empirical study [12]
considers a scenario with a specific workload and a cloud provider with different
infrastructure configurations to analyse the number of physical resources needed
to process the workload without bottlenecks. The second empirical study [11]
is divided into two parts. The first part extends the experiments of the first
empirical study with more heterogeneous workloads, as well as a real workload.
The second part analyses how the user distribution affects overall system perfor-
mance. The workloads are generated using two users configurations and seven
user distributions. The third empirical study [13, 34] looks at the impact of the
maximum subscription time on cloud performance. Cyclic user distributions for
the workload are also considered to generate the workload. The fourth empirical
study [24] is conducted to analyse the impact of the workload and the manage-
ment of the infrastructure on the income of the cloud provider. In this study, the
workload consists of two different types of users, regular users —who can wait
for the resources they need— and high-priority users —who need the resources
immediately and have reserved resources available to attend to their requests.
The infrastructure is managed using two different strategies, namely reserved re-
sources first —reserved resources are preferred to allocate high-priority users—
and non-reserved resources first —non-reserved resources are preferred to allo-
cate high-priority users. The last empirical study [14] considers different SLA
configurations to study the impact of the different parameters related to costs
and resource reservation. From these empirical studies we have drawn certain
conclusions about cloud performance and income depending on the size of the in-
frastructure, the resource allocation policy, the distribution of the users arriving
at the cloud, the type of users and the subscription time.

1.4.2 Technical contributions

The technical contributions made in the course of this thesis are as follows:
1The source code of the simulator is available at GitHub: https://github.com/

PabloCCanizares/Simcan2Cloud
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CHAPTER 1. INTRODUCTION

1. An Eclipse-based tool2 that implements and integrates the UML profile, the OCL
constraints, and the transformations templates. The purpose of the tool is to al-
low non-experienced users to easily model and check cloud systems. The tool
consists of several plug-ins extending the Papyrus UML tool [45]. It implements
the previously defined UML profile, as well as the property views, palettes, and
diagram styles, providing a complete graphical view of the framework. The OCL
constraints have been implemented as rules, which are executed on the models
to validate their correctness. The correctness is defined according to different
properties that we consider must be fulfilled by the cloud models. The trans-
formation templates have been implemented with the Acceleo [43] language to
automate their execution. Therefore, the models of the cloud scenarios can be
used to obtain the configuration files of simulation tools. This work has been
presented in [11, 12, 24].

2. An extension of the Simcan2Cloud1 simulator to include the expected behaviour
defined in the profile, the SLAs, and the costs per use of the services. Thus, the
different types of users specified in the UML profile and their behaviours have
been implemented in the simulator. The cloud provider has also been extended
to allow requests from different types of users, according to the defined SLAs,
to reserve resources for them, and to calculate the budget and the costs of the
services provided to each user.

1.5 Research visits

During this thesis, an international research stay was undertaken at the Edinburgh
Parallel Computing Centre (EPCC) of the University of Edinburgh. This stay lasted
three months, from 10th April 2021 to 10th July 2021, and was supervised by Dr. Rosa
Filgueira Vicente.

1.6 Document structure

Chapter 2. Preliminaries. This chapter introduces the concepts required for the
completion and understanding of this thesis. Firstly, the Model-Driven Architecture
(MDA) is presented, as well as several concepts and standards for its development. It
focuses on modelling languages, profiles to extend those languages, model transforma-
tions, and validation of the models and the transformations. Then, a brief introduction

2The source code is available at GitHub: https://github.com/AdrianBernal/uml2cloud

The plug-in update site is available at the URL: https://www.dsi.uclm.es/cloud/modeling/

uml2cloud/releases/last/
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CHAPTER 1. INTRODUCTION

to cloud systems is given. Finally, this section introduces the simulation of distributed
systems and how the discrete-event simulation, among others, is used for that purpose.

Chapter 3. Related works. This chapter reviews previous work related to the
research areas of this thesis. Firstly, it presents different modelling languages, mainly
focused on the cloud computing domains and how they are used with model transforma-
tion techniques. Then, a number of simulation frameworks related to cloud computing
systems, and their main features, are described. Finally, several research works that
focus on the impact of pricing schemes on cloud systems are reviewed.

Chapter 4. Papers related to this thesis. This chapter collects the main results of
this thesis. They are shown as they were originally published in relevant publications.
In essence, these works consists of five papers published in international journals listed
in the JCR index, and a paper published in an international conference listed in the
CORE ranking.

Chapter 5. Discussion. This chapter presents a discussion of the results obtained,
the research conducted and the objectives achieved. Firstly, each secondary objective
is discussed individually. Finally, everything is brought together to discuss the achieve-
ment of the main objective of this thesis.

Chapter 6. Conclusion. This chapter presents the conclusions obtained in the
course of this thesis, and sets out the lines, we intend to follow in order to extend and
improve the framework.
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Chapter 2

Preliminaries

This chapter introduces the concepts required for the completion and understanding of
this thesis. Firstly, Section 2.1 presents the Model-Driven Architecture (MDA), as well
as several concepts and standards for its development. Basically, this section focuses
on modelling languages, profiles to extend those languages, model transformations, and
validation of models and transformations. Section 2.2 provides a brief introduction to
cloud systems. Finally, Section 2.3 introduces the simulation of distributed systems
and how the discrete-event simulation is used for that purpose.

2.1 Modelling and Model-Driven Architecture

The first software crisis in the mid-1960s led to the birth of software engineering [35]
as a means to provide a systematic, disciplined, and quantifiable approach to software
development. The main objective of software engineering was to reduce risks during
development and to improve quality and productivity. Thus, software development
methodologies appeared in order to define and control the construction of the software.
One of the most relevant contributions is modelling, a technique that allows us to
organise data, structure our thoughts, describe relationships, and analyse proposed
designs. Modelling was used mostly to describe the product and software engineering
tasks. However, engineers realized that they could increase productivity by adapting
the modelling methodologies and using modelling to define more abstract processes,
such as the description of the problem and its requirements. This led to the emergence
of new tools and paradigms, such as Model-Driven Engineering (MDE) [112], Model-
Driven Development (MDD) [84] and Model-Driven Architecture (MDA) [93].

Model-Driven Engineering (MDE) [112] appeared in the 1980s as a paradigm that
promotes models as the central element in all the phases of software development, as it
is a methodology for creating and exploiting domain models effectively. In MDE, mod-
els are used to carry out the different phases of software engineering, thus providing
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a broader process than the one provided in Model-Driven Development (MDD) [84],
which focuses only on the development phase. In MDD, a system is modelled and
transformed into something real, such as code, documentation, or reports, for exam-
ple. Model-Driven Architecture (MDA) [93] is an initiative of the Object Management
Group (OMG) [100] that proposes a set of standards that specify interoperable tech-
nologies for implementing MDD. The relationship between the different initiatives can
be seen in Figure 2.1, in which MDA is shown as a subset of MDD. In contrast, MDE
is a superset of MDD.

Figure 2.1: Model-driven initiatives [3, 20].

MDA separates the specification of a system from the details of the platform on
which the system is deployed. For this purpose, MDA provides an approach to spec-
ifying a system independently of the platform that supports it, describing the target
platform, choosing a particular platform for the system, and transforming the system
specification. The three primary goals of MDA are portability, interoperability, and
re-usability through the architectural separation of concerns.

Since one of the main goals of this thesis is to model cloud scenarios and evaluate the
overall income and performance, MDA can be applied to model these specific types of
systems, independently of the platform supporting it, and thus to facilitate the process
of modelling and the reuse of these models.

The evolution of MDA has brought whit it new concepts such as model, metamodel,
and model transformation. A software model is a description of a system written in
a well-defined language, with specific syntax and semantics, which can be interpreted
by a computer, and a metamodel is a model that defines the structure of a modelling
language. If a model is an abstraction of the real world, a metamodel is an abstraction
of a model. This is a recursive process, as there is also a meta-metamodel that defines
the modelling language that describes metamodels. This relationship is shown in Fig-
ure 2.2a by means of the four-layer architecture diagram proposed by MDA, as well as
its correspondence with the UML layers [98] represented in Figure 2.2b.

Therefore, modelling languages allow the definition of models and are used to de-
sign and describe systems from different perspectives, with regards to a systematic
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M0: Instance

M1: Model

M2: Metamodel

M3: Meta-metamodel

describe instance of

describe

describe

describe

instance of

instance of

instance of

(a) MDA (b) UML

Figure 2.2: Four layer architecture proposed by MDA [68].

set of rules that define how the language must be used. The rules are used for the
interpretation of the meaning of components in the structure. With regards to the
modelling language, this can be graphical or textual. Graphical modelling languages
use diagrams to represent the systems, while textual modelling languages typically use
keywords and parameters to make expressions to describe the systems.

Modelling languages can also be classified, depending on their scope, into Domain
Specific Modelling Languages (DSMLs) [112] or General Purpose Modelling Languages
(GPMLs). DSMLs provide abstractions and notations that allow direct and under-
standable expressions of domain concepts. In contrast, GPMLs are broadly applicable
across domains and lack specialized features for a particular domain. UML is a mod-
elling language classified as GPML, and it is provided by the OMG [100].

2.1.1 UML

Before the first Unified Modelling Language (UML) [131] standards were published,
there were many incompatibilities between the different notations modelled by experts
in the field. The market for modelling tools was small and fragmented, and models were
only used for sketching and documentation, rather than being fully integrated into the
software development process. This problem began to change in the mid-1990s when
the OMG acted as a forum for agreement among experts, and the UML standard was
defined.

The UML standard revolutionised modelling by eliminating incompatibilities be-
tween notations, leading to the growth of visual modelling, which led to its widespread
use, not only in software design, but also in systems engineering, and business. When
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UML was released, it removed the biggest obstacle to visual modelling, which was the
lack of homogeneity in models, leading to a dramatic increase in its use [132].

UML has become the universal language of software development, allowing engi-
neers to freely exchange their designs. The ability to understand models created by
other engineers has enabled collaboration across organisations, helping to create larger
and higher quality software projects.

UML allows professionals to model the structure and behaviour of systems, high-
lighting their most salient features. During the construction of the models, architects
and designers can analyse and fine-tune the system under development by using di-
agrams, which allow the visualization of the high-level structure, the relationships
between components, and lower-level details. Once models are defined, they can be
presented to users for their approval and be implemented and executed. Some mod-
elling tools can run the model directly or generate the code and auxiliary files needed
to deploy and run it. The defined models can also be provided to programmers for
implementation [97].

The UML [98] specification defines two main types of diagrams for representing
systems, namely structure diagrams and behavioural diagrams, which can be hier-
archically classified as shown in Figure 2.3. Structure diagrams depict the different
components of a system and the relationship between them. In particular, structure
diagrams focus on the static structure of a system at different levels of abstraction.
Behavioural diagrams show the dynamic behaviour of the objects in a system, which
can be described as a series of actions and changes over time.

Figure 2.3: Hierarchical classification of UML diagrams [127].
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The UML [127] diagrams that have been considered in the work on this thesis are
the following:

• Component Diagram: This kind of diagram is a structure diagram that shows
the system components, the interfaces provided, the interfaces required, the ports,
and the relationships between the components of a system. It provides developers
with a high-level, architectural view of the system, which helps developers begin
formalizing a roadmap for the implementation. Component-based development
is focused on the assumption that the components can be reused and replaced
if necessary. Components can be categorised as physical (e.g., EJB components,
CORBA components, COM+ and .NET components, WSDL components, etc.)
or logical (e.g., business components, process components).

• Sequence diagram: This king of diagram is considered an interaction diagram
type, which models the sequence of messages exchanged between the objects in
the system. The main elements of the sequence diagram are lifelines and mes-
sages. Another important element is the combined fragments [126], introduced
in version 2.0 of UML. Combined fragments define different control structures in
the execution flow. They delimit a portion of the diagram and are defined using
operands and guards. The operands indicate the type of control structure to be
executed, whereas the guards are conditions enabling the execution or not of the
diagram delimited by the combined fragment, following the corresponding control
structure. Figure 2.4 shows the combined fragments for the alt, loop, break, and
ref operators that are used in this thesis. The combined fragment alt represents
a choice or alternative behaviour, and is equivalent to the if-then-else operator,
and only one of the operands can be chosen. There may be different alternatives
with an explicit or implicit guard that represents the if or the else condition.
The combined fragment loop represents a repetition of the diagram part delim-
ited by the combined fragment, which is repeated as long as the guard condition
is fulfilled. The combined fragment break represents a break or an exceptional
scenario that stops the execution of the enclosing interaction fragment. If the
guard condition fulfils is satisfied, the interactions inside the combined fragment
are executed, and then, the interaction flow stops. When the guard condition is
false, this combined fragment is ignored, and the flow execution continues. The
ref combined fragment is also called interaction use. It allows the calling of an-
other interaction, which is described as a separated diagram and referenced by
a name. It makes it possible to simplify large and complex sequence diagrams.
In this way, it is possible to split a complex diagram into smaller fragments and
refer to these fragments using interaction uses. In general, these fragments are
usually reused in several interactions.
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Figure 2.4: Some UML combined fragments.

2.1.2 UML profiles

UML [98] is the most widely used standard for accurately specifying and documenting
any system. However, it is a general-purpose notation, so there are situations when
a more specific language is needed to model and represent the concepts of particular
domains.

The OMG [100] offers two possibilities for defining domain-specific languages. The
first one is the definition of a new language, as an alternative to UML, using the mech-
anism provided by the OMG for defining visual languages by describing its metamodel.
In this way, the syntax and semantics of the elements of the new language are defined to
fit the specific characteristics of the domain. This option provides us with a higher de-
gree of expressiveness and correspondence with the concepts of the particular domain.
However, if we define a new metamodel we can not take advantage of the functionalities
of existing UML tools to manage the models designed with this language. The second
possibility is to extend UML by using what are called UML profiles [54]. A UML profile
is the mechanism provided by the UML to extend its syntax and semantics to express
specific concepts in a specific domain. UML profiles are part of the UML specification,
so most of the UML tools can manage any model described using a UML profile.

The main element of a profile is the stereotype (see Figure 2.5), which can be seen as
an entity of a specific domain. The purpose of a stereotype is to extend an existing UML
meta class to provide it with a particular meaning and attributes. The relationships
between stereotypes depict the structure and behaviour of our entities.
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«Metaclass»

Component

«Stereotype»

VM

 + cores: Integer [1]

 + disk: Size [1]

 + computingUnits: Real [1]

 + memory: Size [1]

Figure 2.5: Example of stereotype.

2.1.3 Model validation

The validation of models is an important phase in software engineering since it allows
the checking of the correctness of the modelled system – during the design phase –
according to certain defined constraints, which must be fulfilled. In this way, once
the models are defined, they are validated to check whether they fulfil the expected
constraints. In this thesis, the descriptions of the systems have been validated by
defining certain constraints, which must be fulfilled by the elements of the model using
OCL (Object Constraint Language) [94]. OCL is a standardised language defined by
the OMG that allows us to define constraints and perform queries to obtain values
from the model in order to validate it. For instance, in Figure 2.6, we see how the cores
property of the VM stereotype is defined as an integer with multiplicity 1. Thus, the
values of this property are restricted to an integer. However, in this case, we also need
to check that this integer value is greater than 0 in all instances of VM.

«Stereotype»

VM

 + cores: Integer [1]

 + disk: Size [1]

 + computingUnits: Real [1]

 + memory: Size [1]

cores_Must_Be_Greater_Than_Zero

{{OCL} self.cores>0}
«context»

Figure 2.6: Example of model validation with OCL rules.

2.1.4 Model transformation

Transformation allows the translation of different models, viewpoints, or artefacts,
from an initial model to a target model, on the basis of a transformation pattern.
Thus, model transformation is the process of converting a model to the corresponding
target model of the same system. Both the source and the target model have the same
conceptual information, but it is presented in another form [93]. It is also used to cross
levels of abstraction or architectural layers.
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Depending on the objective of the target system, different artefacts can be used in
the design phase. We use model transformation techniques to automatically transform
models, which are created using a specific language, into the corresponding models that
are based on a target language. Mens & Van Gorp [86] establish a taxonomy of model
transformation techniques depending on the target language of the transformation,
distinguishing between endogenous and exogenous. The endogenous transformations
are those performed between models expressed using the same language, while the ex-
ogenous ones are those performed between models expressed using different languages.

Model transformations are also classified according to the target artefact of the
translation. Thus, they can be Model-to-Model (M2M) transformations [42], where
the source and target artefacts are models, or Model-to-Text (M2T) transformations
[41], where textual artefacts (e.g. source code, reports, configurations, documentation,
etc.) are obtained from models.

The main artefacts involved in the general schema of the model transformation
are shown in Figure 2.7. These transformations are specified at the metamodel level,
and they define the relationships between the elements of the source and the target
metamodel. In this way, any model, conforming to the source metamodel, could be
transformed into a model conforming to the target model. Model transformations are
carried out automatically using different standards provided by the OMG, such as
QVT [96] (M2M transformations) and MOFM2T [92] (M2T transformations).

Figure 2.7: Model transformation scheme [66, 110].

Specifically, in this thesis, we use Acceleo [43], a code generator from the Eclipse
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Foundation based on the MOFM2T (MOF Model to Text) standard, to transform
stereotyped UML models into textual documents that specify the configuration of the
infrastructure and user interactions, on a cloud simulator. Acceleo uses a template-
based approach, and thus a template parametrised with the model elements specifies
how the text should be generated. These templates define the structure of the text
with placeholders to include the data extracted from the models. These placeholders
are queries that select and extract values from the model.

2.1.5 Validation of the model transformation

As mentioned in Section 2.1.4, with model transformation we generate a model from
another one, and the reliability of the resulting model is increased by validating the
model and the transformation. If the source model or the transformation is not correct,
the target model could present errors. MDA focuses on model reuse, so an error in
the initial – or target – model can be propagated from one phase of development (e.g.
design phase) to the following ones.

The validation of the model’s transformation allows the checking of the syntactic
and semantic correctness of the transformation and the models, both source and target.
The conceptual content of the system modelled by the target model must correspond
to the system modelled by the source model.

There are different approaches to the syntactic and semantic validation of the trans-
formation [78]. In this thesis, the test case-based approach is used, which focuses on
the transformation validation of a defined set of source models and their correspond-
ing target models. This validation is performed for the main representative set of the
domain. Hence, it generates a certain level of confidence for the rest of the transfor-
mations. In particular, this thesis implements the approach of Tiso et al. [125], which
proposes the validation of the M2T transformations, specified in Acceleo, at the unit
level, that is, the testing of each transformation rule separately. For this purpose, they
propose the use of Java Service Wrapper [44] queries, which allow us to invoke methods
from our own Java class and to pass parameters to it from Acceleo code. By following
the methodology of this proposal, a testing rule is implemented with Acceleo for each
transformation rule. Figure 2.8 shows the scheme of the four-step validation process,
which consists of the following steps: 1) a query written in OCL selects the elements
to be transformed from the cloud model; 2) the testing rule generates the complete
regular expression from a template using the elements selected by the query; 3) the
testing rule calls the transformation rule, passing – as parameters – the selected ele-
ments from the cloud model; and 4) the testing rule calls the Java method through the
Java Service Wrapper. This Java method receives two parameters, one being the string
generated by invoking the transformation rule to be tested, that is, the output of the
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transformation rule, and the other the regular expression which specifies the pattern
that the output of the rule must satisfy. Then, the Java method checks that the text
generated by the tested rule matches the regular expression. Finally, the results of the
unit tests are shown in an HTML file. As a coverage criterion for selecting the input
elements of the unit tests, at least one instance of each template in the transformation
design, and one occurrence of each component used to build the source model, should
appear in the unit tests.

testGenerateDataCentre

generateDataCentre

OK

FAIL

=

≠

match 4. Match the output
with regular expression

(Oracle function:
Java Services Wrapper)

Subtransformation test output
(HTML test report)

Subtransformation test input
(Cloud system model)

1.Select elements
totransform

(OCL query)

3.Execute subtransformation
(output: STA fragment for the selected elements)

2.Instantiate parameters of regularexpression
(parameters: values of element properties)

Figure 2.8: Scheme of the validation of the model’s transformation.

2.2 Cloud computing

According to the definition provided by the National Institute of Standards and Tech-
nology (U.S. NIST ) [83]: “Cloud computing is a model for enabling ubiquitous, conve-
nient, on-demand network access to a shared pool of configurable computing resources (e.g.,
networks, servers, storage, applications, and services) that can be rapidly provisioned and
released with minimal management effort or service provider interaction. This cloud model is
defined by five essential characteristics, three service models, and four deployment models.”

Depending on the deployment model in the cloud [83], each system can be cate-
gorised as public, private, community, or hybrid:

• A public cloud is the most commonly used form. In essence, this type of cloud
is used by the general public. It is important to note that the public cloud has a
sole owner, and come with its own policy, value, profit, cost, and charging plans.
This platform allows users to pay only for the capacity their applications need,
also known as the pay-as-you-go model. Amazon EC2 is a representative example
of a public cloud.

• A private cloud is a cloud operated within a single organisation. Generally
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speaking, the size of the private cloud is smaller than that of the public cloud.
One of the main motivations for creating a private cloud is security.

• In the community cloud, the cloud infrastructure is provided for the exclusive
use of a specific community of consumers from different related organisations.

• Finally, a hybrid cloud is a combination of two or more distinct cloud infras-
tructures (private, community, or public) that remain as separate entities, but
which are linked by a standardised or proprietary technology that enables data
and application portability.

In addition, the service models provided by the cloud can be classified as follows:

• Software as a Service (SaaS). Consumers can use the cloud provider applica-
tions running on a cloud infrastructure.

• Platform as a Service (PaaS). A development platform is provided to users
to create applications using languages, libraries, services, and tools supported by
the cloud provider.

• Infrastructure as a Service (IaaS). IT infrastructures are offered to con-
sumers to deploy and run the software, which may include operating systems
and applications.

The term cloud computing [135] refers to both the applications offered as a service
and the hardware and management software in data centres, which provide these ser-
vices efficiently. All these components (see Figure 2.9) have to work together to make
the cloud possible. In the cloud, resources are provided on-demand. The user makes a
request for resources to carry out a job and these are released when the user finishes.
These resources [79] are organised over several data centres that are often distributed
in different geographic locations to serve users.

Data centres constitute the physical resources of the cloud system [4], and are
composed of physical machines sets, and communication networks. These physical
machines can be either computing machines or storage machines. Computing machines
are the resources on which virtual machines are hosted and executed, while storage
machines are used by jobs for storing data. On these storage machines jobs read and
write all kinds of data that need to be accessed ubiquitously. Virtual machines are
defined in terms of CPU, memory, storage, and network, and rhe applications and jobs
are executed on them.

Cloud providers have to deal with the complex task of managing a large number of
computing resources, which usually consist of a great number of physical machines dis-
tributed in each data centre. Efficient management of these resources is essential for the
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Data Center 1 Data Center n

Users

Figure 2.9: Underlying architecture of a cloud system [11].

correct functioning and the desired performance of the entire system. Therefore, cloud
providers must virtualise resources to maximise their utilisation, where virtualization
consists of running several virtual instances of a computer machine simultaneously.

In essence, the cloud provider is responsible for receiving and handling user requests,
locating them in the appropriate data centre to forward the request to, returning
responses to user requests, and managing the queue of requests that cannot be handled
immediately, hence requiring them to wait for resources to be freed up. The cloud
provider is responsible for managing the services offered, with each service usually being
accompanied by a Service Level Agreement (SLA) [5], that is, the contract between
the cloud provider and the cloud user, which establishes the terms of the service, the
minimal guarantees offered by the cloud provider, and the prices.

The cloud provider must also manage their SLAs, cost policy, and billing. In
addition, the provider hides the details of the physical resources, allowing users ho-
mogeneous access. In turn, each data centre has a manager in charge of monitoring
the status of the resources for the correct hosting of user requests. Once the machine
on which a request is to be hosted has been chosen, the hypervisor is in charge of
managing how the physical resources of a machine are shared among the users.

2.3 Simulation of distributed systems

Simulation is a powerful technique for representing the behaviour of complex processes
and systems [113]. In essence, simulation makes possible the study, analysis, and eval-
uation of scenarios that would not otherwise be possible. Robert E. Shannon [113]
defines simulation as “the process of designing a model of a real system and conduct-
ing experiments with this model for the purpose of understanding the behaviour of the
system and/or evaluating various strategies for the operation of the system”.
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In distributed systems, the companies or organisations have to efficiently manage
the huge data centres that support these systems. Designing new and improved dis-
tributed architectures is a continuous process that requires the best technologies and
design strategies. This trend of continuous improvement should not only apply to
the architecture but also the corresponding applications. The overall performance of
these systems relies on a good balance between the design of the application and the
resources provided by the architecture [91]. If an application is not well designed, it
will not perform well even if it is executed on the resources required to achieve the
desired performance. Conversely, the application will not perform well if it does not
have sufficient resources for its execution.

With the increasing complexity of current distributed systems, the detection of bot-
tlenecks, or the mismanagement of resources, is critical to the design and improvement
of new distributed architectures. However, this process requires the execution of a
large number of experiments, which are very expensive and time-consuming, both at
the hardware level and the software level, and then there is the cost of the required in-
frastructure, and the cost of re-designing and recoding complex software. That is where
simulation techniques come into their own, as they allow us to analyse the system by
simulating its behaviour without working with the real system.

In general, there are three different techniques for assessing the performance of
systems and networks [57]: measurements, mathematical analysis, and computer sim-
ulation. Table 2.1 shows a comparison of these techniques. Those techniques focusing
on measurements require production-ready environments, and running experiments on
these infrastructures usually entails some risks and, in some cases, it requires addi-
tional costs and effort. Any failure in the experiments may cause performance losses
for the rest of the users or even a system crash. Furthermore, any change in the experi-
ments must be implemented in the real system. Therefore, usually either mathematical
analysis or computer simulation is applied to analyse the system by simulation. Math-
ematical analysis often provides only a limited insight for system design, as extremely
detailed mathematical models tend to become intractable. Therefore, computer sim-
ulation is often the technique of choice for conducting experiments and optimising a
given design. In a computer simulation, the function and behaviour of a real system
are imitated over time. The model needs to be designed in such a way that the be-
haviour of the model mimics the behaviour of the real system’s response to events over
time. For this purpose, the system is broken down into its main components, which
are modelled independently.

Distributed systems consist of the network, physical resources, workload, and sched-
ulers, among other elements. During the simulation, these components interact with
each other to reflect the overall behaviour of the system. Computer simulations are
actually applied in many different fields, and there are several types, such as discrete-
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advantages disadvantages

measurements
– accuracy
– real results

– risks
– costs
– effort

mathematical
analysis

– repeatable
– low-cost environment

– limited insight of the system
– models often get intractable

computer
simulation

– repeatable
– low-cost environment

– imitation of the system

Table 2.1: Comparison of different techniques for performance evaluation of systems
and networks.

event simulation [57], continuous simulation [73], Monte Carlo simulation [74], etc.
Discrete-event simulation is a widely used technique in the field of computer net-

works [57]. The basis of discrete-event simulation (see Figure 2.10) is that the state
of the simulated model can only change with an event, which is a discrete point ti in
time. The idea is to jump from one event to the next one, whereby the occurrence of
an event may trigger changes in the system state. Every discrete-event time ti creates
a snapshot of the system that contains all the data required to allow the simulation to
continue. This simulation paradigm is very suitable for distributed systems since these
systems are considered a collection of processes, and a process is considered a sequence
of events [72]. Moreover, discrete-event simulation is easy to apply. Hence, discrete-
event simulation provides a simple and flexible way to evaluate the target system under
different conditions and in a repeatable way.

Figure 2.10: Principle of discrete-event simulation [57].

In continuous simulation [73] the time of a system is represented in such a way that
the state variables change continuously over time. Generally, continuous simulation
models use differential equations that give information about the rates of change of the
state variables, i.e. the speed at which the state changes at any given time. Simple
differential equations can be solved analytically to obtain the state of the system at
every moment in the simulation time. In an analytical solution, we use mathematical
methods to obtain exact information about the estate of the system. However, most
continuous models are complex and analytical solutions are not possible, so these mod-
els must be studied by means of simulation. In continuous simulation, we evaluate a
model numerically and the output data are gathered to estimate the characteristics

23



CHAPTER 2. PRELIMINARIES

of the model. The fundamental difference is that continuous simulation uses updates
of the state variables calculated by the equations, whereas a discrete-event simulator
schedules events to update the state variables.

Monte Carlo simulation [74] is a widely used technique in the probabilistic analysis
of engineering systems. Basically, this is a numerical experimentation technique for
obtaining the output variables statistics of a system’s computational model given the
statistics of the input variables. In each experiment, input variables are sampled with
random values based on their distributions. Several experiments are carried out using
the input random variables, and a number of statistics from the results are computed
to obtain conclusions. It is usually used for large and complex systems when analytical
approximations are not easy.

In this thesis, we use discrete-event-based simulations to represent the behaviour
of different cloud scenarios. As mentioned in Section 2.2, the basis in a cloud for
delivering services is data centres, which consist of a collection of physical machines
and communications networks. Services are delivered over the Internet, which is itself
a collection of interconnected machines. Hence, the simulation of discrete-events is a
suitable technique for simulating cloud systems.
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Related work

This chapter reviews previous work related to the research areas of this thesis. Sec-
tion 3.1 presents different proposed modelling languages that focus on the cloud com-
puting domain, and how they are used with model transformation techniques to gener-
ate other models or textual artefacts. Section 3.2 describes different simulation frame-
works aimed at representing the behaviour of the different parts of cloud computing
systems. Finally, Section 3.3 reviews research works focused on the impact of pricing
schemes on cloud systems.

3.1 Modelling of cloud systems

In recent years, analysing, modelling, and investigating cloud systems has become a
topic of much interest [33, 49, 85]. In general terms, studying the cloud is a complex
and challenging task.

Firstly, since there are a large number of inter-related variables that must be con-
sidered in order to accurately represent the behaviour of the cloud, such as the be-
haviour of users and hardware components (e.g. CPUs, memories, networks and vir-
tual machines), providing an accurate and formal model of cloud systems is costly.
Secondly, current simulation tools, which are applied to investigate cloud systems (see
Section 3.2), usually require different languages to represent the underlying infrastruc-
ture, hence hampering the modelling process aimed at representing the target cloud
system.

Currently, the Object Management Group (OMG) [100] provides different UML
profiles (see Section 2.1.2) for modelling specific domains, but still with a high level of
abstraction, such as the following:

• MARTE (Modelling and Analysis of Real-Time and Embedded systems) [99]
is a UML profile that adds capabilities to UML for the model-driven design
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and development of real-time, as well as embedded, systems. MARTE provides
support for the specification, design, and validation stages.

• SysML (Systems Modelling Language) [95] is a general-purpose modelling lan-
guage for specifying, analysing, designing, and verifying complex systems that
may include hardware, software, information, personnel, procedures, and facili-
ties.

These profiles allow the modelling of complex systems from a general perspective,
but some surveys and systematic reviews of the current literature [9, 10, 88] show
that several works focused on cloud system modelling approaches have been published.
Cloud modelling languages can be divided into categories depending on which point of
view they focus on, for instance, the perspective of the cloud user accessing the cloud
or the perspective of the cloud provider offering services. A current challenge in cloud
modelling is to address both perspectives.

3.1.1 Perspective of the cloud user

Modelling languages focused on the cloud user perspective are typically based on mod-
elling the cloud service offerings without considering the underlying physical infras-
tructure of the cloud. These services can be distinguished, according to the commonly
accepted cloud service categories, as Infrastructure as a Service (IaaS), Platform as a
Service (PaaS), and Software as a Service (SaaS). In essence, IaaS refers to the low-
est degree of virtualisation, while SaaS refers to the highest one. Cloud modelling
languages often consider these degrees of virtualisation. Then, they are categorised
according to the level of virtualisation they provide.

Although the work carried out in this thesis is focused on the perspective of the
cloud provider (see Section 3.1.2), the management of the resources requested by cloud
users has also been considered in the modelling process. The users accessing the cloud
represent the workload to be processed by the cloud. In essence, each user rents one or
several VMs for a specific period. The cloud provider offers a catalogue of VMs with
Service Level Agreements (SLAs) assigned, which includes the service costs for renting
these resources. In particular, we focus on IaaS and applications running on top of
virtual machines. These applications are modelled in terms of the resources needed to
be executed, such as computing and storage, which are abstracted from their specific
architecture.

Infrastructure as a Service

IaaS provides cloud infrastructure with the illusion of unlimited storage and comput-
ing power. It is the base layer for cloud computing, which uses virtual machines by
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providing these resources on-demand [121]. The IaaS modelling languages are focused
on the description of computing services and the configuration of VMs. Some of these
modelling languages and frameworks that focus on IaaS are described below.

CloudNaaS (Cloud Networking-as-a-Service) [7] is a platform with a textual mod-
elling language that enables the deployment of applications with a set of network
functions such as virtual network isolation, custom addressing, service differentiation,
and interposition of various middle-boxes.

MDE4HPC (Model-Driven Engineering for High-Performance Computing) [103] is
an MDE-based framework that enables efficient code generation for the deployment of
HPC applications on multiple target architectures. This framework allows the descrip-
tion of scientific knowledge independently of any specific platform. The methodology
relies on successive model transformations to enrich —progressively— the model with
platform information. The models are described using the DSML (Domain-Specific
Modelling Language) called HPCML (High-Performance Modelling Language).

ANTAREX [116] is a Domain-Specific Language (DSL) to express the self-adaptivity
of applications and to manage —in run-time— applications for green heterogeneous
HPC systems. ANTAREX is based on Aspect-Oriented Programming (AOP) princi-
ples, embodied in the LARA [26] language, which effectively support the separation
of concern without burdening the domain expert with the need to learn a new lan-
guage. This DSL also provides a way to unify scripts and tools —such as libraries for
autotuning, system monitoring, and dynamic recompilation— under a single interface.
This language aims at supporting a collaboration between users and support staff of
HPC centres, where the users develop applications focusing on the functional require-
ments and, then, take advantage of the support staff’s expertise in HPC to improve
the performance of the applications.

Caglar et al. [21] provide a framework for estimating the performance and cost
of hosting services in the cloud. The authors propose two DSMLs. The first DSML
for simulator-based analysis capability is used to estimate the performance and price
for hosting services in the cloud, while the second DSML is aimed at automating its
deployment across a range of cloud service providers. The framework uses MDE to
generate simulation code for CloudSim [19, 23] and deployment scripts.

Platform as a Service

PaaS provides a development environment as a service, where applications are deployed
using a set of programming languages and tools. These services scale to meet the
applications’ demands [111]. The modelling languages that focus on PaaS mainly
comprises entities as worker threads over VM instances. Some of these modelling
languages and frameworks that focus on PaaS are described bellow.
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CloudMIG [51, 52, 53] is an approach for semi-automatically migrating existing
enterprise software systems to scalable and resource-efficient PaaS and IaaS-based ap-
plications. This approach focuses on the perspective of the developer and assists in
re-engineering and migrating legacy software systems to cloud environments. In this
case, the developers are the PaaS users that deploy their applications on the cloud
infrastructure to offer services as a service to third parties. CloudMIG is intended to
generate large parts of a target architecture utilizing rule-based heuristics.

CloudML [47, 48] is a modelling language that aims facilitate the provisioning,
deployment, monitoring, and adaptation of multi-cloud systems while being agnostic to
any development paradigm and technology. Applications can be based simultaneously
on both IaaS and PaaS solutions. The authors provide a tool-supported DSL for
modelling the provisioning and deployment of multi-cloud systems at design time.

Service as a Service

SaaS is the top layer of cloud computing, where the software and associated data are
deployed and hosted on a cloud infrastructure. In this model, a single application can
be accessed by many customers through the Internet [121]. The modelling languages
that focus on PaaS mainly define application configurations and adaptation rules. Some
of these modelling languages and frameworks that focus on SaaS are described bellow.

The cloud Architecture Description Language (clADL) [61, 105] is the core ele-
ment of a model-based methodology for engineering cloud software. This language
describes the logical software architecture of systems and achieves a representation
that abstracts from its technological requirements. The methodology uses other dis-
tinct modelling languages that integrates with the logical software architecture model.
The other languages used are the Target Description Language (TDL) and the Map-
ping Description Language (MDL), which are described in the same works as clADL
[61, 105]. The TDL describes physical infrastructure architectures on which software
is executed. The MDL maps clADL to TDL by defining deployments of software archi-
tectures onto infrastructure architectures. In combination, these models describe the
overall system architecture, which comprises software architecture and infrastructure
architecture.

Cloud Blueprint [89, 90] is an approach for designing, configuring and deploying
virtual Service-based Applications (SBAs) payloads on virtual machines and resource
pools in the cloud. The authors propose the Blueprint concept as a uniform abstract de-
scription for cloud service offerings over different cloud computing layers, such as SaaS,
PaaS and IaaS. The authors introduce a formal template for unambiguously describ-
ing a blueprint, as well as a lifecycle that guides developers through the manipulation,
composition and deployment of different blueprints for an SBA. Cloud Blueprint allows
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you to dynamically run SBAs on top of federated cloud virtualization solutions. The
SaaS components of an SBA are abstracted and described in a series of templates in
order to provide a method for provisioning and automating cloud services.

MOCCA [75] is an approach for migrating existing software to a cloud environment.
The MOCCA metamodel represents the architecture and deployment of existing soft-
ware. The deployment in a cloud environment can be expressed in terms of a group
of elements —or components— that are mapped to virtual resources in a cloud envi-
ronment. Virtual resources are described in Open Virtualization Format (OVF) [39],
which is a textual modelling language.

MULTICLAPP [58] supports the modelling of cloud applications from an perspec-
tive that is independent of the cloud provider. This approach models the application
components in UML and refines them with a dedicated profile. Multi-cloud applications
are modelled as a composition of software artefacts, where each one can be assigned
to a different platform. In addition, the provided stereotypes allow components to be
annotated with QoS (Quality of Service) parameters, such as their response time.

CAML[8] is an approach for representing cloud deployment topologies in UML
and refining them with cloud service offerings captured by dedicated UML profiles. In
essence, CAML is based on a library of models and profiles, which allows the modelling
of cloud service offerings from technical and non-technical perspectives (e.g. perfor-
mance and price characteristics, respectively). CAML is based on UML in such a way
that the profile can be applied to previous UML models in order to adapt them to a
cloud environment.

TOSCA [15] provides a way to enable portability in the automatic deployment
and automated management of composite applications. This language describes the
structure of composite applications in terms of so-called service templates. An extended
version of TOSCA, called ToscaMart [117], allows developers to reuse components and
fragments of existing applications. TOSCA is XML-based, while Vino4TOSCA [16]
provides a graphical notation for service templates.

CloudDSL [114] is a (DSL) that uses a common cloud vocabulary to describe cloud
entities, such as services and resources across a wide range of cloud platforms. This
language can be used together with TOSCA to reduce the workload of creating cloud
descriptions in a TOSCA specification. This language contributes to different phases
of cloud portability, facilitates the communication of services and resources to different
levels of stakeholders, and enables the description of different types of cloud, such as
federation and inter-clouds.

The Cloud Application Modelling and Execution Language (CAMEL) [1] enables
the specification of multiple aspects of cross-cloud applications. This modelling lan-
guage allows the management of self-adaptive cross-cloud applications. This approach
exploits models at design and run time, and allows both direct and programmatic ma-
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nipulation of models. The run-time approach provides an abstract representation of
the underlying running system, whereby a modification to the model is enacted on-
demand in the system, and a change in the system is automatically reflected in the
model. CAMEL integrates and extends other heterogeneous domain-specific languages
(DSLs) that cover different aspects of self-adaptive cross-cloud applications, such as the
previously described CloudML [47, 48], Saloon [107, 108], CERIF [64] and Scalability
Rule Language (SRL) [40, 71]. The concrete syntax of CAMEL is textual syntax.

StratusML [60] is a technology-independent modelling framework and domain-
specific modelling language for cloud applications. This framework provides a graphical
environment and user interface to define application services, configure them, specify
the behaviour of the applications through a set of adaptation rules, and estimate cost
with diverse cloud platforms and configurations. Template-based model transforma-
tions are applied to generate the configuration artefacts of a selected target platform.

3.1.2 Perspective of the cloud provider

Most cloud system modelling languages, such as those mentioned in the previous sec-
tion (Section 3.1.1), describe the configuration and deployment of an application by a
cloud user in one or more target cloud environments. They allow the modelling of the
services and resources offered by the cloud provider without paying attention to the
underlying hardware. The languages described in this section are focused on modelling
the infrastructure supporting the cloud system. The UML profile proposed in this
thesis is also focused on this perspective. This is useful for researchers in those cases
that require modelling and simulating a cloud infrastructure in order to obtain valu-
able data, such as performance, energy consumption or income. However, the cloud
user perspective can also be supported by these languages as service requests, which
represent the workload to be processed by the physical infrastructure.

Some of these modelling languages and frameworks that focus on perspective of the
cloud provided is described below.

MAGICIAN [25] is a model-based approach for designing data centres and optimis-
ing their configuration. The authors propose a metamodel that describes the structure
of a data centre and a set of expert rules to detect suboptimal configurations. M2T
transformations are used to generate the code needed for the SIMCAN simulator [91].
The main objective of MAGICIAN is to identify possible inconsistencies in the initial
design of the data centre and to suggest feasible corrections. This approach has been
implemented as a plug-in for the Papyrus UML tool. However, MAGICIAN is only
focused on the data centre infrastructure and does not cover cloud services.

CloudML-UFPE [56] is an XML-based language for describing cloud computational
and network resources, service profiles, and developers’ requests in an integrated way.
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CloudML-UFPE also allows the representation of physical and virtual resource status
in distributed clouds. This work proposes a language for providers to describe their
resources and easily offer different types of services. Developers may make use of these
service descriptions to verify which cloud best attends to their requests. Nevertheless,
the authors do not provide a seamless integration with a simulator in order to obtain
information about the behaviour of the modelled cloud system. If you need to simulate
the modelled cloud system, you must model it again by using the configuration language
of a simulator.

To the best of our knowledge, there are few works —compared to the number of
works that model the cloud from the user’s perspective— that attempt to model the
cloud infrastructure from the perspective of the cloud provider. The work carried out
in the course of this thesis allows the modelling of the cloud provider infrastructure, as
well as the cloud services offered, by describing them with the proposed UML profile.
Moreover, we integrate MDA techniques to transform the cloud model into the files
that configure a cloud simulator.

The architectural design can be divided into three main parts which can be modelled
individually to generate a simulation of a cloud scenario. The first part is the user
generation, which represents the workload to be processed by the cloud, i.e. the users
accessing the cloud following a probabilistic distribution in the simulated scenario.
Each user type has its own behaviour depending on the SLA signed, and is modelled
from the perspective of the user (see Section 3.1.1). The second part is that of the cloud
provider, which contains data structures and algorithms to manage user requests and
forward them to the data centres. These structures store the catalogue of VMs offered
to the users with their corresponding SLAs. The cloud provider is in charge of allocating
the requested VMs on the available machines through a specific resource allocation
policy. Finally, the third part is the data centres, which represent the hardware part
of the cloud system. These contain models of the physical machines on which the VMs
requested by users are deployed. Each data centre consists of a collection of nodes
grouped in racks. Each rack contains a collection of nodes with the same hardware
characteristics, i.e. the same CPU, memory and storage.

The main objective of this design is to provide mechanisms to model a wide spec-
trum of cloud scenarios. Since each part of the scenario can be modelled individually
by re-using existing models, researchers can combine these models from a repository,
which considerably increases the total number of possible configurations for simulating
a cloud scenario. For instance, it is possible to combine different algorithms to generate
users with the various resource allocation policies used by the cloud.
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3.1.3 Model-Driven Architecture in cloud modelling

Several of the previous approaches [1, 7, 8, 15, 48, 53, 58, 60, 61, 75, 103, 116] exploit
MDA and model transformation techniques to generate configuration and deployment
code or scripts. However, they do not provide a method for simulating the behaviour
of the target system, so if we wish test the artefacts obtained, these must be deployed
in a real cloud system. In the last ten years, several simulation tools aimed at repre-
senting the behaviour of cloud systems have emerged. For instance, MAGICIAN [25]
uses SIMCAN [91] to simulate the performance and scalability of the cloud infrastruc-
ture. However, this approach does not deal with certain cloud aspects such as virtual
machines, cloud providers, cloud users or SLAs. Caglar et al. [21] propose the use of
MDE and simulation to estimate the performance and cost of hosting cloud services
by generating code for CloudSim [19, 23].

Other works have successfully combined MDA and simulation techniques in other
areas [37, 124]. Syntony is an Eclipse-based framework for automated network protocol
development and analysis [37]. This framework uses UML diagrams and MARTE and
UTP profiles to describe complex protocols. The authors transform the models into
simulation code for OMNET++ [129]. Other approaches, such as the one presented
by Teixeira et al. [124], use modelling initiatives and automatic code generation for
wireless sensor network applications.

In contrast, the work carried out in the course of this thesis uses MDA to transform
the cloud environment models into the configuration files of a cloud simulator, called
Simcan2Cloud [91]. The transformations from the UML model of a cloud system to
the corresponding Simcan2Cloud configuration files are performed using two main sub-
transformations, called generate NEDFile and generate INIFile. These transformations
have been implemented in an Eclipse plug-in, using Acceleo, for the generation of the
.ned and .ini files corresponding to the modelled scenario.

Therefore, the user only has to invoke the transformation in order to produce the
configuration files scenario.ned, with the system topology, and omnetpp.ini, with the
configuration parameters. With these transformations, each element in the cloud sys-
tem UML model is transformed into the corresponding structural elements in the target
files.

The cloud models are seamlessly integrated with the simulator. Thus, the behaviour
of the modelled cloud system may be directly simulated without the need to model it
again in another language to configure the simulator. The output of the simulation
analyses the performance of the cloud infrastructure and the income obtained by the
cloud provider for processing the workload.

It is worth noting that, although the approach proposed by Caglar et al. [21] is
similar to ours, they focus on the perspective of the cloud user deploying applications
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in different clouds, while this thesis focuses on the perspective of the cloud provider
offering resources to many users.

3.2 Cloud simulation

Quantifying the performance of allocation policies and the profitability of pricing
schemes in a real cloud computing environment is extremely challenging [80]. The
use of real environments for studying infrastructure performance and cloud provider
income under variable conditions is often constrained by the rigidity of the infrastruc-
ture. Thus, carrying out benchmarking experiments in repeatable, dependable, and
scalable environments using real-world cloud environments is complex and, in some
cases, not possible. A promising alternative for investigating and modelling cloud
systems is to use simulation tools. In general, simulation experiments are cheap, re-
peatable, and can be run in parallel to reduce execution time. Furthermore, simulation
is more flexible than running experiments on a real system. In a simulation experiment,
the entire model can be easily modified by changing the configuration parameters. In
contrast, real systems require changes in the hardware, which is often more expen-
sive and time-consuming. Simulation is usually portable and does not require specific
hardware to launch experiments. Moreover, it is important to note that simulators
can be easily shared with other researchers. However, simulation also entails certain
problems. For example, the results obtained from simulation do not provide 100%
accuracy, and, in some cases, modelling the required system under study in detail may
require a significant amount of time and effort.

As has been shown in different surveys in the literature [46, 81], the great diversity
and large number of existing simulation and modelling tools, makes the selection of
the appropriate one a complex and tedious task for the user. In recent years, a wide
spectrum of simulation tools have been proposed for studying different aspects of cloud
systems, such as energy consumption [28, 69], performance and resource utilisation [22,
49], and VM management strategies [87], among others.

Some of the most noteworthy simulators are described below.
CloudSim [19, 23] is a cloud simulation framework based on GridSim [18, 122] which

has been designed to support the three main cloud service models, namely SaaS, PaaS
and IaaS. CloudSim allows the simulation of cloud system capabilities, such as VM
allocation and provisioning, and power consumption. CloudSim is capable of modelling
different types of cloud environments, such as public, private, hybrid and multi-cloud.
One of the key features of CloudSim is the ability to add new functionality by including
extensions. The following approaches are extensions for the CloudSim simulator.

MR-CloudSim [65] provides an easy and cheap way to validate MapReduce opera-
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tions. This extension is an implementation of Map-Reduce on CloudSim. Virtual data
and workloads are used in the MapReduce model instead of actual input files. Fed-
eratedCloudSim [70] is a flexible extension of CloudSim that can be used to simulate
many federated cloud scenarios considering SLAs. This extension offers a three-level
approach for VM scheduling: in data centres, between data centres of the same cloud
provider, and between federated cloud providers. This extension also allows the def-
inition of pricing models for analysing the impact of scheduling policies on the cloud
provider’s income.

CloudAnalyst [133] is a CloudSim extension for studying the behaviour of large-
scale cloud applications, in terms of geographic distribution, under various deployment
configurations. The main goal is to enable the evaluation of social networks tools.
CloudAnalyst allows the description of application workloads, including information
about the geographic location of users generating traffic and the location of data cen-
tres. The user experience is measured in terms of the response time for requests, the
processing time of requests, and other metrics. iFogSim [59] allows the modelling of
IoT and Fog environments on CloudSim. This extension enables the evaluation of
the performance of resource management policies on an IoT, or Fog computing infras-
tructure, using their impact on latency, energy consumption, network congestion, and
operational costs. The main goal is to determine which modules of analytic applica-
tions should be pushed to each edge device to minimize the latency and maximize the
throughput.

NetworkCloudSim [55] extends CloudSim with a scalable network and generalized
application model. CloudSim views data centre resources as a collection of Virtual
Machines (VMs) with application models without any communicating tasks, or limited
network models within the data centre. The extension adds support for applications
with communicating elements or tasks, such as MPI, and workflows taking into account
bandwidth sharing and latencies within data centres.

CloudSimSDN-NFV [119] is an extension of CloudSimSDN [118] which is, in turn,
built on top of CloudSim. CloudSimSDN is focused on evaluating resource manage-
ment policies applicable to SDN-enabled cloud data centres. This extension simulates
virtual topologies, including allocation and provisioning policies for networking re-
sources, in order to measure performance metrics, guarantee QoS, and consider energy
consumption, with a view to assuring environment conservation and cost-reduction.
CloudSimSDN-NFV adds new NFV features —such as virtualized network functions
allocation, migration, and auto-scaling— with the support of corresponding network
functionalities, such as flow load balancing, re-routing, and service function chaining
(SFC) maintenance. Some of the metrics measured are end-to-end delay, response time,
resource utilization, network traffic, and power consumption. ContainerCloudSim [106]
is a simulation tool built on top of CloudSim that provides support for modelling and
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simulating containerized cloud computing environments. This extension provides an
environment for the evaluation of resource management techniques, such as container
scheduling, placement, and consolidation of containers in terms of energy efficiency and
SLA compliance. Container as a Service (CaaS) services can be modelled on top of the
Infrastructure as a Service (IaaS) services provided by CloudSim.

CloudSim-Plus [115] is a cloud simulator framework that aims to improve several
engineering aspects, such as the maintainability, reusability, extensibility, accuracy and
ease of use of CloudSim. Hence, this simulator is a re-engineered version of CloudSim,
not an extension like the simulators described above. The main changes in this version
are an improved class hierarchy, an increased application of re-usability principles,
the improvement of the documentation, and the addition of integration tests to cover
overall simulation scenarios, among other features.

iCanCloud [28] is a simulation platform aimed at modelling and simulating cloud
systems by providing different functionalities, such as resource provisioning and energy
consumption. The main objective of iCanCloud is to predict the trade-offs between
the cost and performance of a given set of applications running on specific hardware.
Different storage system models, and a predefined IaaS model based on Amazon EC2,
are provided to configure the cloud environment. In addition, iCanCloud supports
large-scale simulation in distributed environments using MPI and POSIX-based APIs.

GreenCloud [69] is an open-source data centre simulation tool that focuses on data
communication and energy cost in the cloud. This simulator is based on NS-2 [17]
and, while it offers extensive networking and communication capabilities to simulate
the behaviour of data centres, including packet-level communication patterns in re-
alistic configurations, it lacks the ability to model and simulate users and resource
management policies.

GroudSim [102] has been developed at the University of Innsbruck. The main goal
of this tool is to simulate the execution of scientific applications in grid and cloud
environments. In particular, this tool focuses on IaaS. However, it can be extended to
support additional models.

SimGrid [27] is a simulation-based framework for evaluating cluster, grid and P2P
algorithms and heuristics. This simulator allows researchers to simulate distributed
applications on distributed platforms. These simulations can be configured with arbi-
trary network topologies, dynamic compute and network resource availabilities, as well
as resource failures.

PICS [67], is a public trace-based IaaS simulator focused on the perspective of the
cloud user, in contrast to this thesis, which focuses on the perspective of the cloud
provider. PICS provides different capabilities to address the concerns of potential
cloud users —such as evaluating a wide range of properties of cloud system services
and applications, including cost, job response time and VM utilisation— and allows
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different types of workloads to be specified for simulated users, including different
arrival patterns and SLA requirements.

Simcan2Cloud [91] is a cloud simulation platform based on SIMCAN [91]. This
tool allows the modelling and simulation of cloud infrastructures, and some parts of
the simulation engine, such as the functionalities for sending messages along a module
path and managing requests, have been inherited from SIMCAN. The representation of
some hardware components, such as computing nodes, storage nodes and data centres,
has been adapted, while cloud functionality has been designed and implemented from
scratch. Simcan2Cloud allows the evaluation infrastructure performance —e.g. CPU
usage, execution time, and response time— and the cloud providers management of
the resources —e.g. allocation policies and price schemes. Simcan2Cloud also provides
a high level of flexibility for modelling the cloud user behaviour with SLA requirements
and workloads.

In the course of this thesis, the Simcan2Cloud simulator has been used to carry
out the experimental studies. An advantage of this simulator over other well-known
simulators, such as CloudSim, is that Simcan2Cloud is based on the network simula-
tor OMNeT++ [128] and, therefore, it allows the accurate simulation of the internal
communication of the data centres. The OMNeT++ framework is open source and
widely used in the community since it has appeared in more than 700 publications in
the Web of Science search engine, and more than 2500 publications in Google Scholar,
in the last five years. Hence, it is relatively easy to share the simulator with other
programmers or researchers so that they can extend and adapt it. Although CloudSim
extensions add functionality to the core simulator, they are independent and an effort
is needed to integrate them into a unified simulation environment while Simcan2Cloud
tries to integrate all functionalities and provide a flag mechanism to enable and disable
them.

The design of Simcan2Cloud allows the inclusion of new components to increase the
scalability of the framework, such as the incorporation of policies for the management
of user requests in the cloud, and the incorporation of new hardware that represents the
behaviour of different devices. Simcan2Cloud also provides an intuitive and layered API
that helps to easily add these new functionalities into the simulator, such as new user
types with different behaviours, new applications, and new resource allocation policies.
For instance, the cloud provider may have a global resource allocation policy to forward
the resource request to the appropriate data centre, while the data centre may have a
fine-grained policy to allocate the VM in the most suitable physical machine.

Moreover, we are working closely with the Simcan2Cloud creators and collaborating
in its development, to the point that the supervisor of this thesis, the associate professor
Alberto Núñez, is the person who initiated its development. Therefore, we have a good
understanding of the simulator’s architecture.
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3.3 Pricing schemes in cloud systems

Cloud computing has been defined above —in Section 2.2— as the on-demand network
access to a shared pool of configurable computing resources. Cloud computing enables
the profitable use of the excess computing resources by cloud providers. Moreover, the
customers’ need to save money on buying computing infrastructures leads to a cloud
market in which users can successfully satisfy their requirements for resources. Thus,
public cloud computing providers offer services and resources to users, who must pay
a fee in return. Other types of cloud providers, such as private or federated cloud
providers, use some kind of credit system to control and limit the services and resource
usage for each user.

Cloud computing is also a continuously evolving market in which the services avail-
able in the cloud are constantly growing, and this gives rise to a continual debate about
the adequacy of the pricing schemes, which directly affect the profitability of the cloud
provider [38].

Therefore, we consider that pricing schemes are an area of great interest to the
scientific community. Cloud users try to alleviate the need for over-provisioning a
system by using the resources rented on-demand and by paying for what they use. In
general terms, cloud users seek to obtain the best performance at the lowest price.
To achieve that, cloud users must choose the most appropriate pricing scheme for
their needs and manage the requested resources efficiently. In the survey published by
Manvi and Shyam [82], we can find numerous studies investigating how to optimise the
operational costs of consuming cloud services by improving resource management.

Chaisiri et al. [29] propose an optimal cloud resource provisioning (OCRP) algo-
rithm for provisioning the resources offered by multiple cloud providers. The optimal
solution obtained from OCRP is found by formulating and solving stochastic integer
programming. Demand and price uncertainty is considered using the OCRP, including
the formulation of the deterministic equivalent, the approximation to the sample aver-
age and the Benders decomposition. The OCRP algorithm can be used as a resource
provisioning tool for the emerging cloud.

Vijayakumar et al. [130] propose a robust cloud resource provisioning (RCRP) algo-
rithm to minimise the total cost of resource provisioning —e.g. over-provisioning and
under-provisioning costs. Several types of uncertainty are considered in the algorithm.
The authors use VMs running on the Xen hypervisor. The system provides an SEDF
(Simple Earliest Deadline First) scheduler that allows a fair and weighted distribution
of CPU capacity among all VMs.

However, the approach followed in this thesis, compared to the these works, is not
focused on improving the use of cloud services from the point of view of the user, but on
increasing the profits of the provider without negatively affecting the services offered
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and avoiding violating the SLAs. In general, cloud providers have difficulties design-
ing suitable business models, and explore how to achieve a sustainable and profitable
position in the cloud ecosystem [62].

Concerning SLAs, Papadakis-Vlachopapadopoulos et al. [104] propose a collabora-
tive SLA and reputation-based trust management solution for federated cloud environ-
ments. This approach consists of a hybrid reputation system that takes into account
both user ratings and monitoring of SLA violations. Some technical Key Performance
Indicators (KPIs), such as network latency and CPU utilization, are used to measure
SLA violations. However, the cost of the services is not considered.

Zhou et al. [136] propose a model based on smart contracts to detect and register
SLA violations in a trustworthy way using witnesses. This approach uses blockchain
to automate the SLA life-cycle and ensure fairness between roles. The authors deploy
the implemented model on a blockchain test net to test all the functionalities. Both
provider and customers must reward witnesses for the monitoring service, which entails
an additional cost. This proposal only takes into account the CPU usage and RAM
memory, but network features are not considered.

Li et al. [77] propose a host over-loading/under-loading detection algorithm based
on a linear regression prediction model to forecast CPU utilization. The goal is to
minimize power consumption and SLA violations by using an SLA-aware and energy-
efficient virtual machine consolidation algorithm. They perform several experiments
with a real and a random workload on the CloudSim simulator. The authors focus
on reducing the energy consumption of cloud data centres. However, the approach
followed in this thesis, in contrast to the works mentioned above, tries to increase the
income of the cloud service provider through the study of pricing schemes.

We also found numerous papers that try to increase the revenues of the cloud
provider by analysing pricing mechanisms and pricing schemes, such as those described
below.

Chen et al. [30] conduct a comparative study analysing two pricing schemes offered
to cloud users by some of the biggest cloud service providers: the reservation-based
scheme and the utilization-based scheme. The former is also called the R-scheme and
is frequently used by Microsoft and Amazon. The latter is also called the U-scheme
and is commonly adopted by Google.

Cong et al. [32] present a work focused on maximizing the cloud service provider’s
profits. Their approach analyses the pricing schemes without violating the established
SLA. For this purpose, the authors provide a dynamic pricing model based on the con-
cept of user-perceived value, which captures the real supply and demand relationships
in the cloud service market.

Soni & Hasan [120] present a pricing scheme comparison based on several charac-
teristics, such as fairness, merits, and demerits. In this study, the authors include a
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discussion related to both service and deployment models.
Li [76] proposes a flat rate with congestion control that sets a fixed price for all

service requests. The author considers responsive and non-responsive applications and
embeds a mark in each packet to allocate the resource fairly at maximizing the through-
put.

Chi et al. [31] propose a dynamic pricing methodology based on the ease and fairness
with which requested VMs can be deployed. This method encourages users whose VMs
can be easily deployed to use the services by offering them lower prices. Conversely,
this approach discourages users whose VMs are more difficult to deploy by offering
them higher prices.

These studies analyse several pricing schemes offered to the users, focusing on max-
imizing the cloud service provider’s profit, while offering better prices to the users for
some services. In contrast, the main goal of this thesis, beyond the study of pricing
schemes, is to analyse and increase the profitability of the cloud service provider while
maintaining a balance between the cost of the infrastructure and the overall perfor-
mance of the system without attempting to reduce the prices offered to users.
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Contribution
Summary: In this paper, we present a framework for modelling cloud system in-

frastructures and client interactions, called Model4Cloud, which cap-
tures the most relevant components of the cloud, such as its underly-
ing architecture, virtualisation, users and workloads. One of the main
contributions of this paper is the definition of a UML profile to model
the cloud architecture as well as the simulated interactions between
the users and the cloud. For this purpose, component and sequence
UML diagrams have been defined by using specific stereotypes. This
provides a graphical representation a graphical representation of the
cloud system infrastructure and client interactions that allows us to
easily understand and configure the parameters which define the in-
teractions between the system infrastructure and the clients. With
the proposed framework, we can create specific cloud scenarios using
the editor, and then they can be validated to check that no mistake
has been made.
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ABSTRACT Nowadays, cloud computing technologies are commonly used both by the public and private
institutions, so as to save money and computing efforts, by using a network of remote servers hosted on the
Internet to manage their services. Thus, cloud clients must interact with cloud providers in order to make
use of the services deployed in the cloud, and the cloud infrastructure must be designed taking into account
both the physical devices and equipment required (racks, switches, and so on) and also the user demands,
expressed in terms of the services they need. This paper focuses on this latter aspect, in which we analyze
how cloud clients interact with a cloud provider, providing a Unified Modeling Language-based framework
to model a cloud system, including the underlying infrastructure, the user resource requirements, and their
interactions with the cloud provider.

INDEX TERMS Design tools and techniques, cloud design, interoperability, model development.

I. INTRODUCTION
In this paper, we propose Model4Cloud, a framework
for modeling cloud systems. For this purpose, a UML
profile [21] is proposed tomodel themain elements of a cloud
infrastructure and the interactions between the clients and the
cloud provider. UML (Unified Modeling Language [22]) is a
well-known modeling language that includes a complete set
of tools for designing real-time systems [25]. In this work
we focus on component, activity and sequence diagrams,
since they allow to model the structural relationships between
the system components and the dependencies among them,
the flow of actions, and the interactions between different
roles in the system, respectively. With these diagrams we
model the entire cloud system, considering that they allow
us to model the underlying cloud infrastructure, as well as
the cloud resource allocation that assign physical resources
to the VMs requested by the cloud users. Furthermore, UML
profiling techniques allow us to define cloud specific ele-
ments by means of stereotypes. We also check the correction

The associate editor coordinating the review of this manuscript and
approving it for publication was Yue Zhang.

of the defined cloud models, which ensures that these models
faithfully represent the cloud system under study [8], [24].

Specifically, the proposed UML profile captures the user
interactions with the cloud provider, as well as the main
features of the intrinsic cloud infrastructure. In essence,
the defined UML profile models the interactions between
users and cloud providers. In this context, we use subscrip-
tions to be notified when the required cloud infrastructure
is available and, therefore, using the proposed framework -
which has been implemented by a tool - we are able to
design specific user behavior models and cloud infrastructure
characteristics.

Over the last few years different cloud modeling
approaches have appeared, which are mainly focused on the
graphical modeling languages and, considering the report
made by Bergmayr et al. [2], we can contemplate the follow-
ing approaches: CAML [1], TOSCA [3], MULTICLAPP [12]
and MOCCA [16]. Table 1 presents a comparison of these
graphical modeling languages with our framework.

CAML [1] allows us to represent cloud-based deployment
topologies in UML and refine them with cloud offerings
captured by devoted UML profiles. It is based on a model
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TABLE 1. A comparison of graphical cloud modeling languages with Model4Cloud.

library and profiles. These profiles allow us to model cloud
offerings from both technical (for instance, performance) and
non-technical (for instance, pricing features) perspectives.
CAML focuses on modeling a specific cloud application
deployment taking into account the virtual deployment target
and the application components. In contrast, in the framework
we model both the cloud infrastructure and the workload
executed by the clients by using a specific UML profile.

TOSCA [3] provides a way to enable management of
composite applications and portable automated deployment.
It defines the structure of composite applications in terms of
the so-called service templates. The application model can
be completed with management plans, which are included by
using workflow languages, such as BPMN [19], and can be
considered as the mapping between the cloud applications
and cloud environments. TOSCA focuses on the automatic
management of applications deployed on the cloud. Our
framework, in contrast, pays more attention to the mod-
eling of the cloud infrastructure and the user interactions
with the cloud provider in order to request the services they
need.

MULTICLAPP [12] includes the modeling of cloud appli-
cations from a cloud-provider independent perspective. This
approach designs the application components in UML, which
are refined using a devoted profile. Multicloud applications
are designed as a software artifact composition, and each
one can be assigned to a different platform. Additionally,
it provides some stereotypes, which allow components to
be annotated with QoS parameters like, for instance, their
response time. MULTICLAPP focuses on avoiding cloud
vendor lock-in presenting a three-stage development process.
However, the specific cloud infrastructure in terms of racks,
storage and network is not modeled, and the interactions
of users with the cloud are only captured by a deployment
diagram.

MOCCA [16] allows us to migrate existing software to a
cloud environment. The MOCCA metamodel represents the

deployment of the existing software and the architecture. The
deployment in a cloud environment can be expressed as a
clustering of architectural elements and specific implemen-
tation units that are assigned to the cloud virtual resources.
These virtual resources are depicted in Open Virtualization
Format (OVF) [9], a textual modeling language. MOCCA
focuses on solving the move-to-cloud problem optimizing the
rearranging of the components of an application into groups
that might be provisioned into different clouds. Our approach,
in contrast, focuses on the user requests to provision the
workload on a specific cloud infrastructure.

Most of these cloud modeling languages handle the
description of cloud deployment configurations for one or
several target cloud environments. They allow the modeling
of the resources and services offered by the cloud provider.
However, as mentioned before, these approaches do not con-
template the underlying hardware infrastructure. In general,
cloud user interactions rely on the cloud architecture and thus,
a complete cloud system model must capture this informa-
tion, which allows us to analyze whether the user demands
can be attended, or not, considering the available hardware
resources. This is the main goal of the profile proposed in this
paper, which models both the complete cloud infrastructure,
taking into account themain elements and actors involved and
also how the cloud clients interact with them in order to make
use of the services deployed in the cloud.

The paper is structured as follows. Section II presents
a summary of the UML diagrams used in this paper. The
UML profile and the tool that we have implemented to create
and edit cloud system models are presented in Section III.
Section IV introduces the case study. Finally, Section V
contains the conclusions and future lines of work.

II. BACKGROUND
In this section, we present a brief overview of the UML
diagrams that we use in this paper, namely UML sequence,
activity and component diagrams.
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FIGURE 1. Some UML combined fragments.

A. UML SEQUENCE DIAGRAMS
A sequence diagram depicts the interactions that occur in a
system scenario. They show the message exchange between
the participants in a time sequence. Message exchanges are
drawn by using arrows with solid arrowheads, and a mes-
sage’s name is placed above the arrowed line. Sequence
diagrams can be extended by using the so-called Combined
Fragments (CF) (see Figure 1), which are defined as units
of behavior, and contain, among other things, the set of
roles or objects that are related, and the message exchanges
between these objects. These are drawn as labeled boxes
enclosing these message exchanges and other actions of inter-
est, where a CF operator label is placed in the top-left corner,
in a dog-eared rectangle (namebox). CF operators establish
a control structure in the sequence diagram evolution, such
as the sequential execution of CFs (strict), parallel execu-
tion of CFs (par), guarded choice (alt), option (opt) and
loops (loop).

B. UML ACTIVITY DIAGRAMS
UML activity diagrams are used to depict the workflow of
activities in the system. Activities represent parameterized
sequences of behavior, and are depicted as round-cornered
rectangles enclosing all the actions, control flows and other
elements that perform the activity. Activity diagrams are
then used to specify the dynamic behavior of a system by
using control flow structures, such as sequence, choice and
concurrency.

C. UML COMPONENT DIAGRAMS
Component diagrams show the structural relationships
between the system components and the dependencies
between them. These diagrams can represent physical or log-
ical components, specifying their interfaces and properties.
Thus, the top-level architecture of a cloud system can be
described by using component diagrams.

FIGURE 2. Cloud system interaction global view.

III. UML CLOUD PROFILE
UML (Unified Modeling Language) [22] is one of the
most widely-recognized design languages, which supplies
a considerable flexibility and expressiveness for modeling
systems. UML can be extended by using UML profiling
techniques, which is a mechanism that UML provides for
extending its syntax and semantics. Additionally, the stereo-
types of UML profiles allow us to specify new concepts
related to a specific domain. In this section we define a
UML profile to design the cloud infrastructure and the client
interactions. Specifically, we define UML sequence, activity
and component diagrams for this purpose.

We have gathered the most representative parts of the
cloud to design our proposed framework in order to pro-
vide an accurate representation of the underlying behavior
and infrastructure of the cloud. Some other related UML
extensions have been considered, for instance, Real Time
Systems Modeling Language [10] (SySML Profile), sys-
tems [14] (RTSJ Profile), Enterprise Distributed Object Com-
puting [17] (EDOC Profile), and Modeling and Analysis of
Real Time and Embedded systems [18] (MARTE Profile).
These profiles have been taken into account and studied
before making the decision of defining a new profile. This
decision has been motivated for two main reasons: i) the type
of diagrams needed for our DSL definition; ii) the profile
provides the flexibility to model different cloud configura-
tions, and the scalability to increase the functionality of our
approach in future work. Most of these existing profiles allow
us to model a cloud infrastructure. However, we also want
to model the interactions between the users and the cloud,
which can be defined by means of sequence diagrams that,
in general, are not the focus of these profiles. The definition
of our own profile allows us to model the infrastructure and
the user-cloud interactions in a scalable and flexible way,
avoiding specification conflicts that might arise from the
combination of several existing profiles.

Thus, we have researched several relevant current papers
on this subject and well-known simulation tools in order to
gather the different aspects of the cloud and their clients that
should be modeled. The parameters to design a data-center
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FIGURE 3. Definition of cloud infrastructure stereotypes -
Model4Cloudprofile.

were extracted from the cloud simulators GreenCloud [15]
and iCanCloud [7], and from MAGICIAN [6], which is
a model-based approach to the design of data-centers.
CloudSim [4], [5] supplies an accurate model to represent
VMs and to design resource allocation policies, which have
been adapted in designing our proposed profile. In addition,
we analyzed Cloud DSL [23] for the interaction with the
different services provided by the cloud. In this work, Silva
et al. present a domain-specific language, which specifies
cloud entities covering a wide variety of cloud IaaS services.
Finally, the communication network model designed in our
framework has been inspired by the one used in Green-
Cloud [15].

According to this study of the main cloud features to be
modeled, we consider that a cloud system (see Figure 2)
consists of a cloud provider, one or several data centers, and
clients (also called cloud users) requesting resources from
the cloud. The cloud provider manages a catalog of Virtual

Machines (VMs) and the hardware resources provided by the
data-centers. Each data center consists of a set of physical
machines, also called nodes, which are grouped in racks.
Thus, each rack contains a set of physical machines with the
same CPU, memory and storage, that is, the same hardware
features. On the basis of this infrastructure, the cloud provider
offers a catalog of VMs that clients request according to their
computational requirements. Therefore, the VMs required are
mapped to physical machines, using a resource allocation
policy, on which they are executed.

A. COMPONENT, SEQUENCE AND ACTIVITY DIAGRAMS
Figure 3 shows the stereotypes that we have defined to design
the cloud infrastructure components, that is, the data cen-
ters, racks, machines, CPUs, storage devices, memories, and
cloud provider. The CloudInfrastructure stereotype extends
theComponentmetaclass and depicts the infrastructure of the
cloud provider and the supporting services offered, as can
be seen in Figure 3 The Rack, Machine, DataCenter and
Hardware stereotypes also extend the Component metaclass.
A rack element is composed of a collection of computing or
storage elements, which are depicted by the ComputingRack
and StorageRack stereotypes, respectively. A computing rack
is composed of a set of computing machines (ComputingMa-
chine), and finally, a storage rack is composed of a set of
storage machines (StorageMachine).

Many components of a data center are usually the same,
then we have defined the relationships between components
as stereotype associations in order to facilitate the reuse of
these components, (see Figure 4). In this figure, we also can
see that the cloud infrastructure is composed of a collection
of data centers. Each data center is composed of a collection
of racks, which in turn consist of a collection of machines
(storage and computing).

The DataCenterElement type of data has been designed
to represent a collection of data centers with the same

FIGURE 4. Model4Cloudprofile. Properties and associations of cloud infrastructure stereotypes - Model4Cloudprofile.
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FIGURE 5. Cloud provider and user interaction SD.

configuration, since several data centers can have the
same configuration. In the same way, the RackElement data
type has been modeled to represent a collection of racks
with the same configuration. As an illustration, in the rack
specificationwemust define the boards number, themachines

number per board and the network bandwidth for the commu-
nication between machines.

The messages between the users and the cloud provider
capture the interactions between them. Therefore, a Sequence
Diagram (SD) is used to design this relationship (see
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FIGURE 6. Definition of cloud interaction stereotypes - Model4Cloud
profile.

Figure 5). In the sequence diagram, the user requests a set
of resources as a collection of VMs from the cloud provider,
where VMs is a collection of VM tuples, which are specified
as follows:

(number of instances, VMtype, renting time)

After that, the cloud provider responds to the request with
a set of IPs, which are the machines IPs that can possibly
attend to the user demands. Nevertheless, the cloud provider
can also respond with an empty set of IPs, indicating that it
cannot currently satisfy the request. In the first case, if the
cloud provider responds with a non-empty set of IPs, then the
user sends an execute message to the cloud provider in order
to start the executions of the specific Apps on the indicated
machines. Then, two situations can arise:

• the execution of all Apps terminates on time, so an exe-
cutionOkmessage is returned to the user, which, finally,
terminates its execution;

• theCloud provider returns an executionFailuremessage,
either due to a failure, or because the execution runs out
of time (rentingTime).

The user can decide to abort, when an executionFailure
message is received, however they can also decide to submit
a subscription to the cloud service with the purpose of being
notified when some machines are available to satisfy the
resource request. This subscription has a timeout associated
(maxSubTime), which means that it is only valid for that time
period. The user sends again the executemessage to the cloud
provider, when receiving the notification (notifyResources);
otherwise, in the case that the subscription time-out expires
(subscriptionTimeout), the user aborts again. Finally, the new
execution request can be answered with a failure response
(executionFailure), then the user can again decide either to
abort or submit a subscription (lower part of first alt operation
in SD). Note the first loop in the SD to send an execute
message in the case of being notified by the cloud provider
with the IPs of the corresponding machines.

Figure 6 shows the corresponding stereotypes for these
message interactions, with user requests to the cloud provider,

FIGURE 7. Associations and properties of cloud interaction stereotypes -
Model4Cloud profile.

FIGURE 8. Activity diagram - Model4Cloud profile.

for virtual machines (VM stereotype) and the execution of
applications on them (Application stereotype). Both the cloud
provider and the users have a behavior that follows a lifeline
(Lifeline metaclass). All the messages exchanged extend the
Messagemetaclass. Figure 7 shows the relationships between
these components, as stereotype associations. As an illustra-
tion, a VM request consists of the following parts: number of
cores, computing units (CUs) for the CPU cores, disk size and
memory size.

To complete the model, we show in Figure 8 the activity
diagram that captures the workflow of activities that can be
obtained from the sequence diagram.

B. MODEL4CLOUD PROFILE TOOL
The Model4Cloud framework has been developed using
Papyrus [11], which is an open-source tool that provides
an integrated environment for creating and editing UML
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FIGURE 9. Papyrus customization.

model designs. Model4Cloud allows us to create and edit
cloud scenarios, and it has been implemented by extending
the Papyrus UML tool, as an Eclipse feature. It is based on
ISO/IEC 42010 [13] and UML 2.5 [22] standards, among
others. Every part of Papyrus can be customized to address
any specific area of interest. For the development of our
framework, Model4Cloud, we have created and implemented
the UML profile that was introduced in Section III-A, in addi-
tion to the property views, palettes and diagram styles,
which provide the whole graphical view of our framework
(see Figure 9). This tool is available at the following URL
http://dsi.uclm.es/cloud/modeling/model4cloud/.

Figure 9 (part 1) shows the model diagram with a specific
diagram style. The diagram style allows us to customize
the graphical design of the diagram by using Cascade Style
Sheets (CSS). The stereotype properties are shown according
to the defined customization. Figure 9 (part 2) shows the
property view, providing a quick access to the stereotype
properties and also the ability to modify their values. Finally,
Figure 9 (part 3) presents the palette, which allows the users
to easily create the components of a cloud system design,
by the stereotypes already applied.

This framework, Model4Cloud, consists of several plug-
ins, which are shown in Figure 10:

• es.uclm.model4cloud.profile: This plug-in includes the
UML profile defined to model cloud systems. It also

FIGURE 10. Tool package diagram.

contains the profile, which allows the end users to use
the profile easily.

• es.uclm.model4cloud.validation: This plug-in includes
the OCL constraints used to validate the cloud system
models.

• es.uclm.model4cloud.customization: This plug-in
extends the Papyrus graphical designer to customize
it so as to make easier the use of the defined profile.
This includes the customization of the properties view,
the tool palette, and the graphical aspect of the UML
elements.

• es.uclm.model4cloud.examples: This plug-in includes
several examples of cloud systems modeled with the
profile. These examples could then be used as a starting
point for the design of a scenario instead of starting from
scratch.
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TABLE 2. OCL constraints.

C. MODEL4CLOUD PROFILE MODEL VALIDATION
There are some constraints the model must satisfy, such as
the stereotype relationships (the one-to-one or one-to-many
relationships in Figures 4 and 7), but there also other con-
straints that the model must fulfill in order to ensure its
correctness. OCL rules [20] can then be used to check some
properties that have been identified to check the model.
Some of these rules are shown in Table 2. The first rule
tests that users only send one request message, according
to the sequence diagram in Figure 5, by checking the num-
ber of sendEvent events of the messages stereotyped with
Request, which must be 1. The second rule verifies that
request messages are only sent by the users, checking that
sendEvent events only appear in the users’ lifelines. The
third rule verifies that messages are only sent to the cloud
provider, checking that receiveEvents events only appear in
the CloudProvider’s lifelines. The fourth rule in the table

verifies that there is one computing machine in the cloud
infrastructure having at least the number of cores of the
requested VM. Finally, rules 5 and 6 check the comput-
ing machine nodes, both in terms of memory and number
of CPU cores, verifying that both values must be greater
than 0.

The other OCL rules that have been defined can be found
in Appendix.

IV. CASE STUDY
In this section we consider a specific scenario for a client
interacting with a cloud provider who manages an underlying
cloud infrastructure. First, we present the modeling of the
user behavior interacting with the cloud. Second, we analyze
the overall cloud performance when a high number of users,
whichweremodeled using our proposed profile, request VMs
to the cloud.
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FIGURE 11. Cloud interaction model for CloudUser .

A. MODELING THE USER BEHAVIOR
Figure 11 contains the specific sequence diagram for the
interactions of a user CloudUserwith the cloud provider. The
diagram shows a user who request 5 small VMs for 2 hours.
On each of the VMs, the user will execute a data intensive
application. If at any time a VM is not available, the user will
wait for a VM for up to 24 hours.

Figure 12 contains the component diagram that repre-
sents the cloud architecture managed by the cloud provider.
The cloud system has been modeled as containing only one
data-center (component cloudInfrastructure). All the physi-
cal machines are allocated in racks, where each rack contains
a configurable number of blades that are grouped on boards.
Each board contains a switch that interconnects all the blades
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FIGURE 12. Cloud system model.

allocated on the board. Thus, a global switch connects the
switches of each board with the exterior network.

The data-center modeled in this case study is composed of
two homogeneous racks. One rack (component storageRack)

with 4 storage nodes and another rack (component comput-
ingRack) with 128 computing nodes. Each computing node
(component computingNode) is composed of a CPU with
4 cores and 60,000 MIPS of power, a 500 GB disk capacity
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LISTING 1. Generated UML code of VM_large component.

LISTING 2. Generated UML code of mem4GB component.

LISTING 3. Generated UML code of CPU_dual component.

and 0 GB of RAM. Each storage node (component storageN-
ode) is composed of a CPU with 0 cores and 52,500 MIPS
of power, a 2 TB disk capacity and 16 GB of RAM. All the
components of the data-center are connected using a Gigabit
Ethernet network.

LISTING 13. Results obtained with a cloud of 64 nodes.

LISTING 14. Results obtained with a cloud of 96 nodes.

LISTING 15. Results obtained with a cloud of 128 nodes.

The cloud provider offers 3 types of VMs defined as small,
medium or large resource sets to be simulated on the cloud
infrastructure.

The whole model has been validated by using the context
menu provided by the Papyrus tool. This utility checks the
OCL rules defined in the es.uclm.uml2Cloud.validation plug-
in. The OCL shows the results of constraint validations.
In this case study, the model does not fulfill the following
constraints:

• VM_can_not_be_allocated constraint was violated
because there is no computing machine in the
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TABLE 3. CloudInfrastructure stereotype constraints.

TABLE 4. DataCenter stereotype constraints.

TABLE 5. Rack stereotype constraints.

TABLE 6. Memory stereotype constraints.

infrastructure model with enough cores to support the
VM_large with 6 cores (see Fig. 12). As a conse-
quence, an error was shown on the VM_large compo-
nent, which was fixed by reducing the number of cores
to 4 in the Cores property of the stereotype applied to
VM_large. Notice that this is the maximum number of
cores available on the computing machines in the cloud
infrastructure.

• Memory_capacity_have_to_be_greater_than_zero con-
straint was also violated, because the memory assigned
in the mem4GB component was 0. Then, this mistake
was fixed and the memory size was set to 4GB.

• Cores_have_to_be_greater_than_zerowas also violated
for the CPU_dual component. This error was also fixed
by setting the number of cores to 2.

Once that constraint violations were solved, the model was
properly validated, showing neither errors nor warnings.

Listing 1, 2 and 3 show the XML code that was generated
from the UML graphical diagram (with the wrong property
values). Then, once these wrong values were fixed, Papyrus
regenerated the XML code with the correct values, which
meet all the constraints.

B. PERFORMANCE ANALYSIS
In order to analyze the suitability of this proposal, we have
conducted an experiment to study the overall performance
of the cloud. Hence, a synthetic workload, consisting
of 512 users, has been generated using the previously
designed user profile. Since the main objective of this experi-
ment is to analyze the impact of this workload over the cloud,
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TABLE 7. CPU stereotype constraints.

TABLE 8. Storage stereotype constraints.

TABLE 9. Application stereotype constraints.

we simulate the execution of the same workload in three
different cloud infrastructures. It is important to remark that
the maximum waiting time for the user is set to 24 hours,
which means that if the user does not obtain the requested
resources from the cloud before this deadline expires, the user
will leave the system and the cloud will lose this operation.

Figure 13 shows the obtained results for a cloud consisting
of 64 physical machines processing the workload. The x-axis

represents the user ID, ranging from 0 to 511, and then the
time period (in hours) that each user must wait until the cloud
is able to provide the requested resources. This chart depicts
that the waiting time raises when the number of users that
are using the resources of the cloud increases. In this case,
the saturation point is reached when the cloud processes the
first 402 users. Consequently, the rest of the users are not able
to access the cloud.
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TABLE 10. VM stereotype constraints.

TABLE 11. User stereotype constraints.

The results of the cloud consisting of 96 physical machines
are shown in Figure 14. In this case, the cloud is able
to process the entire workload. As in the previous experi-
ment, the cloud requires more time to provide the requested
resources when the number of users accessing the cloud
increases.

Finally, Figure 15 shows how a cloud containing 128
physical machines processes the workload. In this case,
the obtained results show that the response time is signifi-
cantly reduced. This cloud is able to immediately provide the

requested resources to the first 96 users. The rest of the users
must wait an average of 3.8 hours.

In general, the obtained results show a clear bottleneck in
the cloud for processing the workload. In this case, this bot-
tleneck is alleviated when the number of physical machines
increases. Although using a cloud consisting of 96 computing
nodes would be sufficient to process the workload, the aver-
agewaiting time is high. In this case, increasing the number of
physical machines to 128 significantly improves the overall
system performance.
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TABLE 12. Request stereotype constraints.

TABLE 13. Subscribe stereotype constraints.

V. CONCLUSION AND FUTURE WORK
In this paper, we have presented a framework for modeling
cloud system infrastructures and Client interactions, called
Model4Cloud, which captures the most relevant components
of the cloud, such as its underlying architecture, virtualiza-
tion, users and workloads. One of the main contributions of
this paper is the definition of a UML profile for modeling the
cloud architecture, as well as the simulated user-cloud inter-
actions. For this purpose, component, sequence and activ-
ity UML diagrams have been defined, using specific cloud
defined stereotypes. In this way, a graphical representation of
the cloud system infrastructure and the client interactions is
provided, which allows us to easily understand and config-
ure the parameters that define the system infrastructure and
the client interactions. With the proposed framework we can
create specific cloud scenarios by using the editor, after which

they can be validated so as to check that no mistake has been
made. As immediate future work we plan to transform the
created cloud system into the configuration files required for
some cloud simulator tool in order to make simulations and
thus produce performance results for the modeled systems.
Another interesting line of work will be to complete the UML
cloud profile in order to model user decisions, cloud costs
and different allocation algorithms so as to obtain the com-
parative quantitative results and thus draw conclusions from
them.

APPENDIX
UML2CLOUD OCL CONSTRAINTS
This appendix contains the OCL constraints defined to check
the cloud system model. The constraints are defined in the
context of stereotypes in order to complement the UML
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TABLE 14. Execution stereotype constraints.

constraints and check the values of the stereotype properties.
See Table 3–14.
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Summary: In this paper, we present a framework for modelling and simulating

cloud systems, called UML2Cloud, which captures the most relevant
components of the cloud, such as its underlying architecture, virtu-
alization, users and workloads. Thus, one of the main contributions
of this paper is the implementation of the transformation of a cloud
model to the configuration files of a cloud simulator. In this way, a
graphical representation of the cloud system is given, which allows
us to easily understand and configure the infrastructure and system
interactions. With the proposed framework, a specific cloud scenario
can be created by using the editor, then it is validated and automat-
ically translated into the cloud system configuration files to simulate
the modelled cloud system. UML2Cloud helps users because it hides
the low-level details related to the simulation tool, which are, among
other aspects, the syntax of the configuration files and the scripts to
run the experiments. Therefore, users do not need to know the sim-
ulation platform used to simulate the modelled cloud environments.
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Abstract
In this paper, we present an approach with the goal to improve the underlying archi-
tecture of cloud systems. For this, we propose UML2Cloud, a framework targeted 
at modeling and checking cloud systems. The main core of UML2Cloud uses UML 
profiles to capture the main elements of a cloud system including, among other ele-
ments, its underlying architecture and the interaction with clients. Additionally, 
UML2Cloud uses Model-to-Text transformation techniques to automatically gen-
erate configuration documents representing complex cloud scenarios. In this work, 
we use these documents as input for a cloud simulation tool, called Simcan2Cloud, 
to simulate the behavior of different systems. Thus, the analysis of the performance 
results obtained from the simulations allows us to draw some conclusions about how 
to improve the efficiency of the studied clouds by adjusting the hardware resource 
configuration.
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1 Introduction

Cloud computing provides technology for users and enterprises with ubiquitous, 
flexible and on-demand access over the Internet to a shared pool of configurable 
computing resources, including servers, databases, software applications, storage 
capacity and computing power [18]. Cloud computing services have two main 
mandatory characteristics: on-demand self-service and elasticity of provision. 
On-demand self-service refers to the use of cloud services by end-users accord-
ing to their computing requirements, and elasticity of provision to the capabilities 
for cloud scalability in response to changes in the number of users or required 
services in general.

Cloud computing is a strategic technology, and many barriers must yet be 
overcome for its widespread use in enterprises. In the European Union, according 
to Eurostat, 21% of enterprises reported the use of cloud services in 2016, mainly 
e-mail and storage services. Only 11% of them reported the use of advanced ser-
vices (financial applications, CRMs, computing power). Compared with 2014, 
this represents an increase of about 7% in the use of cloud computing services.

During the last years, cloud optimization has become a hot topic in the scien-
tific community [32, 33, 49]. In this paper, we present an approach for improving 
cloud architectures using modeling and simulation techniques. For modeling pur-
poses, a UML profile [41] is proposed. Modeling is a proven and well-accepted 
engineering technique, and to help users to visualize the final product, we usually 
build models.

UML (Unified Modeling Language [42]) is a well-known modeling language 
which includes a complete set of tools for the design of real-time systems. We 
focus on component and sequence diagrams, which allow us to model the struc-
tural relationships between the system components and the dependencies among 
them, the flow of actions, and the interactions between different roles in the sys-
tem, respectively. To our knowledge, there are no previous works modeling the 
cloud client interactions with a cloud simulator using UML interaction diagrams. 
As shown in the related work section, most works focus on modeling the hard-
ware characteristics of cloud systems and then perform simulations using specific 
workloads. We use UML structure and interaction diagrams to model the entire 
cloud system since they allow us to model the underlying cloud infrastructure, as 
well as the cloud resource allocation to users, and finally, to analyze the system 
performance. Furthermore, UML profiling techniques allow us to define cloud-
specific elements using stereotypes. We also check the correctness of the defined 
cloud models, which ensures that these models faithfully represent the cloud sys-
tem under study.

Setting up large cloud deployments is a laborious and complex process. A com-
mon approach used to alleviate these issues is to use simulators. However, these 
simulators also need to be configured in their language. This task is facilitated by 
using the proposed modeling techniques to create, visualize, edit and export cloud 
system configurations. Specifically, the defined UML profile captures the user 
interactions with a cloud provider, as well as the main features of the underlying 
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cloud infrastructure. This UML profile stages the interactions between users and 
cloud providers, using subscriptions to be notified when the required cloud infra-
structure is available. Thus, with the proposed and implemented framework, we 
can create models for specific user behaviors and cloud infrastructure character-
istics. Then, M2T (Model-To-Text) transformation techniques are used to auto-
matically generate the configuration files for a cloud simulator. Our framework 
has been designed to support different cloud simulators. At present, it provides 
support for a preliminary version of Simcan2Cloud, an open-source simulation 
tool targeted at modeling and simulating cloud environments, which is currently 
under development. The main strength of this simulator lies in its flexibility and 
scalability. In addition, each system can be modeled by fully customizing the data 
centers that support the cloud. In general, this configuration includes the size of 
each data center, the main features of each physical and virtual machine, and the 
communication networks. Furthermore, users can include new policies and algo-
rithms for representing key aspects of cloud systems, such as the behavior of the 
clients who access the cloud and resource allocation policies, among others.

The paper is structured as follows. The background of Model-Driven Architecture 
(MDA) is described in Sect. 2. The UML profile and the tool that we have imple-
mented to create and edit cloud system models are presented in Sect. 3. The cloud 
simulator we use, namely Simcan2Cloud, is introduced in Sect. 4, and the transfor-
mation tool to obtain the input files for Simcan2Cloud from the cloud system mod-
els is described in Sect. 5. Several experiments that illustrate the complete method-
ology are presented in Sect. 6, including performance and scalability analysis and 
the execution of real traces over a modeled cloud architecture. Section 7 covers the 
related work, and finally, Sect. 8 contains the conclusions and future lines of work.

2  Modeling and metamodeling

Model-Driven Engineering (MDE) [46] is a software development methodology 
for creating and exploiting domain models effectively. In MDE, models are used to 
accomplish the phases of software engineering, so it provides a larger process defi-
nition than Model-Driven Development (MDD) [26], which only focuses on devel-
opment. In MDD, we model a system that is transformed into the real thing, such as 
code, documentation or reports, among others. Model-Driven Architecture (MDA) 
[39] is an Object Management Group (OMG) initiative that proposes a set of stand-
ards that specify interoperable technologies for implementing MDD.

The evolution toward MDE has brought with it new concepts such as Model, Met-
amodel and Model transformation. A software model is a description of a system 
written in a well-defined language, with specific syntax and semantics, which can 
be interpreted by a computer [22]. A metamodel is a model that defines the structure 
of a modeling language. If a model is an abstraction of the real world, a metamodel 
is an abstraction of a model. Depending on the system goals, we can use different 
model artifacts, so model transformation techniques are used to automatically trans-
form models that have been created by using a specific technology into equivalent 
models that are based on a different technology.
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Mens and Van Gorp [28] have established a taxonomy of model transformation 
techniques depending on the transformation target, distinguishing between endog-
enous and exogenous transformations. Endogenous transformations are performed 
between models expressed in the same language, while exogenous transformations 
are performed between models expressed using different languages. Thus, in Model-
to-Model transformations (M2M) both source and target are models, whereas in 
Model-to-Text transformations (M2T), text artifacts (e.g., source code, reports, con-
figurations, documentation, etc.) are obtained from models.

Model transformations are performed automatically by using several standards 
provided by OMG, such as QVT [43] (for M2M transformations) and MOFM2T [37] 
(for M2T transformations). In this paper, we use Acceleo [36], an open-source code 
generator from the Eclipse Foundation based on the MOFM2T (MOF Model-to-
Text) standard to transform the UML stereotyped models into text documents speci-
fying the simulator configuration and the client interactions. Acceleo uses a tem-
plate-based approach, in which a parameterized template with the model elements 
specifies how the text must be generated. These templates specify the text structure 
with position markers for including the data extracted from the models. These mark-
ers are essentially queries which select and extract model values.

In general, we complete the visual descriptions of the systems by defining certain 
constraints that the model elements must fulfill. These constraints can be later vali-
dated by using OCL (Object Constraint Language) [40], which is a standardized lan-
guage defined by OMG that allows us to define these constraints and make queries 
to obtain values from the model.

3  UML cloud profile framework

In this section, we present an overview of the UML2Cloud  profile and the tool that 
we have implemented to create and edit cloud system models. This UML profile 
allows us to have an accurate representation of both the cloud infrastructure and the 
interactions of the clients with the cloud provider to request the services they need. 
A complete version of the UML2Cloud  profile can be found in a previous work [5].

3.1  UML2Cloud  Profile

We consider that a cloud system (see Fig. 1) consists of a cloud provider, one or 
more data centers, and clients (also called cloud users) requesting resources from 
the cloud. The cloud provider manages a catalog of virtual machines (VMs) and 
the hardware resources provided by the data centers. Each data center consists of 
a collection of physical machines, also called nodes, which are grouped in racks. 
Thus, each rack contains a set of machines with the same hardware features, that is, 
CPU, memory and, storage. Based on this infrastructure, the cloud provider offers a 
catalog of VMs that clients request according to their computational requirements. 
Hence, the VMs required are mapped to physical machines, using a resource alloca-
tion policy, on which they are executed.
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It is important to remark that our proposed profile is not focused on a specific 
simulation tool. On the contrary, we provide a general view of the underlying behav-
ior of cloud infrastructures.

At present, there exists a wide variety of cloud simulators that can be used both 
to model and simulate cloud environments [9, 19]. Some of the current well-known 
cloud simulators are cloudSim [8], simGrid [12] and GreenCloud [23]. However, 
we have chosen Simcan2Cloud due to the following reasons: (1) Simcan2Cloud 
has been developed using SIMCAN as a basis, which is a mature simulator that has 
been currently validated against real HPC architectures [35]; (2) Simcan2Cloud pro-
vides an intuitive graphical interface (GUI) that provides a high level of flexibility 
to model a wide spectrum of cloud scenarios. In contrast, these simulators require to 
manually configure the modeled scenarios, which is a complex and error-prone task; 
(3) an intuitive API is provided to include new functionality into Simcan2Cloud, 
which allows adding new user profiles to represent the behavior of different types 
of users and new resource allocation policies; (4) we know Simcan2Cloud in depth 
and, therefore, we can include the required profiles accurately into the simulation 
platform.

Since many components of a data center are usually the same, and to facilitate the 
reuse of these components, we have defined the relationships between components 
as stereotype associations (see Fig. 2). In this figure, we can see that the cloud infra-
structure consists of a set of data centers. Each data center consists of a set of racks, 
which in turn consist of a set of machines (computing and storage). As we can have 
several data centers with the same configuration, the DataCenterElement data type 
has been defined to represent a set of data centers that have the same configuration. 
In the same way, the RackElement data type has been defined to represent a set of 
racks with the same configuration. As an illustration, in the rack definition, we must 
indicate the number of boards, the number of machines per board and the network 
bandwidth for the communication between machines.

Fig. 1  Underlying architecture 
of a cloud system
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Fig. 2  UML2Cloud  profile. Properties and associations of cloud infrastructure stereotypes
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The interactions between the users and the cloud provider are captured in terms 
of the messages they exchange. Thus, a Sequence Diagram (SD) is used to establish 
this relationship (see Fig.  3). In this sequence diagram, the user requests a set of 
VMs from the cloud provider, where VMs are a set of VM tuples, which are defined 
as follows:

Then, the cloud provider responds with a set of IPs. These are the IPs of the 
machines that can possibly attend to the user demands. However, the cloud provider 
can also return an empty set of IPs, which means that it cannot currently satisfy the 
request. In the first case, if the cloud provider returns a non-empty set of IPs, the 
user sends an execute message to the cloud provider to start the executions of the 
selected Apps on the indicated machines. Two cases can then arise:

• The execution of all these Apps terminates in time, so an ok message is returned 
to the user, which in turn terminates its execution;

• A failure message is returned from the cloud provider, either because the execu-
tion runs out of time (rentingTime), or due to a failure.

When a failure message is received, the user can decide to abort, but they can 
also decide to submit a subscription to the cloud service to be notified when some 
machines are available to satisfy the request. This subscription has a time-out asso-
ciated (maxSubTime), which means that it is only valid for that period. Upon receiv-
ing the notification, the user sends again the execute message to the cloud provider; 
otherwise, when the subscription time-out expires, the user aborts. Finally, the ini-
tial request could be answered with an empty response, and the user can then again 
decide either to abort or submit a subscription (lower part of first alt operation in 
SD). Note the first loop in the SD to send an execute message in the case of being 
notified by the cloud provider with the IPs of the corresponding machines.

The relationships between the components are shown in Fig.  4, as stereotype 
associations. As an illustration, a VM request consists of the following elements: 
number of cores, computing units (CUs) for the CPU cores, disk size and memory 
size.

In addition to the implicit constraints derived from the stereotype relationships, 
such as the one-to-one or one-to-many relationships, the model must meet some 
other constraints to ensure its correctness. Thus, we have defined and checked 34 
constraints in order to validate our model. These constraints have been defined using 
OCL rules, see [5] for the details.

3.2  UML cloud profile tool

A tool has been developed to create and edit cloud scenarios, and this tool is avail-
able on an Ubuntu virtual machine at the URL http://antar es.sip.ucm.es/cana/umlCl 
oud/, where instructions and a demo video have also been included. This tool is an 
extension of the Model4Cloud tool [5]. In this new version of the tool, the main 
contribution is the addition of a plug-in for the transformations of the UML cloud 

(number of instances, VMtype, renting time)
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Fig. 3  Cloud provider and user interaction SD
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models to configuration files of a cloud simulator. The tool has been implemented as 
an Eclipse feature by extending the Papyrus UML tool.

Thus, we have defined and implemented the UML2Cloud  profile, as well as the 
diagram styles, property views, palettes and menus that provide the graphical view 
of the framework (see Fig. 5). The diagram style (see 1 in Fig. 5) customizes the dia-
gram graphical representation through Cascade Style Sheets (CSS) to show the ste-
reotype properties directly in the diagram. The property view (see 2 in Fig. 5) allows 
users a quick access to the stereotype properties to change their values. The palette 
(see 3 in Fig. 5) allows users to easily create the components needed to model the 
cloud system, with the stereotypes already applied.

Transformations of UML cloud models to configuration files of a cloud simulator 
are implemented using M2T. Thus, we can automatically produce simulations of the 
cloud system modeled and obtain quantitative results from these simulations. In part 
4 of Fig. 5, we can see the generated files section, in which the two files that are gen-
erated by the transformation are shown, namely omnet.ini and scenario.ned.

These transformations are implemented by using several plug-ins (see Fig.  6). 
The new plug-ins implementing these transformations are marked in red in the fig-
ure. This tool allows us to include transformation plug-ins for different cloud sim-
ulators, so <system> denotes the specific cloud environment used for the deploy-
ment. A description of all the plug-ins implemented follows:

• es.uclm.uml2cloud.profile This plug-in contains the UML profile defined to 
model cloud systems. It also registers the profile, so the end-users will be able to 
use the profile easily.

Fig. 4  UML2Cloud  profile. Associations and properties of cloud interaction stereotypes
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• es.uclm.uml2cloud.validation This plug-in contains the OCL constraints 
needed to validate the cloud system models.

• es.uclm.uml2cloud.customization This plug-in extends the Papyrus graphi-
cal editor to customize it in order to facilitate the use of the defined profile. 
This includes the customization of the tool palette, the properties view and the 
graphical appearance of the UML elements.

Fig. 5  Papyrus customization

Fig. 6  Tool package diagram
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• es.uclm.uml2cloud.examples This plug-in contains several examples of cloud 
systems modeled with the profile. These examples could then be used as a start-
ing point for the modeling of a specific scenario instead of starting from scratch.

• es.uclm.uml2cloud.m2t.<system> This plug-in implements the automatic 
transformation from cloud systems modeled with the UML cloud profile to the 
configuration files of the target system. This transformation is implemented with 
Acceleo, which is an implementation of the MOFM2T standard. The plug-in 
generates the files corresponding to the modeled scenario. These files can be 
either the configuration files for a simulator or a real deployment environment. 
This transformation is generic, but the configuration files produced are specific 
to the cloud simulator used or to the real environment. This plug-in must, there-
fore, be implemented for each cloud simulator supported by our framework, 
so the word system denotes the specific simulator on which the transformation 
is applied. We currently provide support for the transformation to the Simcan-
2Cloud tool, so a plug-in called es.uclm.uml2cloud.m2t.simcan2cloud has been 
implemented.

• es.uclm.uml2cloud.m2t.<system>.ui This plug-in implements the contextual 
menu that allows the users to easily execute the transformations. It also depends 
on the cloud simulator used, so it must be implemented for each cloud simulator 
supported by our framework.

4  The Simcan2Cloud simulator

The simulation of cloud systems, which usually involves a very large number of het-
erogeneous resources and millions of user requests, requires precise, efficient and 
flexible modeling techniques. The cloud system under study must be precisely mod-
eled to accurately represent its behavior. It is then necessary that simulation tools 
provide enough flexibility to model a wide range of cloud configurations.

In order to fulfill these requirements, we have chosen Simcan2Cloud, a simula-
tion platform based on SIMCAN [35] that is currently under development.1

This tool allows us modeling and simulating cloud computing infrastructures, in 
which some parts of the simulation engine, such as the functionalities for sending 
messages along a path of modules and managing requests, have been inherited from 
SIMCAN. However, the representation of some hardware components, such as com-
puting nodes, storage nodes, and data centers have been adapted to be used in Sim-
can2Cloud, while the underlying infrastructure and functionality of the cloud have 
been designed and implemented from scratch.

Simcan2Cloud has been written in C++ using OMNeT++  [52], a simulation 
framework based on discrete event simulation (DES), which has become very popu-
lar in the research community over the last few years. Some of the most well-known 

1 Simcan2Cloud is being developed by the DTRS (Design and Testing Reliable Systems) research group 
of the Complutense University of Madrid and supervised by Dr. Alberto Núñez.
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simulators for modeling distributed systems, such as INET [48], OverSim [2] and 
RINAsim [53], to name just a few, use OMNeT++ as a basis.

The underlying infrastructure of Simcan2Cloud is depicted in Fig.  7. Simcan-
2Cloud has been designed to provide a high level of flexibility. Thus, its architec-
tural design can be divided into three main parts that can be individually modeled 
to generate a simulated cloud scenario. The generation of users represents the work-
load to be processed by the cloud, that is, the users that access the cloud in the simu-
lated scenario. This part plays a very important role in the cloud environment [54]. 
In essence, each user rents one or several VMs for a specified time-frame, where one 
or several services, previously requested by the user, are executed. The cloud pro-
vider contains data structures and algorithms for managing user requests and allo-
cating resources. Finally, the data centers represent the hardware part of the cloud. 
These contain the models of the physical machines where the VMs requested by the 
users are deployed.

The following sections provide a detailed description of the underlying design of 
Simcan2Cloud and the input required to generate a simulation scenario.

4.1  Class design diagram of Simcan2Cloud

A simplified view of the class design diagram of Simcan2Cloud is given in Fig. 8. 
For the sake of simplicity, only the most relevant classes are shown in this diagram.

Fig. 7  General architecture of Simcan2Cloud
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This class diagram represents the underlying infrastructure of a complete cloud 
system. The main objective of this design is twofold. Firstly, it must provide mech-
anisms for modeling a wide spectrum of cloud scenarios. Since each part of the 
cloud can be individually modeled by re-using existing models, researchers are 
able to combine these models from a repository, which considerably increases the 
total number of possible configurations to simulate a cloud scenario. For instance, 
it is possible to combine different algorithms to generate users with several resource 
allocation policies used by the cloud provider. Secondly, it must allow the inclu-
sion of new components to increase the scalability of Simcan2Cloud, such as adding 
policies for managing user requests in the cloud provider and adding new hardware 
models representing the behavior of different devices.

To accomplish this objective, each part of the system provides basic functionality 
that must be used for each new component that is added to the simulator. In gen-
eral, these functionalities are included in the base classes, such as CloudProvider-
Base and UserGeneratorBase. For instance, 3 different algorithms for generating the 
workload are included in different classes, namely UserGenRandom, UserGenExpo-
nential, and UserGenAllAtOnce, which inherit from UserGeneratorBase.

4.1.1  Generation of users

In Simcan2Cloud, the workload is represented by a collection of users accessing the 
cloud. The main classes involved in the generation of users are as follows:

User Each User object represents the behavior of a user in a real cloud. Basically, 
a user is modeled by defining the rented VMs and the services that are executed 
on them. Each VirtualMachine is modeled by setting its hardware features (CPU, 
memory, and disk). Services can be configured by setting the required parameters 
to model a specific behavior. The current version of Simcan2Cloud provides several 

Fig. 8  Simcan2Cloud class design diagram
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services, such as web servers and data-intensive applications for processing large 
amounts of data, among others.

UserGeneratorBase This abstract class contains references to the services and 
VMs offered by the cloud. This class also provides some facilities for creating user 
instances. Initially, this class parses the configuration of the workload, that is, each 
modeled user involved in the simulated cloud scenario and the number of user 
instances to be created. It is important to mention that this process is performed 
before the Simcan2Cloud starts to execute the simulation and, therefore, all the 
user instances are created when the simulation time is still zero. The algorithm that 
orchestrates how the users access the cloud must be located in a class that inherits 
from UserGeneratorBase. We can see in Fig. 8 three classes focusing on this objec-
tive: UserGenExponential, which generates the workload by using an exponential 
distribution function, UserGenRandom, which randomly generates the time when 
each user accesses the system, and UserGenAllAtOnce, which makes users access 
the system all at once, at the beginning of the simulation.

4.1.2  Cloud provider

In general terms, the main tasks of a cloud provider consist of attending to user 
requests, locating the resources requested by the user among the associated data 
centers, and generating an answer for these requests. Additionally, the cloud pro-
vider creates the illusion of managing infinite resources by hiding deployment 
details, even if the cloud owns several data centers that are located in different geo-
graphical locations. The classes involved in serving users are as follows:

CloudProviderBase This abstract class contains the main functionalities for man-
aging user requests, such as searching for the available resources in a data center and 
deploying a given VirtualMachine on a ComputingNode located in a DataCenter. 
Moreover, this class accesses both the data structures containing information about 
each data center and the structures containing each user request. Resource allocating 
policies must be implemented in a class that inherits from CloudProviderBase, such 
as ProviderFIFO, which attends to user requests by using a FIFO policy, and Pro-
viderBestFit, which uses the “best fit” algorithm for deploying VMs on the available 
resources. To accurately represent the behavior of a cloud system, the cloud provider 
exports an API that acts as the interface between the users and the cloud.

Listing 1 Excerpt from the API exported by the Cloud Provider.

1 void handleUserAppRequest(SM_UserAPP* userAPP_Rq);

2 void acceptAppRequest(SM_UserAPP* userAPP_Rq);

3 void rejectVmRequest(SM_UserVM* userVM_Rq);

4 void notifySubscription(SM_UserVM* userVM_Rq);

5 void timeoutSubscription(SM_UserVM * userVM_Rq);

6 void freeUserVms(std:: string strUsername);

7 int getTotalCoresByVmType(std:: string strVmType);

CloudProviderAPI This interface exports an API containing a list of operations 
that can be invoked by the users to communicate with the cloud. Listing 1 shows an 
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excerpt from the API offered by the cloud provider. It is important to mention that 
this API contains a large number of methods and, for the sake of clarity, we only 
show the most representative ones in this listing.

4.1.3  Data centers

Broadly speaking, a DataCenter represents the physical resources managed by 
the cloud system. The underlying infrastructure of Simcan2Cloud groups these 
resources into three categories: computing nodes, storage nodes, and communica-
tion networks. The main classes for managing a data center are as follows:

DataCenterManager This class is in charge of different tasks focused on manag-
ing the available resources, such as maintaining a list of the idle CPUs and updating 
the amount of free memory on each physical machine, among others.

ComputingNode This class represents a physical machine where the VMs 
requested by users are deployed. A computing node can be customized by configur-
ing the CPU system, the memory system, and the disk.

StorageNodes This class represents a physical machine that manages large 
amounts of data. In general, these machines do not deploy the VMs requested by 
users, but store data that are accessed by them.

Network This class represents a network for interconnecting the nodes of the data 
center.

4.2  Input for Simcan2Cloud to simulate a cloud scenario

In order to simulate a cloud computing scenario, Simcan2Cloud requires two input 
files:

• scenario.ned, a plain-text file that configures the topology of the system. In par-
ticular, this file contains the type of a cloud provider, the type of a user genera-
tor, the models of one or several data centers and how these are connected to the 
cloud provider through a communication network.

• omnetpp.ini, a plain-text file that contains a list of (parameter,value) pairs for 
configuring each module involved in the simulated scenario.
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Listing 2 Excerpt from the scenario.ned configuration file.

1 network CloudScenario{

2 parameters:

3 string serviceList;

4 string vmList;

5 string userList;

6 string dataCentersList;

7 submodules:

8 dc_A:DC_4kcn_512sn;

9 dc_B:DD_8kcn_1ksn;

10 cloudProvider:CloudProviderFirstFit ;

11 userGenerator:UserGeneratorNormal;

12 connections allowunconnected:

13 cloudProvider.toDataCenter ++ --> Eth10G -->

14 dc_A.fromCloudProvider ;

15 cloudProvider.fromDataCenter ++ <-- Eth10G <--

16 dc_A.toCloudProvider;

17 cloudProvider.toDataCenter ++ --> Eth10G -->

18 dc_B.fromCloudProvider ;

19 cloudProvider.fromDataCenter ++ <-- Eth10G <--

20 dc_B.toCloudProvider;

21 cloudProvider.toUserGenerator --> Eth10G -->

22 userGenerator.fromCloudProvider;

23 userGenerator.toCloudProvider --> Eth10G -->

24 cloudProvider.fromUserGenerator; }

Listing 3 Excerpt from the omnetpp.ini configuration file.

1 CloudScenario.vmList = "2 VM_med 15.0 2 2.0 500.0 4.0 VM_large

23.0 4 4.0 1000.0 8.0"

2 CloudScenario.userList = "2 User_A 10000 1 AppDataIntensive 5 1

VM_med 1 2 User_B 50000 1 AppDataIntensive 3 2 VM_large 1 3

VM_med 1 1"

3 CloudScenario.dataCentersList = "2 dc_A 1 4 Rack_Cmp 16 64

Node_Cmp 500 4.0 4 60000 1 2 Rack_Sto 16 16 Node_Sto 4000

16.0 4 30000 dc_B 1 8 Rack_Cmp 16 64 Node_Cmp 500 4.0 4 60000

1 4 Rack_Sto 16 16 Node_Sto 4000 16.0 4 30000"

4
5 CloudScenario.userGenerator.allUsersArriveAtOnce = false

6 CloudScenario.userGenerator.intervalBetweenUsers = normal (5s,0.3s)

7 CloudScenario.userGenerator.maxSubscriptionTime = 8

Basically, the configuration of a simulated cloud scenario is divided into three 
groups: Workload, Data-Centers and Cloud-Provider. In order to illustrate the input 
for Simcan2Cloud, we present a running example. The configuration files of this 
example are depicted in Listing 2 and Listing 3. Since a configuration file may con-
tain hundreds of lines, only the most representative parameters are shown in this 
example.

The workload represents a collection of users that access the cloud. The configu-
ration of a workload must contain the number of instances, for each user type, to be 
generated in the simulated cloud environment and how these users access the sys-
tem. First, the models of each VM involved must be provided. This example models 
two VMs (see line 1 of Listing 3). The first VM, called VM_med, contains 2 CPU 
cores with a computational power of 2.0 CUs, a 500-GB disk and 4 GB of memory. 
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However, VM_large provides 4 CPU cores with 4.0 CUs, a 1000-GB disk and 8 GB 
of memory. Similarly, this example models 2 user types (see line 2 of Listing 3). The 
workload used in this example consists of 10,000 User_A instances, each one exe-
cuting 5 instances of a service called AppDataIntensive on one VM_med, and 50,000 
User_B instances, each executing 3 instances of the service AppDataIntensive on 1 
VM_large and 1 VM_med. The user generator uses a normal distribution to calculate 
the time between two consecutive user requests (see line 6 of Listing 3). Finally, the 
parameter that configures the maximum subscription time is set in Listing 3 (see line 
7).

The cloud in this example consists of 2 data centers. The first data center, called 
dc_A (see lines 8–9 of Listing 2), contains 4096 computing nodes allocated in 
4 racks, where each one houses 16 boards, each one allocating 64 blades. These 
blades, also called computing nodes, are provided with a 500-GB disk, 4 GB of 
memory and a CPU with 4 cores with a computing power of 60,000 MIPS. This 
data center also contains 512 storage nodes, grouped in 2 racks. The second data 
center, called dc_B, contains 8192 computing nodes and 1024 storage nodes. This 
data center uses the same configuration for the computing and storage nodes as the 
previous data center. These parameters are configured in Listing 3 (see line 3).

The cloud provider in this example is configured in Listing 2 (see line 10). In this 
case, the cloud provider uses a first fit algorithm to allocate the requested VMs on 
the available resources.

Finally, lines 13–20 of Listing 2 contain the connections between each data center 
and the cloud provider. In this case, each link is configured as a 10-Gpbs Ethernet.

5  Mappings and transformations

The transformations from a UML cloud model to the corresponding Simcan2Cloud 
configuration files are performed in several steps by using hierarchical subtransfor-
mations. In the following, we define the transformations performed and we describe 
the unit tests applied for their validation.

5.1  Transformation

The hierarchical transformations—applied to the UML cloud model—to obtain 
the corresponding configuration files for the Simcan2Cloud simulator are shown 
in Figs. 9 and 10. These transformations are implemented in the plug-in es.uclm.
uml2cloud.m2t.simcan2cloud, which has been implemented using Acceleo for 
the generation of the .ned and .ini files corresponding to the modeled scenario. 
A set of Acceleo templates has therefore been designed, with each one corre-
sponding to a subtransformation shown in Figs. 9 and 10. Figure 9 contains the 
transformations implemented to produce the .ned configuration file (topology). 
The main transformation is generateNEDFile, which invokes the subtransforma-
tions generateHeaderNEDFile, generateDataCenterDefinition and generateInfr-
structure to produce the header section, data center definition part and general 
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infrastructure information, respectively. These subtransformations invoke the 
other subtransformations in the bottom of the figure to generate the information 
about the rack elements, rack connections, data center network and elements, 
cloud connections, users and cloud provider.

In the same way, Fig. 10 contains the transformations implemented to produce 
the .ini file (cloud parameters). The main transformation is generateINIFile, 
which invokes the subtransformations generateHeaderINIFile, generateCloud-
ProviderConfiguration, generateDataCenterConfiguration and generateUser-
GeneratorConfiguration to produce the header section, cloud provider configu-
ration section, data center parameters and configuration of the user generator, 
respectively.

Thus, the user needs to press only the Acceleo-Model-to-Text transformation 
button in the tool (see Fig.  11), which will trigger the two main transforma-
tions generateNEDFile and generateINIFile mentioned above (see lines 7 and 8 
in Listing 4 in “Appendix”), to produce the configuration files scenario.ned (sys-
tem topology) and omnetpp.ini (configuration parameters) (Fig. 12).

Fig. 9  Simcan2Cloud M2T .ned transformation scheme

Fig. 10  Simcan2Cloud M2T .ini transformation scheme
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5.2  Transformation validation

Proving the correctness of model transformations formally is difficult and requires 
formal verification techniques. An alternative approach that is widely applied in the 
industry is validation by testing. Validation of model transformations is important 
for ensuring their quality [24]. Successful validation must take into account the char-
acteristics of model transformations and develop a suitable fault model on which test 
case generation can be based, by checking the correctness of the output provided by 
the model transformation. Thus, in this work, we use the unit testing method pro-
posed by Tiso et al. [51] to generate a test case for each subtransformation appearing 
in Figs. 9 and 10.

This test suite is also implemented as an Acceleo transformation, which is built 
by defining a template for each test case (i.e., a test template for each subtransfor-
mation). During its execution, the Acceleo transformation performs four logical 
steps. First, an OCL query extracts—from the input model—the specific suitable 
elements to be used as input for the subtransformation and executes the test case for 
each element obtained. The template then builds a corresponding regular expres-
sion and executes the subtransformation being tested by passing the model element 
as a parameter. These regular expressions are defined by checking the structure of 
configuration files. A Java method is next invoked through a special type of Acceleo 

Fig. 11  A snapshot of the tool: transformation button
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query called Java Service Wrapper,2 which matches the output of the subtransfor-
mation with the regular expression to check if it is correct. Finally, the test tem-
plate report is written as an HTML report to make reading easier. Figure 13 shows a 
unit test report that was obtained when the subtransformation generateHeaderNED-
File was implemented. The result of the test for the DataCenter1 element was Fail, 
which means that the structural definition of this element was not correct since the 
code produced did not match the regular expression. Hence, this subtransformation 
had to be modified to fix the error.

Fig. 12  Transformation example

2 Acceleo—Java Service Wrappers: https ://wiki.eclip se.org/Accel eo/Getti ng_Start ed#Java_servi ces_
wrapp ers.
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6  Empirical evaluation

In this section, we carry out an experimental evaluation where different cloud 
architectures have been modeled and analyzed. The idea is to check how the 
underlying architecture of the cloud processes a given workload and, in those 
cases where the cloud collapses, to locate the saturation point. In essence, a work-
load consists of a large number of users requesting VMs to the cloud for execut-
ing applications. To generate representative workloads, we provide different types 
of users, which have been designed by using our proposed profile (see Fig.  3), 
and ten different configurations of VMs where a CPU-intensive application [34] 
is executed.

In this study, our proposed profile has been used to model both the users 
accessing the cloud and the underlying cloud infrastructure (see Sect. 3). In the 
following, the term user refers to a client that requests resources from the cloud, 
user model denotes the behavior of a user, and workload refers to a collection of 
users interacting with a cloud system.

Firstly, we present the experimental settings in Sect. 6.1. In Sect. 6.2 we inves-
tigate how the behavior of the users affects the overall cloud performance for 
processing a workload. In essence, this behavior is determined by the number 
of resources required by each user and the maximum amount of time a user is 
willing to wait for obtaining the requested resources, which is established via the 
maxSubTime parameter (see Fig. 3). Next, we analyze in Sect. 6.3 how the user 
distribution for accessing the cloud affects overall system performance. In this 
case, the workloads to be processed by the cloud have been generated by using 
different statistical distributions. In each experiment, the scalability of the sys-
tems using different data centers is also studied.

Fig. 13  Unit test report
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6.1  Experimental settings

This section describes in detail the settings used to carry out the experiments. 
The generated workloads have been simulated in the modeled cloud systems (see 
Fig. 14) by using the Simcan2Cloud simulation tool.

Firstly, we provide 10 different models of VMs. Each cloud has been modeled 
as containing one data center. All the physical machines are allocated in racks, 
where each rack contains a configurable number of blades that are grouped on 
boards. Each board contains a switch that interconnects all the blades allocated 
on the board. Thus, a global switch connects the switches of each board with the 
exterior network. All the components of the data center are connected using a 
Gigabit Ethernet network.

The modeled data centers are homogeneous in the sense that all the nodes of 
the same type have the same hardware features. Hence, all the computing nodes 
that are allocated to execute the VMs rented by the users, are equal. Similarly, 
the storage nodes, which are used to manage the data accessed by the computing 
nodes, have the same characteristics. However, the configuration of the comput-
ing nodes and the storage nodes differ. Each computing node has been modeled 

Fig. 14  Cloud system model
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using a 4-core CPU at 60000 MIPS, a 2 TB disk and 64 GB of RAM. Similarly, 
each storage node contains a 2-core CPU at 52500 MIPS, a 2000-GB disk and 
16 GB of RAM.

6.2  Analyzing the overall system performance

To analyze the overall system performance, we define different workloads to be pro-
cessed by the cloud. Furthermore, scalability is also analyzed by using the same 
workload configuration, but taking different sizes for the cloud studied. Table  1 
shows four different workloads that are used to analyze the behavior of the cloud. In 
this table, the first column refers to the user type, the second column represents the 
resources requested for the user, that is, the instance(s) of the virtual machine(s) and 
the period(s) of time that the user expects to use the VM. The following columns 
represent the workloads, namely �1 , �2 , �3 and �4 , each one indicating the number 
of user instances generated to be processed by the cloud. As an illustration, Fig. 15 
contains the specific sequence diagram for the interactions of UserA with the cloud 
provider. In this experiment, if a user requests resources from the cloud and these 
are not available, the user submits a subscription to the cloud to be notified when the 
requested resources become available. This subscription is only valid for a period, 
which is indicated via the maxSubTime parameter.

Figure  16 shows the results obtained from the first configuration, where the 
cloud processes the workload �1 , which consists of 10,000 users as it is presented 
in Table  1. Each row in this figure shows the simulation results obtained when 
using the same value for the subscription time. Thus, charts a, b and c in the first 
row use a subscription time of 3 h, charts d, e and f use a subscription time of 
5 h, charts g, h and i use a subscription time of 10 h, and finally, charts j, k and l 
use a subscription time of 240 h. It is important to remark that the variable max-
SubTime represents the maximum amount of time that a user is willing to wait 
until the resources are available. However, in these experiments, this time may 

Table 1  Workloads defined to analyze the overall performance of the clouds

User VMs requested by the user �1 �2 �3 �4

UserA 5 × VMsmall for 2 h 5000 1000 500 1
UserB 5 × VMmedium for 2 h, 5 × VMlarge for 3 h 1150 1000 1500 2490
UserC 2 × VMmedium for 2 h 3725 1000 1000 10
UserD 50 × VMmedium for 2 h 125 1000 2000 1500
UserE 1 × VMlarge for 10 h 0 1000 100 100
UserF 2 × VMmicro for 2 h, 2 × VMsmall for 3 h 0 1000 900 1799
UserG 2 × VMmicro for 2 h, 2 × VMsmall for 2 h 0 1000 500 500

2 × VMmedium for 1 h
UserH 1 × VMnanoRAM for a day 0 1000 500 100
UserI 1 × VMnano for a day 0 1000 1000 500
UserJ 5 × VMsmall for 2 h, 5 × VMmedium for 3 h 0 1000 2000 3000

5 × VMlarge for 3 h
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not correspond with the time elapsed since the user requests the sources until the 
user has access to them. Each column of the charts in Fig. 16 shows the simula-
tion results using a data center containing the same number of physical machines. 

Fig. 15  Cloud interaction model for User
A
 using maxSubTime = 3h
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In this case, 128, 256 and 512 computing nodes are used, while the number of 
storage nodes used is 4, 8, and 16, respectively.

In each chart, the x axis represents the user IDs, which are numbered from 0 
to 9999, while the y axis represents the waiting time (in hours), that is, the time 
elapsed from the moment the user requests resources from the cloud until the user 
has been granted access to the requested resources. Thus, the maximum value on 
the y axis corresponds to the subscription time. Those users that do not obtain the 
requested resources within the subscription time are represented with a red dot, 
which means that these users abandon the cloud, while the other users, namely 

(a) (b) (c)

(d) (e) (f)

(g) (h) (i)

(j) (k) (l)

Fig. 16  Overall performance of the cloud for processing �1 using different maxSubTime values (3, 5, 10 
and 240 h)
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those that have been able to access and use the requested resources, are repre-
sented with a black dot.

The first row of the charts (a, b and c) represents the simulation of a cloud 
using different data centers, each one containing 128, 256 and 512 nodes, and 
a subscription time of 3 h. In those cases in which the data center contains 128 
and 256 nodes, it is noticeable that a high number of users, specifically 3895 
and 1488, respectively, do not obtain the requested resources. Consequently, the 
size of these data centers is not enough to process the workload, and therefore 
the cloud system collapses and is not able to provide resources to a significant 
number of users. Although this scenario, in which the waiting time progres-
sively increases, is slightly alleviated when the number of physical machines is 
increased (see Fig. 16b), using 512 nodes renders a better scenario. In this case, 
only 5 users abandon the cloud, while most of the users obtain the requested 
resources in the first few minutes.

The second row of the charts shows the simulation results when using a subscrip-
tion time of 5 h. In this case, we obtain similar results to those in the previous cases. 
The number of users that abandon the system in this case is 3877, 1390 and 1 when 
a data center containing 128, 256 and 512 nodes is used, respectively. Similarly, the 
simulations using a subscription time of 10 h do not drastically reduce the number 
of users that abandon the system. In this case, the number of users that abandon the 
cloud is 3810, 1237 and 0 when a data center containing 128, 256 and 512 nodes is 
used, respectively.

Finally, using a long subscription time renders a totally different scenario. The 
last row of the charts depicts the simulation results when using a subscription 
time of 10 days, that is, 240 h. When considering a small data center containing 
128 nodes plots, two different situations for the users arise. On the one hand, those 
users requesting a small quantity of resources eventually obtain access to the system. 
However, the average waiting time increases as the number of users that are waiting 
for the resources increases (see lower black line). On the other hand, those users 
requesting a large amount of resources are forced to wait. Hence, these users usually 
abandon the system (see upper red line). When the number of users that are waiting 
for resources decreases, the cloud is able to provide the requested resources, and 
therefore, the waiting time is progressively reduced. Using a data center contain-
ing 256 nodes renders a similar situation for the users. However, the system perfor-
mance improves significantly, and even when the system is saturated, all the users 
are able to obtain the requested resources before the subscription time expires (see 
Fig. 16k). Additionally, the average waiting time is considerably reduced for those 
users requesting a small quantity of resources (see lower black line). In these simu-
lations, 1091 users abandon the system when the cloud contains 128 nodes, while 
none of the users abandon the system otherwise.

It is important to remark that when using a data center containing 1024 nodes, 
the system is able to provide the requested resources to all the users in the first few 
minutes after their arrival.

In the next experiment, the cloud processes �2 , which consists of a total of 1000 
users and contains a higher variety of users. The results of this experiment are 
depicted in Fig. 17.
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In general, the number of successfully processed users increases when the varia-
ble maxSubTime is also increased. This can be appreciated in the charts 17j–l, where 
the maximum subscription time is set to 240 h. In the rest of the cases, the cloud is 
collapsed, which is noticed by the red line—at the top of the chart—indicating that 
are users abandoning the system.

However, we appreciate an interesting behavior when the system scales hori-
zontally, that is, when the cloud provides a higher number of physical machines. In 
these cases, the cloud completely processes the workload when the cloud provides 
256 physical machines. Also, the waiting time is reduced from 200 to—approxi-
mately—140 h in the worst-case scenario (see Fig.  17k, l). The different lines of 

(a) (b) (c)

(d) (e) (f)

(g) (h) (i)

(j) (k) (l)

Fig. 17  Overall performance of the cloud for processing �2 using different maxSubTime values (3, 5, 10 
and 240 h)
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these charts show how the waiting time decreases for the different type of users (see 
Fig. 17j). Broadly speaking, the users that request a small number of resources (i.e., 
UserI ) are more easily allocated than the users requesting a high number of CPU 
cores (i.e., UserJ ). Consequently, the latter may be waiting for longer intervals of 
time until the resources are available. When the system is scaled, the chart only 
shows one line, which represents the same tendency for all the users that are waiting 
for the resources (see Fig. 17l).

Figures 18 and 19 show the results obtained when the cloud processes the work-
loads �3 and �4 , respectively. Similarly, in these cases, the cloud is also collapsed 
when the variable maxSubTime is set below 240 h. On the contrary, when the users 

(a) 128 nodes (b) 256 nodes (c) 512 nodes

(d) 128 nodes (e) 256 nodes (f) 512 nodes

(g) 128 nodes (h) 256 nodes (i) 512 nodes

(j) 128 nodes (k) 256 nodes (l) 512 nodes

Fig. 18  Overall performance of the cloud for processing �3 using different maxSubTime values (3, 5, 10 
and 240 h)
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are willing to wait—as a maximum—240 h, the overall performance is significantly 
improved. Only when the cloud provides 512 physical machines, all the users are 
successfully processed. However, we observe different behaviors from these results.

Figure 18j shows different lines that depict how the waiting time increases and 
decreases at the same time. As a similar scenario occurs when the cloud pro-
cess �2 (see Fig. 17), we notice several tendencies for the different type of users 
requesting a different amount of resources. In this case, �3 contains a higher num-
ber of users requesting a greater amount of resources than �2 (see UserB , UserD 
and UserJ in Table 1). These users are not able to obtain access to the requested 
resources and, consequently, the waiting time is increased until other users leave 

(a) 128 nodes (b) 256 nodes (c) 512 nodes

(d) 128 nodes (e) 256 nodes (f) 512 nodes

(g) 128 nodes (h) 256 nodes (i) 512 nodes

(j) 128 nodes (k) 256 nodes (l) 512 nodes

Fig. 19  Overall performance of the cloud for processing �4 using different maxSubTime values (3, 5, 10 
and 240 h)
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the system. Increasing the physical resources alleviates this issue, providing simi-
lar performance to the one obtained when the cloud process �2.

The processing of �4 renders a different scenario. In this case, the waiting time 
constantly grows when the system provides 128 physical machines. The overall 
performance is slightly alleviated when the system provides 256 hosts. However, 
the cloud is only able to fully process �4 when the cloud provides 512 nodes. In 
this case, the waiting time reaches 150 h in the worst-case scenario (see Fig. 19l).

(a) 128 nodes (b) 256 nodes (c) 512 nodes

(d) 128 nodes (e) 256 nodes (f) 512 nodes

(g) 128 nodes (h) 256 nodes (i) 512 nodes

(j) 128 nodes (k) 256 nodes (l) 512 nodes

Fig. 20  Overall performance of the cloud for processing the trace LANL CM-5 using different maxSub-
Time values (3, 5, 10 and 240 h)
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Additionally, we have carried out an experiment where a real trace has been 
adapted to be executed in the Simcan2Cloud simulator. In particular, this trace con-
tains two years worth of accounting records produced by the DJM software running 
on the 1024-node CM-5 at Los Alamos National Lab (in short, LANL).3

This trace contains up to 122,000 users and has been gathered from a system con-
taining 1024 physical machines. However, we need the information that specifies the 
resources required by each user and the time-stamp representing the exact moment 
when each user accesses the system. Specifically, we use the following information 
from the trace: Job Number, Submit Time, Run Time, Requested Number of CPU 
cores (VMs) and Requested time.

Figure 20 shows the results obtained by the cloud for executing the LANL CM-5 
trace using different configurations. In this case, we appreciate that the system is not 
able to completely process all the user requests. However, these results show that 
increasing the number of physical machines and the value of the variable maxSub-
Time significantly improves the overall system performance. In those cases where 
the cloud provides 512 physical machines, several peaks are depicted (see charts 
20c, f, i and l) which show how the system fluctuates when the users that are wait-
ing to obtain the requested resources, finally get access to them. In those cases when 
the maxSubTime is set to 240 h, these charts show the tendency of the waiting time, 
which is more noticeable when a small data center is used.

6.3  Analyzing the impact of the user distribution

The second experiment has been carried out to analyze how the user distribution 
affects overall system performance. In this case, different workloads consisting 
of 50,000 users have been created by using several statistical distributions, which 
establish a time interval between two consecutive users accessing the cloud (see 
Table 2). Thus, we use the following distributions to generate the workloads: Expo-
nential, Erlang, Chi-square, Normal, Weibull, Truncnormal and Uniform.

Figure 21 shows the results obtained when the cloud processes the workload �5 . 
Specifically, Fig. 21a shows the simulation results using a data center of 512 nodes 
and 21b shows the simulation results using a data center containing 1024 nodes. In 
these charts, the x axis represents the subscription time, the y axis represents the 
distribution used to generate the workload, where the values of each distribution are 
indicated in seconds, and the z axis refers to the number of users that abandon the 
cloud, that is, they do not obtain the requested resources within their subscription 
times. The generated workloads are sorted by using a sorting criteria based on the 
density of users. Hence, the exponential distribution generates a workload in which 
users arrive at the cloud system within a 200-h time-frame, while the uniform dis-
tribution generates a workload in which users arrive at the cloud within a 1600-h 
time-frame.

3 Trace available at: http://www.cs.huji.ac.il/labs/paral lel/workl oad/logs.html.
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These charts show that the cloud is able to properly process workloads containing 
a low density of user requests, that is, workloads generated by using both a Uni-
form and a Truncnormal distribution, which generate user requests within a 1600 
and 1400-h time-frame, respectively. In this case, only 145 users abandon the system 
when a subscription time of 2 h is considered.

However, as the density of users increases, the number of users that abandon the 
cloud increases as well. Although this effect can be appreciated in both clouds, the 
system using a data center containing 512 nodes easily collapses. In this case, when 
using a Weibull distribution, in which the workload generates users accessing the 

Table 2  Definition of several 
workloads to analyze the impact 
of the user distribution on the 
overall system performance

User VMs requested by the user �5 �6

UserA 5 × VMsmall for 2 h 47500 2000
UserB 5 × VMmedium for 2 h, 5 × VMlarge for 3 h 5000 2000
UserC 2 × VMmedium for 2 h 47000 2000
UserD 50 × VMmedium for 2 h 500 2000
UserE 1 × VMnano for 5 h 0 2000
UserF 1 × VMmicro for 5 h 0 2000
UserG 1 × VMsmall for 5 h 0 2000
UserH 1 × VMmedium for 5 h 0 2000
UserI 1 × VMlarge for 5 h 0 2000
UserJ 1 × VMxlarge for 5 h 0 2000
UserK 1 × VM2xlarge for 5 h 0 2000
UserL 1 × VM4xlarge for 5 h 0 2000
UserM 5 × VMnano for 2 h, 5 × VMmicro for 3 h 0 2000
UserN 5 × VMsmall for 2 h, 5 × VMmedium for 3 h 0 2000
UserO 5 × VMmedium for 2 h, 5 × VMlarge for 3 h 0 2000
UserP 5 × VMlarge for 2 h, 5 × VMxlarge for 3 h 0 2000
UserQ 5 × VMxlarge for 2 h, 5 × VM2xlarge for 3 h 0 2000
UserR 5 × VMmicro for 2 h, 5 × VMsmall for 3 h 0 2000
UserS 5 × VMsmall for 2 h, 5 × VMmedium for 3 h, 0 2000

5 × VMlarge for 3 h
UserT 10 × VMmicro for 2 h, 10 × VMmedium for 3 h, 0 2000

10 × VM4xlarge for 3 h
UserU 20 × VMlarge for 2 h, 20 × VMxlarge for 3 h, 0 2000

20 × VM2xlarge for 3 h
UserV 5 × VMnano for 2 h, 5 × VMmicro for 3 h, 0 2000

5 × VMxlarge for 3 h
UserW 10 × VMnano for 2 h, 10 × VMmicro for 3 h, 0 2000

10 × VM2xlarge for 3 h
UserX 10 × VMsmall for 2 h, 10 × VMmedium for 3 h, 0 2000

10 × VMxlarge for 3 h
UserY 1 × VMnano_hd for 12 h 0 1500
UserZ 1 × VM nano for a day 0 500
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(a)

(b)

Fig. 21  Performance of the cloud for processing �5
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(a)

(b)

Fig. 22  Performance of the cloud for processing �6
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cloud within a 960-h time-frame, the cloud is not able to entirely attend to all the 
user requests and, consequently, around 2000 users abandon the cloud.

The same effects can be observed when using the other distributions. The worst-
case scenario consists in processing a workload generated with an exponential distri-
bution, where around 47,000 users abandon the system. However, using a larger data 
center partially alleviates this scenario, allowing the cloud to properly process most 
of the workload, thus providing the requested resources to all users. Only when the 
workload is generated by using both the Erlang and exponential distributions, the 
cloud is not able to process the workload entirely, and consequently, around 8000 
and 32,000 users abandon the cloud, respectively.

As we noticed the variable maxSubTime has a slight impact on this experiment, 
we have performed a simulation by scaling—vertically—the system to process the 
workload �6 . For this, we have configured each physical machine in the cloud to 
provide 16, 32, 64 and 128 CPU cores. In this case, the variable maxSubTime is set 
to 5 h.

When the cloud provides 512 physical machines (see Fig.  22a), the number 
of users that abandon the system in the best-case scenario ranges from 14,520 to 
14,244, that is, when the workload is generated using a uniform distribution. In 
the worst-case scenario, that is, using the exponential distribution, the number of 
users that cannot reach the requested resources ranges from 37,889 to 33,128. These 
results show that the number of CPU cores has a greater impact on the overall sys-
tem performance when the number of users that concurrently access the system 
increases. This fact is depicted when the workload is generated using an exponential 
distribution. In this case, the time-frame between two users is considerably smaller 
than the space between two users generated using a uniform distribution.

However, we obtain better results when the cloud provides 1024 hosts. In this 
case, the number of users that abandon the cloud ranges from 5768 to 5473 when 
the users are generated using the uniform distribution. When we use an exponential 
distribution to generate the workload, the number of users that are forced to leave 
the system ranges from 32,536 to 22,547. Consequently, in this case, increasing 
the number of CPU allows the cloud to provide resources to 9989 users, which—
approximately—represent the 20% of the total number of users in the trace.

Broadly speaking, the user distribution has a direct impact on the overall system 
performance. For this, it is crucial to customize the system using the most appro-
priate configuration, adjusting the number of physical machines and the number of 
CPU cores per machine.

7  Related work

In the last years, optimizing, modeling and investigating the cloud have become a 
focus of much interest [15, 20, 27, 30]. However, these are very challenging tasks 
due to the following reasons. First, providing an accurate and formal model of the 
cloud is complex. There are a large number of variables (i.e., the behavior of users 
and workload) and components (CPUs, memories, networks, virtual machines) 
that must be formally modeled to accurately represent the behavior of the system. 
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Second, since there are a large number of variables that cannot be controlled, such 
as network traffic, it is very difficult to repeat a test case.

At present, some well-known cloud providers and third-party cloud services pro-
vide tools for calculating the financial cost of resource and service utilization [1, 
29, 44, 45]. Unfortunately, these tools calculate only the static cost, that is, the cost 
associated with the requested resources for a time-frame. Hence, data such as per-
formance, average response time and percentage of resource utilization are not pro-
vided by these tools.

A promising alternative way to investigate and model the cloud consists in using 
simulation tools, as these offer several advantages: (1) Simulation experiments are 
cheap and repeatable, and can be launched in parallel in order to reduce the execu-
tion time. (2) Simulation is more flexible than performing experiments on a real sys-
tem. In a simulation experiment, the entire model can be easily modified by chang-
ing configuration parameters. On the contrary, real systems require making changes 
to the hardware, which is usually more expensive and time-consuming. (3) Simula-
tion does not require specific hardware to launch experiments. (4) Simulators can be 
easily shared with other researchers. However, simulation also entails certain prob-
lems. For instance, results obtained from simulation do not provide 100% accuracy 
and, in some cases, modeling the required system under test with enough detail may 
require a significant amount of effort and time.

The high diversity and continuously growing scale of simulation and modeling 
tools makes the selection of an appropriate tool to perform the required research 
very difficult [19]. Over the last few years, a wide spectrum of simulation tools have 
been proposed to study different aspects of cloud systems [19], such as energy con-
sumption[13, 23], throughput and utilization of resources [14, 20], and VM schedul-
ing strategies [31].

Taking into account the modeling challenge, and considering that the current sim-
ulation tools use different languages to represent the cloud infrastructure, it is a good 
approach to use a common graphical modeling language. Over the last few years, 
diverse cloud modeling approaches have emerged. Considering the report made by 
Bergmayr et al. [4] and focusing mainly on the graphical modeling languages, we 
can find the following approaches: CAML [3], TOSCA [6], MULTICLAPP [21] 
and MOCCA [25]. In Table 3 a, comparison of our framework with these graphical 
modeling languages is presented.

CAML [3] makes it possible to represent cloud-based deployment topologies in 
UML and refine them with cloud offerings captured by dedicated UML profiles. It is 
based on a model library and profiles. These profiles allow you to model cloud offer-
ings from both technical and non-technical perspectives, for example, performance 
and pricing features, respectively. As CAML is based on UML, it can be directly 
applied to UML models, which is especially useful when UML models are previ-
ously obtained and one wishes to adapt them for a cloud environment.

TOSCA [6] provides a way to enable portable automated deployment and man-
agement of composite applications. It describes the structure of composite applica-
tions in terms of so-called service templates. An extended version of TOSCA, called 
ToscaMart  [47], enables developers to reuse existing components and fragments 
of applications. TOSCA is based on XML, whereas Vino4TOSCA [7] provides a 
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graphical notation for service templates. The application model can be completed 
with management plans that are included by using existing workflow languages, 
such as BPMN [38], and can be seen as the mapping between the cloud applications 
and cloud environments.

MULTICLAPP [21] supports the modeling of cloud applications from a cloud-
provider-independent perspective. This approach models the application compo-
nents in UML and refines them with a dedicated profile. Multicloud applications are 
modeled as a composition of software artifacts, where each one can be assigned to a 
different platform. Additionally, stereotypes are provided that allow components to 
be annotated with QoS parameters, such as their response time.

MOCCA [25] is a method for migrating existing software to a cloud environ-
ment. The MOCCA metamodel represents the architecture and the deployment of 
the existing software. The deployment in a cloud environment can be expressed in 
terms of a clustering of architectural elements and specific implementation units that 
are assigned to the virtual resources of a cloud environment. The virtual resources 
are described in Open Virtualization Format (OVF) [17], which is a textual mod-
eling language.

Most cloud modeling languages deal with the description of cloud deployment 
configurations for one or several target cloud environments. They allow the mod-
eling of the services and resources offered by the cloud provider but without paying 
attention to the underlying hardware. Thus, there is a gap in cloud data center infra-
structure modeling, which some researchers might wish to model and simulate in 
order to obtain certain data from the data centers. The profile proposed in this work 
fills this gap. It allows researchers to model the cloud provider infrastructure, mak-
ing it possible to simulate it.

The above languages exploit model transformation techniques to generate code 
or configuration and deployment scripts. However, even if we have these codes or 
scripts from the models, it is still necessary to experiment in a real cloud. Caglar 
et al. [10] proposes the use of MDE and simulation to estimate the performance and 
cost of hosting the services in the cloud. It provides the generation of simulation 
code for CloudSim [8, 11] from a model.

Other works have used MDE and simulation techniques successfully in other 
areas [16, 50]. Syntony [16] is an Eclipse-based framework for automated and tool-
assisted development and analysis of network protocols. It uses UML diagrams, and 
MARTE and UTP profiles, to describe complex protocols. Then, it transforms the 
models into simulation code for OMNET++ [52].

8  Conclusions and future work

In this paper, we have presented a framework for modeling cloud systems, called UML-
2Cloud, capturing the most relevant components of the cloud, such as its underlying 
architecture, virtualization, users and workloads. Thus, one of the main contributions 
of this paper is the implementation of a complete framework supporting a UML profile 
for modeling the cloud architecture, as well as the simulated user–cloud interactions. 
In this way, a graphical representation of the cloud system is given, which allows us 
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to easily understand and configure the system infrastructure and interactions. With the 
proposed framework, a specific cloud scenario can be created by using the editor, after 
which it is validated and automatically translated into the cloud system configuration 
files to simulate the cloud system. UML2Cloud aids users in the sense that it hides the 
low-level details related to the simulation tool, that is, among other aspects, the syntax 
of the configuration files and scripts to run the experiments. Hence, users do not need 
to know the simulation platform used to simulate the modeled cloud environments.

From the results obtained by the simulator, we can draw conclusions about how the 
user’s behavior affects the overall cloud performance. In these experiments, a large 
number of users and VMs have been modeled, and several workloads have been syn-
thetically generated using a wide spectrum of user distributions. Moreover, a real trace 
has been adapted to be executed in Simcan2Cloud, allowing to compare the results 
obtained from the executions of the different workloads. As a result, the provided data 
render interesting conclusions that allow configuring the cloud to improve the overall 
system performance depending on the workload to be executed.

In conclusion, using simulation allows us to check, without making an initial invest-
ment, important factors of the cloud, such as its scalability and performance. Hence, 
cloud providers can estimate the amount of resources needed to satisfy the demand for 
a specific workload of users. Moreover, this framework is very useful for analyzing 
both the horizontal and vertical scalability in those cases in which the cloud provider 
decides to increase the size of a cloud.

An interesting line for future research is to complete the UML cloud profile to model 
user decisions, cloud costs, and different allocation algorithms to obtain quantitative 
results and thus draw conclusions from them.
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Appendix

Transformation templates and generated files

In this appendix, we show how a piece of a cloud model is transformed into sev-
eral lines of text that belong to different parts of the scenario.ned configuration 
file. Let us consider the excerpt of a cloud model shown in Fig. 23. Component 
and stereotype property values are extracted through the implemented Acceleo 
templates, and then these are written in the scenario.ned file. To start with, the 
main template generateSimcan2CloudFiles (see Listing 4) extracts the informa-
tion from the main component, that is CloudInfrastructure, and calls the gener-
ateNEDFile and generateINIFile templates. The generateNEDFile (see Listing 
5) template creates the scenario.ned file. This template extracts the data centers 
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referenced by the cloud infrastructure and calls the generateScenario and gener-
ateDataCenter templates to fill in the file.

The templates shown in Listings 4, 5, 6, 7, 8 and 9 write the part of the sce-
nario.ned configuration file shown in Listing 10. In the same way, the templates 
shown in Listings 11, 12, 13 and 14 write the part of the scenario.ned configura-
tion file shown in Listing 15.

Listing 4 Main Acceleo template.

1 [comment encoding = UTF -8 /]
2 [module

generateSimcan2CloudFiles (’http :// www.uclm.es/UML/profiles/UML2Cloud/1’,
’http :// www.eclipse.org/uml2 /5.0.0/UML ’)]

3 [import es::uclm:: uml2cloud ::m2t:: simcan ::files:: generateNEDFile /]
4 [import es::uclm:: uml2cloud ::m2t:: simcan ::files:: generateINIFile /]
5
6 [template public generateSIMCANFiles(aCloudInfrastructure :

CloudInfrastructure)]
7 [comment @main /]
8 [aCloudInfrastructure.generateNEDFile ()/]
9 [aCloudInfrastructure.generateINIFile ()/]

10 [/ template]

Listing 5 generateNEDFile Acceleo template.

1 [template public generateNEDFile(aCloudInfrastructure :
CloudInfrastructure)]

2
3 [file (aCloudInfrastructure.getFolder()+’scenario.ned ’, false , ’UTF -8’)]
4 ###
5 [aCloudInfrastructure .generateScenario ()/]
6 [aCloudInfrastructure .datacenterElements.generateDataCenter ()/]
7 [/file]
8 [/ template]

Fig. 23  A piece of a cloud system model
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Listing 6 generateScenario Acceleo template.

1 [template public generateScenario(aCloudInfrastructure :
CloudInfrastructure)]

2 network [aCloudInfrastructure.base_Component.name /]{
3 ###
4 submodules:
5 [aCloudInfrastructure .datacenterElements.generateScenarioDataCenter ()/]
6 [aCloudInfrastructure.generateScenarioCloudProvider ()/]
7 [aCloudInfrastructure.generateScenarioUserGenerator ()/]
8 [aCloudInfrastructure.generateScenarioConnections ()/]
9 }

10 [/ template]

Listing 7 generateScenarioDataCenter Acceleo template.

1 [template public generateScenarioDataCenter (aDataCenterElement :
DataCenterElement)]

2 [for (index : Integer |
Sequence(Integer){1.. aDataCenterElement .numberOfDataCenters })]

3 dc_[aDataCenterElement.dataCenterType.base_Component.name/]_[index /]:
[aDataCenterElement.dataCenterType.base_Component.name /]{

4 ###
5 }
6 [/for]
7 [/ template]

Listing 8 generateScenarioCloudProvider Acceleo template.

1 [template public generateScenarioCloudProvider(aCloudInfrastructure :
CloudInfrastructure)]

2 cloudProvider:CloudProvider[aCloudInfrastructure.cloudProvider
.resourceAllocationPolicy /]{

3 ###
4 gates:
5 fromDataCenter [’[’+ aCloudInfrastructure .datacenterElements ->

collectNested(numberOfDataCenters)->sum()+’]’/]
6 toDataCenter [’[’+ aCloudInfrastructure.datacenterElements ->

collectNested(numberOfDataCenters)->sum()+’]’/];
7 }
8 [/ template]
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Listing 9 generateScenarioConnections Acceleo template.

1 [template public generateScenarioConnections (aCloudInfrastructure :
CloudInfrastructure)]

2 connections allowunconnected:
3 [for (aDataCenterElement : DataCenterElement |

aCloudInfrastructure.datacenterElements)]
4 [for (index : Integer |

Sequence(Integer){1.. aDataCenterElement.numberOfDataCenters })]
5 cloudProvider.toDataCenter ++ -->

{datarate =[ aCloudInfrastructure.network.getBandwidth ()/];} -->
dc_[aDataCenterElement.dataCenterType.base_Component.name/]
_[index /].in;

6 cloudProvider.fromDataCenter ++ <--
{datarate =[ aCloudInfrastructure.network.getBandwidth ()/];} <--
dc_[aDataCenterElement.dataCenterType.base_Component.name/]
_[index /]. out;

7 [/for]
8 [/for]
9

10 cloudProvider.toUserGenerator --> ned.IdealChannel -->
userGenerator.fromCloudProvider;

11 userGenerator.toCloudProvider --> ned.IdealChannel -->
cloudProvider.fromUserGenerator;

12 [/ template]

Listing 10 Excerpt 1 from the generated .ned file.

1 network cloudInfrastructure {
2 ###
3 submodules:
4 dc_ dataCenter _000:dataCenter {
5 ###
6 }
7 cloudProvider:cloudProviderFIFO {
8 ###
9 gates:

10 fromDataCenter[1];
11 toDataCenter[1];
12 }
13 ###
14 connections allowunconnected:
15 systemManager.toDataCenter ++ --> ned.IdealChannel -->

dc_dataCenter _000.in;
16 systemManager.fromDataCenter ++ <-- ned.IdealChannel <--

dc_dataCenter _000.out;
17 }
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Listing 11 generateDataCenter Acceleo template.

1 [template public generateDataCenter(aDataCenterElement :
DataCenterElement) ? (aDataCenterElement .numberOfDataCenters >0)]

2 [aDataCenterElement.dataCenterType.base_Component.name/]
3 module [aDataCenterElement.dataCenterType.base_Component.name /]{
4 ###
5 [aDataCenterElement.dataCenterType.rackElements ->select(

rackType.oclIsTypeOf(ComputingRack)).generateRackElement ()/]
6 [aDataCenterElement.dataCenterType.rackElements ->select(

rackType.oclIsTypeOf(StorageRack)).generateRackElement ()/]
7 [aDataCenterElement.dataCenterType.generateDataCenterNetwork ()/]
8 connections allowunconnected:
9 dcManager.out --> ned.IdealChannel --> toCloudProvider;

10 dcManager.in <-- ned.IdealChannel <-- fromCloudProvider;
11 [aDataCenterElement.dataCenterType.rackElements ->select(

rackType.oclIsTypeOf(ComputingRack)).generateRackConnection(
aDataCenterElement. dataCenterType.network)/]

12 [aDataCenterElement.dataCenterType.rackElements ->select(
rackType.oclIsTypeOf(StorageRack)).generateRackConnection (
aDataCenterElement. dataCenterType.network)/]

13 }
14 [/ template]

Listing 12 generateRackElement Acceleo template.

1 [template public generateRackElement(aRackElement : RackElement) ?
(aRackElement.numberOfRacks >0)]

2 [for (index : Integer | Sequence(Integer){1.. aRackElement.numberOfRacks })]
3 [aRackElement.rackType.eClass ().name.toLowerFirst ()/]_[aRackElement

.rackType.base_Component.name/]_[index /]: CloudRack;
4 [/for]
5 [/ template]

Listing 13 generateDataCenterNetwork Acceleo template.

1 [template public generateDataCenterNetwork(aDataCenter : DataCenter)]
2 dataCenterNetwork:DataCenterNetwork{
3 gates:
4 inComm [’[’/][ aDataCenter.rackElements ->select(rackType.oclIsKindOf(

ComputingRack))->collectNested(numberOfRacks)->sum()/][ ’]’/];
5 outComm[’[’+ aDataCenter .rackElements ->select(rackType.oclIsKindOf(

ComputingRack))->collectNested(numberOfRacks)->sum()+’]’/];
6 inStorage [’[’+ aDataCenter.rackElements ->select(rackType.oclIsKindOf(

StorageRack))->collectNested(numberOfRacks)->sum()+’]’/];
7 outStorage [’[’+ aDataCenter.rackElements ->select(rackType.oclIsKindOf(

StorageRack))->collectNested(numberOfRacks)->sum()+’]’/];
8 }
9 [/ template]
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Listing 14 generateRackConnection Acceleo template.

1 [template public generateRackConnection(aRackElement : RackElement ,
network : Bandwidth) ? (aRackElement.numberOfRacks >0)]

2 [for (index : Integer | Sequence(Integer){1.. aRackElement.numberOfRacks })]
3 [aRackElement.rackType.eClass ().name.toLowerFirst ()/]_[aRackElement

.rackType.base_Component.name/]_[index /]. out -->
{datarate =[ network.getBandwidth ()/];} --> dataCenterNetwork.inComm ++;

4 [aRackElement.rackType.eClass ().name.toLowerFirst ()/]_[aRackElement
.rackType.base_Component.name/]_[index /].in <--
{datarate =[ network.getBandwidth ()/];} <-- dataCenterNetwork .outComm ++;

5 [/for]
6 [/ template]

Listing 15 Excerpt 2 of the generated .ned file.

1 module dataCenter {
2 ###
3 rackCmp_computingRack _000:CloudRack;
4 dataCenterNetwork:DataCenterNetwork {
5 gates:
6 inComm[1];
7 outComm[1];
8 inStorage[0];
9 outStorage[0];

10 }
11 connections allowunconnected:
12 cloudManager.out --> ned.IdealChannel --> toCloudProvider;
13 cloudManager.in <-- ned.IdealChannel <-- fromCloudProvider;
14 rackCmp_computingRack _000.out --> {datarate=1.0 Gbps} -->

dataCenterNetwork.inComm ++;
15 rackCmp_computingRack _000.in <-- {datarate=1.0 Gbps} <--

dataCenterNetwork.outComm ++;
16 }
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Cloud providers face the challenge of managing large amounts of heterogeneous resources in real

time. It is usually very costly to conduct experiments with real cloud systems. Therefore, tools to

analyze and evaluate cloud scenarios and experimental studies are very useful for them. In this paper,
we model cloud systems and the user interactions with the cloud provider using the UML2Cloud

pro¯le. In general, users request virtual machines according to their needs, but they can also sub-

scribe to the cloud provider and wait to be noti¯ed when the requested resources are not available. In
this case, users indicate a maximum subscription time, so once this time elapses without being

noti¯ed, users leave the system unattended. Thus, we present an exhaustive experimental study to

measure how the user subscription times a®ect the overall system responsiveness. To this end, four

di®erent cloud con¯gurations are analyzed, and the workloads for these studies are produced by
using three distribution functions for the user arrivals, namely, a uniform, a normal, and a cyclic

normal distribution. Furthermore, we also analyze the cloud performance with a workload obtained

from a real trace. The purpose of this study is to ¯nd out the in°ection point for the waiting time of

the users, from which the cloud responsiveness and its performance do not improve. The obtained
information is, therefore, useful for the cloud provider to improve the con¯guration of the cloud.
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1. Introduction

Cloud computing is experiencing an important growth nowadays. Cloud service

providers need tools that allow them to better manage their resources, to maintain

the quality of service (QoS) o®ered to a growing number of customers, agreed in the

so-called service level agreements (SLAs) [1]. One of these tools is the simulation

and, particularly, cloud simulators, which allow us to simulate workloads that are

executed in virtual environments. With these tools, we can predict behaviors in the

real cloud systems even before these systems are built ��� and deployed ��� so that

they allow cloud providers to anticipate some problems that could arise once the

system is running.

In addition, modeling the cloud infrastructure and the users' interactions with the

cloud provider allow us to have a better understanding of the behavior of all the roles

in these systems. With this purpose in mind, we propose the UML2Cloud pro¯le [2].

The main features of the cloud infrastructure, that is, central processing units

(CPUs), storage, and network bandwidth, among others, are considered in this pa-

rameterized pro¯le. Additionally, the exchange of messages between the users and

the cloud provider, with parameters such as the speci¯cation of the virtual machines

(VMs) required, the applications (APPs) to be executed on them, and the maximum

subscription time when the requested machines are not available at the time of the

request, have been also considered.

This paper aims at studying the behavior of simulated cloud environments

modeled with the UML2Cloud UML pro¯le. In essence, for the analyzed cloud

systems, this study focuses on the abandon rate and waiting time of the users to ¯nd

the best con¯gurations and workloads. We investigate the relationships between the

number of users trying to be served by the cloud and the waiting time due to users'

subscriptions, which is a QoS-related metric de¯ned in the UML2Cloud pro¯le.

Several scenarios are then analyzed, considering di®erent cloud systems consisting

of 64, 96, 128, 192, and 256 physical machines. These sizes correspond to small

clusters that can provide support to a user community of 5000–10,000 users. In this

study, each cloud processes di®erent workloads, which have been generated using

three distribution functions for the users' arrival, namely, a uniform, a normal, and a

cyclic normal distribution. Furthermore, we use the real trace log of the MetaCen-

trum Czech National Grida to generate a realistic workload. Thus, we analyze the

impact of the maximum subscription times in the cloud behavior, in terms of the

requests that are ¯nally served, the average waiting times for users, and the number

of unattended users. Subscription time has been chosen as a key parameter in this

study because it in°uences the trade-o® between the waiting time and the number of

unattended users. If users have a long subscription time, then the queue for resources

is enlarged and the average waiting time increases as well. On the contrary, users

with a short subscription time will leave earlier unattended, keeping the queues with

a lower number of users and the average waiting times will decrease.

aTrace available at https://www.cs.huji.ac.il/labs/parallel/workload/l metacentrum/index.html.
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In this paper, we focus on the use of cloud simulation. Speci¯cally, we use the

Simcan2Cloud simulator [2] from a cloud provider perspective, that is, our approach

focuses on the users waiting time analysis when they subscribe to the cloud provider.

Thus, users are noti¯ed when the resources they need are available. This metric is

measured in a cloud environment close to saturation, i.e. in a cloud system where a

high number of users are requesting resources, in comparison with the cloud size.

This paper is structured as follows. Section 2 presents the preliminaries of the

UML2Cloud UML pro¯le and the Simcan2Cloud simulator. Section 3 shows some

related work. The methodology used to conduct the experimental phase of our study

is described in Sec. 4. In Sec. 5, a complete study about the impact of the user waiting

time in di®erent cloud con¯gurations is presented. Finally, Sec. 6 ¯nishes with the

conclusions and prospects for future work.

2. Background

This section shows a brief description of the UML2Cloud UML pro¯le and the Sim-

can2Cloud simulator. In Sec. 2.1, we present an overview of the UML2Cloud pro¯le

[3], which has been created using UML, for the modeling of both cloud systems and

the behavior of the users when they interact with the cloud provider. Next, in

Sec. 2.2, we describe the Simcan2Cloud cloud simulator [2], which has been used to

carry out the experimental study.

2.1. The UML2Cloud UML pro¯le

In this pro¯le, a cloud system consists of a cloud provider, one or more data centers,

and clients (also called cloud users) requesting resources to the cloud. The cloud

provider manages a catalog of VMs and hardware resources provided by the data

centers. Each data center consists of a collection of physical machines, also called

nodes, which are grouped by racks. Thus, each rack contains a set of nodes with the

same hardware features, that is, CPU, memory, and storage.

The whole cloud infrastructure is described in a component diagram, which can be

found in our previous work [3]. The interactions between the users and the cloud

provider are modeled using a sequence diagram (SD). Figure 1 shows a clearer ver-

sion of the SD presented in [3] with the same behavior.

The interaction starts with a requestmessage from the user, containing a list of all

the VMs needed to execute its APPs. Each VM is de¯ned as a tuple: VM = (number,

VM type, renting time) where we indicate the number of VMs of a certain type

(VM type) that we request, and the renting time.

The user then enters into a loop to handle the messages received from the cloud

provider, until no requested VM is in execution or no subscription is active for this

user. The answer to a request is a response message that contains the set of internet

protocols (IPs) corresponding to the physical machines containing all the requested

VMs, which can be empty if this request cannot be attended to. If the set of IPs is not
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empty, the request can be served, and the user sends an execute message containing

the list of APPs to execute and the list of IPs in which each APP is executed.

Otherwise, when the set of IPs is empty, that is, at least one of the VM requested

cannot be provided, the user can subscribe to the cloud provider indicating the VMs

required and a maximum subscription time (subscribe message). The latter is the

maximum time that the user is willing to wait for being served. When the cloud

provider receives an execute message, it starts the execution of the APPs in their

corresponding VMs. In the case that all the APPs running in a VM ¯nish within the

agreed renting time period, an ok message is sent to the user, indicating the ended

VM. These VMs are marked as ¯nished.

User Requestinteraction

User Cloud Provider

5 : ok(VM)

9 : execute(APPs,IP)

10 : timeout(VM)

1 : request(VMs)

2 : response(IPs)

3 : execute(APPs,IPs)

6 : exec_timeout(VM)

7 : subscribe(VM,maxSubTime)

8 : notify(IP)

4 : subscribe(VMs,maxSubTime)

Handle messagesloop

[any VM in execute/subscribe state]

Message typealt

[result of a request]

[VM execute success]

[VM renting time over]

[subscription notify]

[subscription timeout]

request resultalt

[IPs ]

[IPs= and wants to subscribe]

Fail subsopt

[wants to subscribe]

Fig. 1. Cloud provider and user interaction SD.
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It can be the case that the APPs running in some VMs do not ¯nish in the agreed

renting time. An exec timeout message is then sent to the user for each VM that was

not able to complete its workload. In this case, the user can decide to subscribe to

these VM characteristics to be noti¯ed when a VM ful¯lling these features allows

resuming the APPs execution. For this purpose, the user sends a subscribe message

containing the VM characteristics and the maximum subscription time (maxSub-

Time) that she is willing to wait. A notify message will then be sent to the user as

soon as a VM ful¯lling these features is available. However, it can also be the case

that the maximum waiting time elapses and no VM is available to resume the

execution. In this case, a timeout message is sent to the user indicating the VM that

could not be resumed.

2.2. Simcan2Cloud simulator

Simcan2Cloudb [2] is a cloud simulator written in Cþþ using OMNeTþþ [4].

Simcan2Cloud uses the simulation core of SIMCAN [5] to represent the hardware

resources. The implementation of Simcan2Cloud ful¯lls the cloud speci¯cations and

the user interactions de¯ned in the UML2Cloud pro¯le. Simcan2Cloud is designed to

provide a high level of °exibility, allowing the user to set up the cloud con¯guration

in a modular way, in terms of data centers, computing and storage nodes, and

network connections, among other components. Thus, Simcan2Cloud allows us to

model and analyze di®erent cloud scenarios, which can be easily con¯gured using a

graphical interface.

In Simcan2Cloud, the workloads are represented as a collection of users accessing

the cloud to execute APPs. A user is modeled by de¯ning the features of the rented

VMs and the APPs to be executed on them. Each VM is speci¯ed by setting its

hardware features, namely, CPU, memory, and disk, while APPs are con¯gured by

setting the required parameters to model a speci¯c behavior. The key module of

Simcan2Cloud is the cloud provider, which attends to the users' requests, allocating

the resources requested by the users in the physical machines allocated in the data

center. It is important to mention that the cloud provider can be con¯gured to apply

di®erent resource allocation policies, such as ¯rst in, ¯rst out and \best ¯t" [6].

Moreover, new policies can be included in the simulator core.

Figure 2 shows the parameters that must be assigned in Simcan2Cloud to model

a certain cloud scenario. Speci¯cally, these are the parameters we need to assign:

(1) maximum subscription time, (2) number of users, (3) user distribution, and

(4) number of physical machines.

Simcan2Cloud has two runtime environments provided by OMNeTþþ, namely,

QtEnv and CmdEnv. QtEnv is an interactive graphical user interface, with a graphical

bSimcan2Cloud is being developed by the Design and Testing Reliable Systems research group of the

Complutense University of Madrid and supervised by Dr. Alberto Núñez, the modelling & software en-
gineering research group of the Autonomous University of Madrid supervised by Dr. Pablo C. Cañizares
and the Real Time and Concurrent Systems research group of the University of Castilla-La Mancha.
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interface that depicts a diagram with the main elements of the cloud (data centers,

computing nodes, switches, and network connections), showing the messages as they

travel through the system. CmdEnv is a command-line interface for executing simu-

lations. Hence, this mode is usually preferred to execute long and CPU intensive

simulations.

3. Related Work

There are several works in the cloud literature studying di®erent resource allocation

policies with the goal to meet the QoS features established in the SLAs.

For instance, Kouki and Ledoux [7] present an analytical performance model to

predict cloud service performance. The base of this model is a utility function and a

capacity planning method. The utility function takes into account the last values for

abandon rate, latency, and cost. The planning method calculates the optimal con-

¯guration of a cloud APP and changes the cloud con¯guration to adapt it to a

certain workload. The authors claim that the planning method allows to obtain

bene¯ts in terms of dependability and performance.

Following the same line, Wu et al. [8] and Mateo-Forn�es et al. [9] focus on at

improving resource allocation. Wu et al. propose several resource allocation algo-

rithms for software as a service (SaaS) providers to minimize SLA violations and

infrastructure costs by managing the workloads. Some QoS parameters, such as

response time and infrastructure level parameters like the service initiation time are

taken into account. The algorithms map customer requests to infrastructure level

parameters to manage the dynamic change of customers.

Cloud Provider

Data Center 

Workload generator

Number and
configuration of users

Maximum
subscription time

Number and configuration
of physical machines

1

2

4

User distribution 3

Fig. 2. Overview of the Simcan2Cloud architecture.
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Mateo-Forn�es et al. present an analytic model, called cloud availability and re-

sponse time (CART), for studying CART to improve several QoS items, such as

performance, cost, and availability in SaaS, previously de¯ned in the signed SLA.

The proposed model tries to guarantee these QoS parameters while minimizing the

cost of the system.

Huang et al. [10] use a fuzzy clustering method for redistributing dynamic

workloads across computing nodes. In contrast to these approaches, we consider ���
in our proposed UML2Cloud UML pro¯le ��� the publish/subscribe paradigm and we

study the impact of user subscription times on QoS parameters, like response time

and performance.

Vinodhini [11] analyzes a cloud system based on a queueing model with possible

failures and cloud repairs. User requests are queued when the cloud is down, and a

single server queue model is then used to analyze metrics such as the rate of custo-

mers served, the proportion of customers rejected due to disasters, and the aban-

donment rate. It is then a rather di®erent approach from the publish/subscribe

paradigm since there are no subscription times for users, who wait inde¯nitely in the

queues for the cloud to be repaired.

Ellens et al. [12] consider the general problem of resource provisioning within

cloud computing. They evaluate the performance of a cloud computing center using a

queuing system model with multiple service request priority classes. Resources are

divided into two groups, shared and reserved. Shared resources can be used to serve

the requests originated from any user, while reserved resources are only used to serve

requests from high priority users. Request rejection probabilities are then obtained

for each type of user, which allows the cloud provider to de¯ne realistic SLAs, in

which rejection probabilities and compensations can be speci¯ed and agreed by the

users.

There are other works that analyze di®erent metrics related to performance

evaluation. For instance, Yang et al. [13] evaluate cloud performance by taking into

account the service response time in a fault-recovery environment. The idea is to

improve cloud reliability and considering a queueing system to conduct the perfor-

mance analysis.

Similarly, Khazaei et al. [14] propose an approach also focused on the response

time, using other queueing system models. Dong et al. [15] analyze the impact of

deployment changes on the response time of SaaS software. They present an eval-

uation method for the response time of SaaS software in a speci¯c deployment

scheme by leveraging queueing theory.

In general, these works are based on theoretical models and the obtained results

are based on the assumptions that need to be established for the analysis of these

models.

An alternative is the usage of cloud simulation, which is a widely adopted tech-

nique that allows reproducing the behavior of real cloud environments. Furthermore,

simulation allows mitigating some problems related to these environments, such as
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the experiments reproducibility and the ��� high ��� associated costs of renting real

cloud systems.

In the current literature, we can ¯nd multiple proposals based on simulation tools

to study di®erent aspects of the cloud [16]. Some simulators focus on resource pro-

visioning algorithms, such as CloudSim [17], and NetworkCloudSim [18].

CloudSim is a well-known simulation framework for modeling and simulating

cloud computing infrastructures and APP services. NetworkCloudSim is an extension

of CloudSim focused on the simulation of parallel APPs to optimize the performance

of a cloud infrastructure. For this purpose, NetworkCloudSim includes a scalable

network and a generalized APP model, which allows the evaluation of scheduling

and resource provisioning policies.

Another simulator, called SimIC, is focused on the management of large-scale

resources in inter-cloud environments, while iCanCloud [19] helps users of cloud

environments to decide the best starting conditions on pay-as-you-go scenarios.

4. Methods

In this section, we describe the methodology used to study the impact of the maxi-

mum user subscription time in di®erent cloud con¯gurations. In this study, we

consider ¯ve cloud infrastructures consisting of 64, 96, 128, 192, and 256 physical

machines. Three di®erent workloads are used for the experiments, two synthetic

workloads consisting of 5000 and 10,000 users, and a realistic workload generated

from a grid real trace consisting of 2563 users. The synthetic workloads are generated

by establishing the arrival times for the users' requests from a statistical distribution.

Speci¯cally, we use uniform and normal distributions to model the arrival times for

the users' requests. With the uniform distribution, we model a stable workload,

whereas a normal distribution allows us to capture a situation in which there is a

peak in the arrival times and most users arrive in the nearby of this peak. We also use

a cyclic normal distribution to extend the study to consider several peaks throughout

a day. Finally, this study is completed with a workload extracted of a real trace log

from the MetaCentrum Czech National Grid.

The cloud environments have been modeled by using the UML2Cloud pro¯le

described in Sec. 2.1. Each user requests a VM for 2 h with 1 CPU core, 2GB of

random access memory (RAM) and 250GB of disk space. All the physical machines

have the same con¯guration (CPU and storage). These con¯gurations have been

chosen to analyze the impact of the distribution, the workload, and the subscription

times as we increase the number of nodes.

The con¯guration ¯les for the Simcan2Cloud simulator are generated from the

cloud models by using model-to-text transformations (M2T). Once the con¯guration

¯les are obtained, the simulator is con¯gured and executed over the cluster GALGO.c

cGALGO is a high-performance computing cluster located in the Albacete Research Institute of Infor-
matics (I 3A). It consists of 105 computing nodes with 1168 cores and 4TB of RAM, as well as a storage

area network with 24TB.
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The main goal of this study, which consists of ¯ve experiments, is to analyze the

impact of the maximum subscription time that users establish when they subscribe

to the cloud provider. For simplicity, all the users assign the same value for the

maximum subscription time, so the experiments are repeated using di®erent values

for this parameter. Thus, we put the focus on the waiting time obtained for the users

when they intend to execute their APPs in the cloud. The results obtained when

di®erent values for the maximum subscription time are used, provide us with valu-

able information about the responsiveness of the cloud and allows us to conclude the

best con¯gurations according to the submitted workload.

This ¯rst simulation scenario (see Sec. 5.1) analyzes the cloud responsiveness for

5000 users coming on a uniform distribution basis. In this case, a uniform distribution

with 5 days of duration has been considered (see Fig. 3(a)), where the x-axis repre-

sents the user arrival time and the y-axis shows the number of users.

The second simulation scenario (see Sec. 5.2) analyzes the cloud responsiveness

when 5000 users come at a normal distribution basis, with a single peak in the

workload. In this case, a normal distribution with a mean of 3 days and a standard

deviation of 1 day has been considered (see Fig. 3(b)), where the x-axis represents the

user arrival time and the y-axis shows the number of users.

The third simulation scenario (see Sec. 5.3) analyzes the impact of daily burst user

arrivals and, thus, a cyclic normal distribution for 5000 users has been considered

(see Fig. 3(c)). This ¯gure represents the repetition of the same normal distribution

(a) Uniform. (b) Normal. (c) Cyclic normal.

Fig. 3. Distributions of number of user arrivals in a workload with 5k users.

(a) Uniform. (b) Normal. (c) Cyclic normal.

Fig. 4. Distributions of user arrival time in a workload with 5 k users.
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in cycles of 24 h of duration ��� with strong daily peaks at midday ��� where the

x-axis represents the user ID and the y-axis shows the arrival time (in h). In this case,

therefore, we consider a normal distribution with a mean of 12 h and a standard

deviation of 3 h.

The fourth simulation scenario (see Sec. 5.4) shows the impact of daily bursts, but

with 10,000 users arriving. A cyclic normal distribution has been considered again

(see Fig. 5(a)) with the same mean and standard deviation.

In the last simulation scenario (see Sec. 5.5), a workload obtained from a real trace

is used to analyze the cloud simulation results. The real trace is obtained from a log of

the jobs executed in the MetaCentrum grid. Speci¯cally, we have used the arrival

times and the resources requested for the users in a period of 5 days. We can see in

Fig. 6 that the arrival distribution also has daily bursts, in a similar way as the cyclic

distribution considered in the fourth scenario.

5. Results and Discussion

In this section, we show the results obtained from the empirical study described in

Sec. 4. Next, we present a discussion of the obtained results in Sec. 5.6. Finally, we

show the potential threats to validity in Sec. 5.7.

(a) Cyclic normal user arrivals. (b) Cyclic normal user arrival times.

Fig. 5. Distributions in a workload with 10 k users.

(a) Real trace user arrivals. (b) Real trace user arrival times.

Fig. 6. Distributions obtained from a real workload.
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5.1. Simulation scenario 1: 5 k users with uniform distribution

In this ¯rst experiment, 5000 users arrive following a uniform distribution with a

duration of 5 days. Figure 4(a) illustrates the relationship between the user IDs and

the arrival times assigned for the users from the normal distribution. User IDs are

assigned as the users arrive at the cloud, so the higher the number, the later this user

arrives at the system.

Figure 7 shows the results obtained for a cloud consisting of 64 physical machines,

considering the following values for the maximum subscription time (maxSubTime):

10 h, 20 h, and 30 h. In these charts, the x-axis shows the user IDs, while the y-axis

shows the waiting time for the users to be attended to. Black dots represent users

that were fully served, while the red ones represent users that left the system without

being served. The latter situation occurs when the maximum subscription time

elapses and the cloud is not able to provide the user the requested resources.

Figure 7(a) shows the results obtained for a maximum subscription time of 10 h.

In this case ��� approximately ��� the ¯rst 1000 users are immediately served, i.e.

their waiting time is 0. However, as more users arrive at the system, the cloud

becomes more saturated and, approximately, when 2400 users are processed, the

cloud cannot serve the new users' requests, so they leave the system without being

served (see red dots at the upper area). As users arrive to the cloud constantly and

uniformly the cloud remains saturated until the end of the experiment.

When the subscription time is set to 20 h (see Fig. 7(b)) similar results are

obtained. However, the point at which users leave the cloud is obtained when ���
approximately ��� 3800 users have entered. When the subscription time is set to 30 h

(see Fig. 7(c)), we can see that the cloud can attend to all the requests, and the

maximum waiting time is about 29 h. This is the in°ection point for the user waiting

time, that is, the point at which the cloud responsiveness reaches the worst value

and, at the same time, it can attend to all the users' requests, so it should be the

maximum subscription time for the users if they wish their works to be executed.

Figure 8 shows the results for a cloud consisting of 96 physical machines, where

the maximum subscription time ranges from 2 h to 10 h. This ¯gure shows that the

infrastructure can process the entire workload without problems so that the

(a) maxSubTime ¼ 10 h (b) maxSubTime ¼ 20 h (c) maxSubTime ¼ 30 h

Fig. 7. Simulation scenario 1 with 64 computation nodes.
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maximum subscription time does not a®ect the results. Only a few users wait a

maximum of half an hour when 4800 users are processed.

Figure 9 shows the results for a cloud consisting of 128 physical machines, where

the maximum subscription time ranges from 2 h to 6 h. As expected, this ¯gure shows

that the infrastructure can process the entire workload without any user waiting, so

that the maximum subscription time does not a®ect the results either.

From this experiment, we conclude that the workload can be processed with

maximum performance using a cloud with at least 96 physical machines. This is

because users arrive uniformly throughout the duration of the experiment. However,

a uniform distribution is not the usual scenario in real cloud systems. Thus, in the

following case studies, we consider more realistic distributions to test their impact on

the waiting times.

5.2. Simulation scenario 2: 5 k users with normal distribution

In this second scenario, 5000 users arrive following a normal distribution with a mean

of 3 days and a standard deviation of 1 day. Figure 4(b) illustrates the relationship

between the user IDs and the arrival times assigned for the users from the normal

distribution.

Figure 10 shows the results obtained for a cloud consisting of 64 physical

machines, considering the following values for the maximum subscription time: 30 h,

50 h, and 70 h. In these charts, the x-axis shows the user IDs, while the y-axis shows

the waiting time for the users to be attended to. Figure 10(a) shows the results

(a) maxSubTime ¼ 2 h (b) maxSubTime ¼ 6 h (c) maxSubTime ¼ 10 h

Fig. 8. Simulation scenario 1 with 96 computation nodes.

(a) maxSubTime ¼ 2 h (b) maxSubTime ¼ 4 h (c) maxSubTime ¼ 6 h

Fig. 9. Simulation scenario 1 with 128 computation nodes.
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obtained for a maximum subscription time of 30 h. In this case ��� approximately ���
the ¯rst 1000 users are immediately served, i.e. their waiting time is 0. However, as

more users arrive at the system, the cloud becomes more saturated and, approxi-

mately, when 2500 users are processed, the cloud cannot serve the new users'

requests, so they leave the system without being served. Finally, once the user

arrivals slow down after the peak, we can see that the ¯nal users are again served, but

with a high waiting time.

When the subscription time is set to 50 h (see Fig. 10(b)) similar results are

obtained. However, the point at which users leave the cloud is obtained when ���
approximately ��� 3700 users are attended. When the subscription time is set to 70 h

(see Fig. 10(c)), we can see that the cloud can attend to all the requests, and the

in°ection point for the user waiting time is about 63 h.

Figure 11 shows the results for a cloud consisting of 96 physical machines, where

the maximum subscription time ranges from 10 h to 30 h. This ¯gure shows similar

results to those obtained in the previous case. However, it is important to note that

we have considered smaller values for the maximum subscription time. Thus, in this

case, the in°ection point is of 21.32 h, so this should be the maximum subscription

time for users that want their works to be executed.

Figure 12 shows the results obtained for a cloud with 128 physical machines.

In this case, we consider 2 h, 4 h, and 6 h for the maximum subscription time.

(a) maxSubTime ¼ 30 h (b) maxSubTime ¼ 50 h (c) maxSubTime ¼ 70 h

Fig. 10. Simulation scenario 2 with 64 computation nodes.

(a) maxSubTime ¼ 10 h (b) maxSubTime ¼ 20 h (c) maxSubTime ¼ 30 h

Fig. 11. Simulation scenario 2 with 96 computation nodes.
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Figure 12(a) shows how the cloud saturation appears at about user 2800, from which

some users leave the cloud without being served. We notice that some users can

actually be served in the upper part of the normal distribution as a consequence of

the speci¯c random numbers that were generated (see Fig. 3(b)). However, in gen-

eral, we would obtain a red line in the upper part of the ¯gure. Finally, the ¯nal users

can be attended to with better waiting times as in the previous cases. In the central

chart, we can see the results for a maximum subscription time of 4 h. In this case,

most of the users can be served, and only a few of them must leave the cloud being

unattended. When 6 h are considered as maximum subscription time, all the users are

served. In fact, the in°ection point for the user waiting time is of 5.16 h (see Table 1).

5.3. Simulation scenario 3: 5 k users with cyclic normal distribution

In this experiment, we consider a workload in which the 5000 users arrive following a

cyclic normal distribution. Thus, the workload has ¯ve peaks, so every day at midday

we have ��� approximately ��� 1000 users requesting services to the cloud, with a

peak of approximately 700 users. Figure 4(c) illustrates again the relationship between

the user IDs and the arrival times obtained from the cyclic normal distribution.

Figure 13 shows the results of a cloud consisting of 64 physical machines pro-

cessing the workload, using 10 h, 30 h, and 50 h as maximum subscription times.

Figure 13(a) shows that the cloud can attend to all the users arriving during the ¯rst

day, although some of them have to wait. However, in the following days, we have

(a) maxSubTime ¼ 2 h (b) maxSubTime ¼ 4 h (c) maxSubTime ¼ 6 h

Fig. 12. Simulation scenario 2 with 128 computation nodes.

(a) maxSubTime ¼ 10 h (b) maxSubTime ¼ 30 h (c) maxSubTime ¼ 50 h

Fig. 13. Simulation scenario 3 with 64 computation nodes.
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that many users must leave the cloud without being served. Using a maximum

subscription time of 30 h (see Fig. 13(b)), users are served during the ¯rst 3 days.

However, as the waiting time increases, they start to leave during the fourth day.

Finally, considering 50 h as maximum subscription time, the cloud can attend to all

the users. Their waiting times reach up to 40.29 h for some users, which is the

in°ection point in this case.

Figure 14 shows the results obtained for a cloud with 96 physical machines and a

maximum subscription time of 2 h, 6 h, and 10 h. The in°ection point, in this case, is

about 9.82 h. Figure 14(a) refers to the cloud processing the workload using a

maximum subscription of 2 h. In this case, we observe again that many users leave

the cloud from the second day onwards, because we still have in execution the APPs

from previous users, even from previous days. If we consider a maximum subscription

time of 6h, only a few users leave the system (see Fig. 14(b)) and taking 10h (Fig. 14(c))

all users are served, and the waiting times tend to stabilize in the peaks.

The results for a cloud con¯guration with 128 nodes are presented in Fig. 15, using

2 h, 4 h, and 6 h as maximum subscription times. In this case, the in°ection point is

about 5.20 h. This system is now able to serve the users' requests for the ¯rst two

days, with small waiting times, and from the third day onwards the waiting times

increase above 2 h. Thus, we have reduced the in°ection point in a factor close to 8 in

comparison with the 64-node con¯guration, and in a factor of 2 with respect to the

96-node con¯guration.

(a) maxSubTime ¼ 2 h (b) maxSubTime ¼ 6 h (c) maxSubTime ¼ 10 h

Fig. 14. Simulation scenario 3 with 96 computation nodes.

(a) maxSubTime ¼ 2 h (b) maxSubTime ¼ 4 h (c) maxSubTime ¼ 6 h

Fig. 15. Simulation scenario 3 with 128 computation nodes.
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5.4. Simulation scenario 4: 10 k users with cyclic normal distribution

In this experiment, we consider a workload in which the 10,000 users arrive following

a cyclic normal distribution. Thus, the workload has ¯ve peaks, so every day at

midday we have ��� approximately ��� 2000 users requesting services to the cloud,

with a peak of approximately 1000 users. Figure 5(b) illustrates the arrival times of

users during the experiment.

Figure 16 shows the results of a cloud consisting of 128 physical machines pro-

cessing the workload, using 10 h, 30 h, and 50 h as maximum subscription times. This

¯gure shows that the results are very similar to the results in the experiment with 64

physical machines in the simulation scenario 3 (see Sec. 5.3). There is only a small

di®erence in the in°ection point, which is, in this case, of 40.50 h.

Figure 17 shows the results of a cloud consisting of 192 physical machines

processing the workload, using 2 h, 6 h, and 10 h as maximum subscription times. The

results obtained are very similar to the results in the experiment with half of the

resources, 96 physical machines (simulation scenario 3, see Sec. 5.3). The in°ection

point, in this case, is 9.64 h.

Figure 18 shows the results of a cloud consisting of 256 physical machines

processing the workload, using 2 h, 4 h, and 6 h as maximum subscription times. This

¯gure shows that the trend continues as resources increase. In this case, the in°ection

point is 5.09 h.

(a) maxSubTime ¼ 10 h (b) maxSubTime ¼ 30 h (c) maxSubTime ¼ 50 h

Fig. 16. Simulation scenario 4 with 128 computation nodes.

(a) maxSubTime ¼ 2 h (b) maxSubTime ¼ 6 h (c) maxSubTime ¼ 10 h

Fig. 17. Simulation scenario 4 with 192 computation nodes.
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5.5. Simulation scenario 5: Real trace

In this experiment, we consider a workload obtained from a real trace of the jobs

executed in the MetaCentrum Czech National Grid. The MetaCentrum grid consists

of 232 nodes and 806 cores. In the trace, 2563 users arrive at the cloud, and from the

analysis of the arrival times, we have seen a behavior similar to a cyclic normal

distribution (see Fig. 6(a)). There are several daily peaks of users, with a number of

approximately 250 users. Figure 6(b) illustrates the relationship between the

assigned user IDs and the arrival times obtained from this real trace log.

Figure 19 shows the results of a cloud consisting of 128 physical machines pro-

cessing the workload, using 80 h, 100 h, and 120 h as maximum subscription times.

Figure 13(a) shows that the cloud starts to become saturated when the ¯rst-half of

the workload is processed, and some users leave the cloud without being served. In

this case, the in°ection point is 82.46 h. Notice that the data center considered in this

experiment is smaller than the MetaCentrum grid (104 nodes and 294 cores smaller).

Thus, the cloud can hardly process the workload, due to the small size of the cloud

infrastructure compared to the MetaCentrum infrastructure.

Figure 20 shows the results when we use a cloud consisting of 192 physical

machines processing the workload, using 2 h, 3 h, and 4 h as maximum subscription

times. In this case, the data center is only a bit smaller than the MetaCentrum grid,

and the cloud can process the workload with a good performance. When the

(a) maxSubTime ¼ 2 h (b) maxSubTime ¼ 4 h (c) maxSubTime ¼ 6 h

Fig. 18. Simulation scenario 4 with 256 computation nodes.

(a) maxSubTime ¼ 80 h (b) maxSubTime ¼ 100 h (c) maxSubTime ¼ 120 h

Fig. 19. Simulation scenario 5 with 128 computation nodes.
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subscription time is 2 h and 3 h, only a few users leave the cloud (see red dots at the

upper area). When the subscription time increases up to 4 h, no user leaves the cloud

and only some users have to wait for a maximum of 3.21 h, which is the in°ection

point.

Finally, Fig. 21 shows the results when the cloud used in the experiment consists

of 256 physical machines processing the workload, and 2 h, 3 h, and 4 h as maximum

subscription times. This data center is, therefore, a bit bigger than the MetaCentrum

grid. As expected, the cloud can process the workload with a very good performance,

without any users waiting.

5.6. Discussion of the results

This section provides a brief discussion of the obtained results. Table 1 shows the

values for the in°ection points obtained in all the experiments.

Regarding simulation scenario 1, where the cloud scenarios analyzed process a

workload consisting of 5000 users ��� generated using a uniform distribution ��� we

(a) maxSubTime ¼ 2 h (b) maxSubTime ¼ 3 h (c) maxSubTime ¼ 4 h

Fig. 20. Simulation scenario 5 with 192 computation nodes.

(a) maxSubTime ¼ 2 h (b) maxSubTime ¼ 3 h (c) maxSubTime ¼ 4 h

Fig. 21. Simulation scenario 5 with 256 computation nodes.

Table 1. In°ection points for the user waiting times (in h).

64 nodes 96 nodes 128 nodes 192 nodes 256 nodes

Simulation scenario 1 29.34 0.65 0 N/A N/A

Simulation scenario 2 63.02 21.32 5.16 N/A N/A
Simulation scenario 3 40.29 9.82 5.20 N/A N/A

Simulation scenario 4 N/A N/A 40.50 9.64 5.09

Simulation scenario 5 N/A N/A 82.46 3.21 0
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observe that, in general, the maximum subscription time has a signi¯cant impact on

the overall system performance when the cloud provides 64 physical machines. In-

creasing this parameter allows more users to be attended to by the system. Never-

theless, the maximum subscription time has no impact on the performance from 96

nodes onwards. However, users tend to come at certain hours, so we have analyzed

the performance using two more realistic distributions for the users' arrival.

In simulation scenario 2, where the studied clouds process a workload generated

using a normal distribution, we observe that, in general, the maximum subscription

time has a signi¯cant impact on the overall system performance for all con¯gured

infrastructures. Increasing this parameter allows more users to be attended to by the

system. Additionally, increasing the number of physical machines also positively

impacts in the cloud performance, which allows us to reduce the maximum sub-

scription time to process the same amount of users. In particular, a cloud with 64

physical machines is unable to attend to all the user's requests when short sub-

scription times are considered, and the users must set up subscription times of several

days if they want their APPs to be executed. In contrast, with a cloud with 128 nodes

we have seen that the in°ection point has been reduced by a factor of 12, and with

the con¯guration with 96 nodes the reduction is about 1/3.

The results obtained in simulation scenario 3, that is, where the clouds process a

workload consisting of daily blurts, render similar results. A cloud with 96 nodes

would o®er responses below 10 h for the users' requests, and an investment to

improve the cloud infrastructure up to 128 nodes would produce a gain of one-half in

the waiting times. Obviously, the ¯nal decision strongly depends on the APPs and

the users, who usually pay for the use of the cloud, so the cloud provider should take

into account all of these aspects to make a ¯nal decision.

In simulation scenario 4, in which the cloud processes a workload consisting of

10,000 users coming at bursts and doubling the number of resources, we have

obtained similar results. There are only small di®erences in the in°ection points, due

to the randomness of the distributions. This indicates that an increase in the

workload can be mitigated by linearly increasing the number of resources.

In simulation scenario 5, where the cloud scenarios analyzed process a realistic

workload consisting of 2563 users ��� generated using a real trace log ��� we observe

that, in general, the maximum subscription time has a signi¯cant impact on the

overall system performance when the cloud provides 128 physical machines. In-

creasing this parameter allows more users to be attended to by the system. Never-

theless, the maximum subscription time has little impact on the performance in a

cloud with 192 physical machines and no impact with 256 physical machines. We also

observe that reducing the size of the infrastructure has a bigger impact on the

performance with the realistic workload due to the heterogeneous nature of the

requests.

Broadly speaking, these results provide relevant and valuable information for the

cloud provider, so as to improve the cloud con¯guration with the goal of increasing
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the overall income by adapting the physical resources and the internal con¯guration

parameters.

5.7. Threats to validity

In this section, we discuss the threats to the validity of our empirical study.

Internal validity concerns whether our ¯ndings, which are based on the obtained

results from the empirical study, truly represent a cause-and-e®ect relationship. In

this work, the internal validity heavily depends on the implementation of our

experiments. The empirical study investigates ¯ve di®erent cloud environments

using three di®erent workloads. Two workloads are synthetically created using sta-

tistical distribution functions, and one workload is generated by replicating a real

trace obtained from a Czech production-ready cloud called MetaCentrum. The de-

sign and implementation of these environments have been carried out by three

experts in cloud computing. The experiments have been executed in the Simcan2-

Cloud simulator, which we know in depth. Additionally, the code has been examined

by two experienced programmers. Although the source code might contain errors, we

expect that the behavior of the simulator is correct and the results truly represent the

behavior of the target cloud scenarios.

External validity concerns the extent to which the results of a study can be

generalized. The empirical study consists of ¯ve di®erent use cases that have been

designed by experts in this ¯eld. Hence, we consider that the investigated scenarios

are representative. However, we cannot assure that the same results are obtained for

all the possible con¯gurations of the cloud.

Construct validity concerns whether the used measures are representative or not.

In this work, we use well-known measures by the research community to analyze the

performance of distributed systems, like response time. However, we cannot guar-

antee the absence of errors in the Simcan2Cloud simulator. This threat is controlled

by executing a large number of simulations in di®erent cloud con¯gurations.

6. Conclusions

In this paper, we have studied the impact of the users' maximum subscription time in

di®erent cloud con¯gurations, considering an infrastructure consisting of 64, 96, 128,

196, and 256 physical machines. Di®erent models of workload have been analyzed,

¯rstly taking three di®erent distribution functions for the users' arrivals, namely, a

uniform, a normal, and a cyclic normal distribution, after which a workload obtained

from a real trace was considered.

In the ¯rst scenario, we have analyzed the impact of a uniform arrival of users, i.e.

without peaks. However, users do not usually arrive in such a uniform way. Thus, in

the second simulation scenario, we have considered users arriving by following a

normal distribution (a single peak in the users' arrivals). Then, the analysis has been

completed by considering users coming at bursts, using a cyclic normal distribution

with daily peaks at midday. In the fourth simulation scenario analyzed, we have used
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again the cyclic normal distribution, but increasing the workload and infrastructure

to analyze the scalability. Finally, a realistic workload has been considered and

analyzed, from which we have seen that users behave in a way very similar to the

cyclic normal distribution scenario.

In this study, the responsiveness of the cloud was then analyzed, to conclude

which con¯gurations provide better results according to the workload submitted and

the maximum subscription times indicated by the users. We have concluded that in-

creasing the number of physical machines and the maximum subscription time produce

better responsiveness. The cloud provider can mitigate a higher workload by increasing

resources linearly. However, the cloud provider must take the ¯nal decision, that is, to

make an investment by including more resources to the cloud, or to reduce the overall

cloud performance by increasing the maximum subscription time for the users.

As future work, we will extend this study by considering other cloud con¯guration

parameters, such as the o®ered VMs, the storage system, and the communication

network. We will also consider some other distribution functions for the user arrivals,

such as the exponential and Erlang distributions, as well as heterogeneous workloads,

with a combination of users arriving with di®erent distributions. In addition, we also

plan to include dynamic cost models in the use of the cloud by the users, to make a

deep analysis of the pro¯ts considering the new version of our UML pro¯le, published

in [20]). Finally, we would like to de¯ne a formal testing framework to complement

our approach. In this line, as a starting point, we will take the recent work on formal

testing of distributed systems [21, 22].
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need and subscribe to the cloud provider to be informed when the
resources become available. In contrast, high-priority users need the
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ABSTRACT
Cloud computing has emerged as a cutting-edge technology which is widely used by
both private and public institutions, since it eliminates the capital expense of buying,
maintaining, and setting up both hardware and software. Clients pay for the services
they use, under the so-called Service Level Agreements (SLAs), which are the
contracts that establish the terms and costs of the services. In this paper, we propose
the CloudCost UML profile, which allows the modeling of cloud architectures and
the users’ behavior when they interact with the cloud to request resources. We then
investigate how to increase the profits of cloud infrastructures by using price
schemes. For this purpose, we distinguish between two types of users in the SLAs:
regular and high-priority users. Regular users do not require a continuous service, so
they can wait to be attended to. In contrast, high-priority users require a constant and
immediate service, so they pay a greater price for their services. In addition, a
computer-aided design tool, called MSCC (Modeling SLAs Cost Cloud), has been
implemented to support the CloudCost profile, which enables the creation of specific
cloud scenarios, as well as their edition and validation. Finally, we present a complete
case study to illustrate the applicability of the CloudCost profile, thus making it
possible to draw conclusions about how to increase the profits of the cloud
infrastructures studied by adjusting the different cloud parameters and the resource
configuration.

Subjects Computer Aided Design, Distributed and Parallel Computing, Scientific Computing and
Simulation, Software Engineering
Keywords Cloud, SLAs, Profit improvement, Model development, Design and simulation tools

INTRODUCTION
The importance of the cloud has increased enormously over the last few years, and
currently it dominates the Information Technology (IT) markets. According to a recent
study by the Synergy Research Group (SRG, 2021), the cloud market keeps expanding
geographically in all regions of the world. Although the public cloud is currently controlled
by a few top providers, new opportunities for new participating companies and business
models have emerged.

Therefore, it is essential for cloud providers to be more competitive and to have the
ability to manage their resources more effectively. With this goal in mind, the modeling
and analysis of cloud systems can be a powerful tool for cloud providers to manage their
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resources, increase their profits, and be more competitive. Thus, we have defined a UML
2.5 parameterized profile, named CloudCost, to model the architecture and interactions of
a cloud system based on Service Level Agreements (SLAs) (Khan, 2016). The Unified
Modeling Language (UML) (OMG, 2017) is one of the most widely recognized and used
modeling languages in this field. UML is a standard of the Object Management Group
(OMG) (OMG, 2016), and is designed to be a general-purpose, developmental, modeling
language that provides a standard method to visualize the final design of a system.

Our profile consists of a UML component and a sequence diagram that models the
relationships and associations between the system components, the flow of actions, and the
interactions between the roles in the system. The main advantage of the use of a
parameterized profile is that it makes it possible to specify a wide spectrum of cloud
configurations helping cloud service providers to maximize their profit and be more
competitive. The main parameters considered are those related to the cost of the different
VMs offered and the SLAs signed by the users, such as discounts offered for user
subscriptions when their requests cannot be immediately attended to, offers made by the
cloud provider to resume execution in the event that it did not finish within the estimated
time and compensations due to resource unavailability, in the case of high-priority users.

A previous version of the profile was presented in (Bernal et al., 2019b). In that work,
the cloud infrastructure, the interactions between the users and the cloud provided were
modeled without considering any cost-per-use strategy or different user types (SLAs).
Thus, the present work is an extension that includes cost-related parameters and two
different types of users, namely regular users and high-priority users, depending on the
kind of SLA they sign. Regular users do not require a continuous service, so they can wait
to be attended to, while high-priority users pay for a continuous service, so they need an
immediate answer to their requests.

The proposed UML profile captures the main elements of the cloud infrastructure and
the client interactions, which is reflected in a methodological way to model different
scenarios and then launch the corresponding simulations on a cloud simulator. As testbed,
we use the simulator Simcan2Cloud (Bernal et al., 2019a), which makes it possible to load
the cloud scenarios created by the (Modeling SLAs Cost Cloud) tool and simulate the
execution of the workloads generated, which consist of a large number of users. It is worth
noting that these simulations can be executed on a personal computer, and therefore no
special features are required of the platform to support these executions. The results
provided by the simulator allow us to carry out the performance evaluation and the profit
analysis of our cloud models.

The paper is structured as follows. The motivation behind, and the main contributions
of the paper are explained in “Motivation and Contribution”. A complete description of
the related work is given in “Related Work”, and “Methodology” details the methodology
used. “CloudCost Profile” presents the CloudCost UML Profile. “MSCC Design Tool”
describes the complete MSCC modeling tool that we have implemented to create, edit, and
validate sequence and component models of cloud systems based on SLAs. “Case Study”
examines the profile and draws some conclusions about how to increase the cloud
profit for the cloud studied by adjusting the different parameters and resource
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configuration. Finally, “Conclusions and Future Work” contains the conclusions and
future lines of work.

MOTIVATION AND CONTRIBUTION
In this section, we present the motivation and main contributions of this work.

Motivation
Most of the existing works about the modeling and analysis of cloud systems are focused
on the cloud infrastructure and the performance evaluation from a user’s viewpoint. Our
goal, however, is to put the focus on the interactions between the users and the cloud
service provider in order to analyze the profits obtained by the latter. The results obtained
in this work could then be useful to increase these profits by setting the appropriate cloud
configuration for an expected workload. Thus, the CloudCost UML profile allows us to
model both the cloud infrastructure and the users’ interactions with the cloud service
provider in order to analyze the profits obtained under different workloads.

For this purpose, the CloudCost UML profile includes the pay-per-use model in cloud
systems, by considering two different types of users, namely regular and high-priority
users, who sign the so-called Service Level Agreements (SLAs) to establish the specific
conditions and prices to access and use the cloud. Regular users request a number of virtual
machines from the cloud provider, with some specific characteristics, but they can wait to
be attended to when these services are not available. In contrast, high-priority users
should obtain the services they request immediately, so they usually pay a greater price,
and must be compensated when these services cannot be provided.

Contribution
This paper extends the CloudCost UML profile and the MSCC modeling tool – presented
in (Bernal et al., 2019b) – by including the new features related to the analysis of
profits, namely, the user types, costs per resource, discounts, offers, and compensations.
This new version also includes the SLAs, with both types of user, and the users’ behavior in
terms of their interactions with the cloud service provider for both types of user. Hence, the
modeling tool has been extended as well, so that we can easily create and edit
parameterized cloud models, so as to consider different cloud infrastructures and different
pricing schemes. In addition, these UML models can be validated, and then we can
generate the input configuration files required to carry out the performance evaluation
using the Simcan2Cloud simulator (Bernal et al., 2019a).

To summarize, we can highlight the following main contributions of this paper:

� the definition of a new parameterized UML profile—called CloudCost—for modeling
cloud systems with costs, considering the new characteristics of the cost-per-use
business model,

� the validation of the parameters assigned in the cloud models using OCL rules,
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� the extension of the modeling and validation tool (MSCC), so as to allow us to easily
design the cloud infrastructure and the user interactions with SLAs and cost-per-use,
and then validate the models,

� a complete case study that illustrates the whole process, from the design of a cloud
system to the performance evaluation and profit analysis.

RELATED WORK
In recent years, there has been a growing interest among the scientific community in cloud
services, cloud computing models, SLAs and pricing schemes (Chi et al., 2017; Chen, Lee &
Moinzadeh, 2018; Soni & Hasan, 2017; Cong et al., 2018). This fact is mainly due to the
potential expansion of this computational paradigm and the significance of increasing the
cloud service provider’s profitability.

Bokhari, Shallal & Tamandani (2016) present a comparative study to evaluate the cloud
models with the purpose of helping clients to determine what kind of service they need and
the risks associated with each model. Sala-Zárate & Colombo-Mendoza (2012) present a
review of different cloud service providers in the market to help developers, users, and
enterprises to select the one which meets their needs. There are other works that focus on a
specific cloud model. For instance, Sharma & Sood (2011) present an SaaS-oriented
work, in which an architecture for defining cloud software services using a Platform-
Independent Model (PIM) is introduced. This model is then transformed into one or more
Platform-Specific Models (PSMs). The purpose of this paper by Sharma and Sood is to
emphasize the benefits of MDA-based software development in developing software
applications in the cloud independently of the specific technologies used. An IaaS-oriented
work is presented by Ghosh et al. (2013), in which they model a specific class of IaaS cloud
to offer services with machines divided into three pools with different values for two
parameters: provisioning delay and power consumption. They propose a multi-level
interacting stochastic model, in which the model solution is obtained iteratively over
individual submodel solutions. From the results obtained in the paper, they state that the
workloads and the system characteristics had an impact on two performance measures:
mean response delay and job rejection probability.

Naseri & Jafari Navimipour (2019) propose a hybrid method for efficient cloud
service composition. An agent-based method is also used to compose services by
identifying the QoS parameters. Then a particle swarm optimization algorithm is
employed to select the best services. They perform several experiments on a simulator
implemented in Matlab and analyze the results by considering the number of combined
resources, waiting time and the value of a fitness function. The whole process requires a
significant time to find a solution. Zanbouri & Jafari Navimipour (2020) propose a
honeybee mating optimization algorithm for cloud service composition. A trust-based
clustering algorithm is used to address the trust challenge. The proposed method is
simulated repeatedly with a real workload and a random workload to evaluate its
efficiency. It works well for small-scale problems, but its performance with regards to
computation time is worse for large-scale problems.
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The above works focus on improving the use of cloud services from the user’s point of
view, while our work aims at increasing the provider’s profits without negatively affecting
the services offered.

Regarding cloud modeling, different UML profiles have been proposed for modeling
multiple aspects of a cloud system. Kamali, Mohammadi & Barforoush (2014) present
a UML profile to model the deployment of a system in the cloud. It allows the
modeling of instances and the infrastructure offered as a service. However, the physical
infrastructure, the interactions of the users with the cloud provider and the cost per usage
are not considered in that work. Bergmayr et al. (2014) propose the Cloud Application
Modeling Language (CAML), a UML-based modeling language that considers pricing
features, modeling and deployment of cloud topologies. CAML provides dedicated UML
profiles in which the cost of the cloud resources is also considered. However, they do not
model the physical infrastructure, the user interactions with the cloud provider or the
SLAs.

With respect to SLAs, Papadakis-Vlachopapadopoulos et al. (2019) propose a
collaborative SLA and reputation-based trust management solution for federated cloud
environments. It consists of a hybrid reputation system that takes into account both user
ratings and monitoring of SLA violations. Some technical KPIs, such as network latency
and CPU utilization, are used to measure SLA violations. However, the cost of the services
is not considered. Zhou et al. (2019) propose a model based on smart contracts to
detect and register SLA violations in a trustworthy way using witnesses. They use
blockchain to automate the SLA lifecycle and ensure fairness between roles. They deploy
the implemented model on a blockchain test net to test all the functionalities. Both
provider and customer must reward witnesses for the monitoring service and therefore this
entails a cost. This proposal only takes into account the CPU usage and RAM memory,
but network features are not considered. Li et al. (2019) propose a host overloading/
underloading detection algorithm based on a linear regression prediction model to forecast
CPU utilization. The goal is to minimize the power consumption and SLA violations
by using an SLA-aware and energy-efficient virtual machine consolidation algorithm.
They perform several experiments with a real and a random workload on the CloudSim
simulator. The authors focus on reducing the energy consumption of the cloud data
centers. However, our work tries to increase the income of the cloud service provider
through the study of pricing schemes.

Regarding the research works that take into account pricing schemes, we can
mention the work by Chen, Lee & Moinzadeh (2018), who conducted a comparative study
analyzing two pricing schemes offered to cloud users by some of the biggest cloud
service providers: the reservation-based scheme and the utilization-based scheme.
The former is also called the R-scheme and is frequently used by Microsoft and Amazon.
The latter is also called the U-scheme and is commonly adopted by Google. Cong et al.
(2018) present a work focused on maximizing the cloud service provider’s profits.
Their approach analyzes and varies the pricing schemes without violating the established
SLA. For this purpose, the authors provide a dynamic pricing model based on the concept
of user-perceived value, which captures the real supply and demand relationships in the
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cloud service market. Soni & Hasan (2017) present a pricing scheme comparison based on
several characteristics, such as fairness, merits, and demerits. In this study, the authors
include a discussion related to both service and deployment models. All of these
studies analyze several pricing schemes offered to the users, with the main objective of
maximizing the cloud service provider profit, while offering better prices to the users
for some services. However, the main goal of our work, beyond the study of pricing
schemes, is to analyze and increase the profitability of the cloud service provider while
maintaining a balance between the cost of the infrastructure and the user’s demands.

Herzfeldt et al. (2018) discuss different guidelines for the profitable design of cloud
services. They carried out 14 interviews with cloud service provider experts, in which they
addressed the relationship between value facilitation, that is, the capability to accumulate
resources for future customer demands, and profitability for the cloud service provider.
In the present work, we adopt the second perspective, that is, the study of the profitability
for the cloud service provider. However, we should point out that our approach is quite
different from the above works. We model both the cloud infrastructure and the user
interactions with the cloud service provider, with the goal of analyzing how they affect the
global incomes for the cloud service provider.

For the purpose of showing the main differences between this paper and the existing
works, as well as presenting the main novelties of our proposal, we have conducted a
comparison between some of the most relevant approaches analyzed in this section and
our work (see Table 1). The first column of the table shows the authors of the proposal.
The next two columns, namely Pricing scheme and CP profits, concern aspects related
to SLAs. Specifically, the former indicates whether the proposal analyzed provides
some type of pricing scheme. As can be seen, all the papers reviewed except Kamali,
Mohammadi & Barforoush (2014) provide it. The latter shows whether the approaches are
aimed at enhancing the profits of the cloud service provider. In this case, Soni & Hasan
(2017), Cong et al. (2018), Herzfeldt et al. (2018), and our work provide this feature.
The following five columns focus on Cloud modeling aspects. Services indicates whether the
proposal is able to model cloud services. This feature is actually supported by all the
works in the table. Infrastructure denotes whether the work provides the mechanisms to

Table 1 Main features of the most relevant approaches.

Proposal SLAs Cloud modeling

Pricing scheme CP profits Services Infrastructure User interaction CP Experiments

Kamali, Mohammadi & Barforoush (2014) ✗ ✗ ✓ ✗ ✗ ✗ ✓

Bergmayr et al. (2014) ✓ ✗ ✓ ✓ ✗ ✗ ✗

Soni & Hasan (2017) ✓ ✗ ✓ ✗ ✗ ✗ ✗

Chen, Lee & Moinzadeh (2018) ✓ ✗ ✓ ✗ ✗ ✗ ✓

Cong et al. (2018) ✓ ✓ ✓ ✗ ✗ ✓ ✓

Herzfeldt et al. (2018) ✓ ✓ ✓ ✗ ✗ ✓ ✗

CloudCost & MSCC (2021) ✓ ✓ ✓ ✓ ✓ ✓ ✓
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model a cloud computing infrastructure. In this case, besides the current work, only
Kamali, Mohammadi & Barforoush (2014) through UML profiles and Bergmayr et al.
(2014) via the CAML language support modeling infrastructures.User interaction indicates
whether the proposal supports modeling the communications between the users and the
cloud service provider. This feature is only supported by our work. Next, the column
labeled CP shows whether the cloud service provider’s behavior is modeled with a high
level of detail. In this case, only Cong et al. (2018), Herzfeldt et al. (2018) and our proposal
include this feature. Finally, the last column denotes whether experiments were conducted
in the study. With regard to experimental studies, Kamali, Mohammadi & Barforoush
(2014) deploy a bank management’s system in a cloud computing environment based on
their profile. Chen, Lee & Moinzadeh (2018) conduct a numerical study to examine the
impact of the pricing model parameters on the service providers’ optimal pricing decisions
and social welfare. Cong et al. (2018) conduct simulation experiments with Matlab to test
the effectiveness of the proposed scheme based on the user-perceived value. Finally, in our
work, we perform simulations with Simcan2Cloud to draw conclusions about how to
improve the management of resources to increase the provider’s profits, without negatively
affecting the services offered.

METHODOLOGY
In this section, we describe the methodology used to model and analyze the performance of
cloud system infrastructures by considering SLAs for two different types of user (regular
and high-priority). Figure 1 shows the different phases of this methodology, which are
described as follows:

1. System Modeling. The CloudCost UML profile is defined to model both the cloud
infrastructure and the interactions between the cloud service provider and the users
when they access a cloud to request resources. This profile consists of sequence and
component diagrams. As the behavior of regular and high-priority users is different, we
consider two parameterized sequence diagrams, one for each type of user. These

Model
CLOUDCOST PROFILE

Cloud Infrastructure
Component Diagrams

Interactions between
Cloud and Users
Sequence Diagram

SLAs
High-priority and Regular 

Users

Model Validation
OCL Rules Validated Model

Detected Errors
&

Warmings

Performance 
Evaluation

(Simcan2Cloud)
Results & Analysis

Correcting Errors & Warnings
1

2

3

Figure 1 CloudCost methodology. Full-size DOI: 10.7717/peerj-cs.513/fig-1
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diagrams show the interactions of the users with the cloud service provider, thus
defining the behavior of each type of user. In addition, the number of virtual machines
required by the users and their specifications are established by setting up the
corresponding parameters in these diagrams. Furthermore, a component diagram is
used to model the infrastructure of the cloud system. The specific cloud infrastructure
configuration is then established by setting the corresponding parameters in the
component diagram.

2. Model Validation. Each cloud model generated from the profile is validated to check
certain properties they must fulfill. For instance, the costs must be greater than or equal
to 0, the users must sign one SLA, etc. A set of OCL rules are defined for this purpose,
and as a result of this validation we obtain the possible errors or warnings in the model.
If there are errors in the model, they must be fixed, so we return again to Phase 1 to
correct the model, and then we must validate it again (Phase 2).

3. Performance Evaluation. Once the model has been validated, the configuration files are
generated for the cloud simulator (Simcan2Cloud (Bernal et al., 2019a)). Simulations are
then executed, providing us with the performance metrics, namely the number of
regular/high-priority users that were served, the number of them that left the system
without being served, the waiting times for the users, etc.

The analysis of these results allows us to draw relevant conclusions about the most
appropriate cloud infrastructure for a specific workload.

CLOUDCOST PROFILE
In this section we define the CloudCost profile, which is an extension of the Model4Cloud
profile that we introduced in (Bernal et al., 2019b), including costs and SLAs for two types
of user (regular and high-priority).

CloudCost profile
Users are classified into two types, namely regular and high-priority, and they request
certain VM resources, according to the catalog offered by the cloud provider. Regular users
do not require an immediate answer to their requests, so they can wait to be attended to,
and thus the price they pay varies depending not only on the VM features they have
requested, but also on the conditions in which they are finally provided with them. In
contrast, high-priority users expect an immediate answer to their requests, in some cases on
a 24/7 basis, so they are able to pay for extra resources (if required) for their services to be
immediately executed. It should be very unlikely for a high-priority user request not to be
met, and a compensation must be offered in this case.

We consider that a cloud infrastructure consists of one or several data centers, each of
which consists of a set of nodes grouped in racks that are interconnected through a
communication network. Each rack contains a collection of nodes with the same hardware
features, that is, CPU, memory, and storage. All this infrastructure is managed by a cloud
service provider that offers a catalog of VMs with assigned Service Level Agreements
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(SLAs), which include the service costs to rent these resources. These VMs are mapped to
physical machines by using a specific resource allocation policy.

Some of these machines are always available, ready to serve a user request, but there are
some reserved physical machines that will only be used for high-priority user requests.
Thus, the cloud service provider reserves some machines to be only used when high-
priority user requests cannot be met by the set of normal (non-reserved and always in
execution) machines. In such a case, one of the reserved machines with enough resources
to fulfill the user demands must be activated to satisfy the request. It is a critical
decision for the cloud service provider to fix the number and features of the available
machines to attend to the regular user requests, as well as to define the ratio of reserved
machines that will attend to the incoming requests from high-priority users when they
cannot be served by the non-reserved machines. In this decision, the cloud service provider
must take into account both the total number of available physical resources and the
workload generated by the users, in order to attend to the largest number of users.

Component and sequence diagram
Figure 2 shows the stereotypes defined to model the components of the cloud
infrastructure, that is, data centers, storage and computing racks, number of machines in
the racks, CPUs, and memories. The CloudInfrastructure stereotype extends the
Component metaclass and represents the infrastructure managed by the cloud service
provider. The Rack, Machine, DataCenter, and Hardware stereotypes also extend the
Component metaclass. The cloud infrastructure consists of a collection of data centers.
Each data center is equipped with a collection of racks, which in turn consist of a collection
of computing or storage machines, which are represented by the ComputingRack and
StorageRack stereotypes, respectively. A computing rack consists of a set of computing
machines (ComputingMachine), and finally a storage rack consists of a set of storage
machines (StorageMachine).

Many components of a data center normally have the same characteristics, as they
are usually purchased in large quantities. Therefore, we have defined the relationships
between components as associations between stereotypes (see Figure 3), so that each

Figure 2 CloudCost profile: cloud infrastructure stereotypes.
Full-size DOI: 10.7717/peerj-cs.513/fig-2
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component can be referenced from different places and reused. We can see in Figure 3
that a CloudInfrastructure consists of a cloud service provider, which manages a number of
data centers. The DataCenterElement data type represents a collection of data centers with
the same configuration.

«Stereotype»
DataCenter

 + network: Bandwidth [1]

«DataType»
RackElement

 + numberOfRacks: Integer [1]

«Stereotype»
Rack

 + machinesPerBoard: Integer [1]
 + network: Bandwidth [1]
 + boards: Integer [1]

«Stereotype»
ComputingRack

«Stereotype»
StorageRack

«Stereotype»
ComputingMachine

 + type: MachineType [1]

«Stereotype»
StorageMachine

«Stereotype»
Machine

«Stereotype»
CPU

 + cores: Integer [1]
 + MIPS: Integer [1]

«Stereotype»
Memory

 + capacity: Size [1]
 + latency: Latency [1..*]

«Stereotype»
Storage

 + numberOfDrives: Integer [1]
 + driveCapacity: Size [1]
 + readBandwidth: Bandwidth [1]
 + writeBandwidth: Bandwidth [1]

«DataType»
Size

 + value: Real [1]
 + unit: SizeUnit [1]

«DataType»
Bandwidth

 + value: Real [1]
 + unit: BandwidthUnit [1]

«Enumeration»
SizeUnit

KByte
MByte
GByte
TByte

«Enumeration»
BandwidthUnit

Kbps
Mbps
Gbps

«Enumeration»
TimeUnit

h
min
s
ms
us

«DataType»
Latency

 + name: String [1]
 + time: Time [1]

«DataType»
Time

 + value: Real [1]
 + unit: TimeUnit [1]

«Stereotype»
CloudInfrastructure

 + cloudProvider: CloudProvider [1]
 + network: Bandwidth [1]

«DataType»
DataCenterElement

 + numberOfDataCenters: Integer [1]

«Enumeration»
MachineType

Normal
Reserved

 + rackElements

 1..*

 1

 + rackType

 *

 1

 + machineType

 *

 1 + machineType

 *

 1

 + cpu *

 1

 + memory

 *

 1

 + storage

 *

 1

 + dataCenterType
 *

 1

 + datacenterElements 1

 1..*

Figure 3 CloudCost profile: properties and associations of cloud infrastructure stereotypes.
Full-size DOI: 10.7717/peerj-cs.513/fig-3
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In the same way, the RackElement data type has been modeled to represent a collection
of racks with the same configuration. As an illustration, in the rack specification, we must
define the number of boards, the number of machines per board and the network
bandwidth for the communication between machines. Furthermore, computing machines
can be either non-reserved or reserved, as indicated above.

The following step to define the profile is to define the stereotypes for the interactions
between the users and the cloud provider (see Figure 4). Users request virtual machines
(VM stereotype) with their associated SLAs (SLA stereotype), and the execution of
applications on the virtual machines (Application stereotype) extends the Component
metaclass. Both the users and the cloud service provider have behaviors that follow a
lifeline (Lifeline metaclass). All the messages exchanged extend the Message metaclass.
The relationships between these components are shown in Figure 5 as stereotype
associations. As an illustration, we can see the different SLAs offered by the cloud service
provider with the cost of the VMs and signed by the users (User stereotype). A VM request

«Metaclass»
Component

«Metaclass»
Lifeline

«Metaclass»
Message

«Stereotype»
Application

«Stereotype»
VM

«Stereotype»
Request

«Stereotype»
Subscribe

«Stereotype»
Execute

«Stereotype»
User

«Stereotype»
CloudProvider

«Stereotype»
RegularSLA

«Stereotype»
PrioritySLA

«Stereotype»
SLA

«Stereotype»
PriorityUser

«Stereotype»
RegularUser

«Stereotype»
Resume

«Stereotype»
ResponseOfferedVMs

«Stereotype»
Ok

«Stereotype»
TimeoutRenting

«Stereotype»
Notify

«Stereotype»
TimeoutSubscription

«Stereotype»
RequestOfferedVMs

«Stereotype»
Response

Figure 4 CloudCost profile: definition of cloud interaction stereotypes.
Full-size DOI: 10.7717/peerj-cs.513/fig-4
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consists of the following elements: number of cores, computing units (CUs) for the CPU
cores, disk size and memory size.

A.- UML profile for regular users.
Figure 6 shows the sequence diagram for the regular user’s behavior. In this diagram,

we capture the interactions of a regular user with the cloud service provider when renting a
VM. First, the user requests the list of VMs offered (requestOfferedVms message) by
the cloud service provider in order to know which of them fits his needs best. In response,
the cloud service provider sends the list of available VMs to the user. In this message, the
cloud service provider indicates the attributes of each VM: CPUs, storage, memory
and base cost per hour defined in the SLA. This base cost is the amount to be paid for one
hour of the VM under normal conditions when a request can be immediately attended to.

«Stereotype»
Request

«Stereotype»
Subscribe

+ maxSubTime: Time [1]

«Stereotype»
VM

 + cores: Integer [1]
 + disk: Size [1]
 + computingUnits: Real [1]
 + memory: Size [1]

«Stereotype»
Application

 + MIs: Integer [1]
 + inputData: Size [1]
 + outputData: Size [1]
 + parameter: Parameter [*]

«DataType»
VMInstantiation

 + instances: Integer
 + rentingTime: Time

«DataType»
AppInstantiation

 + instances: Integer

«Stereotype»
Execute

«DataType»
Parameter

 + name: String [1]
 + value: String [1]
 + unit: String [1]
 + description: String [0..1]

«Stereotype»
CloudProvider

 + resourceAllocationPolicy: String [1]

«Stereotype»
User

 + instances: Integer [1]

«DataType»
Cost

 + value: Real [1]
 + rate: TimeUnit [1]

«Stereotype»
PriorityUser

«Stereotype»
RegularUser

«Stereotype»
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«Stereotype»
Resume

 + resumeTime: Time [1]

«DataType»
VMCost

 + base: Cost [1]
 + inc-priority: Real 
 + discount: Real [1]
 + compensation: Real [1]

 + vmType

 *  1

 + applicationType

 *  1

 + appInstantiation

 1  1..*

 + vmInstantiation

 1  1
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+ cloudprovider
 *

 1..*

 + vmcost
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1
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 + vm
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 + user
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 1

 + offer: Real [1]

Figure 5 CloudCost profile: associations and properties of cloud interaction stereotypes.
Full-size DOI: 10.7717/peerj-cs.513/fig-5
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However, if no VM is currently available to provide the service (with the user’s required
features), the user will be informed and receive a discount for the delay.

Thus, with the list of VMs the user requests (request message) one of these VMs for a
time (rentingTime). Afterwards, the cloud service provider responds with the IP, type, and
cost of the allocated rental VM. When the request can be immediately satisfied, the
type will be normal, otherwise, the type returned will be deferred. In both cases, the
corresponding cost is also returned. Obviously, the deferred price will be lower than
the normal price, because the user has to wait for the service to become available.

After receiving a normal type answer, the user can execute the applications on the VM
provided (see Fig. 7). Two cases can now arise: either the execution of the applications
finishes on time, so the user receives an okmessage from the cloud service provider and the
interaction terminates, or the renting time expires before the applications have been
completely executed. In this case, the cloud provider offers the user an extension to the
renting time with the base price per hour plus a surcharge (offer), i.e. the user can pay for
this extra time in order to complete the execution, or the user can decline and stop the
interactions (see Fig. 8).

Finally, when no VM with the required features becomes available, the user receives
the deferred message (see Fig. 6). As mentioned above, the price, in this case, will be
lower, so the VM renting price will have a discount applied to the normal cost. The user
can now decide to wait for the required VM to become available or leave. If the user
decides to wait, he subscribes to the VM characteristics (see Fig. 9) for a specific time
(maxSubTime), with the intention of being notified when a VM with these features is
available, and then, upon receiving this notification message, the user starts the execution

CloudProvider

Request(VM, rentingTime)

Response(IP, cost, type)

alt [type == normal]

[type == deferred]

ref execution

ref subscription

RequestOfferedVms()

ResponseOfferedVMs(List VMs)

RegularUser

Figure 6 Main SD: cloud provider and regular users interaction.
Full-size DOI: 10.7717/peerj-cs.513/fig-6
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of his applications. Note that when the subscription time expires and no VM has been
available for this period, the user leaves without being able to execute the applications.

B.- UML profile for high-priority users.
The sequence diagram for high-priority users is shown in Fig. 10. The SLA for these

users states that they should obtain the requested services immediately, and if no VM
matching their needs is available at that moment, the cloud service provider must start up a
VM in order to provide the service. In the unlikely event that the cloud service provider
cannot start up a VM with the requested features, the user must be compensated for
the damages caused. This case would only occur when a VM with the requested features
in the pool of reserved machines cannot be allocated, which would be caused by an
unexpected number of high-priority user requests. This would be a consequence of a
misconfiguration of the cloud, and would probably require the addition of new racks in
order to be able to deploy some additional VMs while keeping the system well balanced.

Like the regular users, high-priority users request (message requestOfferedVms) the
list of VMs from the cloud service provider. The cloud service provider replies with the list
of VMs (message response), indicating the corresponding costs per hour for each one of
them. The user then requests one for a certain period of time (argument rentingTime
in message request). If the requested VM is available, the user executes (see Fig. 7) his
applications, paying the amount indicated. Otherwise, if there is no available VM with the
requested features, the cloud service provider should start up one of the reserved machines

sd execution

loop

alt

break

CloudProviderUser

Execute(APP,IP)

Ok

ref offer

Figure 7 Execution SD: users and cloud service provider interactions to submit the applications.
Full-size DOI: 10.7717/peerj-cs.513/fig-7
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with the VMmatching the user’s requirements. In this case, the user must pay a surcharge,
which is included in the cost indicated in the response message. As mentioned above,
should the cloud service provider not be able to start up a VM matching the user’s

sd subscription

alt

alt

break

CloudProviderRegularUser

Subscribe(VM, rentingTime, maxSubTime)

Notify(IP)

TimeoutSubscription

break

ref execution

Figure 9 Subscription SD: regular users and cloud service provider interactions for deferred
execution. Full-size DOI: 10.7717/peerj-cs.513/fig-9

sd offer

loop

alt

alt

break

CloudProviderUser

Ok

TimeoutRenting(offer)

break

Resume(resumeTime)

Figure 8 Offer SD: users and cloud service provider interactions when a time-out occurs.
Full-size DOI: 10.7717/peerj-cs.513/fig-8
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requirements, compensation must be provided. In this case, the interactions stop (no_vm
in Fig. 10), and the user receives an economic compensation, as indicated in the SLA.

Validation of CloudCost profile models
The relationships between stereotypes and their properties define constraints by
themselves (see Fig. 5). For instance, a cloud service provider must offer at least one SLA,
where the SLA must at least have the cost of a VM, but this SLA could include more
than one VM. However, some constraints cannot be defined and checked through
stereotype relationships. Thus, they have to be explicitly checked to ensure the model’s
correctness. Our proposed MSCC (Modeling SLAs Cost Cloud) tool also makes it possible
to validate the model by defining a set of Object Constraint Language (OCL) rules (OMG,
2014). OCL is a declarative language designed to specify detailed aspects of a system
designed using UML models, and it is now part of the UML standard. OCL is considered a
formal specification constraint language for UML, which allows us to define object
query expressions in our UML models, and to carry out the validation of the CloudCost
pro file. Tables 2, 3 and 4 present the OCL rules that have been considered in order to
check the model’s correctness.

CloudProvider

Request(VM, rentingTime)

Response(IP, cost, type)

loop

alt [type == normal]

[type == up_vm]

ref execution

break

RequestOfferedVms()

ResponseOfferedVMs(List VMs)

ref execution

[type == no_vm]

PriorityUser

Figure 10 Main SD: cloud provider and high-priority users interaction.
Full-size DOI: 10.7717/peerj-cs.513/fig-10
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Table 2 OCL rules for the model validation process I.

Rule 1 CloudProvider_must_offer_once_each_VM_for_each_SLA_type

Rule Description Cloud service provider must offer each VM only once for each SLA type.

Rule OCL Code context SLA
inv self.vmcost->isUnique(vmcost | vmcost.vm)

Notification Type Error

MSCC
Recommendation

Please, enter each VM only once in each SLA!

Rule 2 User_must_sign_a_VM_SLA_offered_by_the_CloudProvider

Rule Description A User must always sign an SLA offered by the cloud service provider.

Rule OCL Code context User
inv uml2cloud::CloudProvider.allInstances()
->collect(cp | cp.sla)->includes(self.sla)

Notification Type Error

MSCC
Recommendation

Please, sign an SLA!

Rule 3 User_request_a_VM_not_offered_in_the_signed_SLA

Rule Description A user cannot request a VM, which is not offered in the signed SLA.

Rule OCL Code context Request
inv uml2cloud::User.allInstances()
->select(user | user.base_Lifeline.coveredBy
->includes(self.sendEvent))
->collect(user | user.sla.vmcost
->collect(vmcost | vmcost.vm))
->includes(self.vmInstantation.vmType)

Notification Type Error

MSCC
Recommendation

Please, one of the following actions must be performed to resolve the error: 1. A user
must request another VM that is in the SLA. 2. A user must sign another SLA
including that VM type. 3. The cloud service provider must include that type in this
SLA signed by the user!

Rule 4 SLA_base_cost_must_be_greater_than_or_equal_to_zero

Rule Description The defined base cost value must be greater or equal to zero.

Rule OCL Code context SLA
inv self.vmcost
->forAll(vmcost | vmcost.base.value >= 0)

Notification Type Error

MSCC
Recommendation

Please, enter a positive value for the base cost value!

Rule 5 SLA_inc-priority_cost_must_be_greater_than_or_equal_to_zero

Rule Description The defined inc-priority cost for high-priority users must be greater or equal to zero.

Rule OCL Code context SLA
inv self.vmcost
->forAll(vmcost | vmcost.incpriority >= 0)

Notification Type Error

MSCC
Recommendation

Please, enter a positive value for the inc-cost cost value!

(Continued)
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Tables 2 and 3 show the OCL rules for detecting errors in the parameterization process.
The first rule checks that the cloud service provider does not offer a specific VMmore than
once in the same SLA, since this could give rise to a situation in which a VM would
have two different cost values for the same user. The second rule ensures that a user always
signs an SLA offered by the cloud service provider. The third rule validates that the
user requests a VM that is actually in the signed SLA. Rules 4 to 8 check that the costs
defined in the SLA have positive values. OCL also makes it possible define restrictions in
the model’s behavior to show recommendations to the users in order to parameterize
the model. These recommendations appear as warnings in the validation process.
Specifically, we have defined two possible warnings, which could be launched during the
validation process (see rules 9 and 10 in Table 4). Rule 9 launches a warning when there are
high-priority users making requests, but there are no machines reserved for them.
Rule 10 checks whether the resume time for a VM is set too long compared with the
renting time, since we consider that the user will probably want to rent the VM for longer
than in the first request.

As an example of validation, let us consider the situation presented in Fig. 11, which
shows a fragment of an interaction diagram between the user and the cloud service

Table 2 (continued)

Rule 6 SLA_discount_must_be_greater_than_or_equal_to_zero

Rule Description The discount offered to regular users must be greater or equal to zero.

Rule OCL Code context SLA
inv self.vmcost
->forAll(vmcost | vmcost.discount >= 0)

Notification Type Error

MSCC
Recommendation

Please, enter a positive value for the discount value!

Table 3 OCL rules for the model validation process II.

Rule 7 SLA_compensation_must_be_greater_than_or_equal_to_zero

Rule Description The compensation cost for high-priority users must be greater or equal to zero.

Rule OCL Code context SLA
inv self.vmcost
->forAll(vmcost | vmcost.compensation >= 0)

Notification Type Error

MSCC
Recommendation

Please, enter a positive value for the compensation cost value!

Rule 8 CloudProvider_offer_must_be_greater_than_or_equal_to_zero

Rule OCL Code context CloudProvider
inv self.offer >= 0

Notification Type Error

MSCC
Recommendation

Please, enter a positive value for the offer cost value!
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provider. The user requests a VM of the type VM_xlarge. If the cloud service provider does
not offer this VM type in the SLA signed by the user, the third OCL rule in Table 2 will be
violated. As a consequence, an error message (Constraint
User_Must_Sign_A_VM_SLA_Offered_By_The_CloudProvider is violated) will be
displayed by the MSCC tool, as can be seen in the figure. The user has several options to
solve the error: the user can request another VM that is in the SLA, or sign another SLA
including the VM_xlarge type, or the cloud service provider could include the VM_xlarge
type in the existing SLA. In Fig. 11, we can see that the MSCC tool launches a warning
when the user sets the resume time to 10 hours. The renting time in the initial request was
2 hours, but the user applications did not finish their execution in that time, so the user
decides to resume for a further 10 hours. As a consequence, the last rule in Table 4 is
violated, and the MSCC tool shows a warning message. In order to address this warning,
the user should initially rent the VM for a longer period (renting Time) and reduce the
resumption time (resume Time).

Figure 12 shows the validation of a component diagram. In this case, the user has
established a negative value for the base cost of a VM of VM_nano type. As a consequence,

Table 4 OCL rules for the model validation process III.

Rule 9 PriorityUser_has_been_modeled_but_no_machine_has_been_reserved

Rule Description There are no reserved VMs for the high-priority user.

Rule OCL Code context PriorityUser
inv uml2cloud::CloudInfrastructure.allInstances()
->collect(ci | ci.datacenterElements)
->collect(de | de.dataCenterType)
->collect(dc | dc.rackElements)
->select(re | re.rackType .oclIsKindOf(uml2cloud::ComputingRack)
->select(re | re.rackType .oclAsType(uml2cloud::ComputingRack) .machineType.
type= uml2cloud::MachineType::Reserved)
->collectNested(re | re.numberOfRacks*re.rackType.boards *re.rackType.
machinesPerBoard)->sum()>0

Notification Type Warning

MSCC
Recommendation

Please, reserve some VMs for the high-priority user!

Rule 10 ResumeTime_is_at_least_twice_as_long_as_the_renting_time

Rule Description The initial request time for a VM should be longer than the Renting Time.

Rule OCL Code context Resume
inv uml2cloud::Request.allInstances()
->select(req | uml2cloud::RegularUser.allInstances()
->select(ru | ru.base_Lifeline.coveredBy
->includes(self.base_Message.sendEvent))
->forAll( ru | ru.base_Lifeline.coveredBy
->includes(req.base_Message.sendEvent)))
->forAll(req | req.vmInstantiation.rentingTime .value*2>self.resumeTime.value)

Notification Type Warning

MSCC
Recommendation

Please, consider that the initial request time should be longer than the renting time!
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the fourth rule in Table 2 launches a violation, and the MSCC tool shows an error. Then, to
address this warning the user should set a positive value for all the VM costs.

MSCC DESIGN TOOL
This section presents the MSCC (Modeling SLAs Cost Cloud) computer-aided design
tool1. This tool focuses on the modeling of cloud systems, considering SLAs to define
different user types, and the resources that can be provided for a given cost. Therefore, as
mentioned above, this tool allows the user to parameterize the CloudCost profile to
establish the value of certain parameters, such as the VMs requested by the user, the
waiting time for regular users, and the compensation for high-priority users, and then to
validate the models.

RegularUserAInteraction  

alt

[type == normal]

loop

[]

alt

[else]

break

loop

alt

alt

«RegularUser»
RegularUser

«CloudProvider»
CloudProvider

Ok

TimeoutRenting(offer)

Execute(APP,IP)

Response(IP, cost, type)

Resume(10h)

ResponseOfferedVMs(List VMs)

RequestOfferedVMs()

Request(VM_xlarge, 2h)

Constraint User_Must_Sign_A_VM_SLA_Offered_By_The_CloudProvider is violated

Constraint  ResumeTime_is_at_least_twice_as_long_as_the_renting_time is violated

Figure 11 An excerpt from MSCC model validation. Full-size DOI: 10.7717/peerj-cs.513/fig-11

1 MSCC is available at: https://www.dsi.
uclm.es/cloud/modeling/uml2cloud/
releases/2.1
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Figure 13 shows a screenshot from the MSCC tool, which is an extension of the tool
presented in a previous work (Bernal et al., 2019b), and has been adapted to the new UML
profile, as described in “CloudCost Profile”. It has been implemented using Papyrus
(Gérard et al., 2010), which is an open-source Eclipse-based tool that provides an
integrated environment for creating and editing UML models. The plug-ins used in the

«component»
«SLA»

SLA_public
«SLA»

vmcost=[ (vm: VM_nano, base: -0.01/h, incpriority: 0.5*base, discount: 0.2*base, compensation: 0.1*base),  
(vm: VM_nanoRAM, base: 0.01/h, incpriority: 0.5*base, discount: 0.2*base, compensation: 0.1*base), 
(vm: VM_nanoHD, base: 0.01/h, incpriority: 0.5*base, discount: 0.2*base, compensation: 0.1*base),  
(vm: VM_micro, base: 0.02/h, incpriority: 0.5*base, discount: 0.2*base,compensation: 0.1*base), 
(vm: VM_small, base: 0.03/h, incpriority: 0.5*base, discount: 0.2*base, compensation: 0.1*base), 
(vm: VM_medium, base: 0.05/h, incpriority: 0.5*base, discount: 0.2*base,compensation: 0.1*base), 
(vm: VM_large, base: 0.12/h, incpriority: 0.5*base, discount: 0.2*base, compensation: 0.1*base)] 

PriceScheme
Constraint SLA_base_cost_must_be_greater_than_or_equal_to_zero is violated

Figure 12 MSCC Model validation results. Full-size DOI: 10.7717/peerj-cs.513/fig-12

Figure 13 MSCC tool. Creation of a new interaction diagram.
Full-size DOI: 10.7717/peerj-cs.513/fig-13
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previous version have been adapted in order to include the new functionalities. These new
features are the following:

� es.uclm.uml2cloud.profile: this plug-in includes the new UML profile, which takes into
account both types of user, namely regular and high-priority, and the resource costs, in
order to parameterize different cloud configurations and user interactions.

� es.uclm.uml2cloud.validation: this plug-in implements the constraints mentioned in
“Validation of CloudCost Profile Models” in order to validate the model.

� es.uclm.uml2cloud.customization: with this plug-in, the property views and the tool
palettes have been extended to suit the new stereotypes.

� es.uclm.uml2cloud.examples: this plug-in contains the examples that have been used to
illustrate the applicability of the MSCC modeling tool.

Figure 13 shows how to create a new interaction diagram with the MSCC tool. For the
sake of clarity, we have included annotations in the figure. Annotation 1 shows how to
select one of the pre-installed examples of the tool. In Annotation 2 we can see the selection
of the interaction diagram. Afterwards, another window allows us to select the type of user.
Finally, the end-user only has to set the parameters of the automatically-created base
interaction diagram corresponding to the selected type of user (Annotation 3).

CASE STUDY
This section provides a case study that shows the applicability of both CloudCost, our
proposed UML profile for representing the users’ behavior in cloud environments, and
MSCC, a tool for modeling cloud infrastructures. In essence, we are interested in analyzing
the overall cloud income for processing the requests of a large number of users (workload)
when different data-centers—supporting the cloud—are used. The workloads are
generated using, as their basis, two different user roles: regular users and high-priority
users. The experiments in this study were run on the Simcan2Cloud simulator (Bernal
et al., 2019a). In summary, the process for carrying out the experiments consists of the
following steps: (1) modeling five cloud environments using MSCC; (2) generating the
configuration files representing these clouds for the Simcan2Cloud simulator; (3) encoding
the behavior of the users represented in “CloudCost Profile” into Simcan2Cloud; and
(4) simulating the processing of each workload in the five cloud environments modeled.

In order to clearly present this case study, the rest of this section is structured as follows.
Firstly, we describe—in “Experimental Settings”—how each part of the cloud
environment, that is, the underlying cloud architecture and the workloads, were modeled.
Next, in “Performance Analysis”, we analyze these models by simulating different cloud
scenarios. Finally, we draw conclusions from the results obtained in “Discussion of the
Results”.

Experimental settings
In order to conduct the experimental study, we generated five different cloud configuration
models, by using a data-center with 64, 128, 256, 384, and 448 physical machines. Figure 14
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shows the configuration of a cloud infrastructure, which is defined by parameterizing
the component diagram of the CloudCost profile. This figure in particular shows the
configuration of a cloud consisting of one data center with 128 computing machines. Each
computing machine in all the clouds modeled has the following characteristics: a 2TB disk,
64GB of RAM, and a quad-core CPU with 60,000 MIPS of computing power. All the
components of the data center are interconnected using an Ethernet Gigabit network.
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(vm: VM_micro, base: 0.02/h, incpriority: 0.5*base, discount: 0.2*base, compensation: 0.1*base),  
(vm: VM_small, base: 0.03/h, incpriority: 0.5*base, discount: 0.2*base, compensation: 0.1*base),  
(vm: VM_medium, base: 0.05/h, incpriority: 0.5*base, discount: 0.2*base, compensation: 0.1*base),  
(vm: VM_large, base: 0.12/h, incpriority: 0.5*base, discount: 0.2*base, compensation: 0.1*base)] 

Figure 14 Profile component diagram defining a cloud infrastructure configuration with 128 nodes.
Full-size DOI: 10.7717/peerj-cs.513/fig-14
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The cloud service provider offers seven different configurations of VMs, and a data-
intensive application to be executed on the VMs. We also include the parameters required
to model the costs for all the VMs included in the SLA signed by the user. In addition, we
designed different synthetic workloads by parameterizing the diagrams of the CloudCost
profile. Specifically, we created four different workloads containing 2,000, 5,000, 7,500 and
10,000 users. In these workloads, the percentage of high-priority users ranged from 0% to
40% of the total number of users.

Figure 15 shows the sequence diagram, which defines the parameterized behavior of the
regular user—namely User_A in the diagram—when interacting with the cloud service
provider. In this case, User_A requests a small VM for 2 h and executes an intensive data
application on it. The renting time of the initial request is 2 h, but in the event of the user
applications not completing their execution in that time, the user can decide to resume
the execution for 1 h more. However, it may happen that there are no available VMs with
the required features to attend to the initial user request. In such a case, the user can then
decide to wait for VMs meeting their requirements to become available, or the user can
leave. If the user decides to wait, he subscribes for 24 h, indicating the features required for
the VM, with the intention of being notified when a VM with these features becomes
available, and then, upon receiving the notification message, the execution of the
applications starts. If the subscription time expires and no VM has become available in this
period, the user leaves without being able to execute his applications.

Performance analysis
In this section, we study the income of a cloud service provider with a specific cloud
configuration, that is, with a given infrastructure and processing specific workloads. For
this purpose, we simulate—using Simcan2Cloud—the execution of four different
workloads – containing 2,000, 5,000, 7,500 and 10,000 users—o five different cloud
infrastructures, consisting of 64, 128, 256, 384 and 448 physical machines. Furthermore,
we consider two possible resource allocation strategies. In the first one, called NR-first,
high-priority users are served first by using non-reserved machines. Only when these
resources are not available are the high-priority user applications executed on reserved
machines. In the second strategy, called R-first, high-priority users are served first by using
the reserved machines. In this case, when there are no more reserved resources available,
non-reserved machines are used to attend to their requests.

Figure 16 shows the results obtained from simulating the execution of the workloads on
the cloud configuration with 64 computing machines. We indicate the income obtained in
relation to the percentage of high-priority users (x-axis) and the percentage of reserved
machines (y-axis). The income is represented in each square of the chart using the colored
scale placed on the right-hand side of the figure. In this particular case, magenta and
blue (>400) represent higher incomes, while red and yellow (<0) indicate lower incomes.
The graphs on the left show the profits when the NR-first strategy is applied, i.e., non-
reserved machines are used first to attend to high-priority user requests. The graphs on the
right show the cloud service provider’s incomes when using the R-first strategy, i.e., the
high-priority user requests are served first by using reserved machines.
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Figure 15 Profile interaction diagram defining a user workload configuration.
Full-size DOI: 10.7717/peerj-cs.513/fig-15
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Figure 16 Overall income of the cloud consisting of 64 machines when processing different workloads. (A) NR-first strategy—2 k users.
(B) R-first strategy—2 k users. (C) NR-first strategy—5 k users. (D) R-first strategy—5 k users. (E) NR-first strategy—7.5 k users. (F) R-first strategy—
7.5 k users. (G) NR-first strategy—10 k users. (H) R-first strategy—10 k users. Full-size DOI: 10.7717/peerj-cs.513/fig-16
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Broadly speaking, the results obtained when the two different allocation strategies are
used are similar. We can see a slight difference when the cloud processes a workload
consisting of 2 k users, in which case the R-first strategy (Fig. 16B) provides slightly better
results than the NR-first strategy (Fig. 16A), as high-priority users use the reserved
machines from the beginning and then they pay the corresponding surcharge. These
graphs also show that the total income decreases as the size of the workload processed
increases. This effect is mainly caused by the saturation of the cloud, which is not able to
process such a number of users requesting resources and, consequently, the number of
unattended high-priority users increases significantly, which in turn increases the number
of compensations. In this particular case, the size of the cloud clearly limits the overall
income, this therefore being the main bottleneck of the system. The best-case scenario
using this cloud configuration reaches an income of—approximately—600 monetary units
when the workload of 2k users is processed.

Next, we analyze how a cloud consisting of 128 machines processes the workloads
(Fig. 17). We observe some similarities with the previous experiment. First, both allocation
strategies obtain almost the same results. Second, the highest income is obtained when a
workload consisting of 2 k users is processed (Figs. 17A and 17B). Third, the income
decreases when the size of the workload and the percentage of high-priority users
increases—especially with a high number of reserved machines – because there are a large
number of users leaving the system without being served. In contrast to the previous
cloud providing only 64 machines, this cloud obtains higher incomes, which is mainly
thanks to increasing the number of physical machines. In this case, there is no negative
income. However, the cloud is still saturated and, therefore, the number of reserved
machines is not enough to allow these users to be attended to, so compensations reduce the
final incomes. The best-case scenario generates an income of – approximately—1,600 units
when the workload of 2 k users is processed.

Figure 18 shows the results obtained for a cloud with an infrastructure containing
256 physical nodes. In this case, processing workloads containing requests from 5 k, 7.5 k
and 10 k users obtains better results than those when the workload of 2 k users is
processed. Hence, increasing the physical resources has a significant impact on the overall
income.

It is important to note that these charts clearly show a turning point in the overall
income when the workload containing 7.5 k users is processed. Note that with the R-first
strategy, high-priority users are served first using the reserved machines. Thus, regular
users have more non-reserved machines available, as long as the system is not saturated, so
they do not have to compete with high-priority users in this case. We can also see that from
7.5 k users upwards (Figs. 18E, 18F, 18G and 18H) the cloud becomes saturated again
with a high number of high-priority users. This case provides the best results for this cloud
(Figs. 18E and 18F). However, in this particular case, the two allocation strategies lead to
different results. Figure 18E shows that as the number of high-priority users increases
(using the NR-first strategy), the income is only maintained with a percentage of reserved
nodes lower than 14%. However, when the R-first strategy is used (Fig. 18F) we can see
that the income can be maintained with a percentage of reserved machines greater than
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Figure 17 Overall income of the cloud consisting of 128 machines when processing different workloads. (A) NR-first strategy—2 k users.
(B) R-first strategy—2 k users. (C) NR-first strategy—5 k users. (D) R-first strategy—5 k users. (E) NR-first strategy—7.5 k users. (F) R-first strategy—
7.5 k users. (G) NR-first strategy—10 k users. (H) R-first strategy—10 k users. Full-size DOI: 10.7717/peerj-cs.513/fig-17
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Figure 18 Overall income of the cloud consisting of 256 machines when processing different workloads. (A) NR-first strategy—2 k users.
(B) R-first strategy—2 k users. (C) NR-first strategy—5 k users. (D) R-first strategy—5 k users. (E) NR-first strategy—7.5 k users. (F) R-first strategy—
7.5 k users. (G) NR-first strategy—10 k users. (H) R-first strategy—10 k users. Full-size DOI: 10.7717/peerj-cs.513/fig-18
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14% (see purple area), so the global income—in this particular case—is better with the
R-first strategy.

The best-case scenario in this cloud is obtained when the R-first strategy is used to
process a workload consisting of 7.5 k users, and it generates an income of 4,000 monetary
units. Note that the saturation of the cloud reduces the income when the number of users
increases (Figs. 18G and 18H).

Figure 19 shows the results obtained for a cloud configuration with 384 physical nodes.
Processing the workloads of 2 k and 5 k users obtains similar results to those for the
previous clouds, that is, the R-first strategy provides slightly better results—since high-
priority users pay a surcharge for using the reserved machines—than the NR-first strategy.
In these cases, the cloud service provider income is very similar regardless of the
percentage of high-priority users. This situation occurs because the workload can be
processed without the cloud becoming saturated, and thus most users are served using only
non-reserved resources.

These charts show a turning point between 7.5 k and 10 k users. When the percentage of
high-priority users is low, as the percentage of reserved machines increases, the profits
decrease due to the regular users that have to leave the system (see the light blue squares in
the upper-left corner). In the same way, when the percentage of high-priority users is high
and the percentage of reserved machines is low, the profits also decrease due to the
compensations. These effects can be observed in Figs. 19E, 19F, 19G and 19H.

In this cloud, in contrast to the previous ones, the highest incomes (>6,000 monetary
units) is obtained when processing a workload consisting of 10 k users and using the R-first
strategy.

The last experiment (Fig. 20) shows the results obtained for a cloud configuration with
448 physical nodes. In this case, we observe the same tendency as in the previous
experiment (Fig. 19), that is, the two allocation policies obtain the same results when the
cloud is not saturated (Figs. 20A, 20B, 20C and 20D), and the R-first strategy provides
slightly better results when the cloud reaches the saturation point (Figs. 20E, 20F, 20G and
20H). In this case, however, increasing the number of physical machines generates an
improvement in the overall income, reaching 8,000 monetary units when the cloud
processes a workload of 10 k users (Fig. 20H).

Discussion of the results
In this section, we provide a detailed discussion of the results obtained in the experimental
study and draw some interesting conclusions.

After a careful analysis of the results, we discover that the size of the cloud, that is,
the number of physical machines, has a significant impact on the overall income, and
therefore it should be dimensioned in proportion to the workload to be processed. The
CloudCost profile allows us to model the behavior of the users and, then, to simulate the
behavior of cloud systems when processing different workloads, so as to determine the
turning point at which the cloud increases the overall income. It is therefore desirable that
the percentage of reserved machines (y-axis) is balanced in proportion to the percentage of
high-priority users (x-axis) requesting resources from the cloud.
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Figure 19 Overall income of the cloud consisting of 384 machines when processing different workloads. (A) NR-first strategy—2 k users.
(B) R-first strategy—2 k users. (C) NR-first strategy—5 k users. (D) R-first strategy—5 k users. (E) NR-first strategy—7.5 k users. (F) R-first strategy—
7.5 k users. (G) NR-first strategy—10 k users. (H) R-first strategy—10 k users. Full-size DOI: 10.7717/peerj-cs.513/fig-19
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Figure 20 Overall income of the cloud consisting of 448 machines when processing different workloads. (A) NR-first strategy—2 k users.
(B) R-first strategy—2 k users. (C) NR-first strategy—5 k users. (D) R-first strategy—5 k users. (E) NR-first strategy—7.5 k users. (F) R-first strategy—
7.5 k users. (G) NR-first strategy—10 k users. (H) R-first strategy—10 k users. Full-size DOI: 10.7717/peerj-cs.513/fig-20
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Note from the experiments that when the cloud is not saturated (all the users’ requests
are served), the two allocation policies obtain similar results. However, when the cloud is
saturated, the R-first strategy provides slightly better results than the NR-first strategy. The
experiments clearly indicate the saturation point of the cloud when increasing the number
of users requesting resources from the cloud. This is an important aspect that must be
carefully analyzed by the cloud service provider in order to adapt the size of the cloud to
the load that is to be processed.

In addition, we have discovered a boundary in the percentage of high-priority users that
clearly limits the overall income. In these experiments, when the percentage of high-
priority users increases by 20%, the income decreases. The results show that increasing the
number of high-priority users could potentially harm the cloud service provider’s profit
when the resources are not appropriately assigned. However, the cloud service provider
could alleviate this situation by reserving machines to provide resources exclusively to
high-priority users.

We can conclude that, in most scenarios, having a good ratio of reserved machines to
attend to high-priority users is key to increasing the cloud provider’s overall income.

Finally, as future work, we intend to perform a mediation effect analysis (Baron &
Kenny, 1986; Shrout & Bolger, 2002) on the simulation results obtained. The regression sets
will be the number of high-priority users requesting resources from the cloud (X), the
number of reserved nodes for high-priority users (M), and the cloud service provider’s
profit (Y). Thus, the goal of this study will be to analyze the impact of M on the causal
effect that X has on Y, i.e. to conclude what the effect is of varying the number of nodes
reserved for high-priority users on the effect of X on Y.

Note: The data and the results obtained for the cloud configurations considered can be
found in Supplemental Data S1.

CONCLUSIONS AND FUTURE WORK
In this paper, we have proposed the CloudCost UML profile as a means for modeling a
cloud infrastructure and the user interactions with the cloud service provider, with two
different SLAs for the users (regular and high-priority). Regular users can wait for the
resources they need and subscribe to the cloud provider to be informed when the resources
become available. In contrast, high-priority users need the resources immediately, and
some physical resources are then reserved in order to be able to attend to their requests.
The CloudCost profile allows the modeling of complex cloud scenarios, in which we can
represent the underlying cloud infrastructure, the cost of the resources, and the workload
submitted by the users, taking into account the SLA they have signed. A complete case
study involving the modeling and evaluation of different cloud scenarios has been
presented to examine the impact of the parameters considered. From this case study,
we have concluded that it is beneficial to reserve some machines to serve the high-priority
user requests. Another conclusion is that better results are obtained with the strategy that
first assigns the reserved machines to high-priority users. This strategy actually has a
positive impact on the cloud service provider’s income in some scenarios. Furthermore,
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this resource allocation strategy did not produce negative consequences for the cloud
service provider’s profits in any scenario.

For future work, we plan several lines of research. We intend to enrich the profile by
including other possible SLAs, studying, for instance, the procurement schemes of
Amazon Web Services (Amazon AWS (Amazon, 2021)), as well as combinations of them.
We also plan to extend the spectrum of possible cloud configurations, not only using a
different number of physical machines but also broadening the range of configurations for
the hardware such as, among others, the CPUs and the disk space of the hosts. Thus, we
expect to obtain relevant and useful conclusions from these new studies.
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Abstract
In this paper, we investigate how to improve the profits in cloud infrastructures by 
using price schemes and analyzing the user interactions with the cloud provider. For 
this purpose, we consider two different types of client behavior, namely regular and 
high-priority users. Regular users do not require a continuous service, and they can 
wait to be attended to. In contrast, high-priority users require a continuous service, 
e.g., a 24/7 service, and usually need an immediate answer to any request. A com-
plete framework has been implemented, which includes a UML profile that allows 
us to define specific cloud scenarios and the automatic transformations to produce 
the code for the cloud simulations in the Simcan2Cloud simulator. The engine of 
Simcan2Cloud has also been modified by adding specific SLAs and price schemes. 
Finally, we present a thorough experimental study to analyze the performance 
results obtained from the simulations, thus making it possible to draw conclusions 
about how to improve the cloud profit for the cloud studied by adjusting the different 
parameters and resource configuration.
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1 Introduction

The cloud is increasingly dominating the Information Technology (IT) markets 
by opening up new opportunities for new participating companies and business 
models. A recent report by the Synergy Research Group [1] shows that revenues 
for cloud providers from cloud services and infrastructures rose to more than 
$150 billion in the first half of 2019, which represents an increase of a 24% since 
2018 [2], largely due to the growth in the areas of Infrastructure as a Service 
(IaaS [3]), and Platform as a Service (PaaS [4]). This report indicates that cloud-
related markets are growing at rates from 10% to 40%, and it predicts that the 
annual investment in cloud services will double during the following four years. 
In the last few years, some well-known cloud computing providers, such as Ama-
zon Web Services (AWS [5]), Microsoft Azure [6], and Google Cloud [7] have 
maintained wars for IaaS, but they have preserved their position in this field, even 
enlarging their profits.

However, new actors such as Snowflake [8], Veeam [9], or the European Cloud 
Initiative [10] are playing an increasingly active role in the cloud market, so 
it is an essential issue for cloud providers to be more competitive and to have 
the ability to manage their resources in a more effective and profitable way. For 
this purpose, the analysis of cloud services and infrastructures, but also a close 
examination of how users interact with them is essential to determine their profit-
ability. Nevertheless, it is not easy for companies to analyze the clients’ behavior 
and draw conclusions about how to increase the utilization of their resources to 
improve their profits.

In this paper, we define a framework for modeling, simulating, and analyzing 
cloud systems to help cloud providers to maximize their profit. In essence, this 
framework consists of a cloud profile, an editor to configure cloud systems, and 
a cloud simulator. Therefore, with the help of cloud simulators, we can analyze 
a great variety of situations, in terms of both the cloud infrastructure and client 
interactions demanding cloud services.

The key component of the proposed framework, that is, the cloud profile, 
has been designed using UML 2.5 (Unified Modeling Language [11]), a well-
accepted modeling language providing a complete set of tools for the design of 
systems. Specifically, we use UML component and sequence diagrams to model 
the relationships and the associations between the system components, the flow 
of actions, and the interactions among the roles in the system. In this regard, the 
cloud profile models the architecture and interactions in a cloud system based on 
Service Level Agreements (SLAs), which allows us to specify a wide spectrum 
of cost-related parameters, such as the cost of VMs, offers for user subscriptions, 
and compensation due to resource unavailability, among others [12]. Addition-
ally, this profile can be applied to capture the main elements of both the cloud 
infrastructure and the client interactions to have a methodological way to model 
different scenarios and then launch the corresponding simulations by using a 
cloud simulator. We have conducted a thorough empirical study where many dif-
ferent cloud configurations have been created and, then, automatically translated 
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into the input files of a cloud simulator. Specifically, we use Model to Text (M2T) 
transformation techniques by applying the MOFM2T [13] (M2T transformations) 
standard to generate the configuration files for the Simcan2Cloud [14] simula-
tor. For this study, we consider two types of user, regular users and high-priority 
users. Regular users do not require a continuous service, so they can wait to be 
attended to, while high-priority users pay for a continuous service, so they need 
an immediate answer to their requests. The analysis of these experiments would 
allow the cloud provider to set up the appropriate infrastructure to improve its 
profit at maximum.

A preliminary version of the cloud profile presented here was defined in [15], where 
the basic infrastructure of the cloud and the underlying interactions with the users were 
modeled. It is important to remark that this previous work does not consider any cost-
per-use strategy. Additionally, we developed a prototype tool [14] for generating con-
figuration files for the preliminary version of the Simcan2Cloud simulator, which is 
used to represent the behavior of different cloud environments. This preliminary ver-
sion of the cloud profile was later extended in [16] to consider SLAs and cost per use 
strategies.

Our work in this paper extends the aforementioned works, that is, the proposed 
framework including the cloud profile, the Simcan2Cloud simulator, and the tool for 
automatically generating cloud environments. In the case of the profile, an SLA feature 
has been completely designed with two types of users, which request the cloud services 
and pay for their use. Furthermore, the Simcan2Cloud simulator has also been extended 
to provide support for these new features with a new User generator module, which 
creates fully customized users accessing the cloud. Among other novelties, this module 
has been extended in the present work to represent cost-related aspects, including the 
SLAs provided by the cloud and the behavior of the user that is processed in run-time 
depending on the responses received by the cloud (i.e., when the requested resources 
are not available or when the cloud makes an offer for renting VMs). In summary, the 
main contributions of this paper consist of: i) the UML profile for cloud systems with 
costs, the modeling tool, and the transformation; ii) the extension of the cloud simu-
lator; and iii) the analysis of the performance evaluation in different cloud scenarios, 
which allow us to draw relevant conclusions about how a cloud provider can increase 
its profits by improving the infrastructure exploitation.

The paper is structured as follows. First, a complete description of the related work 
is presented in Sect.  2. The cloud simulator, named Simcan2Cloud, is explained in 
detail in Sect. 3. Section 4 describes the transformation from the UML cloud models 
to the Simcan2Cloud input files, and the performance evaluation of different cloud con-
figurations is presented in Sect.  5. Section 6 describes the threats to the validity of our 
empirical evaluation. And finally, Sect. 7 presents the conclusions and future lines of 
work.
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2  Related work

In recent years, cloud computing modeling, pricing schemes, and cost-benefit 
analysis have been a matter of great interest for the scientific community due to 
the considerable growth in this technology and the importance for cloud provid-
ers of being increasingly profitable.

Some authors, as García-García et al. [17], emphasize the importance of soft-
ware process simulation modeling. They present a systematic review about Soft-
ware Process Simulation Modelling (SPSM), where 8070 papers (from 2013 to 
2019) are studied by a systematic search in 4 digital libraries. The main purpose 
of this work is to identify trends and directions for future research on SPSM. This 
review concludes that SPSM is a topic that is very much addressed by the scien-
tific community.

In the field of cloud modeling, several UML profiles have been proposed to 
model different cloud aspects. For instance, Kamali et al. [18] proposed a UML 
profile for modeling cloud infrastructures and instances, but they do not con-
sider the interactions of the users with the cloud or the cost-per-use of the cloud 
resources. Bergmayr et  al. [19] presented a work considering pricing features. 
Specifically, they presented a language called the Cloud Application Modeling 
Language, or CAML for short, which is based on UML. The authors claimed 
that this language facilitates expressing cloud deployment topologies in UML. 
For this purpose, they used dedicated UML profiles. These profiles also allow 
the modeling of the cost of the cloud resources. However, they do not model the 
interactions of the users with the cloud, and SLAs are not considered either.

As regards pricing schemes, Aishwarya and Hasan [20] present a pric-
ing scheme comparison based on certain features, such as fairness, merits, and 
demerits, and include a discussion of the service model and the deployment 
model. Chen et al. [21] have also performed a comparative study but in this case 
between two pricing schemes offered to cloud users by major cloud providers: 
the reservation-based scheme also called R-scheme, which is frequently used by 
Microsoft and Amazon, and the utilization-based scheme also called U-scheme, 
which is used by Google. Peijing et al. [22] also focused on maximizing the cloud 
provider profits by analyzing the pricing schemes without violating the estab-
lished SLA. For this purpose, they presented a dynamic pricing model based on 
the concept of user-perceived value, indicating that it captures the real supply 
and demand relationship in the cloud service market. Another approach was used 
by Chi et al. [23], who presented a methodology for the dynamic pricing of the 
virtual machines, depending on facility and equity to deploy the requested virtual 
machines in the cloud. This method encourages the use of those services that can 
be easily deployed in the cloud, by offering cheaper prices for them. At the same 
time, it tries to dissuade the users from using those services that are more diffi-
cult to deploy, by using higher prices for them. Wang et al. [24] also proposed a 
dynamic pricing strategy. It was developed by taking into account the quality of 
the service perceptions of the users to assign an appropriate price. All of these 
works only focus on analyzing different pricing schemes offered to the users, to 
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maximize the cloud provider profit, but offering better prices to the users for cer-
tain products. In contrast, our work is not only focused on the study of the pricing 
schemes, as our main interest is to help the cloud provider to improve the use of 
the cloud infrastructure, to obtain a balance between the cost of this infrastruc-
ture, the current cloud user demands, and, of course, the maximum profit from it.

Concerning the cost-benefit analysis, there are some works focusing on reducing the 
costs for the users (user’s perspective), and other works that explore how to reduce the 
costs for the cloud provider, maximizing its profits. Following the first approach, Mei 
et al. [25] proposed to include a new role in the system. This new role is called the cloud 
broker, which acts as an intermediary in the communication between the cloud pro-
vider and the users, and which rents virtual machines for a lower price than the cloud 
provider. They claimed that this cloud broker reduces the cost for the user. For this pur-
pose, they used a heuristic method to configure the cloud broker to optimize the virtual 
machine pricing of the cloud broker. Fabra et al. [26] proposed a framework to generate 
price prediction models for Amazon EC2 Spot Instances. Prediction models are applied 
to generate optimal resource provisioning plans. As a result, users achieve cost savings 
when they use the cloud infrastructure in a real scenario. In the line of maximizing the 
income for the cloud provider, Manvi and Shyam [27] have analyzed how to optimize 
operational cloud costs by improving resource allocation. In the same way, Tang et al. 
[28] focused on reducing the operational costs by using the cloud resources efficiently 
and also reducing the system energy consumption through a proposed workflow task 
scheduling algorithm. Khan et al. [29] aimed at reducing energy consumption by pro-
posing a performance efficient resource consolidation scheme for heterogeneous cloud 
datacenters. Herzfeldt et al. [30] have discussed different guidelines for the profitable 
design of the cloud service offerings. Specifically, they carried out 14 interviews with 
cloud provider experts, in which the relationship between value facilitation, that is, the 
capability to accumulate resources for future customer demands, and profitability for 
the cloud provider are studied. The results indicated a positive relationship between 
cloud service profitability and the provision of valuable services for customers. The 
authors claimed that cloud providers have particular difficulties to design suitable busi-
ness models. This is why they were experimenting with a variety of business models to 
achieve a sustainable and profitable position in the cloud ecosystem.

In this work, we adopt the second perspective. Thus, we consider the cost–ben-
efit analysis from the cloud provider perspective, but our approach is quite different 
from the above works. We model both the cloud infrastructure and the user interac-
tions with the cloud provider, with the goal of obtaining the resources requested. 
From the UML model produced, we automatically obtain the configuration files for 
the Simcan2Cloud simulator, and thus we can run different simulations to analyze 
the cloud performance under different configurations.

3  Simcan2Cloud: a simulator for modeling cloud environments

The analysis of cloud systems is a rather complex task. There are many elements 
that must be considered, which involve both the physical infrastructure and the user 
demands. Cloud simulation has proved to be an effective technique for studying 

CHAPTER 4. PAPERS RELATED TO THIS THESIS

174



 A. Bernal et al.

1 3

such systems, which requires modeling both aspects with a certain level of detail. 
These systems usually consist of a huge quantity of physical nodes, whose resources 
are provided to the users to support their computing needs. At the same time, these 
resources are virtualized to maximize the use of the computational elements of the 
cloud, which are used by a vast number of concurrent users. Hence, cloud simula-
tion requires the use of flexible modeling techniques, and the corresponding tool 
support, to obtain the required level of accuracy in representing both the structure 
and behavior of cloud systems and in performing the quantitative analysis of these 
systems.

Simcan2Cloud was developed with these goals in mind. This tool is a flexible and 
scalable simulation platform based on SIMCAN [31, 32], which allows us to model 
and simulate cloud computing infrastructures. The modeling process starts with the 
most essential components, such as CPUs, memory, and storage systems, and then 
goes on to model more complex elements, such as computing and storage nodes, 
communication networks, and the virtualization of hardware resources.

We should mention that some parts of the simulation engine of Simcan2Cloud, 
such as the functionalities of sending messages along a path of modules and man-
aging requests, have been inherited from SIMCAN. However, the underlying infra-
structure and functionality of the cloud have been designed and implemented from 
scratch. Simcan2Cloud has been successfully used to model and simulate cloud sys-
tems in some of our previous works [14, 15]. In this new proposal, we have extended 
the earlier versions of this platform by providing new user profiles, SLAs, and price 
schemes. The main goal is to provide mechanisms that allow users to model a wide 
spectrum of cloud scenarios. Thus, Simcan2Cloud provides a high level of flexibil-
ity, allowing us to model and configure both the hardware and software parts of the 
cloud. Furthermore, a hardware repository has been implemented, making it possi-
ble to re-use the previous hardware configurations or even combine them with some 

Fig. 1  General architecture of Simcan2Cloud
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other elements in the repository. Regarding the users, we have included the two 
types of users aforementioned (regular and high-priority), new policies for manag-
ing the user requests and the SLAs.

The architecture of Simcan2Cloud is depicted in Fig. 1. To provide a high level 
of flexibility, the architecture of Simcan2Cloud consists of three modules that can be 
individually designed to generate a cloud scenario: user generator, cloud provider 
and data centers.

The user generation module produces users that access the cloud in the simulated 
scenario. In essence, each user rents one or several VMs for a specified time-frame, 
in which one or several services, previously requested by the user, are executed. The 
cloud provider module contains data structures and scheduling policies for han-
dling user requests and allocating resources. Finally, the data centers module repre-
sents the hardware part of the cloud, i.e., the physical machines on which the VMs 
requested by the users are deployed.

Figure 2 shows the class diagram of Simcan2Cloud, in which only the most sig-
nificant elements are depicted. Elements shown in pink are new, with respect to 
the previous version of the tool, while those shown in blue have been modified to 
include the new features in the tool. Thus, the new functionalities mentioned above 
have been included through the classes SLA, PriorityUser and RegularUser, while 
some existing classes, such as CloudProviderBase, UserGenerator and DataCenter, 
have been modified to fit the new features.

3.1  Generation of users

In Simcan2Cloud, the workload is represented by a collection of users accessing 
the cloud and executing some applications on the assigned VMs. The user behavior 
is implemented by using a class that inherits from UserBase. Thus, we have imple-
mented a PriorityUser class, which represents the users who need an immediate 
answer to any request, and a RegularUser class, which represents the regular users. 

Fig. 2  Simcan2Cloud class design diagram
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In addition, the UserGenerationBase class contains the references for the services 
and VMs offered by the cloud, and it provides us with mechanisms to generate users 
and orchestrate their arrival to the cloud. For this purpose, there are three classes 
that produce the user accesses to the cloud, using interarrival times following an 
exponential distribution (UserGenExponential), a random function (UserGenRan-
dom) or in such a way that all the user accesses are made at once, at the beginning of 
a simulation (UserGenAllAtOnce).

3.2  Cloud provider

The cloud provider is an essential part of cloud environments, since the correct 
behavior and the overall system performance heavily depend on its proper operation. 
This module is in charge of handling user requests, locating the resources requested 
by the users from among the available data centers, and generating an answer to 
these requests. More specifically, the cloud provider must accomplish four tasks: 
i) managing the VMs of the cloud system; ii) managing the list of jobs submitted 
by the users; iii) scheduling these jobs to be executed in the VM instances, and iv) 
defining cost policies for each VM instance type.

In this new version of Simcan2Cloud, the CloudProvider class has been extended 
with two new tasks. The first task is the supervision and management of SLAs, 
which are the contracts that establish the terms and costs of the services that the 
cloud provider offers, and which are signed by the users. The second new task is 
the handling of the requests coming from high-priority users, which have a rather 
different behavior than that of regular users. Specifically, high-priority users must 
have priority access to infrastructure. These users do not subscribe to the services, 
so they leave the cloud immediately when they cannot gain access to the resources 
they need and in such a case they receive compensation.

Listing  1 shows an excerpt from the API offered by the cloud provider through 
the CloudProviderAPI interface. This API provides a list of operations that can be 
invoked by the users to communicate with the cloud. It is important to mention that 
this API contains a large number of methods and, for the sake of clarity, only the 
most representative ones are shown in this listing.

3.3  Data center

A data center encloses the physical resources of a cloud system. These resources can 
be grouped into three categories: computing nodes, storage nodes and communica-
tion networks, which are represented by the classes ComputingNode, StorageNode 
and Network, respectively. A physical machine is then represented by a computa-
tional node, on which the VMs are deployed. A computational node consists of 4 
subsystems: the CPU system, the memory system, the storage system, and the net-
work system, which are represented by the classes CPU, Memory, Disk, and NetInt-
erface, respectively.
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The information about the available resources is managed by the DataCenter-
Manager class. This class has been enriched to manage the requirements of high-
priority users, and specifically to include the list of resources that are reserved for 
the exclusive use of these users. 

1 void gene ra t eShu f f l edUse r s ( ) ;
2 void submitServ ice (SM UserVM∗ userVm ) ;
3 void subs c r i b e (SM UserVM∗ userVm ) ;
4 void handleUserAppRequest (SM UserAPP∗ userAPP Rq ) ;
5 void acceptAppRequest (SM UserAPP∗ userAPP Rq ) ;
6 void rejectVmRequest (SM UserVM∗ userVM Rq ) ;
7 void no t i f ySub s c r i p t i on (SM UserVM∗ userVM Rq ) ;
8 void t imeoutSubscr ipt ion (SM UserVM∗ userVM Rq ) ;
9 void freeUserVms ( std : : s t r i n g strUsername ) ;

10 i n t getTotalCoresByVmType ( std : : s t r i n g strVmType ) ;

Listing 1 API exported by the Cloud Provider.

4  Transformation

The editor allows the user to easily produce a graphical model of the cloud sys-
tem infrastructure and also of the user interactions with the cloud provider. This 
graphical model is then transformed into the configuration files that are required to 
perform the simulations. These configuration files are two files with extensions .ini 
and .ned, representing the configuration of each component in the system and the 
topology of the cloud, respectively. The transformation module of Simcan2Cloud 
has also been extended from the previous version [14], to include the new features 
related to SLAs, new types of VMs, and users.

As an illustration, Fig. 3 shows a scheme that indicates how these transformations 
are performed to produce the .ini configuration file. Two new subtransformations 
have been included, namely generateSLAList and generateVMCostList (in pink in 
the figure), which generate the list of SLAs offered by the cloud provided and the 

Fig. 3  Simcan2Cloud M2T .ini transformation scheme
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corresponding costs for each VM, respectively. The subtransformations highlighted 
in blue have been modified with respect to the previous version. Thus, the generate-
CloudProviderConfiguration subtransformation has been modified to add the execu-
tion of the generateSLAList subtransformation. The subtransformations generateDa-
taCenterConfiguration and generateDataCenterList have been modified to include 
the corresponding number of reserved machines in the code. Finally, the genera-
teUserGeneratorConfiguration and generateUserList subtransformations have been 
modified to add the user types and signed SLAs.

These transformations have been implemented with Acceleo [33], an open-source 
code generator based on the MOFM2T (MOF Model to Text) standard. Therefore, 
a plugin, named es.uclm.uml2cloud.m2t.simcan2cloud, has been deployed to imple-
ment these transformations. An Acceleo template has then been implemented for 
each one of the subtransformations shown in Fig. 3.

Listing 2 shows the generateSLAList and generateVMCostList subtransformation 
templates implemented with Acceleo. The main purpose of the code of these tem-
plates is to obtain the number of VMs for each SLA, and the different costs for each, 
i.e., base, inc-priority, discount, and compensation. For this purpose, the code of the 
generateSLAList template invokes the size method of the property vmcost of each 
SLA in order to obtain the number of VMs. Then, the generateVMCostList subtrans-
formation obtains all the prices —base, inc-priority, discount and compensation—
for each one of these VMs.

1 [ template pub l i c generateSLAList (aSLA : SLA) ]
2 [ aSLA . base Component . name/ ] [ aSLA . vmcost−>s i z e ( ) / ]

↪→ [aSLA.vmcost . generateVMCostList() / ]
3 [ / template ]
4 [ template pub l i c generateVMCostList(aVMCost : VMCost) ]
5 [ aVMCost .vm. base Component . name/ ] [ aVMCost . base . getCostPerHour ( ) / ]

↪→ [ aVMCost . inc−p r i o r i t y / ]
↪→ [ aVMCost . d i scount / ] [ aVMCost . compensation / ]

6 [ / template ]

Listing 2 generateSLAList and generateVMCostList Acceleo templates.

In Fig. 4, we show the correspondence between some components of the UML 
cloud model (see central components in the figure) with the code associated in the 
.ini target file (code above) and with the code in the .ned target file (code below). For 
the sake of clarity, some parts of the model and their corresponding generated code 
in both files have been highlighted with the same color. Furthermore, at the bottom 
of the figure, a legend has been included to facilitate its interpretation.

Note that the element references are only highlighted in the model because they 
do not generate any code. However, the elements they reference can produce their 
own code once translated.
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5  Evaluation

This section presents the empirical evaluation performed. In this study, we model 
the behavior of a wide variety of users interacting with the cloud with the goal of 
analyzing how the cloud architecture and the cost parameters affect the total income 
received.

For the sake of clarity, this study has been divided into four different sections. 
Firstly, Sect.  5.1 formulates different research questions, which will be answered 
with the results obtained. Secondly, Sect. 5.2 describes the settings used to conduct 
the experiments and includes a detailed description of the most relevant param-
eters used to model the cloud. Next, the results of each experiment are shown in 
Sect. 5.3. Finally, we provide a discussion of the results obtained, and the previously 

Fig. 4  Transformation example using the proposed CloudCost profile and editor
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formulated research questions are carefully answered using the results obtained from 
this study.

5.1  Research questions

The study presented in this section seeks to answer the following research questions:
RQ1: “Is it suitable to use models of cloud infrastructures to analyze the cloud 

income?”
Although there exist numerous simulators to represent the underlying behavior 

of the cloud, it is still a challenge to model and analyze both cost-related parameters 
and income.

The major difficulty of this task lies both in the complexity of the cloud and in its 
size. First, there are a high number of inter-related elements that must be carefully 
modeled to accurately represent the behavior of the cloud, such as the communica-
tion network, VMs, physical resources and resource allocation policies, to name just 
a few. Second, the inherently large size of the cloud requires considerable compu-
tational resources to execute the experiments in simulated environments. In order 
to mitigate these issues, we use a UML profile in which the cloud can be modeled 
using a flexible model to represent both the user behavior and the underlying cloud 
architecture. With these UML interaction diagrams, we capture the interactions that 
take place between the users and the cloud provided, identifying the messages they 
exchange and their contents.

In this study, we are interested in investigating those features of the cloud that 
significantly affect its overall income, such as the size of the cloud, the number of 
users accessing the cloud and the cost-related configuration of the cloud provider.

RQ2: “How effective is the proposed approach at analyzing the income of a 
cloud system?”

The profile proposed in this work represents how the users interact with the cloud 
and the messages they exchange. In this study, we take advantage of this UML pro-
file to easily modify the configuration parameters of the cloud infrastructure, the 
user behavior, and/or the number of users trying to access the cloud. With this vari-
ety of scenarios, we investigate how these parameters affect the overall income, and 
more importantly, how we can tune these parameters to increase the overall income.

5.2  Experimental settings

This section describes the experimental settings used to configure the experiments, 
which are run on the Simcan2Cloud simulator [14, 15]. Firstly, we describe the main 
features of the cloud system infrastructure:

• Size: 256 / 1024 physical machines.
• Network: Ethernet Gigabit.
• Resource allocation policy: First-Fit.
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• Configuration of each physical machine:

– Computing: 4-core CPU@60k MIPS.
– Memory: 64 GB of RAM.
– Storage: 2 TB of disk space.

Table 1 shows the configuration of each VM used in this study, which has been 
inspired by the VMs provided by Amazon EC2 [5]. Each configuration consists 
of the virtualized resources in a physical machine, namely computing, memory, 
and storage.

The workload to be processed by the clouds is shown in Table 2 and consists 
of a total of 10000 users, divided into 10 groups of 1000 users. Each row repre-
sents a different user role, which is defined by the resources requested, that is, the 
number and type of VMs rented for the specified amount of time.

We use different parameters to configure—from a cost point of view—the 
behavior of the cloud. The main parameters involved in the interactions are max-
SubTime, amount of time (in hours) a user is willing to wait to obtain access to the 

Table 1  Configuration of 
different virtual machines 
(VMs)

Type CPU cores CU Memory Storage

VMnano 1 core 1.0 100 GB 500 MB
VMnanoRAM 1 core 1.0 100 GB 2 GB
VMnanoHD 1 core 1.0 500 GB 500 MB
VMmicro 1 core 1.0 100GB 1 GB
VMsmall 1 core 1.0 250 GB 2 GB
VMmedium 2 cores 2.0 500 GB 4 GB
VMlarge 4 cores 4.0 1000 GB 8 GB

Table 2  Workload to be 
processed by the clouds

User instances VMs requested by each user

1000 5 × VMsmall for 2 h.
1000 5 × VMmedium for 2 h., 5 × VMlarge for 3 h.
1000 2 × VMmedium for 2 h.
1000 5 × VMmedium for 2 h.
1000 1 × VMlarge for 10 h.
1000 2 × VMmicro for 2 h., 2 × VMsmall for 3 h.
1000 2 × VMmicro for 2 h., 2 × VMsmall for 2 h.

2 × VMmedium for 1 h.
1000 1 × VMnanoRAM for a day
1000 1 × VMnano for a day
1000 5 × VMsmall for 2 h., 5 × VMmedium for 3 h.

5 × VMlarge for 3 hours.
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required resources; offer, the offer made by the cloud provider to those users that 
require additional time for the rented VMs (in these experiments, we assume that 
90% of users accept the offer proposed by the cloud provider); inc-priority, the 
increment of cost—over the base price—for high-priority users; discount, the dis-
count proposed by the cloud provider to the subscribed users; compensation, the 
percentage of the initial price paid by high-priority users that is returned due to 
the unavailability of physical machines for the deployment of the requested VMs; 
high-priority, the percentage of high-priority users (all other users are assumed to 
be regular) and reserved, the percentage of reserved physical machines (all other 
machines are normal, and are always active and available to both types of users).

Table 3 presents the specific SLAs that have been used for the experiments. In this 
table, the first column indicates the VM names, the second column the base price of 
each VM, the third column the inc-priority (as %) over the base price for high-pri-
ority users, and the next two columns present the discount for the subscribed users 
and the compensation for high-priority users when their requests cannot be met. The 
costs defined in the SLAs are based on the prices offered by Amazon AWS EC2 for 
T3 on-demand instances 1 at the time of carrying out the experiments. Prices tend 
to vary and they were therefore taken as a reference. The SLA offer is based on the 
public cloud model, like the one used in Amazon AWS. The cloud provider offers 
resources at a price and under specific conditions defined in the public SLA that all 
users must accept if they want to use the services. In our framework, the UML pro-
file and the Simcan2Cloud simulator allow the definition of independent parameter-
ized SLAs for each type of user.

5.3  Empirical study

In this section, we show the results obtained from simulating different cloud envi-
ronments, with the goal of finding the best configuration for the cloud to maximize 
the overall income. The specific configurations that have been analyzed were chosen 

Table 3  Configuration of the SLAs

Type Cost (per hour) Inc-priority (% of 
the cost)

Discount (% of the 
cost)

Compensation 
(% of the cost)

VMnano 0.01 50 20 10
VMnanoRAM 0.01 50 20 10
VMnanoHD 0.01 50 20 10
VMmicro 0.02 50 20 10
VMsmall 0.03 50 20 10
VMmedium 0.05 50 20 10
VMlarge 0.12 50 20 10

1 Amazon AWS EC2 pricing details available on the following url: https:// aws. amazon. com/ es/ ec2/ prici 
ng/ on- demand/.
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(a) (b)

(c) (d)

Fig. 5  Experiments varying the compensation in a cloud consisting of 256 machines

(b)(a)

Fig. 6  Experiments varying the compensation in a cloud consisting of 1024 machines
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by an expert with deep knowledge in cloud computing systems. In particular, the 
maxSubTime parameter was set to 10 hours and the offer parameter was initially set 
to 50% over the base cost; the other parameters were established according to the 
SLAs presented in Table 3. In this study, the idea is to use different values for a spe-
cific parameter—while the rest remain unmodified—and observe how the current 
configuration affects the overall income.

Initially, we analyze the impact of the compensation parameter on the income. 
The results of these experiments are depicted in Figs. 5 and 6, in which the x-axis 
represents the percentage of reserved nodes, the z-axis shows the percentage of 
high-priority users, and the y-axis represents the total income after processing the 
workload. We assume that the income from the cloud is zero before processing the 
workload. Figure  5 shows the results when the workload is processed by a cloud 
containing 256 physical machines. In this case, we observe that the best situation, 
that is, the scenario that maximizes the income, is the cloud that uses a value of 
0% for compensation (see Fig. 5a). This means that the cloud is saturated and not 
capable of providing the resources for high-priority users, who leave the system and 
then receive a compensation, thus reducing the income. These charts show that the 
income decreases in proportion to the compensation, reaching the worst-case sce-
nario when the compensation is set to 25% of the base cost (see Fig. 5d).

However, when the cloud contains 1024 physical machines (Fig.  6) we have a 
scenario in which the cloud is not saturated and so it is able to provide users with 
the requested VMs. Consequently, the compensation parameter has little impact 
on the overall income (compensations of 10% and 40% provide similar results). 
In principle, compensations should rarely occur, so little impact on income would 
be expected, and we would expect a greater impact from other parameters, such as 
inc-priority. Nevertheless, it is important to mention that the inc-priority parameter 
does not positively affect the income in all cases, because other parameters must 
be taken into account, such as the percentage of reserved nodes and the number of 

(a) (b)

Fig. 7  Experiments varying the discount in a cloud consisting of 256 machines
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high-priority users. Thus, the number of reserved nodes must be balanced with the 
number of high-priority users. Otherwise, the overall income would be smaller.

The next experiment analyzes how the discount parameter affects the total 
income. In general, the main objective of pay-as-you-go models, which are present 
in most of the cloud platforms, consists of maximizing the number of users served 
when accessing the system. Thus, the discount parameters aim at encouraging users 
to subscribe for access to VMs if these are not available at the moment of the initial 
request. Figure 7 shows how the discount affects the total income when the cloud 
contains 256 physical machines. The first chart (see Fig.  7a) shows the scenario 
in which no discount is applied for subscribed users. In this case, the percentages 
of reserved nodes and high-priority users have little impact on the overall income, 
which is mainly due to the saturation of the cloud, therefore forcing most of the 
users to wait for the resources. However, when the discount increases, the overall 

(a) (b)

(c) (d)

Fig. 8  Experiments varying the discount in a cloud consisting of 1024 machines
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income is proportionally reduced. Interestingly, the shape of both charts is very sim-
ilar, which represents the same tendency in this cloud.

However, when the cloud provides 1024 physical machines we observe a different 
scenario (see Fig. 8). First, all the charts show a different shape than the charts in 
Fig. 7. In this case, the cloud can process the workload, and thus, there is no satura-
tion. The best case for the cloud provider would be that shown in Fig. 8a, where no 
discount is applied. In other cases, different values for discount are applied to the 
subscribed users. We can see from the charts that the income decreases in propor-
tion to the discount. It is worth pointing out that the best case scenario occurs when 
both the percentage of reserved nodes and high-priority users are proportionally bal-
anced. Otherwise, the income is significantly reduced.

Let us now analyze the impact of the inc-priority parameter, i.e., the cost for high-
priority users. As mentioned above, high-priority users pay an extra fee for ensur-
ing the availability of the VMs. For this purpose, a number of physical machines 
are reserved for the sole use of high-priority users. Then, it becomes crucial to find 
a balance between the number of reserved resources and the extra cost for them. 
If these parameters are not well balanced, the income might be compromised. The 
charts in Fig. 9 show that in the case of 256 machines there is no increase in the 
income when the percentage of reserved nodes or the number of high-priority users 
increases. On the contrary, we observe a drop in income (see purple areas in the 
corners of the charts), which means these parameters are not properly balanced, for 
example, by having a large number of reserved machines and a low number of high-
priority users. However, the results when this experiment is carried out in a cloud 
containing 1024 physical machines portray a different scenario (see Fig. 10). First, 
the overall income is, in general, greater, but the drop in income when varying the 
parameters is more noticeable, especially in the corners of the charts, where extreme 
values are used. Second, since the cloud is not saturated, balancing the percentage 
of reserved nodes with the total number of high-priority users leads to a rise in the 
income (see Fig. 10b).

(a) (b)

Fig. 9  Experiments varying the inc-priority cost in a cloud consisting of 256 machines
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Finally, we investigate how the offer parameter affects the cloud income. This 
parameter is used to allow users to extend the time requested to execute VMs 
before the rented time-frame expires. In this experiment, we assume that 20% of the 
users—from the workload—have extended the requested renting time for running 
the VMs. Similarly to the previous experiments, we observe that a cloud provid-
ing 256 nodes collapses and, consequently, this parameter slightly affects the cloud 
income (see charts in Fig. 11). However, the figure for the cloud with 1024 nodes 
shows that it is feasible to raise the income, not only by increasing the value of the 
offer but by using a proper value for the other parameters. Note that even in the case 
when the offer does not raise the initial cost of the VMs (set to 0%), there is a notice-
able increment in the total income (see Fig. 12a) because these users can complete 
their executions, and so they pay for them.

5.4  Discussion of the results

In this section, we provide a detailed discussion of the results obtained and the 
answer to the research questions formulated in Sect. 5.1.

RQ1: “Is it suitable to use models of cloud infrastructures to analyze the cloud 
income?”

To answer this question, we have designed and implemented a framework, con-
sisting of the cloud profile, a cloud editor, and a cloud simulator. With this frame-
work, we can create and edit cloud models with specific configurations with the goal 
of analyzing different aspects related to the user costs and the profits obtained by 
the cloud provider, considering two types of user, namely regular and high-prior-
ity users. Additionally, we have developed a plug-in that implements a transforma-
tion module for translating the model of the cloud under study into the input files 
required by the Simcan2Cloud simulator.

(b)(a)

Fig. 10  Experiments varying the inc-priority cost in a cloud consisting of 1024 machines
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Thus, we can conclude that the answer to this question is yes, it is suitable to use 
cloud models to analyze the income.

RQ2: “How effective is the proposed approach at analyzing the income of a 
cloud system?”

In order to answer this question, we have performed a thorough experimental 
study in which two different clouds have been modeled and used to process a work-
load consisting of 10000 users. The results of this study, shown in Sect. 5.3, allow us 
to observe the considerable impact of some of the parameters we have identified on 
the overall income.

Firstly, we can see that the cloud containing 256 physical machines collapses 
and, therefore, is not capable of successfully processing the entire workload. On the 
contrary, the cloud containing 1024 physical machines does not become saturated 
and allows us to obtain greater incomes. However, we have seen that using extreme 

(b)(a)

Fig. 11  Experiments varying the offer in a cloud consisting of 256 machines

(b)(a)

Fig. 12  Experiments varying the offer in a cloud consisting of 1024 machines
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(s) (t) (u)

(p) (q) (r)

(m) (n) (o)

(j) (k) (l)

(g) (h) (i)

(d) (e) (f)

(a) (b) (c)

Fig. 13  Provided and unprovided users on a cloud consisting of 256 nodes
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(s) (t) (u)

(p) (q) (r)

(m) (n) (o)

(j) (k) (l)

(g) (h) (i)

(d) (e) (f)

(a) (b) (c)

Fig. 14  Provided and unprovided users on a cloud consisting of 1024 nodes
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values to configure the cloud works only in those scenarios where both the percent-
age of reserved machines is well balanced with the number of high-priority users 
and the cost of the VMs.

Additionally, we have generated different charts (see Figs. 13 and 14 ) that show 
the information about the users attended to for both 256 and 1024 machines. In these 
charts, the blue and green areas represent, respectively, the regular and high-priority 
users that have been successfully served. In the case of the high-priority users that 
have been served as regular users (using regular machines), these are shown in yel-
low. Finally, the regular and high-priority users that leave the system because the 
cloud was not able to provide the requested resources are shown in orange and red, 
respectively. The x-axis of these charts represents the percentage of nodes reserved 
for high-priority users, and the y-axis the number of users successfully served.

In the case of 256 machines (Fig. 13), we can see that in the best case scenario 
(0% of high-priority users), the number of regular users that obtain access to the 
requested resources is—approximately—6000 out of 10000 (shown in blue). How-
ever, this number decreases in proportion to the percentage of high-priority users 
accessing the system, reaching—approximately—4000 when 40% of the users con-
tained in the workload are high-priority users. Similarly, the number of users suc-
cessfully served with the requested resources follows a similar tendency, and also 
increases when the percentage of reserved machines is raised. It is important to note 
that this cloud cannot serve all the users—regular and high-priority —from the 
workload, even when the percentage of reserved nodes is increased. This fact can be 
observed from the yellow and red areas, which mean, respectively, that a significant 
percentage of high-priority users are managed as regular users and regular users 
cannot be attended to. On the other hand, a clear saturation of the cloud is noticed, 
because there is a significant number of regular users (see orange area) that are not 
able to access the requested resources. Besides, the same tendency occurs when the 
number of high-priority users increases (see red areas). In summary, this cloud of 
256 machines cannot properly process the workload we have considered, so more 
physical machines are needed.

In contrast, Fig. 14 shows the results for a cloud with 1024 machines. In this case, 
almost the entire workload is successfully processed by the cloud. When there are 
no high-priority users (Fig.  14a) all users are provided with the requested VMs, 
which is shown in blue. When the percentage of high-priority users increases, the 
charts show a yellow area that grows in proportion to this percentage. When the per-
centage of high-priority users is significant, a slight portion of the workload is not 
successfully processed, which corresponds to the red and orange areas at the top of 
the charts.

6  Threats to validity

This section presents threats to the validity of our empirical study.
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6.1  Internal threats

Internal validity refers to whether our findings, which have been formulated using 
the results obtained from the empirical study, represent—or not—a cause-and-effect 
relationship. In essence, the internal validity of our study focuses on the implemen-
tation of our experiments.

The diagrams representing the user interactions with the cloud have been 
designed by two experts with a deep knowledge of cloud systems. These behaviors 
have been coded into the Simcan2Cloud [14] simulator by three experienced pro-
grammers, including the main developer of Simcan2Cloud. We are aware that it is 
possible for new classes to contain errors. In order to mitigate this issue, we have 
conducted code inspection and run different tests to ensure the correctness of the 
implementation. The source code has also been reviewed by other programmers, dif-
ferent from the ones that carried out the implementation.

Other issues might arise due to the underlying simulator used, which might con-
tain certain errors that could affect our findings. However, we have used Simcan-
2Cloud for more than a year to conduct a large number of experiments, simulat-
ing a wide spectrum of cloud scenarios, and no problem has been found in these 
experiments.

6.2  External threats

External validity concerns the extent to which the results of a study can be 
generalized.

We have used a cloud architecture using a workload consisting of ten different 
types of users and ten VM configurations, which have been inspired by the ones 
provided by Amazon EC2. Although we believe that the workload and the VM con-
figurations are representative, there is no guarantee that the results obtained would 
be the same for other scenarios.

6.3  Construct threats

We evaluate the results of our experiments using well-known metrics, such as mon-
etary cost or the number of users that fulfill a given property (i.e., users that do 
not access the requested resources). The simulator or the diagrams representing the 
behavior of users interacting with the cloud might contain defects. However, we 
control this threat by combining different parameters to carry out the experimental 
evaluation. Thus, the results obtained must be consistent with the parameters used to 
configure each experiment.
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7  Conclusions and future work

We have proposed a framework, consisting of the cloud profile, a cloud editor, and 
a cloud simulator, for analyzing the profits of a cloud provider by customizing the 
underlying physical infrastructure and providing two different SLAs for the users 
(regular and high-priority users). Regular users can wait for the resources they need 
and subscribe to the cloud provider to be informed when the resources are available. 
In contrast, high-priority users need the resources immediately, and some physical 
resources are then reserved in order to be able to attend to their requests. We have 
used the cloud profile to model complex cloud scenarios, in which we can repre-
sent the underlying cloud infrastructure, the cost of the resources, and the workload 
submitted by the users, taking into account the SLA they have signed. A case study 
considering several cloud scenarios has been evaluated, with the goal of drawing 
conclusions about the impact of the modifications to the parameters considered. We 
have then concluded that the use of SLAs for reserving some physical machines is 
not a solution for small clouds, but the cloud provider can increase his profits by 
using this feature in the case of large clouds.

For future work, we have several lines of research. We will enrich the profile by 
including other possible SLAs, studying, for instance, the procurement schemes of 
Amazon Web Services (Amazon AWS [5]), as well as combinations of them. We 
also plan to perform further simulations with a wide spectrum of cloud configura-
tions, not only using a different number of physical machines but also a wide range 
of configurations for the hardware such as, among others, the CPUs and the disk 
space of the hosts. Also, we plan to design new workloads representing different 
scenarios. Thus, we expect to obtain relevant and useful conclusions from this new 
study. Finally, we would like to define a formal testing framework to complement 
our approach. In this line, as a starting point, we will take the recent work on formal 
testing of distributed systems [34, 35], in which probabilities can be used to guide 
the choice between options with similar performance/cost ratios.
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clude which configurations provide the best results according to the
workload submitted and the maximum subscription times indicated
by the users.
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Abstract

In this paper, we model cloud systems and the user in-
teractions with the cloud provider using the UML2Cloud
profile. In general, users request virtual machines accord-
ing to their needs, but they can also subscribe to the cloud
provider and wait to be notified when the requested re-
sources are not available. In this case, users indicate a
maximum subscription time, so once this time elapses with-
out being notified, users leave the system unattended. In
this paper, then, we present an exhaustive research study to
measure how the user subscription times affect the overall
system responsiveness. In this study, three different cloud
configurations are analyzed. Each cloud processes sev-
eral workloads, which are generated using two distribu-
tion functions for the user arrivals, namely a normal and
a cyclic normal distribution. The purpose of this study is to
find out the inflection point for the waiting time of the users,
from which the cloud responsiveness and its performance
do not improve. The obtained information is therefore use-
ful for the cloud provider to improve the configuration of the
cloud.

1. Introduction

Cloud computing is experiencing important growth
nowadays. Cloud service providers need tools that allow
them to better manage their resources, with the goal of
maintaining the Quality of Service offered to a growing
number of customers, agreed in the so-called Service Level
Agreements (SLAs). One of these tools is the simulation
and, particularly, cloud simulators, which allow us to sim-
ulate workloads that are executed in virtual environments.
With these tools, we can predict behaviors in the real cloud
systems, even before these systems are built and deployed
so that they allow cloud providers to anticipate some prob-
lems that could arise once the system is running.

In addition, modeling the cloud infrastructure and the
users’ interactions with the cloud providers allow us to have
a better understanding of the behavior of all the roles in
these systems. With this purpose in mind, we defined the
UML2Cloud profile [1]. The main features of the cloud in-
frastructure, that is, CPUs, storage, and network bandwidth,
among others, are considered in this parameterized profile,
as well as the exchange of messages between the users and
the cloud provider, with parameters such as the specification
of the virtual machines required, the applications to be ex-
ecuted on them, and the maximum subscription time when
the requested machines are not available at the time of the
request.

This paper aims at studying the behavior of simulated
cloud environments modeled with the UML2Cloud UML
profile. In essence, this study focuses on the abandon-rate
and waiting time of the users, in order to help finding the
best configurations and workloads for the analyzed cloud
systems. We investigate the relationships between the num-
ber of users trying to be served by the cloud and the wait-
ing time due to users’ subscriptions, which is a quality of
service-related metric defined in the UML2Cloud profile.

There are several works in the cloud literature studying
different resource allocation policies with the goal to meet
the quality of service (QoS) features. For instance, Kouki
et al. [6] present an analytical performance model to pre-
dict cloud service performance taking into account the last
values for abandon rate, latency, and cost. Following the
same line, Wu et al. [12] propose several resource alloca-
tion algorithms for SaaS providers to minimize SLA viola-
tions and infrastructure costs by managing the workloads.
Mateo-Fornés et al. [7] present an analytic model, called
CART, for studying cloud availability and response time to
improve several QoS items, as performance, cost, and avail-
ability in SaaS. There are significant differences with our
work, in which we consider the publish-subscribe paradigm
and we study the impact of user subscription times on QoS
parameters, like response time and performance.
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Vinodhini [11] analyzes a cloud system based on a
queueing model with possible failures and cloud repairs, in-
stead of the publish-subscribe paradigm used in this study.

There are other works that analyze different metrics re-
lated to performance evaluation. For instance, Yang et
al. [13] evaluate cloud performance taking into account the
service response time in an environment with fault recov-
ery to improve cloud reliability and considering a queue-
ing system to conduct the performance analysis. Similarly,
Khazaei et al. [5] propose an approach also focused on the
response time, using other queueing system model.

In general, these works are based on theoretical mod-
els and the obtained results are based on the assumptions
that need to be established for the analysis of these models.
An alternative is the usage of cloud simulation, which is a
widely adopted technique that allows us to reproduce the
behavior of real cloud environments. Furthermore, simula-
tion allows mitigating some problems related to these envi-
ronments, such as the experiments reproducibility and the
high costs of renting real cloud systems.

In the current literature, we can find multiple propos-
als based on simulation tools to study different aspects of
the cloud [3]. Some simulators focus on resource provi-
sioning algorithms, such as CloudSim [2], and Network-
CloudSim [4]. Another simulator, SimIC, is focused on
the management of large-scale resources in inter-cloud en-
vironments. Finally, iCanCloud [9] helps users of a cloud
deciding the best starting conditions on pay-as-you-go sce-
narios.

In this paper, we focus on the use of cloud simulation.
Specifically, we use the Simcan2Cloud simulator [1], which
is a simulation tool of parallel and distributed architectures
and applications. We use a different perspective, our ap-
proach focuses on the users waiting time analysis when they
subscribe to the cloud provider. Thus, users are notified
when the resources they need are available. This metric is
measured in a cloud environment close to saturation, i.e., in
a cloud system where a high number of users are requesting
resources, in comparison with the cloud size.

In this study, each cloud processes different workloads,
which have been generated using two distribution functions
for the users’ arrival, a normal and a cyclic normal distri-
bution. Thus, we analyze the impact of the maximum sub-
scription times in the cloud behavior, in terms of the re-
quests that are finally served, the average waiting times for
users, and the number of unattended users. Subscription
time has been chosen as a key parameter in this study be-
cause it influences the trade-off between the waiting time
and the number of unattended users. If users have a long
subscription time, then the queue for resources is enlarged
and the average waiting time increases as well. In contrast,
users with a short subscription time will leave earlier unat-
tended, keeping the queues with a lower number of users

and the average waiting times will decrease.
The paper is structured as follows. Section 2 presents

the background. Section 3 shows the methodology used to
conduct the experimental phase of our study. In Section
4, a complete study about the impact of the user waiting
time in different cloud configurations. And finally, Section
5 presents the conclusions and future work.

2. Background

In this section, we present an overview of the UML2Cloud
profile [1], which has been created using UML, for the mod-
eling of both cloud systems and the behavior of the users
when they interact with the cloud provider. We also de-
scribe the Simcan2Cloud cloud simulator [1] that we use in
the experiments.

2.1. The UML2Cloud UML profile

In this profile, a cloud system consists of a cloud
provider, one or more data centers, and clients (also called
cloud users) requesting resources to the cloud. The cloud
provider manages a catalog of Virtual Machines (VMs) and
hardware resources provided by the data centers. Each data
center consists of a collection of physical machines, also
called nodes, which are grouped by racks. Thus, each rack
contains a set of nodes with the same hardware features,
that is, CPU, memory, and storage. The whole cloud infras-
tructure is described in a component diagram, which can be
found in our previous work [1].

The interactions between the users and the cloud
provider are modeled using a sequence diagram (SD).

Figure 1 shows a new version of the SD presented in [1].
The interaction starts with a request message from the user,
containing a list of all the VMs needed to execute its apps.
Each VM is defined as a tuple: VM=(number, VM type,
renting time) where we indicate the number of VMs of a
certain type (VM type) that we request, and the renting time.

The user then enters into a loop to handle the messages
received from the cloud provider, until no requested VM is
in execution or no subscription is active for this user. The
answer to a request is a response message that contains the
set of IPs corresponding to the physical machines contain-
ing all the requested VMs, which can be empty if this re-
quest cannot be attended to. If the set of IPs is not empty, the
request can be served, and the user sends an execute mes-
sage containing the list of applications (APPs) to execute
and the list of IPs in which each APP is executed. Other-
wise, when the set of IPs is empty, that is, at least one of the
VM requested cannot be provided, the user can subscribe to
the cloud provider indicating the VMs required and a max-
imum subscription time (subscribe message). The latter is
the maximum time that the user is willing to wait for being
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5 : ok(VM)

9 : execute(APPs,IP)

10 : timeout(VM)

1 : request(VMs)
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6 : exec_timeout(VM)

7 : subscribe(VM,maxSubTime)

8 : notify(IP)

4 : subscribe(VMs,maxSubTime)

Handle messagesloop

[any VM in execute/subscribe state]

Message typealt

[result of a request]

[VM execute success]

[VM renting time over]

[subscription notify]

[subscription timeout]

request resultalt

[IPs≠∅]

[IPs=∅  and wants to subscribe]

Fail subsopt

[wants to subscribe]

Figure 1: Cloud provider and user interaction SD.

served. When the cloud provider receives an execute mes-
sage, it starts the execution of the APPs in their correspond-
ing VMs. In the case that all the APPs running in a VM
finish within the agreed renting time period, an ok message
is sent to the user, indicating the ended VM. These VMs are
marked as finished.

It can be the case that the APPs running in some VMs do
not finish in the agreed renting time. An exec timeout mes-
sage is then sent to the user for each VM that was not able
to complete its workload. In this case, the user can decide
to subscribe to these VM characteristics in order to be no-
tified when a VM fulfilling these features allows resuming
the APPs execution. For this purpose, the user sends a sub-
scribe message containing the VM characteristics and the
maximum subscription time (maxSubTime) that she is will-
ing to wait. A notify message will then be sent to the user
as soon as a VM fulfilling these features is available. How-
ever, it can also be the case that the maximum waiting time
elapses and no VM is available to resume the execution. In
this case, a timeout message is sent to the user indicating
the VM that could not be resumed.

2.2. Simcan2Cloud Simulator

Simcan2Cloud [1] is a cloud simulator written in C++
using OMNeT++ [10], which is a cloud extension of
SIMCAN [8], a tool for the simulation of parallel and dis-
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(a) Normal user arrivals.
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(b) Cyclic normal user arrivals.

Figure 2: Distributions of number of user arrivals per time
intervals.

tributed architectures and applications. The implementa-
tion of Simcan2Cloud fulfills the cloud specifications
and the user interactions defined in the UML2Cloud profile.
Simcan2Cloud is designed to provide a high level of flex-
ibility, allowing the user to set up the cloud configuration
in a modular way, in terms of data centers, computing and
storage nodes, and network connections, among other com-
ponents. Thus, Simcan2Cloud allows us to model and an-
alyze different cloud scenarios.

3. Methods

In this section, we describe the methodology used to
study the impact of the maximum user subscription time
in different cloud configurations. In this study, we consider
three cloud configurations, consisting of 64, 96, and 128
physical machines, respectively, where all machines have
the same configuration (CPU and storage). These configu-
rations have been chosen to analyze the impact of subscrip-
tion times as we increase the number of nodes. Each cloud
system processes several workloads, which are generated by
establishing the inter-arrival time for the users, who execute
the same application on the VMs. Each workload consists
of 5000 users that request services to the cloud provider for
a period of 5 days, where each VM is rented for 2 hours.

The first group of experiments analyzes the cloud re-
sponsiveness when users come at a normal distribution ba-
sis, with a single peak in the workload. In this case, a nor-
mal distribution with a mean of 3 days and a standard devi-
ation of 1 day has been considered (see Figure 2a), where
the x-axis represents the user arrival time and the y-axis
shows the number of users. The second group of experi-
ments analyzes the impact of daily burst user arrivals and,
thus, a cyclic normal distribution has been considered (see
Figure 2b). This figure represents the repetition of the same
normal distribution in cycles of 24 hours of duration, with
strong daily peaks at midday, where the x-axis represents
the user ID and the y-axis shows the arrival time (in hours).
In this case, therefore, we consider a normal distribution
with a mean of 12 hours and a standard deviation of 3 hours.

The main goal of this study is to analyze the impact of the
maximum subscription time that users establish when they
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subscribe to the cloud provider. For simplicity, all the users
assign the same value for the maximum subscription time,
so the experiments are repeated using different values for
this parameter. Thus, we put the focus on the waiting time
obtained for the users when they intend to execute their ap-
plications in the cloud. The results obtained when different
values for the maximum subscription time are used, pro-
vide us with valuable information about the responsiveness
of the cloud and allows us to conclude the best configura-
tions according to the submitted workload.

4. Results and Discussion

In this section, we show the results obtained from the
empirical study described in Section 3. First, in Section 4.1
we show an experiment in which the cloud processes a user
workload generated using a normal distribution. Next, in
Section 4.2, we conduct an experiment in which the cloud
processes a user workload generated using a cyclic normal
distribution. Finally, we present a discussion of the obtained
results in Section 4.3.

4.1. Case Study 1: Normal Distribution

In this scenario, users arrive by following a normal dis-
tribution with a mean of 3 days and a standard deviation of
1 day.

Figure 3 shows the results obtained for a cloud consisting
of 64 physical machines, considering the following values
for the maximum subscription time: 30, 50, and 70 hours.
In these charts, the x-axis shows the user IDs, while the y-
axis shows the waiting time for the users to be attended to.
Black dots represent users that were fully served, while the
red ones represent users that left the system without being
served. The latter situation occurs when the maximum sub-
scription time elapses and the cloud is not able to provide
the user the requested resources. The first chart (left) shows
the results obtained for a maximum subscription time of 30
hours. In this case – approximately – the first 1000 users
are immediately served, i.e. their waiting time is 0. How-
ever, as more users arrive at the system, the cloud becomes
more saturated and, approximately, when 2500 users are
processed, the cloud cannot serve the new users’ requests,
so they leave the system without being served (red dots at
the upper area). Finally, once the user arrivals slow down af-
ter the peak, we can see that the final users are again served,
but with a high waiting time.

When the subscription time is set to 50 hours (central
figure) similar results are obtained. However, the point at
which users leave the cloud is obtained when – approxi-
mately – 3700 users are attended. When the subscription
time is set to 70 hours (right figure), we can see that the
cloud can attend to all the requests, and the maximum wait-
ing time is about 63 hours. This is the inflection point for

the user waiting time, that is, the point at which the cloud re-
sponsiveness reaches the worst value and, at the same time,
it can attend to all the users’ requests, so it should be the
maximum subscription time for the users if they wish their
works to be executed.
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Figure 3: Case study 1 with 64 computing nodes.

Figure 4 shows the results for a cloud consisting of 96
physical machines, where the maximum subscription time
ranges from 10 to 30 hours. This figure shows similar re-
sults to those obtained in the previous case. However, it is
important to note that we have considered smaller values
for the maximum subscription time. Thus, in this case, the
inflection point is of 21.32 hours, so this should be the max-
imum subscription time for users that want their works to
be executed.
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Figure 4: Case study 1 with 96 computation nodes.

Figure 5 shows the results obtained for a cloud with 128
physical machines. In this case, we consider 2, 4, and 6
hours for the maximum subscription time. The first chart
(left) shows how the cloud saturation appears at about user
2800, from which some users leave the cloud without being
served. We notice that some users can actually be served in
the upper part of the normal distribution as a consequence of
the specific random numbers that were generated (see Fig-
ure 2a). However, in general, we would obtain a red line
in the upper part of the figure. Finally, the final users can
be attended to with better waiting times as in the previous
cases. In the central chart, we can see the results for a max-
imum subscription time of 4 hours. In this case, most of
the users can be served, and only a few of them must leave
the cloud being unattended. When 6 hours are considered
as maximum subscription time, all the users are served. In
fact, the inflection point for the user waiting time is of 5.16
hours (see Table 1).

4.2. Case Study 2: Cyclic Normal Distribution

In this experiment, we consider a workload in which the
users arrive following a cyclic normal distribution. Thus,
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Figure 5: Case study 1 with 128 computation nodes.
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Figure 6: Case study 2 with 64 computation nodes.
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Figure 7: Case 2 with 96 computation nodes.

the workload has 5 peaks, so every day at midday we have –
approximately – 1000 users requesting services to the cloud,
with a peak of approximately 700 users.

Figure 6 shows the results of a cloud consisting of 64
physical machines processing the workload, using 10, 30,
and 50 hours as maximum subscription times. The first
chart (left) shows that the cloud can attend to all the users
arriving during the first day, although some of them have to
wait. However, in the following days, we have that many
users must leave the cloud without being served. Using
a maximum subscription time of 30 hours (central chart),
users are served during the first 3 days. However, as the
waiting time increases, they start to leave during the fourth
day. Finally, considering 50 hours as maximum subscrip-
tion time, the cloud can attend to all the users. Their waiting
times reach up to 40.29 hours for some users, which is the
inflection point in this case.

Figure 7 shows the results obtained for a cloud with 96
physical machines and a maximum subscription time of 2,
6, and 10 hours. The inflection point, in this case, is about
9,82 hours. The first chart of this figure (left) refers to the
cloud processing the workload using a maximum subscrip-
tion of 2. In this case, we observe again that many users
leave the cloud from the second day onwards, because we
still have in execution the applications from previous users,
even from previous days. If we consider a maximum sub-
scription time of 6 hours, only a few users leave the system
(central figure) and taking 10 hours (right figure) all users
are served, and the waiting times tend to stabilize in the
peaks.
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Figure 8: Case study 2 with 128 computation nodes.

The results for a cloud configuration with 128 nodes are
presented in Figure 8, using 2, 4, and 6 hours as maximum
subscription times. In this case, the inflection point is about
5.20 hours. This system is now able to serve the users’
requests for the first two days, with small waiting times,
and from the third day on-wards the waiting times increase
above 2 hours. Thus, we have reduced the inflection point
in a factor close to 8 in comparison with the 64-nodes con-
figuration, and in a factor of 2 with respect to the 96-nodes
configuration.

4.3. Discussion of the results

This section provides a brief discussion of the obtained
results. Table 1 shows the values for the inflection points in
all the experiments.

Regarding the first set of experiments, where the studied
clouds process a workload generated using a normal dis-
tribution, we observe that, in general, the maximum sub-
scription time has a significant impact on the overall system
performance. Increasing this parameter allows more users
to be attended to by the system. Additionally, increasing
the number of physical machines also impacts positively in
the cloud performance, which allows us to reduce the maxi-
mum subscription time in order to process the same amount
of users. In particular, a cloud with 64 physical machines
is unable to attend to all the user’s requests when short sub-
scription times are considered, and the users must set up
subscription times of several days if they want their appli-
cations to be executed. In contrast, with a cloud with 128
nodes we have seen that the inflection point has been re-
duced by a factor of 12, and with the configuration with 96
nodes the reduction is about 1/3.

The results obtained in the next set of experiments, that
is, where the clouds process a workload consisting of daily
blurts, render similar results. A cloud with 96 nodes would
offer responses below 10 hours for the users’ requests, and
an investment to improve the cloud infrastructure up to 128

Table 1: Inflection points for the user waiting times (hours).

64 nodes 96 nodes 128 nodes
Case 1 63.02 21.32 5.16
Case 2 40.29 9.82 5.20
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nodes would produce a gain of one half in the waiting times.
Obviously, the final decision strongly depends on the appli-
cations and the users, who usually pay for the use of the
cloud, so the cloud provider should take into account all of
these aspects to make a final decision.

Broadly speaking, these results provide relevant and
valuable information for the cloud provider, so as to im-
prove the cloud configuration with the goal of increasing
the overall income by adapting the physical resources and
the internal configuration parameters.

5. Conclusions

In this paper, we have studied the impact of the users’
maximum subscription time in three different cloud con-
figurations, considering an infrastructure consisting of 64,
96, and 128 physical machines, respectively. Two models
of workload were analyzed, taking two different distribu-
tion functions for the users’ arrivals, namely, a normal and
a cyclic normal. Thus, in the first case, we analyzed the im-
pact of a single peak in the users’ arrivals, and in the second
case, we considered daily peaks at midday. In this study,
the responsiveness of the cloud was then analyzed, to con-
clude which configurations provide better results according
to the workload submitted and the maximum subscription
times indicated by the users. We concluded that increasing
the number of physical machines and the maximum sub-
scription time produce better responsiveness. However, the
cloud provider must take the final decision, that is, to make
an investment by including more resources to the cloud, or
to reduce the overall cloud performance by increasing the
maximum subscription time for the users.

As future work, we will extend this study by considering
other parameters, such as the offered VMs, the storage sys-
tem and the communication network. We will also consider
some other distribution functions for the user arrivals, such
as the exponential and Erlang distributions. Furthermore,
we plan to include costs in the use of the cloud by the users,
to make a deeper analysis of the profits.
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Chapter 5

Discussion

This chapter presents a general discussion of the research conducted in this thesis.
The main objective of the research is divided into four secondary objectives, which
have been defined in accordance with the hypothesis that the performance and overall
income of cloud systems can be optimised by accurately representing the architecture and
the behaviour of cloud scenarios using modelling and simulation techniques. Each one
of these objectives is discussed individually in Sections 5.1, 5.2, 5.3 and 5.4, and then,
we discuss how the main objective has been achieved, and the hypothesis confirmed,
in Section 5.5.

5.1 Objective 1: Modelling of the main character-
istics of cloud systems.

This first objective deals with the challenge of representing the main characteristics
of a cloud system. Over the last few decades, modelling techniques have been widely
adopted and accepted by the research community [33, 49, 85], and researchers and
companies have used modelling languages to represent different cloud systems (see
Section 3.1). Most of them are applied to describe the deployment of services in cloud
resources but, in most cases, the underlying hardware is not taken into account.

In this thesis, cloud systems are modelled to assist in the analysis of the systems
under study, as we discuss in Section 5.4. To that end, we use simulation techniques to
analyse the behaviour of different cloud scenarios. Since we use simulation, we need to
model the system at a certain level of abstraction and perspective [6]. In essence, the
level of abstraction of a model determines the amount of information that is contained
in the model, and the perspective refers to the information that is considered relevant
tin defining the model.

The definition of the modelling language —in this thesis— is aligned with the ab-
straction and perspective of cloud simulators. The definition of a new metamodel to
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obtain a DSL inherently limits cloud models to the abstraction level and perspective
defined. For this purpose, a UML profile can be defined for modelling new characteris-
tics in any UML model, and several profiles can be applied together. On this basis, we
define a UML profile to represent the main characteristics of a cloud system in order
to simulate its underlying behaviour.

We consider the UML component diagram to be suitable for representing cloud
systems whose architecture can be easily divided into components. This diagram allows
the modelling of data centres as a collection of physical machines and communications
networks. Hence, we decided to use component diagrams to represent the different
components of a cloud system. However, the flexibility provided by the profile can
be improved by using both component and class diagrams, since some cloud providers
may prefer class diagrams to specify certain concepts of their systems. This situation
will be taken into account for the next version of the profile.

The definition of stereotypes enables the specification of several aspects of the do-
main of cloud systems. However, the notation of UML profiles has limitations with
regards to the expressiveness, as it only allows the expression of a limited subset of
all the relevant information of the domain. In this situation, the Object Constraint
Language (OCL) becomes particularly useful (see Section 2.1.3). This language is a
complement to UML that increases the expressiveness of the UML models. Addition-
ally, OCL allows us to define constraints and to validate the correctness of the models.
In this thesis, we have used OCL to specify and validate detailed aspects of a cloud
system that UML cannot cover by itself, such as the value range of certain variables,
and to ensure that all the VMs can be hosted by at least, one node.

We have established different versions of the profile to represent the behaviour of
cloud scenarios. Thus, each version integrates new features and functionality, in such
a way that the profile is capable of accurately modelling a wider range of scenarios.
These versions have been developed in the different studies carried out during the
course of this thesis [11, 12, 24]. In these works, the profile was applied to model
different configurations of cloud systems, and analyse their behaviour, hence achieving
Objective 1.

5.2 Objective 2: Modelling of the behaviour of the
users accessing the cloud.

The second objective is focused on modelling the behaviour of the users accessing the
cloud to request resources and execute their applications. The services offered and the
Service Level Agreements (SLAs), which are concepts that can be properly represented
using components, are also taken into account, and for this purpose, several stereotypes
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were defined to represent them. However, we do not consider component diagrams
suitable for representing the interaction between the cloud provider and the users.
Instead, we use sequence diagrams and stereotypes to represent users and the cloud
provider as UML Lifelines, where UML Messages are exchanged between them when
the user requests resources from the cloud. Several OCL rules were also defined to
check certain aspects of the interaction between users and the cloud provided, such as
whether the user has signed an SLA offered by the cloud provider.

Several other concepts regarding the interaction between the users and the cloud
provider were introduced in the definition of the profile. As we mentioned in Sec-
tion 1.4.1, the profile allows us to model two types of users: on the one hand, high-
priority users, who need to be immediately attended to, and, who can to access reserved
resources; on the other hand, regular users, who can subscribe and wait to be attended
to if the cloud system is saturated, when they request resources. Moreover, the design
of Simcan2Cloud make it possible to easily include new types of user.

We have successfully used the defined stereotypes, together with those previously
defined in the profile, in several works published in the course of this thesis, to model the
interaction of users and cloud providers in different cloud systems [11, 12, 13, 24, 34].
We have used these models to analyse the behaviour of the systems, hence achieving
Objective 2.

5.3 Objective 3: Transformation of the modelled
cloud scenarios.

The third objective involves the integration of the models with the simulator using
model transformation techniques. Since models are suitable for representing systems,
we use them to —automatically— generate other models and/or artefacts using model
transformation techniques. In our case, we use the Simcan2Cloud simulator to analyse
the behaviour of the cloud scenarios (see Section 5.4). Therefore, once we have modelled
a cloud scenario using our proposed UML profile, the configuration files required for
the simulator are automatically generated.

Basically, a cloud scenario in Simcan2Cloud is defined by two input files: sce-
nario.ned and omnetpp.ini. Since the input files required by the simulator are plain-
text files, we use M2T to generate these two files from the model of the cloud system.
Several transformation rules are defined to transform the cloud features of the profile
to the configuration of the simulator, without the need to write code or know the simu-
lator configuration language. We consider that the transformations ease the utilization
of the simulator by inexperienced users, since the framework is based on a graphical
model that represents the system under study, which makes it more intuitive and easier
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to understand. In the course of this thesis, we have focused on the transformation for
the Simcan2Cloud simulator. However, new transformations for different simulators
can be implemented.

The validation of the model transformation is vital to ensure the correctness of the
models obtained as output (see Section 2.1.5). To that end, we use unit testing and
regular expressions to check that the text generated by the transformation matches the
expected output.

A more general approach to be considered is a transformation in two steps —
through an intermediate model— instead of the direct transformation [86]. Let us re-
mark that, in this thesis, we use the direct transformation approach, which limits the
validation process of the transformations in the sense that each transformation result
has to be considered as purely textual artefacts [125]. The output of the transforma-
tions does not always consist of executable code, and if it does, in many cases it does
not even correspond to well-formed constructs in the transformation target, because
each transformation may only generate an excerpt of the complete output. Therefore,
an intermediate transformation step allows us to validate some aspects, such as the
semantics of the models, before the generation of the textual artefacts. Each cloud
model defined with our proposed UML profile is a Platform Independent Model (PIM)
since it is modelled without considering the destination platform. However, in this
thesis, we use the Simcan2Cloud simulator as a destination platform to conduct the
experiments. Simcan2Cloud is built on top of the OMNeT++ framework, which uses
the NED language to define simulated scenarios (see Section 3.2). Hence, a model
conforming to the NED language metamodel is considered a Platform Specific Model
(PSM). The first step is to define the M2M transformation, from the UML profile to
the NED metamodel. The second step consists in applying the transformation, using
M2T techniques, from a PSM to the configuration files of the simulator. The first
transformation focuses on the semantics of the models, while the second one focuses
more on the syntax of the resulting files. This approach facilitates the extension of the
framework to generate code for other simulators and also allows the application of a
formal validation to the transformations [50].

Nonetheless, we successfully transformed different cloud models into the configura-
tion files of the simulator to represent the behaviour of the target cloud systems [11, 14].
We have used these simulations to analyse the performance and the income of the cloud
system under study, hence achieving Objective 3.
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5.4 Objective 4: Analysis of different cloud scenar-
ios for processing customised workloads

This objective involves analysing the performance of the modelled cloud systems and
the expected income of the cloud provider when the cloud processes a specific workload.

As we mentioned in Section 5.2, a new interaction model has been introduced with
the UML profile. And, accordingly, to represent the new features introduced within the
profile, new functionality must be implemented in the simulator. To that end, an exten-
sion of Simcan2Cloud —containing the new features— has been developed to carry out
the experimental analysis. This extension implements the management of SLAs and
price schemes, the behaviour of the two different types of users, and resource allocation
policies based on user priority and resource reservation. Other functionalities have also
been improved, such as the generation of users using probabilistic distributions, the
configuration parser, and the CPU architecture, among others.

In general, simulators abstract many characteristics of real systems and focus on the
relevant parameters that represent the behaviour of the target system. The accuracy
of the data provided relies on the adequacy of the level of abstraction, the point of view
from which the problem to be solved is considered, and the correctness of the simulator
implementation. Thus, the decision of selecting a simulator to conduct experiments is
important. Moreover, the performance of the simulation to execute the cloud models
is also considered. For instance, the implementation of a highly-detailed CPU and
memory model requires complex algorithms that take a long execution time to represent
the behaviour of the hardware devices that are simulated, which limits the overall
simulator performance. The modelling of each user accessing the cloud is also complex
to implement and, thus, it is necessary to abstract the most representative features of
each type of user. In general terms, we do not expect the simulator to provide total
accuracy. A trade-off between the accuracy and performance must be found, where
the results provided by the simulator must be considered reliable, and they should
be generated in a reasonable time frame. However, in some cases, it is not possible
to access the real target system to compare the results obtained from the simulation
against the ones obtained from the real system. Nevertheless, the behaviour of the
system seems realistic, and it is related to the input parameters, so we can consider
that the simulator properly represents the behaviour of cloud systems.

The experiments were conducted using synthetic workloads that were created us-
ing statistical distributions. Workloads in the cloud often follow patterns that can
be characterised by using generators. However, this fact may cause the data to be
unrepresentative. To avoid this problem, the experiments were extended using work-
loads generated from real traces in order to check that the conclusions reached were
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consistent.
We have successfully carried out several experiments in which we simulate different

cloud scenarios in the course of this thesis [11, 12, 13, 14, 24, 34]. The main objective
of these works was to obtain useful and valuable information in order to propose opti-
misations in the cloud infrastructure and pricing schemes. Thus, we consider Objective
4 to have been achieved.

5.5 Main objective and hypothesis

The main objective of this thesis is to obtain information that enables cloud providers
to improve the management of the infrastructure and increase their profits. In or-
der to achieve this objective, we have facilitated the modelling and analysis of cloud
systems. However, the manual handling of new concepts and technologies, such as
UML profiles, OCL rules, and model transformations, requires prior knowledge of the
MDA process. The Papyrus UML tool plays an important role in this respect, as it
allows the implementation of UML profiles, OCL rules, model transformation, and the
automation of the modelling, validation and transformation processes of the models.
Therefore, several plug-ins extending the Papyrus UML tool have been developed (see
Section 1.4.2). The plug-ins also customize the property views, element palettes, and
diagram styles to facilitate the modelling process as much as possible. Once the sec-
ondary objectives were achieved, and the chosen techniques, such as modelling, model
validation and model transformations, were integrated into a framework, we can also
conclude that the main objective of this thesis has also been achieved. The use of the
tool for carrying out the experiments in this thesis confirms the hypothesis that we can
optimise the configuration of cloud systems when we use the appropriate techniques to
design and represent the behaviour of their architecture.
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Conclusions and future work

This thesis has contributed to the fields of modelling and performance analysis by
providing a framework for modelling and simulating cloud scenarios. This chapter
presents the conclusions obtained in the course of this thesis. Section 6.1 summarises
the most relevant results obtained, and Section 6.2 presents lines for future research to
continue the work carried out in this thesis.

6.1 Conclusion

The main contribution of this thesis is a framework for modelling and simulating
cloud environments that is aimed at measuring infrastructure performance and the
cost-effectiveness of pricing schemes. The problem we found —and which motivated
this thesis— lies in the difficulties in experimenting with real environments using a
wide spectrum of configurations. The objective was to facilitate the analysis of cloud
systems by allowing users to graphically model the system under study and to —
automatically— simulate the cloud represented in the model without the intervention
of the user.

In order to achieve this goal, a UML profile was defined to model a cloud system
from the point of view of the cloud provider. This model considers the behaviour and
workload of users accessing the cloud system, the underlying infrastructure, and the
services offered by the cloud service provider together with its pricing schemes. The
profile defines different types of user and their behaviour, which heavily depends on
the Service Level Agreement (SLA) they have signed. The advantage of using a UML
profile is that we can use it together with other profiles to extend the expressiveness of
UML. This allows engineers to model other aspects of the system, which are required
to capture additional information about the system under study.

An extension was also developed to add the behaviour defined in the profile to the
simulator. The extension adds the behaviour of the different types of users signing SLAs
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and new resource allocation policies. It also improves other aspects of the simulator,
such as the configuration parser, the flexibility in the generation of users, and the CPU
architecture.

The framework facilitates the modelling task and generates —automatically— the
configuration files required by the simulator using the model-to-text transformation
technique. The proposed framework was used to carry out five experimental studies
in which different cloud scenarios were modelled and evaluated in order to examine
the impact of different parameters, such as the quantity of physical resources, the
distribution of the workload, the users’ subscription time and the pricing scheme.

We obtained relevant conclusions about cloud performance and income depending
on the size of the infrastructure, the resource allocation policy, the pricing schemes, the
distribution of the users arriving at the cloud, the type of users, and the subscription
time. The first experimental study analysed the number of physical resources needed
to process the workload without bottlenecks [12]. We concluded that increasing the
number of physical machines significantly improves the overall system performance for
the specified workload. The second experimental study analysed how the user arrival
distribution affects the overall system performance [11]. Two user configurations and
seven user distributions were modelled and simulated. In this case, we concluded that
the user distribution has a direct impact on the overall system performance. Therefore,
it is important to adapt the physical infrastructure to the user distribution in order
to improve the overall system performance. The third experimental study analysed
the impact of the maximum subscription time on cloud performance [13, 34]. Cyclic
user distributions for the workloads were also considered to generate them. We con-
cluded that the number of unattended users decreases when the maximum subscription
time increases. However, in this case, the cloud presents a worse overall performance.
The fourth experimental study focused on the impact of infrastructure management
on the income of the cloud provider, considering different types of users and resources
reserved for them [24]. We concluded that the percentage of reserved machines must
be assigned in proportion to the percentage of users that use them in order to increase
the income of the cloud provider. The strategy of providing high-priority users with
reserved resources in the first instance rather than with regular resources may provide
a slight increase in the income in some situations and never a reduction. The last
experimental study analysed the impact of different SLA parameters —related to the
cost of services— on the profits of the cloud provider [14]. The reservation of resources
was studied in infrastructures of different sizes. We concluded that small clouds can-
not benefit from resource reservation. On the contrary, cloud providers with large
infrastructures can increase their profits by reserving resources.

The results obtained can be used by cloud providers to make decisions on configu-
ration and dimensioning cloud infrastructures and to optimise pricing schemes.
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6.2 Future work

As future work, there are different lines we plan to follow in order to extend the work
carried out in this thesis.

Regarding the UML profile, we propose to extend it with the definition and im-
plementation of other types of users for instance a type for low-priority users, who
make requests for virtual machines at a lower price, with these machines being able
to be withdrawn by the cloud provider —from the users that are using them, at that
moment— when these are needed to serve other users with a higher priority. This
behaviour is similar to the one provided by Amazon’s EC2 Spot instances [2]. Several
priority levels for regular users can also be defined for access to the cloud resources. As
we have mentioned in Section 5.1 and Section 5.2, we also plan to make the modelling
task more flexible by including new diagrams.

Further improvements can also be made in the model transformation phase. As
we said in Section 5.3, we defined an M2T transformation from the UML profile to
the textual scheme of the simulator configuration files. We plan to define an M2M
transformation, from the UML profile to an OMNeT++ DSL and to validate it using
OCL. Then, we will define an M2T transformation, from the OMNeT++ DSL to the
textual scheme of the configuration files. In order to validate the last transformation, we
plan to use regular expressions similar to the ones used in this thesis (see Section 2.1.5).
These improvements will make the framework more modular and reusable, thus making
it easier to extend the framework to generate code for other simulators, and improving
the validation of the transformations.

Regarding the analysis of cloud systems, another concern for cloud providers is the
cost of energy consumed by the infrastructure, which may reduce the overall income.
We plan to include energy parameters in the UML profile as well as a forecasting
module into the simulator. The UML profile will allow the modelling of the energy
consumption of the cloud components. The forecasting module should predict when
a given workload does not require all the physical machines supporting the cloud,
which can be maintained in an idle state to save energy. We will enable the module
implementation with both the C++ and Python programming languages.

Regarding the experiments carried out, new infrastructures with different sizes have
been considered to analyse the impact of physical resources. The infrastructures de-
signed have grown horizontally, considering the number of physical machines. We
plan to analyse the impact of vertical scaling, considering the power of the CPUs, the
amount of RAM and the disk space.

Finally, we intend to further integrate the implemented plug-in within the simu-
lator. Currently, once the configuration files of the simulator have been obtained, it
is necessary to run the simulator indicating the configuration files as input. Subse-
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quently, once the simulation results have been obtained, it is necessary to use a tool,
such as gnuplot [134] or matplotlib [63], to generate the graphs. We intend to enable
this process to be carried out automatically and transparently to the researcher.
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Conclusiones

Esta tesis ha contribuido a los ámbitos del modelado y del análisis del rendimiento
proporcionando un framework para el modelado y la simulación de escenarios cloud.
En este capítulo se presentan las conclusiones obtenidas a lo largo de esta tesis. La
Sección 7.1 resume los resultados obtenidos más relevantes, y la Sección 7.2 presenta
las líneas de investigación futuras para continuar con el trabajo realizado en esta tesis.

7.1 Conclusiones

La principal aportación de esta tesis es un framework para el modelado y la simulación
de entornos cloud que tiene como objetivo medir el rendimiento de la infraestructura
y la rentabilidad de los esquemas de precios. El problema que encontramos, y que
motivó esta tesis, radica en las dificultades para experimentar con entornos cloud reales
utilizando un amplio espectro de configuraciones. El objetivo es facilitar el análisis
de los sistemas cloud permitiendo a los usuarios modelar gráficamente el sistema en
estudio y simular, de manera automática, el sistema representado en el modelo sin la
intervención del usuario.

Para lograr este objetivo, se ha definido un perfil UML para modelar un sistema
cloud desde el punto de vista del proveedor cloud. Este modelo tiene en cuenta el
comportamiento y la carga de trabajo de los usuarios que acceden al sistema cloud,
la infraestructura subyacente y los servicios ofrecidos por el proveedor de servicios
cloud junto con sus esquemas de precios. El perfil define diferentes tipos de usuarios
y su comportamiento, que depende en gran medida del acuerdo de nivel de servicio
(SLA) que hayan firmado. La ventaja de utilizar un perfil UML es que podemos
utilizarlo junto con otros perfiles para ampliar la expresividad de UML. Esto permite
a los ingenieros modelar otros aspectos del sistema, que son necesarios para capturar
información adicional sobre el sistema en estudio.

También se ha desarrollado una extensión para añadir al simulador el compor-
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tamiento definido en el perfil. La extensión añade el comportamiento de los diferentes
tipos de usuarios que firman SLAs y nuevas políticas de asignación de recursos. Tam-
bién mejora otros aspectos del simulador, como el parser de configuración, la flexibilidad
en la generación de usuarios y la arquitectura de la CPU.

El framework facilita la tarea de modelado y genera, de forma automática, los
archivos de configuración requeridos por el simulador mediante la técnica de transfor-
mación de modelo a texto. El framework propuesto se utilizó para llevar a cabo cinco
estudios experimentales en los que se modelaron y evaluaron diferentes escenarios cloud
para examinar el impacto de distintos parámetros, como la cantidad de recursos físi-
cos, la distribución de la carga de trabajo, el tiempo de suscripción de los usuarios y
el esquema de precios.

Se obtuvieron conclusiones relevantes sobre el rendimiento y los ingresos del cloud
en función del tamaño de la infraestructura, la política de asignación de recursos, los
esquemas de precios, la distribución de los usuarios que llegan al cloud, el tipo de
usuarios y el tiempo de suscripción. En el primer estudio experimental se analizó el
número de recursos físicos necesarios para procesar la carga de trabajo sin cuellos de
botella [12]. Llegamos a la conclusión de que aumentar el número de máquinas físicas
mejora significativamente el rendimiento global del sistema para la carga de trabajo
especificada. En el segundo estudio experimental se analizó cómo la distribución de
llegada de usuarios afecta al rendimiento global del sistema [11]. Se modelaron y sim-
ularon dos configuraciones de usuarios y siete distribuciones de llegada. En este caso,
se concluyó que la distribución de usuarios tiene un impacto directo en el rendimiento
global del sistema. Por tanto, es importante adaptar la infraestructura física a la
distribución de usuarios para mejorar el rendimiento global del sistema. En el ter-
cer estudio experimental se analizó el impacto del tiempo máximo de suscripción en
el rendimiento del cloud [13, 34]. También se consideraron distribuciones cíclicas de
usuarios para las cargas de trabajo que se generaron. Llegamos a la conclusión de que
el número de usuarios desatendidos disminuye cuando aumenta el tiempo máximo de
suscripción. Sin embargo, en este caso, la nube presenta un peor rendimiento global. El
cuarto estudio experimental se centró en el impacto de la gestión de la infraestructura
en los ingresos del proveedor cloud, considerando diferentes tipos de usuarios y recursos
reservados para ellos [24]. Concluimos que el porcentaje de máquinas reservadas debe
asignarse en proporción al porcentaje de usuarios que las utilizan para aumentar los
ingresos del proveedor cloud. La estrategia de proporcionar a los usuarios prioritarios
recursos reservados en primera instancia en lugar de recursos regulares puede propor-
cionar un ligero aumento de los ingresos en algunas situaciones y nunca una reducción.
El último estudio experimental analizó el impacto de diferentes parámetros de SLA,
relacionados con el coste de los servicios, en los beneficios del proveedor cloud [14]. Se
estudió la reserva de recursos en infraestructuras de diferentes tamaños. Llegamos a

215



CHAPTER 7. CONCLUSIONES

la conclusión de que las nubes pequeñas no pueden beneficiarse de la reserva de re-
cursos. Por el contrario, los proveedores de nubes con grandes infraestructuras pueden
aumentar sus beneficios reservando recursos.

Los resultados obtenidos en los experimentos pueden ser utilizados por los provee-
dores cloud para tomar decisiones sobre la configuración y el dimensionamiento de las
infraestructuras cloud y para optimizar los esquemas de precios.

7.2 Trabajo futuro

Como trabajo futuro, hay diferentes líneas que pensamos seguir para ampliar el trabajo
realizado en esta tesis.

En cuanto al perfil UML, proponemos ampliarlo con la definición e implementación
de otros tipos de usuarios, por ejemplo, un tipo para usuarios de baja prioridad, que re-
alizan peticiones de máquinas virtuales a un precio menor, pudiendo ser retiradas estas
máquinas por el proveedor cloud, de los usuarios que las estén utilizando en ese mo-
mento, cuando éstas sean necesarias para servir a otros usuarios con mayor prioridad.
Este comportamiento es similar al que ofrecen las instancias EC2 Spot de Amazon [2].
También se pueden definir varios niveles de prioridad para los usuarios regulares para
el acceso a los recursos de la nube. Como hemos mencionado en la Sección 5.1 y en
la Sección 5.2, también tenemos previsto flexibilizar la tarea de modelado mediante la
inclusión de nuevos diagramas.

También se pueden realizar otras mejoras en la fase de transformación del modelo.
Como dijimos en la Sección 5.3, definimos una transformación M2T desde el perfil
UML al esquema textual de los archivos de configuración del simulador. Planeamos
definir una transformación M2M, desde el perfil UML a un DSL de OMNeT++ y
validarlo usando OCL. A continuación, definiremos una transformación M2T, desde el
DSL de OMNeT++ al esquema textual de los ficheros de configuración. Para validar
la última transformación, tenemos previsto utilizar expresiones regulares similares a las
utilizadas en esta tesis (ver Sección 2.1.5). Estas mejoras harán que el framework sea
más modular y reutilizable, facilitando así la extensión del mismo para generar código
para otros simuladores, y mejorando la validación de las transformaciones.

En cuanto al análisis de los sistemas cloud, otra de las preocupaciones de los provee-
dores cloud es el coste de la energía consumida por la infraestructura, que puede reducir
los ingresos globales. Tenemos previsto incluir parámetros energéticos en el perfil UML,
así como un módulo de previsión en el simulador. El perfil UML permitirá modelar el
consumo energético de los componentes cloud. El módulo de previsión deberá predecir
cuándo una determinada carga de trabajo no requiere todas las máquinas físicas que
componen el cloud, que pueden mantenerse en estado de reposo para ahorrar energía.
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La implementación del módulo se realizará con los lenguajes de programación C++ y
Python.

En cuanto a los experimentos realizados, se han considerado nuevas infraestructuras
con diferentes tamaños para analizar el impacto de los recursos físicos. Las infraestruc-
turas diseñadas han crecido horizontalmente, considerando el número de máquinas
físicas. Tenemos previsto analizar el impacto del escalado vertical, considerando la
potencia de las CPUs, la cantidad de RAM y el espacio en disco.

Por último, tenemos la intención de seguir integrando el plug-in implementado
dentro del simulador. Actualmente, una vez obtenidos los archivos de configuración
del simulador, es necesario ejecutar el simulador indicando los archivos de configuración
como entrada. Posteriormente, una vez obtenidos los resultados de la simulación, es
necesario utilizar una herramienta, como gnuplot [134] omatplotlib [63], para generar las
gráficas. Pretendemos que este proceso se realice de forma automática y transparente
para el investigador.
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