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a b s t r a c t
The INT3-Horus framework, dedicated to monitoring and activity interpretation in intelligent environments is introduced. Firstly, the paper introduces a general description of the INT3-Horus approach.
The following aspects of the proposal are highlighted: the framework is multisensory by nature and
includes information fusion abilities; it is based on the model-view-controller paradigm; it is deﬁned
as a hybrid distributed system; it incorporates a Common Model that houses the data structures to support the exchange of information between levels of the framework. Then, the INT3-Horus framework
ontological model is introduced. The ontology is composed of a couple of classes, namely the Level Class
and the DataType Class. The paper also describes the relations between both classes, as well as it introduces the notion of set of rules which determine the system functionality for a given domain. Lastly, a
case of study on elderly fall detection is described to show the efﬁciency of the proposed framework.
Ó 2013 Elsevier Ltd. All rights reserved.

1. Introduction
New generation monitoring and activity interpretation systems
are characterized by a signiﬁcant improvement in the possibilities
of rapidly and efﬁciently transmitting data, voice and video to increase their performance (Gascueña and Fernández-Caballero,
2011). Some design trends may be drawn from current monitoring
architectures (Castanedo et al., 2010). On one hand, the use of a
large number of sensors connected to processing nodes to cover
large areas aims at monitoring in real time. On the other, the attention of a human operator is attracted as soon as an event of interest
is detected. The nodes independently process the information,
allowing for scalability and robustness. Furthermore, the common
requirements met by current architectures are: (a) information is
fused from different types of sensors, (b) network constraints are
taken into account, (c) security of communications is ensured between processing modules, generating standards that deﬁne the
data format, (d) automatic learning is present, (e) environment
and sensors are modeled, and, (f) the addition of new processing
nodes is allowed without affecting the beneﬁts.
⇑ Corresponding author at: Departamento de Sistemas Informáticos, Universidad
de Castilla-La Mancha, 02071 Albacete, Spain. Tel.: +34 967599200; fax: +34 967
599224.
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0957-4174/$ - see front matter Ó 2013 Elsevier Ltd. All rights reserved.
http://dx.doi.org/10.1016/j.eswa.2013.06.058

Within the most theoretical approaches to monitoring frameworks we ﬁnd a work (Wilhelm and Gokce, 2010) which proposes
a programming model for designing surveillance systems in port
and maritime security. There is also the IBM project called Smart
Surveillance System (S3) (Onut et al., 2010), where a middleware
is proposed for use in surveillance systems. It provides video
analysis based on behaviors. Within this research the Detec surveillance system (Detec Home Page) is found. Its motion detection systems enable storing the events (images and their time stamps)
associated to scenario objects in disk. There is also a system for
the control and tracking and trafﬁc by means of a single camera
(Hsieh et al., 2006). Similarly, a system (Kamijo et al., 2000) proposes trafﬁc monitoring for detecting accidents in crossings. On
the other side, there are proposals where part of the processing
is performed in a central node and the rest is distributed. These
systems are denominated hybrid frameworks (e.g. (Heikkila and
Silven, 1999; Pozzobon et al., 1998; Ronetti and Dambra, 2000)).
The paper introduces a case of study, namely monitoring and
fall detection of elderly people (e.g. (Chernbumroong et al., 2013;
Costa et al., 2012; Paoli et al., 2012; Rueangsirarak et al., 2012)).
Fall detection is still a challenging and emergent problem
(Anderson et al., 2006), especially for monitoring special-needed
elderly people (Chu et al., 2012; Doukas et al., 2011; Khawandi
et al., 2011). The problem has mainly been provoked and induced
by population ageing, showing a tendency of permanent growth
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in accordance with recent demographical predictions. About a
third part of humans aged 65 and above suffer from a fall each
year, increasing up to 42% for elderly over 70 years. Moreover,
every year approximately around 50% of humans who live in
long-term care institutions fall and 40% of them experience recurrent falls. In addition to this, elderly people are highly vulnerable,
as falls are known to be one of the leading causes of injuries and
death. Another important consequence of recurrent falls is the
post-fall syndrome that manifests through depression, loss of
autonomy, immobilization, and may result in impairments in daily
activities (World Health Organization, 2007).

2. Description of INT3-Horus
INT3-Horus is a new multisensory framework to carry out
monitoring and activity interpretation. The framework establishes
a set of levels with some clearly deﬁned input/output interfaces
to provide a hierarchy to the processing. The levels consist of a
set of modules that incorporate the algorithms dedicated to processing at each level. If thinking of several sensors that provide
input information, at the lowest level (the acquisition level) several modules, each one responsible for the acquisition of a type of
sensor, are located. For each level, the framework provides a set
of inputs and outputs to be met by the modules (see Fig. 1).
The inputs and outputs are independent from each other and
from the number of modules. Thus, a module is not required to
implement all inputs and outputs on its level, but it may implement the subset that best ﬁts its needs. A higher level task is in
charge of selecting those modules at different levels that are compatible with each other to create a monitoring system based on
the framework.
Thus, INT3-Horus allows the coexistence of modules that are
in charge of information of different nature within a single level,
although they conceptually work at the same processing level.
For instance, at the level of acquisition there are some modules
that capture information from cameras, while others are prepared to capture data from wireless sensor networks. Although
both sources of information seem incompatible a priori, upper
levels house algorithms to merge and operate with them, regardless of the data capture algorithms. Following the scheme
described in Fig. 1, the levels of the framework establish a hierarchy from the level of sensor information acquisition to the level
of activity analysis, by connecting the inputs of the immediately
upper level through the outputs of the lower level (see Fig. 2).
Next the most signiﬁcant characteristics of the INT3-Horus
framework are described.

Fig. 1. Example of level with inputs, outputs and operation modules. Despite inputs
are common for the whole level, it is not mandatory for each level to manage them.
The same happens with outputs; they reﬂect the format of the level outputs, which
varies depending on the implemented modules.

Fig. 2. Framework levels.

2.1. INT3-Horus is multisensory
The framework is designed to work with different sources of
information. The sources are mainly based on vision sensors as
they are the most widely used for monitoring tasks. Nevertheless,
other sensor technologies are introduced to provide the framework
of greater power and ﬂexibility. These technologies are mostly sensors used in commercial surveillance, that is, volumetric sensors,
presence detection sensors, contact sensors for doors and windows, etc. The framework also includes the ability to access information from wireless sensor networks (WSNs), which allows rapid
deployment of sensors in the area to be monitored, regardless of its
characteristics (indoor, outdoor, and so on).
2.2. INT3-Horus includes information fusion
As the framework operates with different data sources, INT3Horus includes information fusion algorithms in its design. For this
reason, the JDL data fusion model has been used as basis, adapting
some of its levels from military to civilian. The JDL model was
developed by the Joint Directors of Laboratories Data Fusion Group,
a committee of the United States Department of Defense (DoD).
The architecture proposed by the JDL model is considered the de
facto standard for implementing a surveillance system. The proposed model illustrates the main functions, relevant information
and databases, as well as the interconnection required to perform
data fusion. The JDL fusion model also provides a deﬁnition of the
concept of data fusion (United States Department of Defense, 1991)
that was later reﬁned as a ‘‘multilevel, multifaceted process dealing
with the automatic detection, association, correlation, estimation,
and combination of data and information from single and multiple
sources’’ (DSTO, 1994).
After studying the different fusion levels proposed by the JDL
model, Fig. 2 shows a schematic view of our proposal for the union
of traditional surveillance processing levels with the JDL fusion levels. Following this approach, processing starts at the level of acquisition (1), where several sources provide different types of
information (e.g. color cameras, thermal cameras and volumetric
sensors). After that, the proposal establishes an initial fusion level
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(2) in charge of the reﬁnement of the sources of information, using
the characteristics of some information sources to reduce the defects of others (JDL level 0). Once the input information is enhanced by means of fusion, there is a level of segmentation of
the objects (3). This level is designed to locate the blobs that contain objects of interest in the scene. When working with multi-sensory systems, multiple segmentation algorithms may run in
parallel, each one extracting the blobs of the information provided
by a different sensor type, or by the fusion of different types of sensors. Therefore, once the segmentation level has increased the
abstraction of information, a new level of fusion is proposed (4),
which unites the blobs detected by the different segmentation
algorithms. This level coincides with level 1 proposed by the JDL
standard. Again, the robustness of the information provided by
the previous level is improved and an enhanced blob detection
(5) can be performed.
Now, processing continues with object identiﬁcation (6), where
the information coming from the blobs of the previous levels is
transformed into object-level information (that endures over
time). Term object refers to real world objects detected by the
framework deﬁned by a series of attributes such as real world position, trajectory, or class, among others. The subsequent levels
complete the object deﬁnition by adding some required parameters. Continuing with the object information processing, classiﬁcation (7) and trajectory analysis (8) are also performed that also
allows trajectory prediction. The information generated by this
tracking level (8) is passed onto the next level, that is, events detection (9). Here the object level information is transformed into
semantic information about the behavior of the objects in the
scene. After the events are detected, there is a new level of fusion
(10) that matches level 2 of the JDL model, where the actions identiﬁed for the objects are fused to search for more complex behaviors involving multiple objects. Finally, the activity interpretation
(11) is performed to ﬁnd more complex behaviors involving several
objects and sensors in the scenario. After all this, other aspects
such as user interfaces (12), execution control and information
management (13) are also considered.
2.3. INT3-Horus is based on the MVC paradigm
This proposal extends the traditional model-view-controller
(MVC) architecture (Reenskaug, 1979) in order to provide a greater
ﬂexibility when incorporating the functionalities of monitoring
systems and to allow existing algorithms to be incorporated into
the framework without involving a major change in design. To
do this, the business logic is detached from the model, generating
a new execution block and allowing the controller to invoke its
functionality. This new block is called ‘‘algorithm’’. Its functionality
is given by the algorithms of each level of a monitoring system and
other features necessary to implement a system that works with
remote processing nodes. Thus, the block ‘‘algorithm’’ includes features starting from traditional processing algorithms and business
logic to communications between remote modules or databases,
passing through the acquisition of sensor data, essential in monitoring systems. It may seem a priori that this new block handles
all the processing. Nevertheless, instead of a single block there will
be a set of them, each linked to a module composing the levels of
the framework. In addition, in this extension to MVC, the functionality of the local model is to store the application data and to provide primitives to manage them (see Fig. 3). Each component in
INT3-Horus possesses this internal structure, being the local model
in charge of storing and managing local data. Global data is stored
and managed by the Common Model.
All system elements are included in one of three modules (model, view and controller) in the traditional MVC paradigm. In our
extension, the components depicted in Fig. 3 are considered as a

6717

Fig. 3. Extension to the traditional MVC.

single execution module. Each module is one of the levels of the
INT3-Horus framework and is responsible for providing the functionality by performing the associated processing, instantiating
the required parameters in a Common Model and showing the result of the execution as well as the parameters to allow adjusting
its settings in its interface.
2.4. INT3-Horus is a hybrid framework
It is necessary to describe the execution model before describing the levels that make up INT3-Horus in detail. It is deﬁned as
a hybrid distributed system, where a number of remote nodes
are responsible for a part of the processing (the lower levels) and
a central node is responsible for collecting information from those
nodes to merge and make the processing at higher levels. The central node also houses the central controller of the complete framework, as well as the common view that encompasses the views of
each of the framework levels (see Fig. 4).
Fig. 5 shows a representation of the different hardware blocks
that make up such a system. All remote nodes have the extended
MVC structure, but they only perform a part of the complete
framework processing. In the central node the major components
of the extended MVC and their relationships are distinguished,
although the remote nodes also have a Common Model whose functions are detailed next.
3. INT3-Horus provides a Common Model
Within the INT3-Horus monitoring and activity interpretation
framework, there is a fundamental part, namely the Common
Model. The Common Model has two distinct functionalities: to host
and manage both the data model and the controller of the execution of the different framework levels. These features correspond
to the model and the controller of the traditional MVC paradigm

Fig. 4. Deﬁnition of the Common Model.
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Fig. 5. Hybrid execution model. Levels per node.

and convert the Common Model in the core of the framework.
Levels and modules can vary (or fail), but the data model and the
controller have to ensure the data consistency and proper implementation of the components that form the framework, as well
as to control possible errors in the levels and try to correct or minimize them as far as possible.
The Common Model houses the data structures that support the
exchange of information between levels of the framework. In this
sense, primitives are provided for information management. On
the one hand, there are primitives that add information to the
Common Model from the levels (outputs). Similarly, in the data
model there exist functions to retrieve the information from the
levels that require it (inputs). On the other hand, the Common
Model provides functions for managing the data model, allowing
to update the information contained and its deletion (if no longer
needed) within the framework execution ﬂow. The process occurs
through two pathways: the direct elimination of the information
with the consequent release of memory, or the storage of information in hardware, freeing it from main memory. All these operations require a high degree of consistency within the data model.
For this reason, the Common Model performs the necessary checks
to ensure that the information inserted into the data model is correct and does not cause inconsistencies or errors when the modules require it for execution.
Furthermore, the Common Model has been designed as the
‘‘orchestra conductor’’ in INT3-Horus. It is responsible for launching
the execution of the modules contained in the framework levels
and for receiving signals indicating the execution completion.
Thus, different execution models, such as sequential or pipeline,
allowing the execution of several levels in parallel, each handling
relative information in different times, are permitted. In addition,
the Common Model is responsible for monitoring the correct performance of the modules, taking action in case of malfunction (for
example by restarting the modules). There is a signaling mechanism to warn the modules of the restart of one of them, so they
can perform the actions necessary for not altering their operation.
4. INT3-Horus processing levels
The present section describes the functionality of the levels of
the INT3-Horus framework. Of course, the proposed levels are just
a guideline to create the framework, but it is possible to include
new levels according to the application requirements.

Data Acquisition: This level directly interacts with the digital
analog devices, measuring from the physical world and adapting
these measures to be usable by the system. The measures are data
from the sensors as well as data from other information sources
(disk, database, and so on). The data acquisition level also performs
information preprocessing.
Sensor Fusion: This level is in charge of fusing the sensor data to
improve the information quality (more complete and accurate).
Fusion algorithms may also operate with different spectrum
images and are capable of introducing knowledge on the domain.
Pixel-level Segmentation The third framework level is dedicated
to isolate the objects of interest contained in the input images. This
level may hold a wide range of methods, from the simplest one (a
binarization applied to infrared (IR) images (Fernández-Caballero
et al., 2011)) to other more complex approaches yielding better
results (Fernández-Caballero et al., 2008; Moreno-Garcia et al.,
2010). On the other hand, this level also ﬁlters the spots corresponding to the objects of interest with the aim of eliminating
possible noise.
Pixel-level Segmentation Fusion: This level fuses images obtained in localization and ﬁltering stage as there might be several
localization and ﬁltering approaches running in the framework
(e.g. one devoted to color images and another to IR images). Thus,
this level seeks for the most beneﬁc features from the input
images.
Blob Detection: The blob detection level ﬁlters isolated spots
misdetected in the previous levels. Besides, the blob detection level
is in charge of extracting information associated to the spots to allow a more efﬁcient analysis of the objects. This information is
application-dependent.
Object Identiﬁcation: This level operates with objects instead
of blobs. This enhances the information abstraction, mapping object coordinates into the real world instead of simply operating
with image coordinates.
Object Classiﬁcation: This level is specially important to perform a good activity analysis because it provides knowledge about
‘‘what’’ the object is. Also, object classiﬁcation may provide information about the objects’ orientation.
Object Tracking: This level is in charge of mapping the image
object coordinates into the real map. Thus, it calculates the trajectories followed by the moving objects within the scenario, independently of the particular sensor that detected them. It also
makes predictions about future positions of the objects on the
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basis of the previously detected trajectories. This level uses the
information from the common model referring to the map, the sensors situation and its coverage range.
Event Detection: The event detection level generates semantic
information related to the behavior of the objects in the scenario.
These events happen in a short period of time and involve few objects (usually one). Some examples are events such as running,
walking or falling, which can be detected with just one or at most
a few input images. This is the last level of the framework held
within remote nodes (see Fig. 5). The next levels are implemented
in the central node together with the common model and the central controller and view.
Event Fusion: In a multisensory monitoring and interpretation
system, where several sensors monitor a common scenario, the
events generated from different sources usually do not match. This
is why the event fusion level is necessary to unify the information
arriving from the different sensory data generated in the previous
level.
Activity Detection: This ﬁnal level of the architecture is in
charge of the analysis and interpretation of activities already associated to temporal features. After event fusion, the current level
has a better knowledge of what is happening in the scenario
according to the detected events. Hence, the activities detected at
this level can be translated into actions along the scenario, providing a higher abstraction level.
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correspondent subclasses), represents data type structures that
constitute inputs and outputs at each level and are used at each processing level hLii.
The second component of Eq. (1), R, stands for relations between the classes deﬁned in C. Component R is determined as:

R ¼ hInputData; OutputDatai

ð4Þ

Finally, the component X represents a set of rules, which determine
the system functionality for a given domain. In other words, component X is a set of goals and corresponding actions for an application.
The component X is determined as:

X ¼ hGoal; Class; DataTypei

ð5Þ

where Goal is a set of tree-based goals Gi,j, i = 0, 1, . . . , n, j = 0, 1, . . . , m,
being j the number of levels in the goals tree and i the number of
goals within a level. DataType takes values hasInput or hasOutput.
5.1. Description of the Level class
The ontology for the levels hierarchy, as created in Protégé, is
represented in Fig. 6. The functionality of each level is described,
although no algorithm is associated to keep the framework as generic as possible. Of course, the proposed levels are just a guideline
to create the framework, but it is possible to include new levels
according to the application requirements.

5. INT3-Horus formal ontology model
5.2. Description of the DataType class
If deﬁning an ontology O in terms of an algebraic system (Gruber, 1995), we have the following three attributes:

O ¼ ðC; R; XÞ

ð1Þ

where C is a set of concepts, R a set of relations between the
concepts, and X is a set of rules. Eq. (1) proposes the ontology for
a domain of interest to be described by offering proper meanings
to C, R and X. As Protégé (Protégé home page) is used as the ontology editing software, the following specialization is obtained:

In a similar manner, the DataType class is represented in Fig. 7.
The class has a hierarchical structure as it includes data type structures, corresponding to the needs of many current monitoring and
activity interpretation approaches. Finally, we have identiﬁed eight
data structures on the ﬁrst level; and two of these classes have
been subdivided into subclasses. The detailed description of these

DO ¼ hIndiv iduals; Classes; Properties; Values; Restrictions; AxiomaticRulesi
ð2Þ

Individuals are entities representing the instances of the framework levels as well as their associated input and output parameters. Classes are interpreted as ‘‘sets containing individuals’’, and
are organized in a taxonomy in accordance with the hierarchical
superclass–subclass relations. Properties are binary relations on
individuals, which enables asserting facts about classes and individuals. They are functional, inverse functional, symmetric or transitive. The properties are used in restrictions and in axioms. Values
contains the values that can be assigned to individuals. Restrictions
state the permitted and extreme ranges. Generally speaking,
Restrictions impose constraints on the properties of the classes. AxiomaticRules use restrictions, boolean algebra and some other concepts such as general classes to create properties and class axioms.
The components of the algebraic system (see Eq. (1)) are as
follows. Let us take a look at the classes with respect to our domain
of interest. In agreement with formula (1), component C for the
intelligent monitoring and activity interpretation domain can be
rewritten as:

C ¼ hLev el; DataTypei

ð3Þ

Here, the ﬁrst class, Level, is a set of processing levels, hLii
(i = 0, 1, . . . , n, n is a number of levels or layers), each one in charge
of a speciﬁc set of tasks. The second class, DataType, hDj, ki
(j = 0, 1, . . . , m, k = 0, 1, . . . , k, where m is a number of possible data
types of the ﬁrst level, and k is the possible number of their

Fig. 6. Representation of the Level Class in Protégé.
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Object: Growing in abstraction and temporal dependency, blobs
captured from different sources are related to each other to form
objects. Objects possess features to distinguish them from other
entities in the scene, tracking them along time and remaining in
memory (even after leaving the scenario). This is a very powerful
feature that improves the event detection process.
Event: Events are included to manage simple behaviors that occur in a short period of time (even instantly) and involves just a
few objects. The events are used as primitives for higher-level
behavior interpretation.
Activity: Global behaviors involving several objects (and sensors) are stored as activities. Both, event and activity, are implemented in a manner close to natural human language. This
implies the use of text strings to manage the information and
XML-like formats to encapsulate it.
Additionally, we have come to conclusion that the most complex classes: Blobs and Objects, have to be extended in subclasses.
In the current version of INT3-Horus, these data types contain a
great amount of attributes whose number is still growing because
the framework is continuously evolving. Therefore, formalization
through ontology enables a ﬂexible and well-structured knowledge representation, allowing for expansion as new features are
incorporated into the framework.

Fig. 7. Representation of the DataType Class (including Blob and Object subclasses)
in Protégé.

classes is provided next, ordered by the abstraction information
level.
Sensor Data: Raw data coming from the different sensor technologies is considered in the speciﬁcation of the modules. In this
sense, despite this parameter does not correspond to a real data
structure by itself, it must be taken into account as it corresponds
to the general input to the framework.
Image: Images managed by INT3-Horus correspond to a data
structure provided by OpenCV (OpenCV home page), namely
IplImage. This data structure is common to the ﬁrst levels of the
framework, starting from data acquisition, which transform the
raw data coming from cameras to this image format. As IplImage
is a standard format, it is able to hold different kinds of image
technologies, such as color, infrared and thermal images.
Matrix: Another way of representing sensor data is through matrixes. This parameter is used to manage data coming from range
sensors, such as time-of-ﬂight cameras. These sensors provide
three-dimensional information of the scene, which makes a matrix
data structure suitable for storage. On the other hand, wireless sensor networks (WSNs) are also proposed in the framework as information sources. Thus, arrays of information coming from different
nodes are stored in matrixes.
Array: This parameter holds information about classic surveillance sensors. This is, boolean sensors such as volumetric or movement sensors which only provide triggered events that hold no
associated value.
Blob: Image processing extracts information regarding some
spots or regions. These regions and some parameters calculated
(or even inferred) are stored in data structures named blobs.

5.2.1. Description of the Blob subclasses
The attributes that deﬁne a blob are based on our previous
works in this area (Fernández-Caballero et al., 2011, 2010). At
every step of the design, the dynamic nature of INT3-Horus has
been faced to stay open for future expansions. Therefore, the blob
features that compose the Blob Subclass are easy to modify or add
for a given data model. It is enough to add new attributes in the
corresponding subclass and to implement the methods that operate them (or extend the existing ones). Next, the subclasses of
the Blob Class are provided and described.
Contours: This is a list of points (image pixels) containing the
contour of each blob. The list is implemented as a class template
QList containing elements of type QVector3D. As indicated by their
name, these elements allow the storage of three-dimensional
points, which can be used to work with blobs obtained from range
sensors, among others.
ID: This subclass has been deﬁned to offer a unique identiﬁcation to each blob. Although the utility of the id is restricted to
the identiﬁcation level, it is very useful in the higher levels when
matching blobs detected over time to obtain objects. There is a
possibility that the same object is detected by various sensors,
where every sensor produces a separate blob with its own identiﬁer. In this case, the incorporation of an identiﬁer is useful to make
a proper fusion of blobs and a ‘‘reconstruction’’ of objects.
Origin and Size: Another important parameter of a blob is the
coordinates of the ‘‘bounding box’’ that contains it. This is why
two attributes have been included to establish the origin (initial)
and the ﬁnal position of the box (i.e. the two opposite corners of
a rectangle). Traditionally, the starting and ending points are set
as the lower left and upper right corners of the rectangle,
respectively.
Origin Sensor: The Blob Class must also contain the information
associated with the sensor that obtained the blob. Thus, the attribute originSensor is included. This attribute is a data structure containing an identiﬁer of the sensor and its associated sensor type.
Histogram: The possibility to store the histogram associated
with image blobs, expanding their information, is offered by this
subclass. This information is used both at the blob and the higher
levels, e.g. when merging blobs detected by multiple cameras.
OpenCV offers both a data structure dedicated to this task and a
set of functions to work with in order to store the histogram.
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Table 1
Levels and DataType relations.
Level

hasInput

hasOutput

Data Acquisition

Sensor Data

Sensor Fusion

Image, Matrix,
Array
Image
Image

Image, Matrix,
Array
Image

Pixel-level Segmentation
Pixel-level Segmentation
Fusion
Blob Detection
Object Identiﬁcation
Object Classiﬁcation
Object Tracking
Event Detection
Event Fusion
Activity Detection

Image
Blob
Object
Object
Object
Event
Event

Image
Image
Blob
Object
Object
Object
Event
Event
Activity

5.2.2. Description of the Object subclasses
The Object subclasses have been implemented to manage the
information associated with real-world objects. These objects are
obtained from one or more blobs that are captured by one or more
sensors. Although the current implementation of the objects of
INT3-Horus is fully functional, the model remains open to collect
the needs of new algorithms. However, the currently deﬁned set
of attributes for objects has proven very powerful for the management of objects in two-dimensional images and the real threedimensional world. Next, a list of the subclasses of the Object Class
are described.
Blob Reference: As previously mentioned, objects are formed
from the information of one or more blobs. Therefore, an attribute
is deﬁned to reference objects of Blob type related to the blobs that
from them. The blobs are stored in the list of blobs for each sensor
and for each timestamp. For this reason, the refBlob structure is
provided with a parameter to identify the sensor which detected
a given blob, and another parameter to indicate the position of
the blob within the list of blobs for the given sensor. Finally, there
is an attribute to indicate the timestamp of the blob detection.
Label: This subclass identiﬁes the objects and stores their labels.
This parameter is critical as it used in the management methods of
the Object Class to access the objects.
Trajectory: This subclass stores: the trajectory of each object
based on the points where it was detected in previous timestamps;
its future position based on the given trajectory; and, the current
speed and direction of the object. The attribute is deﬁned as a hash
table whose index is the acquisition timestamp for the positions
comprising the trajectory, while the table values are formed by
three-dimensional points.
Direction and Speed: The direction and velocity of the object are
encoded as a three-dimensional coordinate, where the direction is
given by the vector starting from position {0, 0, 0} to the current objects’s position, and the speed is the magnitude of the vector.
Orientation: This subclass stands for object orientation. The
most important use of this subclass is activity recognition.
First Detection Time and Last Detection Time: The ﬁrst attribute
deﬁnes the time when an object has been detected, this is, the ﬁrst
timestamp when the object was detected. The second one indicates
the timestamp associated with the last detection of the object. This
may not correspond to the current moment of execution, since an
object may not have been detected for some time, remaining in
memory to facilitate the operation of some levels such as Object
Tracking.
Skeleton: This subclass contains a description of the skeleton of
the object. It has been included to facilitate the interpretation of
events and activities at higher levels. This attribute depends on
the ﬁnal applications developed in the framework, as the skeleton
of a person receives a different treatment to the skeleton that can
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be obtained to characterize an object like a car. A skeleton is considered as a graph with a set of nodes (the start and end points)
and a series of arcs (lines which join these positions). Thus, the repeated positions indicate the joints of the skeleton segments.
Initial Coordinate and Final Coordinate: Unlike blobs, objects
have a projection into the real world. Therefore, two subclasses
have been added that provide the start and the end points of the
‘‘bounding box’’ which links the object to the real world. For instance, such a ‘‘bounding box’’ is obtained from a range sensor
which provides three-dimensional information, or from a multicamera system where it is possible to get information about the
objects’ dimensions. Moreover, if the information is two-dimensional, the missing depth dimension is approximated through the
objects’ models. The attributes used in this case are two-dimensional points: realWorldOrigin and realWorldSize. Although the last
parameter seems confusing, it is actually very useful for optimizing
the calculations, since it is deﬁned as the opposite corner to the origin of the bounding box.
Class: This subclass is used to indicate a class of object. For
example, in case of trafﬁc monitoring, it is possible to distinguish
among several vehicle types (cars, trucks, motorcycles, and so on).
5.3. Relations
Levels and DataType classes are linked through a set of relations
hasInput and hasOutput that administrate the types of data available at each level. Relations isInputOf and isOutputOf are inferred
due to the symmetric property of the previous relations. Table 1
shows inputs and outputs in their respective levels, which are
sorted following a growing order of information abstraction. Notice
that the information ﬂows from the output of a lower level to the
input of the following one.
To illustrate the previous relations in depth, two examples are
provided. On the ﬁrst hand, Fig. 8 shows the relation hasInput with
its symmetric relation isInputOf for a speciﬁc level. In the example,
an instance is added to the Sensor Fusion level, namely MultisensorFusion. As shown in Table 1, the Sensor Fusion level permits
three inputs. The Image data type stores an ImageList acquired
from a visual sensor. The Array data type stores the readings from
several sensors parameter through ArrayList. Analogously, the Matrix data type is instantiated in a MatrixList. The ﬁgure not only
shows the data type class hierarchy but also the relations between
each data type instance with the level instance.
The second relation, hasOutput, is shown in Fig. 9. The Activity
Detection level is used as an example to describe the interaction
with the data types. In this case, the level in charge of activity
interpretation has only one output (see Table 1). An individual
named ActivityList is created to store and manage a list of activities.
The ﬁgure shows its relations with an Activity Detection instantiation, that is, FuzzyActivityDetection, together with the class
hierarchy.
6. Case of study: multispectrum fall detection of elderly people
In this case of study two technologies are integrated: cognitive
assistance and multisensory monitoring. These technologies are
combined in an interoperable manner to exchange the information
between different concepts and platforms, and processing levels
able to assist elderly people in their everyday life. To monitor the
elderly person, computer vision techniques are utilized at a lower
level, tracking the current status of the user coupled with other
kinds of off-the-shelf sensors, impacting in terms of health condition and emergency. The set of sensors and techniques is arranged
as a multisensory monitoring component of the INT3-Horus
system.
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Fig. 8. hasInput relation for a MultisensorFusion instance.

6.1. Multiple spectra monitoring
Multiple spectra monitoring consists of a series of object detection, tracking and activity interpretation techniques that, working
with different spectra video cameras, are able to detect people’s
current position and movement, this way obtaining the events
and activities involved. The monitoring component of the system
is focused on obtaining the current status of the people inside
the monitored environment. This status means actions such as
standing, sitting or laying (with a very different impact whether
it is on a bed or on the ﬂoor). As it is difﬁcult to establish differences between actions such as tripping or falling, it is more feasible
to detect if a person has already fell. Two different kinds of cameras
are usually used, namely color and infrared cameras. Each one of
them is used in different circumstances with the aim of using both
best characteristics.
Color cameras are usually a good choice for standard circumstances. They have a wide price range, providing many alternatives
to choose from with different resolutions, focal length, etc. Thus,
they are suitable for a standard monitoring system. Though, these
cameras have two main drawbacks. First, they need environments
with good visibility, making them not suitable for night environments or low visibility conditions (Fernández-Caballero et al.,
2011). Also, people monitored by these cameras can feel that their
privacy is being reduced, especially in areas such as bedrooms or
bathrooms, making uncomfortable for them to daily live being surrounded by these cameras.
Therefore, infrared cameras are used to ensure good detection
performance independently from lightning conditions whilst keeping privacy in some sensible areas. These cameras are a powerful
tool to perform human tracking and activity recognition, since humans usually appear warmer than the rest of the objects in the
scene in images acquired from these cameras. This feature makes
them very useful for human recognition in low visibility environments, including rooms at night. Infrared cameras are also suitable
in places where privacy must be preserved, since they provide
thermal information that can be used to establish if there are humans in the scene and their location, without providing further
information about the person’s identity. This is due to the fact that
individual features such as faces cannot be distinguished with
them. However, nowadays these cameras are still very expensive,
which makes necessary to use them only in spaces where they
are the only choice, creating the need to use other options in less
critical environments which are usually well lit.
Regarding the characteristics of these two kinds of cameras, the
conclusion achieved is to use infrared monitoring in rooms where
privacy is important, such as bathrooms, or where there is low visibility, like bedrooms which won’t be lit while people is sleeping.
Other rooms will use standard color cameras, which are suitable

in a wide range of circumstances. However, at this point is important to remind that this system component operates at the lower
processing levels, being unable to take actions over a detected situation by itself. For this reason, a higher-level component is
needed to perform decision-making as well as other tasks to act
over the environment or to respond with appropriate actions.
The next subsections detail the operation of the modules that
make up the concrete framework architecture, starting from the
image acquisition.
6.2. Acquisition and low level processing
The module of acquisition and low level processing is designed
to work on both visual and infrared spectra. Its main objective is to
obtain the humans present in the scene, providing this information
to the higher levels. Thus, this stage is critical, because if its results
are not accurate, the rest of the system will not work properly. As it
has previously been said, two different algorithms are used at this
level. An ‘‘accumulative computation’’ approach (FernándezCaballero et al., 2003; Moreno-Garcia et al., 2010) has been chosen
to work in the visual spectrum and will be used in the main monitored rooms, whilst human detection based on a single frame is
used for infrared cameras and will be applied in rooms with special
needs such as bathrooms or bedrooms. These algorithms will be
described in detail in the following sections.
6.2.1. Visual spectrum processing
The proposal for human detection in the visual spectrum uses
the accumulative computation approach. Motion calculation
allows obtaining gradually all moving human shapes through this
mechanism. The different stages of the algorithm, shown in Fig. 10
and detailed next, cover the main features of the proposed
approach.
Gray level segmentation. The module segments the original
image (named as I(x, y, t) into a preset group of N bands. Each of
these bands corresponds to a different range of gray levels from
0 to 256. For example, if we use eight gray level bands, the ﬁrst
band covers a range of gray levels from 0 to 31, the second band
covers a range from 32 to 63, and so on. At the end of this stage
there are have N binary images. The pixels whose gray level value
in the original image is in the gray level range of the band have
maximum value while the rest of the pixels have a minimum value.
These images are named as GLSi, where i 2 [0 . . . N  1].
Permanence. Now, a charge or discharge value calculation due
to motion detection is performed. The module has been designed
to obtain the accumulated charge PMi(x, y, t) on a quantization basis
that will memorize the value of the accumulative computation
present at time scale t for each pixel (x, y).
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Fig. 9. hasOutput relation for a FuzzyActivityDetection instance.

At each pixel (x, y) we are in front of three possibilities: (1) The
charge value at pixel (x, y) is discharged down to vdis (the minimum
allowed charge value) when no motion information is detected at
band i. No motion information is available as pixel (x, y) does not
correspond to band i. (2) The charge value at pixel (x, y) is saturated
to vsat (the maximum charge value) when motion is detected at t.
Motion is detected as image pixel now belongs to this band at time
instant t, and it did not correspond to the band at the previous instant t  Dt, or vice versa. (3) The charge value at pixel (x, y) is
decremented by a value vdm when motion goes on being detected
in consecutive intervals t and t  Dt. Of course, the permanence value cannot get off a minimum value vdis. Notice that the discharge
of a pixel by a quantity of vdm is the way to stop maintaining attention to a pixel of the image that did capture our interest in the past.
Human parts fusion: During this step, we take the maximum
value of all outputs of the N bands to show the detected blobs associated to a moving human as obtained for each color component:

Sðx; y; tÞ ¼ maxðPMi ðx; y; tÞ;

8i 2 ½0 . . . N  1Þ

ð6Þ

An example of the output generated by this stage is available at
Fig. 11.
Human blob detection: This module performs a binarization with
threshold Hobj. Values over the threshold are set to max (255) and
below threshold are set to min (0). Once the image is binarized,
some morphologic operations, namely a series of erosion and dilation operations, leading to eliminate image noise are performed.

Fig. 10. Accumulative computation approach.

Finally, spots are ﬁltered based on human characteristic features,
such as height, width and compactness.
6.2.2. Infrared spectrum processing
Our proposed infrared-based human detection algorithm uses a
single frame for the human detection. The following sections explain this algorithm in detail. Each section is related to a different
phase, namely, human candidate blobs detection, human candidate blobs reﬁnement and human conﬁrmation.
Human candidate blob detection: The initial stage of the algorithm starts with the analysis of an infrared input image I, captured
at time instant t by an infrared camera. Initially, a scale change is
performed to normalize the image, with the objective of always
working with a similar scale of values. A normalization factor c is
assumed, experimentally ﬁxed as 60, using the mean gray level value of the current image, I.
A threshold is used in order to perform a binarization whose
objective is the isolation of the human candidate spots. This
threshold is calculated using an adaptive threshold method (Shapiro and Stockman, 2002) based on the standard deviation of I, that
is, rI. The image areas containing moderate heat blobs, and, therefore, belonging to human candidates are obtained through the
application of this threshold. Thus, the warmer zones of the image
are isolated, with the assumption that they belong to humans. Due
to the scale change of the image, the threshold Hc is calculated
with a tolerance value of a 25% above the sum of the mean image
gray level value and the image gray level value standard deviation.
Now, the binarization of the new image I0 is performed using
the obtained threshold Hc. Pixels above the threshold are set at a
maximum value max = 255 and pixels below are set to a minimum
value min = 0. Next, it is necessary to eliminate isolated pixels and
to unite areas split during the binarization. With this aim, morphological opening and closing operations are performed. These operations require structuring elements that in both cases are 3  3
square matrices.
Afterwards, the blobs (spots) contained in the image are obtained. A minimum area, function of the image size, is established
for a blob to be considered to contain humans. A list of blobs, LB, is
generated as a result, containing human candidates in the form
ba[(xstart; ystart); (xend; yend)]. a stands for the number of the human
candidate blob in image I0 , whereas (xstart; ystart) and (xend; yend)
are the upper left and lower right coordinates, respectively, of
the minimum rectangle containing the blobs. At this point, the
content of each blob must be validated in order to establish if
one single human candidate or more than one are contained in
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Fig. 11. Accumulative computation result. Left, input image; right, motion detected at different time instants.

Fig. 12. Infrared spectrum detection. Left, input image; right, human blob detected.

the blob. Thus, the algorithm processes each detected blob
separately.
Human candidate blob reﬁnement: After detecting human candidate blobs, it is necessary to analyze them to avoid common segmentation problems such as erroneous grouping. Moreover, the
next steps help to obtain a more accurate vision of the monitored
scene, which will improve the performance of the higher-level
modules. Let us deﬁne a region of interest (ROI) as the minimum
rectangle containing one blob of a list LB. A ROI may be deﬁned
as Ra = Ra(i; j) when associated to a blob ba[(xstart; ystart); (xend; yend)].
The ﬁrst step is human vertical delimiting. This is based on the
premise that a histogram of the gray level of the ROI columns has
been previously obtained showing which zones of the ROI own
greater heat concentrations. Thus, the certainty of the presence
and situation of human heads is increased, separating human
groups (if any) into single humans as well. The presence of warmer
zones is used as an indicator of human presence as heads are normally warmer than the rest of the human’s body, covered by
clothes. Regions of the ROI where the sum of heat sources is below
a threshold are also identiﬁed, as these regions are supposed to belong to gaps between two humans. A human individual is considered as a warmer zone (head + torso) limited by two gaps. Possible
grouped humans are split into sub-ROIs, sRa,b, containing human
candidates at the end of this process.
Secondly, it is necessary to perform a horizontal delimiting. The
height of each sub-ROI obtained in the previous stage must be
ﬁtted to the real height of the human contained. Thus, a new
threshold, Hh, must be applied to perform this adjustment. The
calculation is applied separately on each sub-ROI to avoid the inﬂuence of the rest of the image on the result. The threshold uses the
value of the sub-ROI average gray level, Hh ¼ sRa;b . Thus, sub-ROI
sRa,b is binarized to delimit its upper and lower limits, obtaining
sRa,b,x where the pixel values of sRa,b greater than Hh are set to
max. The upper and lower rows of the human candidate are equal

to the ﬁrst and last rows, respectively, containing pixels with a value set to max. This way, a new set of sub-ROIs sRa,b,i is obtained.
These sub-ROIs are scanned separately in the ﬁnal stage.
Human conﬁrmation: Finally, it is necessary to conﬁrm if the
human candidate contained in each sub-ROI sRa,b,i is actually a
human. To do this, the size of the sRa,b,i is checked, as well as its
standard deviation and area ratio with respect to the original infrared image I. These checks discard possible false positives such as
fuses, radiators, and other heat sources whose heat distribution
can be confused with a human being. The result of applying human
detection based on a single frame at a sample image can be seen in
Fig. 12.

6.3. Fall detection mechanism
Our approach is based on the idea of combining fall detection
with an inactivity monitoring model. In this case, inactivity monitoring is thought for checking if a human continues lying inactive
during some predeﬁned time after a fall has been detected. Fall
detection as such is based on the geometrical analysis of the ROI
representing a human, as obtained in the previous module of the
proposal. Roughly, it is decided if a fall has occurred through the
study of the velocity of the deformation suffered by the ROI along
an established time interval. This time interval is denominated the
‘‘fall time’’, which typically takes values between 1 and 3 s.
Fig. 13 illustrates the principal ideas of the approach towards
fall detection and inactivity monitoring. In brief, during ‘‘fall time’’,
fall detection is launched (’’A’’ in Fig. 5). Once a fall is detected,
inactivity monitoring is activated (’’B’’ and ‘‘C’’ in Fig. 13). If the fallen human stands up before a pre-established time interval denominated ‘‘monitoring time’’ (typically 30 s), inactivity monitoring is
stopped and fall detection is launched again (’’D’’ and ‘‘E’’ in
Fig. 13).
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In more detail, after ‘‘fall time’’ passes, the joint static and kinematic analysis of the ROIs corresponding to humans is performed.
The static analysis corresponds to the study of a single (and current
input) segmented image, whilst kinematic analysis is based on a
sequence of segmented video images. During static analysis, the
geometrical parameters of each ROI are calculated, namely, the
‘‘change of the height of the ROI’’ and the ‘‘width-to-height ratio
of the ROI’’. The kinematic analysis implies the calculation of the
‘‘velocity of the change of the height of the ROI’’ among a series
of n consecutive segmented video frames.
After the previous parameters have been calculated, fuzzy logic
is used to determine the ranges for the fall indicators. Indeed, fuzziness for fall detection includes some input linguistic variables,
namely ‘‘HeightChange’’, ‘‘VelocityChange’’ and ‘‘WidthToHeightRatio’’, and an output linguistic variable called ‘‘Fall’’. The fuzzy
sets for each of these input linguistic variables include three fuzzy
terms, namely SMALL, MEDIUM and HIGH, whilst the output variable include the terms YES and NO.
The linguistic variable ‘‘VelocityChange’’ is calculated as the
relation of the real velocity to the maximum possible velocity.
The terms for this linguistic variable have the following ranges:
 SMALL 2[0 . . . 0.35]
 MEDIUM 2[0.25 . . . 0.65]
 HIGH 2[0.6 . . . 1.25]

Fig. 13. Representation of fall detection and inactivity monitoring.

The linguistic variable ‘‘HeightChange’’ is calculated as the relation
of the initial height to the ﬁnal height of the ROI. As stated in (Loomis, 1943), the width of a human’s body is around 25% of his/her
height. Taking into account different human builds, we have experimentally decided set up a value of 30% of a ROI’s height as the
higher boundary for the HIGH term of linguistic variable
‘‘HeightChange’’.
The ‘‘WidthToHeightRatio’’ variable ranges from 0.0 to 6.0.
Since a ROI corresponding to a person in a strengthened position
is longer in height than in width, the term SMALL 2[0 . . . 0.8], the
term MEDIUM 2[0.7 . . . 2.5] stands for a situation where a ROI belongs to a fallen person, or, alternatively, to a sitting or prone person. Finally, the term HIGH 2[2.1 . . . 6.0] describes a ROI of a laying
person.
Notice that the main variable for ﬁnal decision-making is
‘‘Alarm’’, which is used to indicate if a fall has been detected. The

Fig. 14. Infrared spectra fall tests. Upper row corresponds to a fall from a standing position; middle row corresponds to a fall from seated; and lower row corresponds to a
false fall (kneeling action).
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Fig. 15. Visible spectra fall tests. Upper row corresponds to a fall from a standing position; middle row corresponds to a fall from seated; and lower row corresponds to a false
fall (kneeling action).

Table 2
Fall detection results.
Camera
spectrum

Width to Height
ratio

Height
change

Velocity
change

Fall

Falls from a ‘‘standing’’ position
Visible
HIGH (2.30)

HIGH (2.41)

YES

Infrared

MEDIUM (1.14)

HIGH (2.72)

MEDIUM
(0.44)
MEDIUM
(0.35)

Falls from a ‘‘sitting’’ position
Visible
MEDIUM (1.35)

HIGH (2.60)

Infrared

HIGH (3.07)

HIGH (3.80)

False falls
Visible

SMALL (0.62)

Infrared

MEDIUM (1.35)

MEDIUM
(0.92)
MEDIUM
(1.37)

MEDIUM
(0.53)
MEDIUM
(0.49)

YES

YES
YES

SMALL (0.12)

NO

SMALL (0.16)

NO

variable holds values ‘‘FallDetected’’ and ‘‘NoFallDetected’’. Initially, ‘‘Alarm’’ is set to ‘‘NoFallDetected’’ until a fall is supposed
in accordance with the fall detection subsystem described before.
6.4. Data and results
The following experiments were set up to validate the proposed
system. The experiments were carried out on a personal computer
equipped with an Intel Core i7 processor with 3 GB of RAM. The video sequences were recorded with a FLIR A320 infrared camera at
a resolution of 720  480 pixels and a SONY fcb-ex780bp color
camera at a resolution of 704  576 pixels.
Six sequences of images, three for an infrared and three for a
visible camera, containing a single person were used to validate
the objectives of our research. As there are not image libraries
available in public datasets containing falls, actors simulated the
required situations. The experiments were carried out in accordance with the following list of objectives: (1) Detection of falls

from the standing position. (2) Detection of falls from the sitting
position. (3) Identiﬁcation of false falls. Figs. 14 and 15 show
resulting images where falls are foreseen in the experiment. There
are red and blue bounding boxes on the images. A red bounding
box shows the rectangular borders of the ROI of the last blob position detected, whereas a blue bounding box retains the borders
corresponding to the ﬁrst blob originating the fall presumption.
Thus, fall indicators are calculated using the red and the blue
bounding boxes.
Table 2 contains the results of fall detection for the color and IR
cameras. The columns ‘‘Width to Height ratio’’, ‘‘Height change’’
and ‘‘Velocity change’’ contain values of fuzzy terms for the input
variables of the fuzzy system and the corresponded crisp values.
The following column ‘‘Fall’’ has values YES (in case a fall was detected) or NO (in case no fall was detected).
As shown in Table 2, in the case of a fall from the standing position for the color camera, the ‘‘Width to Height ratio’’ parameter
has a HIGH value, and the height of the ROI changes greatly reaching the value of 2.41, which belongs to the HIGH fuzzy term. Velocity of the change is MEDIUM (0.44). The fuzzy system detected a
fall and gave the response YES, as it is indicated in the Table 2.
The next fall, which was detected with the infrared camera at
night time, is characterized with HIGH value for the ‘‘Height
change’’ and MEDIUM for the ‘‘Width to Height ratio’’ and ‘‘Velocity
change’’. The falls from the sitting position were detected for both
types of cameras as having HIGH values for fuzzy variable ‘‘Height
change’’ and MEDIUM for the ‘‘Velocity change’’. To illustrate false
falls, kneeling action is proposed. In this case, for both types of
camera, falls were not detected, as the values that reached input
fuzzy variables were MEDIUM and SMALL.

7. Conclusions
This paper has introduced a framework for monitoring and
activity interpretation in intelligent environments based in the
model-view-controller paradigm. The paper has deﬁned an extension of the traditional MVC paradigm for the inclusion of the differentiating functionalities of an advanced surveillance system. The
proposed framework is deﬁned as a hybrid distributed system
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where remote nodes perform lower level processing as well as data
acquisition. A central node is in charge of collecting the information and fusing it. The remote nodes hold the following levels of
the framework: data acquisition, sensor fusion, pixel-level segmentation, pixel-level segmentation fusion, blob detection, object
identiﬁcation, object classiﬁcation, object tracking, event detection
and event fusion. The central node incorporates activity interpretation and scenario modeling.
The proposal has introduced the Common Model, which houses
the data structures that support the exchange of information between framework levels. It has been designed as the ‘‘orchestra
conductor’’ in INT3-Horus. It is responsible for launching the execution of the modules contained in the framework levels and for
receiving signals indicating the execution completion.
This paper has also introduced the ontological model of the
INT3-Horus framework. Ontology creation may be viewed as a crucial step in complex systems design as it determines the system
knowledge area and potential capabilities. The ontology is composed of a couple of classes, namely the Level Class and the DataType Class. The paper has also described the relations between
both classes, as well as it introduces the notion of set of rules
which determine the system functionality for a given domain.
Lastly, a case of study on elderly fall detection has been provided in the paper. Notice that falls of elderly people is a big problem that needs rapid and effective solutions. The continuous
supervision of elderly people requires of a person continuously
staying with the elder, which results very expensive. For this reason, the use of AAL mechanisms improved with the features of
monitoring systems is an interesting proposal. In this paper we
have presented a system that includes monitoring tasks performed
from visible and infrared spectra images, a fuzzy-based model for
fall detection and inactivity monitoring together with module for
decision-making and early response in case of a dangerous situation is detected. The use of these three blocks where visual and
non-visual sensors interact and high-level information about the
environment is obtained provides great advantages to avoid misdetections in contrast to other approaches (Kumar et al., 2006).
The proposed algorithms were tested for a wide number of static and dynamic falls, including the identiﬁcation of false falls.
Experimental results, which have been realized for a number of
falls, have demonstrated that the proposed system is able to detect
them and to distinguish true from false falls.
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